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Abstract

Modern large-scale sequence modeling requires architectures that can represent long-range
dependencies while remaining computationally efficient. Transformers dominate many se-
quence modeling tasks because self-attention enables expressive and highly parallel com-
putation, but its quadratic time and memory costs become prohibitive for long sequences.
Recurrent models such as Long Short-Term Memory (LSTM) networks provide nonlinear
state updates and strong state-tracking capabilities, however, their sequential dependency
structure limits parallel execution. Recent works have proposed a variety of efficient se-
quence models, though many achieve scalability by simplifying nonlinear transition dynam-
ics, imposing structural constraints, or approximating attention. This thesis asks whether
recurrent computation can be reorganized for parallel execution while preserving the non-
linear gated dynamics of LSTMs.

To address this question, this thesis introduces the Parallel Recursive LSTM (PR-
LSTM), a hierarchical recurrent architecture that replaces sequential recurrence with re-
cursive nonlinear state composition over a balanced computation tree. Input tokens are
independently mapped to latent states, which are then recursively merged by a learned
gated composition block. Rather than requiring an associative operator, as in parallel scan
methods, PR-LSTM uses the reduction tree only to define the order of computation. This
preserves gated recurrent state representations while reducing recurrent parallel depth from
linear to logarithmic.

PR-LSTM is evaluated on formal-language benchmarks that isolate core sequence-
modeling capabilities, including finite-state tracking, counting, copying, retrieval, and
stack-like memory, with emphasis on out-of-distribution length generalization. Empiri-
cally, PR-LSTM generalizes to longer sequences on more tasks than standard RNN, LSTM,
and Transformer baselines. These results show that recurrent computation can be reorga-
nized hierarchically to improve parallel execution without restricting transition dynamics
to linear or associative forms. Overall, this thesis positions hierarchical recurrence as a
promising alternative for scalable sequence modeling, combining nonlinear state composi-
tion with logarithmic recurrent execution depth.
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Chapter 1

Introduction

1.1 Sequence Modeling

Sequence modeling is a central problem in Machine Learning (ML), addressing situations in
which data are ordered and the interpretation of each element depends on its surrounding
context. Recent conversational agents and text-based assistants provide a visible example
of this progress. These systems are powered by Large Language Models (LLMs), which
are trained on large text collections to learn linguistic patterns that extend beyond simple
memorization. As a result, they can respond to complex questions across a wide range of
topics, often by interpolating learned patterns rather than retrieving explicitly memorized
examples.

Human language is the most familiar example of sequence modeling, since the meaning
of a sentence depends not only on the words it contains, but also on the order in which
they appear. Similar sequential structure arises in audio signals, sensor measurements,
program traces, and other ordered data.

Transformers [2] have become the dominant architecture for large-scale sequence mod-
eling. In standard Transformers, self-attention allows each element in a sequence to interact
with every other element, enabling flexible modeling of long-range dependencies. Because
representations for different sequence positions can be computed largely in parallel, Trans-
formers are particularly well suited to modern hardware accelerators such as Graphics
Processing Units (GPUs) and Tensor Processing Units (TPUs).

However, this all-to-all interaction pattern comes with substantial computational over-
head. Self-attention evaluates relationships between every pair of input positions, even



when only a subset of these interactions may be relevant for the final prediction. Since
the number of pairwise interactions grows quadratically with sequence length, long inputs
sharply increase both compute and memory requirements. Consequently, scaling Trans-
formers to long sequences remains challenging in practice.

RNNs [6] were the standard approach to sequence modeling before Transformers. They
process sequences one element at a time, updating a hidden state after each step. This
state acts as memory, allowing later predictions to depend on earlier inputs. Variants
such as LSTMs [12] extend this idea with gates that regulate how information is stored,
updated, and forgotten, stabilizing long-range behavior.

The recurrent state of RNNs gives them a natural mechanism for tasks involving count-
ing, finite-state tracking, or compact sequence memory. Their computation and memory
costs scale linearly with sequence length, which can be advantageous for long inputs. How-
ever, the same recurrent structure becomes a bottleneck in modern large-scale settings,
since sequences must be processed one element at a time. Consequently, unlike Trans-
formers, recurrent models offer little parallelism across the sequence. In this sense, RNNs
and Transformers make opposing trade-offs: RNNs favor temporal recurrence and compact
memory, whereas Transformers favor parallel computation at the cost of greater sequence-
level resource use.

1.2 Existing Efficient Sequence Modeling Approaches

The trade-offs between RNNs and Transformers have motivated a range of recent ap-
proaches to efficient sequence modeling. Broadly, these methods aim to preserve the abil-
ity to capture long-range dependencies while reducing the computational and latency costs
that limit practical deployment.

One common strategy is to restructure computation to parallelize the sequence evalu-
ation. For example, when a recurrence can be expressed through an associative operator,
an associative scan reduces the evaluation depth from linear to logarithmic [2]. However,
this associativity requirement is difficult to reconcile with the learned nonlinear updates
of standard recurrent networks. Consequently, recent approaches typically use linear state
dependencies, and attempt to introduce structure to increase expressivity.

Structured state space models are a central example of this direction. Models such
as S4 [9], DSS [10], S5 [19], and Mamba [2, 1] build on linear state-space dynamics for
efficient long-context sequence modeling, while introducing different parameterizations and
implementation strategies to improve expressivity and scalability.



Related recurrent architectures, including RWKV [17], RetNet [21], and xLSTM [1],
similarly aim to combine the efficiency of recurrent computation with modeling benefits
typically associated with attention or gating, making long-context training and inference
more practical.

A separate family of approaches modify the attention mechanism to improve scaling
behavior. Linear attention methods [14, 3] replace exact attention with more scalable ap-
proximations, reducing the cost of comparing tokens across a sequence. Other models,
such as Hyena [18], avoid standard attention by using learned sequence-mixing operations
that can efficiently combine information from distant positions, together with gating mech-
anisms to control the flow of information.

Taken together, these approaches illustrate that efficient sequence modeling is a broad
design space rather than a single architectural path. In many cases, the efficiency gains are
achieved by imposing additional structure on the computation. However, these structures
can limit the types of sequence transformations that can be represented by a model [16].

1.3 Parallel Recursive LSTM

The previous section described a central tension in sequence modeling. Transformers expose
substantial parallelism, allowing many token interactions to be computed at once, but their
full self-attention mechanism scales quadratically with sequence length. Recurrent models,
by contrast, are computationally efficient and maintain an explicit evolving state, but their
strictly sequential computation creates a bottleneck. Existing hybrid approaches often try
to combine these advantages, yet typically do so by simplifying the recurrence. As a
result, they rarely preserve the full nonlinear gated structure of LSTMs. This motivates
the central question of this thesis: can nonlinear gated recurrence be reorganized into a
more parallel computation while preserving the expressive state transitions of LSTMs?

To investigate this question, we introduce the PR-LSTM. Rather than making recur-
rence associative, linear, or attention-like, the proposed approach preserves the nonlinear
composition mechanisms associated with LSTMs while exposing parallelism by changing
the computational structure itself. The resulting model is therefore not a sequential model
that has been parallelized, but an inherently parallel model built using components from
sequential recurrent models.

Each input token is first independently mapped to a state. This operation can be per-
formed in parallel. Nearby states are then composed into higher-order representations that



cover progressively larger contiguous spans of the input sequence. This process continues
recursively until the full sequence is represented by a hierarchy of states.

The model follows a tree-structured computation pattern inspired by parallel scans. The
key difference from a standard associative scan is that PR-LSTM uses the scan pattern
only as an execution tree. The structure specifies the order in which states are combined,
but the learned composition function itself is not assumed to be associative. Instead, each
internal node applies a nonlinear LSTM-based operator that merges two child states into a
parent state. This allows the model to preserve gated state representations similar to those
used in LSTMs, while removing the strictly sequential dependence. As a result, the longest
recurrent dependency path grows logarithmically rather than linearly with the sequence
length, allowing the model to be evaluated in a logarithmic number of steps on parallel
hardware.

This thesis explores a complementary direction within efficient sequence modeling.
Rather than claiming that PR-LSTM replaces Transformers, conventional LSTMSs, or struc-
tured state space models, we position it as an alternative architectural approach that may
be well suited to particular classes of sequence-modeling tasks. We therefore evaluate PR-
LSTM on formal-language tasks, which provide a controlled setting for isolating capabilities
such as finite-state tracking, counting, copying, retrieval, and stack-like memory.

1.4 Contributions

This thesis makes four main contributions.

e We introduce PR-LSTM, a recurrent architecture that applies LSTM-style state up-
dates according to a balanced reduction schedule rather than a strictly sequential
chain.

e We develop a multi-stage LSTM-based encoder that composes neighboring latent
states through nonlinear gated updates.

e We use the reduction pattern of parallel scans as an execution structure, exposing
parallelism without requiring the learned recurrence to be associative.

e We show that PR-LSTM achieves strong formal-language length generalization while
reducing recurrent parallel depth and avoiding the quadratic scaling of attention.

A paper based on this work has been submitted to NeurIPS 2026 and is currently under
review.



1.5 Organization of the Thesis

The rest of this thesis is organized as follows. Chapter 2 introduces the background
needed to understand the proposed architecture. This includes neural-network building
blocks, recurrent models, Transformers, efficient sequence modeling, parallel prefix scans,
and formal-language benchmarks. Chapter 3 presents the PR-LSTM architecture. It de-
scribes the design motivation, the balanced hierarchical computation structure, the prefix
reconstruction procedure, and the LSTM-based state composition operator. Chapter 4
evaluates the model on formal-language length-generalization tasks and studies its empiri-
cal behavior in terms of generalization, training-time efficiency, and inference-time scaling.
It additionally evaluates the impact of the main design decisions in the proposed com-
position operator. Finally, Chapter 5 summarizes the findings, discusses the scope and
limitations of the work, and outlines directions for future research.



Chapter 2

Background

This chapter introduces the concepts needed to understand the PR-LSTM architecture
developed in this thesis. We begin with the notation and neural-network components used
throughout the thesis. We then review the sequence-modeling architectures most relevant
to this work, including RNNs, LSTMs, Transformers, and recent efficient sequence models.
Next, we introduce the parallel-computing notions of work and parallel depth, which en-
able realistic comparison of sequential, hierarchical, and attention-based computation. We
additionally introduce the parallel scan algorithm as the basis for the computation struc-
ture of PR-LSTM. Finally, we discuss the benefits of using formal-language benchmarks as
a controlled evaluation setting. This chapter does not provide a complete survey of deep
learning. It instead establishes the specific background needed for Chapter 3.

2.1 Notation

Throughout this thesis, vectors are written in bold lowercase letters, such as x, and ma-
trices are written in bold uppercase letters, such as W. For any vector x, we denote its
dimensionality by d,.

2.2 Neural Network Building Blocks

ML is a subfield of artificial intelligence concerned with algorithmic approaches to pat-
tern recognition. More specifically, this thesis focuses on deep learning, a subfield of ML



that primarily uses neural networks to learn and recognize patterns in input data. The
relationship between these fields is illustrated in Figure 2.1.

Artificial
Intelligence

Machine
Learning

Deep
Learning

Figure 2.1: Hierarchy of artificial intelligence, machine learning, and deep learn-
ing.

At their core, deep learning approaches use functions with trainable parameters that
get optimized to produce a desired behavior [7]. This thesis focuses on the supervised
learning setting, in which the dataset contains pairs of inputs and corresponding expected
outputs. In these settings, models are given only the input, and their output is then
compared against an expected value. Using derivatives, the model parameters are gradually
adjusted such that the produced outputs get closer to the expected values. When trained on
sufficiently large datasets, such models can learn to produce useful outputs even for inputs
that were not present in the training data. Intuitively, this generalization occurs when the
model learns to recognize features and patterns in the input rather than simply memorizing
input-output pairs. Instead of requiring a human designer to specify every useful feature in
advance, a neural network can transform the input through multiple learned layers, reusing
simpler feature detectors and combining them into increasingly complex representations.

This section reviews the neural-network components used throughout the rest of the
thesis. Recurrent cells, LSTM gates, attention projections, and the PR-LSTM encoder all
rely on the same basic deep learning components.
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2.2.1 Vector Representations and Learned Layers

Name o(x) Range Plot
1
Logistic Sigmoid (o) H% (0,1) :
—2 2
11
11

Hyperbolic Tangent (tanh) e (—1,1)

er+e T

_1 1
1 T

Rectified Linear Unit (ReLU) max(z,0) [0,+00) :2 2
—1 +

Table 2.1: Common nonlinear activation functions used in neural networks.

A neural network typically operates on real-valued input vectors. While some inputs, such
as numerical measurements or pixel values, are already naturally represented in vector
form, other data types must first be converted into a suitable vector representation. This
is especially common for discrete inputs, such as words, categories, or symbols.

A simple strategy is one-hot encoding, where each possible token in a vocabulary is
assigned a unique vector whose length equals the size of the vocabulary. All elements of
the vector are zero except for a single element, which is set to one to indicate the token’s
identity. One-hot encodings are easy to construct and are particularly well suited to tasks
with a small vocabulary and limited similarity between tokens. However, they become
inefficient for large vocabularies containing many similar tokens. For example, one-hot
encoding treats "and” as equally distant from both "or” and ”&”, despite these tokens
having very different semantic relationships.

A more flexible alternative is to use learned embeddings. An embedding maps each
token to a dense vector whose values are learned either before training or jointly with the



neural network during training. Ideally, this representation places similar tokens near each
other in vector space, allowing the model to capture useful relationships between inputs.
Returning to the previous example, a learned embedding could place "and” close to ”&”
because of their similar meanings, while also placing it near "or” because both words are
conjunctions. As a result, embeddings are especially useful for large vocabularies or for
inputs where semantic, syntactic, or contextual relationships matter.

Regardless of whether the input is mapped to a one-hot encoding, a learned embedding,
or some other representation, we denote the resulting vector by x € R%. The basic com-
putational unit of a neural network is the artificial neuron. Parameterized by a learnable
weight vector w € R% and a bias scalar b € R, the neuron computes an output scalar
y€R as

y = p(w'x+0b). (2.1)

A diagram of this computation is shown in Figure 2.2(a). Here, ¢ denotes the activation
function, typically nonlinear, which enables the network to learn expressive representations.
Common nonlinear activation functions are shown in Table 2.1.

Y1
A .

y
VQ O/
- X

(a) Neuron diagram. (b) Fully connected layer.

Ym

Figure 2.2: Basic building blocks of a neural network. (a) An artificial neuron
combines inputs using learnable weights and a bias term before applying an activation
function. (b) A fully connected layer contains multiple neurons, each connected to all
inputs from the previous layer.

A single neuron only produces a scalar output. To obtain a richer representation, neural
networks typically use many such neurons in parallel, forming a fully-connected layer. If a



layer contains dj, neurons, their outputs can be collected into a vector h € R% as
h = ¢(Wx +b), (2.2)

where W € R%*% ig a weight matrix, b € R% is a bias vector, and ¢ is applied element-
wise. This transformation maps the input vector into a learned hidden representation, as
illustrated in Figure 2.2(b).

By composing several such transformations, we obtain a Multilayer Perceptron (MLP),
as illustrated in Figure 2.3. A simple L-layer MLP can be written as

h1 = 0'1(W1X + bl), (23)
hy = 03(W2h; + by),

y=o0(Wrhr; +br). (2.5)

The vectors hy, ..., hy_; are hidden intermediate representations. Each hidden layer trans-
forms the representation from the previous layer, enabling the network to model complex
behavior through the composition of simple components.

Similar to the input representation, the output vector may require an additional map-
ping before being compared with the expected label. In our experiments, both input vectors
and output labels are represented using one-hot encoding. Accordingly, each model is de-
signed to produce an output vector whose dimension equals the vocabulary size. A larger
value at a given position indicates greater model confidence in the corresponding category.
Let m denote the number of classes, and let z; represent the raw score, or logit, assigned

to class i. These raw scores are converted into probabilities using the softmax function,
defined as

2

e
Z?; e’
Once the raw model outputs have been converted into probabilities, they can be compared
with the one-hot target labels.

softmax(z); ==

(2.6)
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Figure 2.3: Example three-layer perceptron. Input dimension d, = 3, hidden dimen-
sion dj, = 5, and output dimension d, = 2.
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2

2.2.2 Training and Generalization

Neural network parameters are typically initialized randomly or with carefully chosen de-
faults. As a result, an untrained model usually produces outputs with little relevance to
the task. However, these initial predictions allow us to quantify how far the model is
from producing the desired behavior. This discrepancy is measured through a loss func-
tion, which compares the model’s prediction with the target output. Given a dataset of
N € Nt samples (xi,yi)i]\il, regression problems typically use the Mean Squared Error

(MSE), defined as
N

Lse(0) = %Z (yi — fo(xi))”, (2.7)

=1

11



where fy denotes the model with parameter set @ € R%. Our experiments are composed
of classification problems, for which Cross-Entropy (CE) loss is the standard choice. If the
model assigns probability pg(y; | x;) to the target label y;, the CE loss is

Lo(0) =~ D logpalus | %) 23

Training seeks parameters @ that minimize this loss. In practice, neural networks are
rarely optimized by solving for an exact global minimum. Instead, they are trained using
iterative optimization methods, such as gradient descent, which update the parameters in
directions that reduce the loss locally. At iteration k, with learning rate o € R*, the basic
gradient descent update is

0k+1 = 6’k - OéVgﬁ(@k) (29)

Modern neural networks are typically trained with stochastic gradient descent or a variant
of it. Rather than computing the gradient over the full dataset at each update, stochastic
methods estimate it using a subset of training examples, usually called a batch. In our
experiments, we use Adam [15], an adaptive optimizer that maintains exponential moving
averages of both the gradients and their elementwise squares. These adaptive estimates
often improve training stability and reduce sensitivity to the initial learning-rate. Since
Adam is a standard optimizer with implementations in major machine learning libraries,
we use the corresponding library implementation and do not reproduce the full update rule
here.

When training neural networks, the objective is typically to obtain a model that per-
forms well not only on the training data, but also on unseen data. If a task required good
performance solely on the training set, it would often be simpler to only use a lookup
table. Therefore, after training, a model is typically evaluated on data that was not used
to fit its parameters. For our classification experiments, we often use accuracy as the test
metric, which assigns a binary score to a model’s prediction based on whether it matches
the expected class.

For sequence models, evaluation may also test generalization across sequence length.
A model may be trained on sequences up to a fixed maximum length and then tested on
substantially longer sequences. Strong performance in this setting suggests that the model
has learned a rule or procedure that extends beyond the lengths observed during training,
rather than only learning to compress the information present in the training sequences.

This distinction is especially important for formal-language tasks. In many such tasks,
the correct output is determined by an underlying algorithm, such as counting, tracking

12



parity, using a stack, or comparing distant symbols. A model that performs well only
on sequence lengths seen during training may have learned length-specific patterns. By
contrast, a model that continues to perform well on longer sequences is more likely to
have learned a systematic solution. This motivates the next section, which considers how
different sequence-modeling architectures organize information over time.

2.3 Sequence Models

In contrast to the MLPs presented in the previous section, sequence models must pro-
cess inputs of varying lengths and capture dependencies across positions. This section
introduces the specialized sequence processing architectures most relevant to this thesis.

Figure 2.4 summarizes the three computation patterns that are central to this thesis:
a sequential chain, a balanced tree, and an all-to-all interaction pattern. The following
sections describe the baseline models in each pattern.

2.3.1 Recurrent Neural Networks

RNNs process sequences incrementally, maintaining a hidden state that is updated at each
time step [0]. Given an input sequence (xi,Xa, ..., Xr), a standard RNN computes

ht = ¢(W:)§Xt + Whht,1 + b), (210)

where h; denotes the hidden state at time t, ¢ is a nonlinear activation function, and h;_;
carries information from previous inputs. This cell is illustrated in Figure 2.5(a). The
same recurrent cell and parameters are reused at every time step. The initial state hg is
typically initialized as either a zero vector, or with small random values. Our experiments
compare against a baseline RNN with a tanh activation function and a zero initial state
vector.

Reading inputs one element at a time naturally matches the reading pattern of humans.
However, it renders the computation inherently sequential across time, since h, depends
nonlinearly on h, ; and therefore cannot be computed independently. Consequently, the
parallel depth of a standard RNN grows linearly with the sequence length.
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Figure 2.4: Comparison of computation graphs for sequence processing. Vertical
height represents parallel computation depth. In a sequential model, the dependency path
grows linearly with sequence length. A balanced hierarchical computation reduces this
path to logarithmic depth by recursively combining neighboring states. An attention layer
allows each output representation to depend directly on all input positions in a single layer.
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2.3.2 Backpropagation Through Time

RNNs are commonly trained using backpropagation through time (BPTT) [25]. In BPTT,
the recurrent computation is unrolled across the sequence, producing a computation graph
with one copy of the recurrent cell at each time step. Gradients are then propagated back-
ward through this unrolled graph. Visually, this corresponds to reversing the direction of
information flow in the unrolled chain shown in Figure 2.4(a). Because the same param-
eters are reused at every time step, the final gradient accumulates contributions from all
positions in the sequence.

This repeated application of the recurrent transition can make optimization difficult.
As gradients propagate backward through time, they are repeatedly multiplied by terms
involving the recurrent transition. Depending on the properties of these terms, the gradient
norm may shrink or grow rapidly. These issues are known as vanishing and exploding
gradient respectively.

These optimization problems make it difficult for simple RNNs to learn long-range
dependencies. Even when information from early tokens is relevant to later predictions,
the learning signal connecting those positions may become weak after many recurrent steps.

2.3.3 Long Short-Term Memory Networks

LSTMs were developed in part to mitigate the vanishing-gradient problem in recurrent
networks by introducing a gated memory pathway [12]. An LSTM maintains both a hidden
state h; and a cell state c;. The cell state acts as a memory pathway that can robustly
preserve information over many time steps.

An LSTM uses gates to control how information flows through the model. At each time
step, the input and previous hidden state are used to modulate gates that then determine
the information to forget, the new information to write, and the parts of the cell state to
expose as the hidden state. In a standard formulation,

(2.11)
(2.12)
o, = 0(W,lhy_1,x] + b,), (2.13)
u; = tanh(Wy[h;_1, %] + b,), (2.14)
¢, =F Oc 1 +i Ouy, ( )
h; = o; ® tanh(c;). (2.16)
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Here, f,,i;,0;,,u; € R% are the forget, input, output, and candidate gates, respectively.
Elementwise multiplication is denoted by ®. The forget gate controls how much of the
previous cell state is retained, the input gate controls how much new candidate information
is written, and the output gate controls how much of the cell state is exposed through the
hidden state. This structure is illustrated in Figure 2.5(b).

1 © " > G

c c c
h hy hy j j j > © Q hy

Xy Xt

(a) Vanilla RNN cell. (b) LSTM cell.

Figure 2.5: Comparison between a vanilla recurrent neural network cell and a long short-
term memory cell. The vanilla RNN updates a single hidden state using the current input
and previous hidden state. The LSTM introduces a separate cell state and gates that
control what information is forgotten, written, and exposed as the hidden state.

These gates allow the model to selectively preserve, overwrite, and expose information,
making LSTMs better suited than simple RNNs for modeling dependencies over longer
time spans. Figure 2.5 visually compares the two cell architectures. Although the added
structure of LSTMs improves training stability, it substantially increases the parameter
count relative to a standard RNN with the same hidden-state size. However, the gating
mechanism does not remove the fundamental sequential dependency of recurrence: the
state at position t still depends nonlinearly on the state at position t—1, so the computation
remains a chain. This motivates architecture designs that remove recurrence entirely and
allow positions in a sequence to more directly interact.

2.3.4 Transformers

Transformers provide an alternative approach to sequence modeling based on attention
rather than recurrence [24]. Through self-attention, they compute direct interactions be-
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tween token representations, allowing distant positions to exchange information without
passing through a recurrent chain.

In self-attention, each token representation is projected into a query, key, and value
vector. Attention weights are computed by comparing queries with keys, these weights
are then used to combine the value vectors. As such, each token constructs a context-
dependent representation using information from other positions in the sequence, subject
to any attention mask.

Let X € R % compactly denote a sequence of T token representations. A self-
attention layer computes

Q=XW, K=XW, V=XW,, (2.17)

where Q, K € R™ % and V € RT*% are the queries, keys, and values. The attention
output is

. QK'
Attention(Q, K, V) = softmax V. (2.18)
Vi
The matrix QKT contains a pairwise comparison between every query position and every
key position. This mechanism allows each token to attend directly to other tokens in the
sequence. An example attention matrix is shown in Figure 2.6, with the largest and second
largest values shaded in each row.

Figure 2.6: Example self-attention weight matrix for a sequence of four tokens.
Entry (i,7) gives the weight used when token position i incorporates information from
token position j.
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As illustrated in Figure 2.4(c), this all-to-all dependency pattern is highly parallelizable.
However, it requires computing pairwise interactions between all tokens, which incurs a
quadratically growing computational and memory cost with sequence length. In practice,
attention scores may place little weight on certain token pairs, making some pairwise
computations contribute only marginally to the final representation. As sequences become
longer, the number of weakly relevant or irrelevant interactions can increase substantially,
making dense self-attention increasingly inefficient.

Transformer blocks typically combine self-attention with feed-forward layers, residual
connections, and normalization. In multi-head attention, the attention operation is applied
several times in parallel using distinct learned projections, enabling the model to capture
different types of relationships between tokens. Additionally, Transformers require a posi-
tional encoding scheme that allows the model to understand the order of its inputs. The
overall Transformer architecture is shown in Figure 2.7.

From the perspective of this thesis, the central limitation of Transformers is that their
parallelism is obtained by computing many pairwise token interactions. Although this
dense all-to-all structure enables flexible information propagation across the sequence, its
computational and memory costs grow rapidly with sequence length. This scalability chal-
lenge has motivated alternative sequence modeling approaches that seek a better balance
between expressivity, efficiency, and parallelism.
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2.3.5 Efficient Sequence Modeling Approaches

Efficient sequence modeling approaches can be understood as attempts to improve the
trade-off between recurrent chains and full self-attention. Recurrent models perform linear
work in sequence length and maintain an explicit evolving state, but provide limited par-
allelism across time. In contrast, standard self-attention is highly parallel across positions,
but its dense all-to-all interaction pattern incurs quadratic computation and memory costs
with respect to sequence length. Efficient sequence models therefore explore alternatives
between these architectures, aiming to retain strong sequence modeling capabilities while
improving scalability.

One major direction is based on structured state space models. Models such as S4
[9], DSS [10], S5 [19], and Mamba [2, 1] represent sequences using structured dynamical
systems. These models retain a state-based view of sequence processing, but introduce
additional mathematical structure to render the resulting operations more efficiently com-
putable. Depending on the formulation, the sequence operation can be evaluated using
convolutional methods, scan-based algorithms, or hardware-efficient recurrent updates.
Architectures such as xLLSTM follow a related design direction, but preserve the gating
mechanisms of LSTMs, while reducing hidden-state dependencies to a form that is more
amenable to parallel execution. State space models therefore illustrate how recurrence can
be modified to enable computation on modern parallel hardware.

A related direction combines both recurrent and attention mechanisms into unified

architectures. RWKV [17] uses recurrent updates to support efficient sequence gener-
ation while retaining some of the long-context information propagation associated with
attention-based models. RetNet [21] introduces retention mechanisms that can be evalu-

ated recurrently, in parallel, or in chunks. These models do not choose between recurrence
and attention, instead, they demonstrate that recurrent computation can be integrated
with attention to recover some benefits that contribute to the success of each.

Other approaches modify attention itself or replace it with alternative long-context
mixing mechanisms. Linear attention methods |1, 3] reformulate or approximate softmax
attention to reduce the computational cost. Convolutional models such as Hyena [I8]
use structured long convolutions and data-controlled gating to transmit information across
long contexts without explicitly forming a full attention matrix. These approaches preserve
the objective of broad contextual interaction, but impose additional structure to make the
computation more scalable.

Taken together, these approaches show that efficient sequence modeling is a broad de-
sign space rather than a single architectural path. Some models gain efficiency by imposing
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linear dynamical structure, others by approximating or restructuring attention, using con-
volutional sequence mixing, or modernizing recurrence itself. Because these mechanisms
address efficiency through different computational principles, they are not the primary
comparison target of this work. The goal here is not to establish dominance over the full
class of efficient sequence models, but to isolate a more specific question: whether a nonlin-
ear gated recurrent model can be reorganized into a logarithmic-depth computation. Some
alternative models may expose similar parallel structure, and thus similar speedups, but
they may also remain subject to expressivity limitations associated with highly parallel
Transformer-style computation [16].

PR-LSTM occupies a distinct point in this design space. Its main difference lies in
the dependency graph over which gated state composition is performed. Specifically, the
model uses a balanced hierarchical computation that exposes parallelism while preserving
the nonlinear gating mechanisms of LSTMs. In this sense, PR-LSTM sits between strictly
sequential recurrence and more heavily restructured efficient sequence models, such as
structured state space models.

This shift from changing the local transition rule to changing the global dependency
graph makes parallel efficiency central to the analysis. The relevant question is not only
how much computation the model performs, but also how that computation is organized
and which operations can be computed simultaneously.

2.3.6 Recursive Neural Networks

Recursive Neural Networks [20] provide another example of neural computation over hier-
archical structures. Unlike scan-based models, whose hierarchy is introduced to organize
sequential computation, recursive neural networks are designed for inputs that are in-
herently hierarchical. These structures are typically provided by external parsers which
generate syntactic parse trees, semantic trees, or other representational hierarchies. In
these models, representations are computed following the given tree structure. Child rep-
resentations are combined to form parent representations, and the representation at the
root summarizes the full structure.

Tree-LSTM architectures [23] extend this framework by introducing gated memory up-
dates, allowing information from child nodes to be selectively combined when forming par-
ent representations. The binary Tree-LSTM follows the LSTM equations in Section 2.3.3,
except that the previous hidden state is replaced by the concatenation of the two child
hidden states,

hy ;= [hgl—)lv hgl]-
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Thus Equations 2.11 and 2.15 are replaced by

£ — (W}”[ht_l, x,] + bS})) , (2.19)
fEQ) =0 (W;Q) [htfla Xt] + b§”2)) ’ (22())
a=fYoc +f?oc? +iou. (2.21)

Each child cell state has its own forget gate, allowing the model to retain or discard
information from each child independently when forming the parent representation.

These models show that nonlinear gated recurrent computations can be organized over
a hierarchy, although their hierarchical structure is usually derived from the input rather
than designed from the perspective of parallel computation.

2.4 Parallel Sequence Computation

The preceding section described sequence models from an architectural perspective. This
section introduces the parallel-computing concepts needed to analyze the scaling behavior
of these architectures. The main observation is that the total number of operations alone
does not fully characterize computational efficiency. On parallel hardware, the dependency
structure of a computation also determines how quickly it can be executed.

2.4.1 Work and Parallel Depth

When analyzing a computation, it is useful to distinguish between work and parallel depth.
Work is the total number of operations required to complete the computation, whereas par-
allel depth is the length of the longest chain of dependent operations. Thus, a computation
may have large total work but small parallel depth if many of its operations can be per-
formed simultaneously.

This distinction is especially important in sequence modeling. A strictly sequential
recurrent model performs O(T') recurrent updates for a sequence of length 7', and therefore
performs O(T) total work. However, because each update depends on the previous one,
the updates form a dependency chain, making the parallel depth also O(T).

By contrast, a balanced tree computation can require O(T") total work while having
only O(logT) parallel depth. At the first level, neighboring elements are combined in
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parallel. At each subsequent level, the resulting partial summaries are again combined in
parallel. After logarithmically many levels, information from all positions has reached the
root of the tree.

The practical consequences of these computational properties can be characterized
through Brent’s theorem [11]. Let N € NT denote the number of processors needed for
an algorithm to attain its minimum parallel depth, and let p € Nt denote the number
of processors available in a given execution environment. When p > N, sufficient parallel
resources are available to realize the algorithm’s minimum depth. When p < N, operations
that are theoretically parallel must instead be serialized across multiple scheduling steps.

Brent’s theorem states that an algorithm with parallel runtime 75 on N processors and
sequential runtime 7; on one processor can be simulated on p processors in time

7, =0 (TN + %) . (2.22)

This bound highlights a trade-off between parallel depth and total work. With abundant
processors, runtime is dominated by the algorithm’s dependency path, thus favoring ar-
chitectures with low parallel depth, such as Transformers. However, under a constrained
processor budget, the 71 /p term becomes increasingly significant, favoring algorithms with
lower total work, such as sequential or hierarchical methods.

A similar distinction arises in memory usage, where algorithms with greater total work
typically require more intermediate operations or states to be represented, and thus stored
during execution.

2.4.2 Prefix Scans and Balanced Computation

A prefix scan is a standard primitive for computing all prefix reductions of a sequence.
Given a sequence

(Jfl,l‘g, e ,fL’T)

and a binary operator @, a prefix scan computes
(1, 1D x2, TI DT B3, ..., T BT2D-- - Drr). (2.23)

Computing each prefix independently would require quadratic work in 7. Alternatively,
computing the prefixes sequentially via

S¢ = St—1 D x4,
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uses only linear work, but has linear parallel depth since each s; depends on s;_1.

Parallel prefix-scan algorithms reduce this dependency depth using a work-efficient
balanced computation structure [2]. Neighboring elements are first combined in parallel,
then larger partial results are combined, and this process continues across logarithmically
many levels. The key algebraic property that makes this reordering valid is associativity.
A binary operator & is associative if

(a®b)Dc=ad (bdc)

for all valid inputs a, b, and c¢. Since both groupings produce the same result, independent
partial reductions can be computed in parallel and subsequently combined. This reduces
the parallel depth from O(T) to O(log T') while preserving asymptotic linear work. This al-
gorithm is a standard computational primitive, accessible in libraries such as JAX through
jax.lax.associative_scan.

The PR-LSTM proposed in this thesis adopts the balanced computation pattern used
by parallel scans, but it does not rely on the underlying composition function being associa-
tive. Instead, the balanced tree defines a fixed computation graph over which a recurrent
composition function is learned. As a result, the model should be understood as a hier-
archical recurrent architecture inspired by scan-style execution, rather than as a parallel
implementation of a standard LSTM. Thus, while associative scans guarantee that dif-
ferent valid groupings of the same operation produce identical results, PR-LSTM fixes a
single balanced grouping per sequence length and learns a composition function over that
structure.

This distinction is particularly important for the experiments considered in this thesis,
where the central question is not only whether a model can fit sequences of observed
lengths, but whether its learned computation extends systematically to longer inputs.
Additionally, the balanced structure of PR-LSTM induces an architectural bias toward
hierarchical composition, making it natural to evaluate the model on tasks that are suited
to this bias, and tasks which may be hindered by it.

2.5 Formal Languages, Length (Generalization, and
Hierarchical Computation

Formal-language tasks provide a controlled setting for isolating specific sequence-modeling
capabilities. Unlike many natural-language tasks, where success may depend on broad
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statistical regularities in large datasets, formal languages are defined by explicit rules. This
makes them useful for designing tasks that target particular computational requirements,
such as finite-state tracking, counting, stack-like memory, copying, retrieval, arithmetic,
and other forms of symbolic manipulation.

Length generalization is especially important in this setting as it helps distinguish rule
learning from memorization of length-specific patterns in the training distribution. A
model may perform well on sequences drawn from the same length range as the training
data while failing on longer examples. Testing on longer sequences therefore probes whether
the learned computation continues to operate when the number of symbols, recurrent steps,
or intermediate dependencies increases beyond what was observed during training.

This issue is directly related to the central question of this thesis, since different
model structures may be better suited to different kinds of formal-language computations.
Formal-language benchmarks often group tasks according to the type of memory or compu-
tation they require. Some tasks can be solved with finite-state tracking, where the model
only needs to maintain a small amount of information while reading the sequence. Others
require unbounded counting, stack-like memory, exact copying, retrieval, arithmetic, or hi-
erarchical processing over nested dependencies. These categories help expose the inductive
biases and limitations of different sequence models.

2.6 Summary

This chapter established the conceptual foundation for the PR-LSTM architecture de-
veloped in this thesis. It began by introducing the neural network components needed
to describe recurrent cells, attention mechanisms, and the proposed PR-LSTM. It then
examined a central trade-off in sequence modeling between expressive recurrent state rep-
resentations and efficient parallel computation. Standard RNNs and LSTMs are effective
for many sequence modeling tasks because they maintain explicit hidden states that evolve
over time. However, their parallel depth grows linearly with sequence length. Transformers
remove this sequential dependency through self-attention and therefore enable sequence-
level parallelism, but introduce quadratic computational and memory complexity. Recent
efficient sequence models further demonstrate that sequence-modeling efficiency can be
achieved through several distinct architectural strategies.

To analyze these trade-offs, the chapter introduced the parallel-computing metrics of
work and parallel depth. These metrics explain why architectures with similar total work
may exhibit substantially different latency on parallel hardware. Sequential recurrence
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scales linearly in both work and depth, whereas balanced tree computations can preserve
linear work while reducing the longest dependency path to logarithmic depth. Prefix scans
show how associative operations exploit this balanced structure to support efficient paral-
lelization. The PR-LSTM draws inspiration from this scan-style organization, while replac-
ing the strict requirement of associativity with a learned, nonlinear recurrent composition
applied across a fixed balanced hierarchy.

The chapter also introduced formal-language length-generalization tasks as a controlled
setting for evaluating whether a model learns systematic rules rather than superficial,
length-specific patterns. Because these tasks are governed by explicit underlying rules,
they isolate capabilities such as finite-state tracking, counting, retrieval, copying, arith-
metic, and hierarchical composition. They are therefore well suited to testing the central
hypothesis of this thesis.

Together, these ideas motivate the architecture presented in the next chapter. The
central challenge is to reduce the parallel depth of recurrent computation without removing
the expressive nonlinear state updates at the center of existing recurrent models. The PR-
LSTM addresses this challenge by replacing the traditional recurrent chain with a fixed
balanced hierarchy of learned recurrent compositions. In doing so, it aims to occupy a
middle ground between fully sequential gated recurrence and highly parallel models whose
efficiency depends on simplifying or constraining the recurrence itself.
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Chapter 3

Parallel Recursive LSTM

This chapter introduces the proposed PR-LSTM architecture. It begins by motivating a
shift from sequential recurrence to scan-structured recursive computation. It then sum-
marizes an earlier routing-based design whose limitations motivated the creation of the
final model. The remainder of the chapter defines PR-LSTM, describes its LSTM-style
composition operator, and analyzes the computational tradeoffs introduced by this design.

3.1 Design Motivations

3.1.1 From Sequential Recurrence to Scan-Structured Recursion

As discussed in Chapter 2, one common way to parallelize sequential computation is to
introduce a hierarchical execution structure. Existing approaches often require the com-
position rule to be associative to preserve equivalence with sequential execution. This
requirement typically restricts hidden-state dependencies to linear forms.

This work takes a different view. Rather than preserving exact equivalence to sequential
evaluation, it asks whether a useful recurrent inductive bias can be retained when the
computation is reorganized into a balanced hierarchy. The architecture therefore keeps the
logarithmic-depth structure that makes parallel scan algorithms efficient, while relaxing
the requirement that the learned update be algebraically associative. Because the target
tasks may require an output at every position, the computation must also support efficient
prefix-state construction.
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A naive hierarchical solution would compute each prefix independently as the root of
a separate tree. Although this would reduce the depth of each individual prefix compu-
tation, it would duplicate many intermediate spans and lead to quadratic work. To avoid
this redundancy, the proposed model adopts the schedule underlying Blelloch scans [2].
As illustrated in Figure 3.1, intermediate span states are reused across outputs, which
preserves the logarithmic-depth organization of a balanced hierarchy without recomputing
overlapping substructures for each prefix.

The preliminary design used this scan structure to propagate multiple candidate hid-
den states in parallel and select among them, aiming to approximate sequential state
propagation without requiring each timestep to wait for its exact predecessor. The final
design removes this speculative routing mechanism entirely. Instead, it learns a continu-
ous, LSTM-style binary composition operator that directly merges recurrent states along
a scan-style graph.
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Figure 3.1: PR-LSTM overview. Embedded token states are recursively composed over
a balanced scan-style graph, yielding logarithmic parallel depth. Red cells denote the state
embedding module, while grey cells denote the nonlinear LSTM encoder.
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3.1.2 Preliminary Scan-Based Routing Design

The final architecture was shaped by an earlier design that used this scan-based computa-
tion to propagate several candidate hidden states and select among them.

In that earlier design, the model first mapped each input independently to a set of
possible previous hidden states. This mapping was learned jointly with the rest of the net-
work. Each candidate previous state was then passed through a standard LSTM transition
to produce its corresponding next state.

The hierarchical structure operated on these candidate state-transition pairs. As the
computation moved up the hierarchy, these pairs represented progressively larger temporal
spans. This was achieved by comparing each speculated previous state with the actual
state produced by another pair, then forming soft combinations of the associated next
states.

Intuitively, this design tried to create shortcuts through the recurrence without funda-
mentally changing the update structure itself. Instead, it built a mechanism for approxi-
mating longer recurrent computations by composing and selecting among finite candidate
transitions.

This design helped clarify the distinction between the useful structural idea and the
mechanism initially used to implement it. The balanced scan-style graph provided an
effective way to organize recurrent computation over logarithmic-depth paths. The specu-
lative routing mechanism, however, counteracted these structural benefits by introducing
an additional layer of complexity. The model had to learn not only how to update re-
current states, but also how to assign routing weights over candidate trajectories. These
two learning problems were coupled throughout training, making the architecture more
difficult to optimize and interpret. Furthermore, it introduced several hyperparameters
that needed careful task-dependent tuning. Insufficient speculations rendered the model
unable to succeed, whereas excessive speculations wasted computational resources.

A second limitation was that soft routing weakened the intended discreteness of the
computation. Although soft weights made the routing operation differentiable, repeated
weighted mixtures tended to spread probability mass across many candidates. As a result,
the model often behaved less like a structured selection process and more like a diffuse
averaging procedure over possible state trajectories. This made it harder for the routing
mechanism to provide the clear computational paths that initially motivated the design.

Several modifications were explored to address these issues. Orthogonal transition
matrices were used to stabilize long-range state propagation by better preserving norm
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information across repeated update, but constructing expressive orthogonal transforma-
tions efficiently introduced additional design complexity. Straight-through estimation was
considered as a way to make the forward computation more discrete, yet the backward
pass still propagated softened gradients, which resulted in the same diffusion problem.
Regularization-based objectives were also tested to encourage sharper routing and more
selective candidate usage, but these objectives were sensitive to hyperparameter choices
and introduced new optimization trade-offs.

These attempts suggested that the main difficulty was not simply the absence of a
better stabilization technique or auxiliary loss. Rather, the speculative routing mechanism
itself complicated the use of the balanced hierarchy, forcing the model to solve a routing
problem in addition to learning useful recurrent state composition.

The main lesson from this preliminary design was therefore that the balanced scan-style
hierarchy was more important than the candidate-routing mechanism built on top of it.
The hierarchy offered a natural way to reorganize recurrent computation, while speculative
routing used that structure only indirectly. This observation motivated the final design of
the PR-LSTM, which eliminates routing in favor of direct, structural composition.

3.2 Parallel Recursive LSTM

The PR-LSTM realizes this design by replacing the speculative routing mechanism with a
unified, continuous architecture. Instead of hand-defining a routing layer to select among
explicit candidate states, the model learns a nonlinear, LSTM-style binary operator that
directly composes continuous state representations along the scan-style graph. Potential
trajectories and implicit alternatives are thus encoded entirely within the hidden states
themselves. By removing the routing bottleneck, the balanced hierarchy transitions from
a coordination framework into the primary computation graph of the model.

3.2.1 Hierarchical States

The PR-LSTM instantiates its computation schedule by organizing recurrent states into
a balanced tree of contiguous temporal spans. Let each input token be mapped to an
initial state representation. At the lowest level of the hierarchy, adjacent token states are
composed into pairwise span representations. At each subsequent level [, neighboring span
states are recursively composed to represent increasingly larger contiguous regions of the
input sequence.
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For a sequence of length T' = 8, the bottom-up reduction pass systematically constructs
a hierarchy of spans:

e Level 1: [1,2], [3,4], [5,6], and [7, §]
e Level 2: [1,4] and [5, §]
e Level 3 (Root): [1, 8]

Because all compositions at a given level are independent, they are evaluated in parallel,
bounding the total sequential depth to O(logT) rather than O(T). As established in
Section 3.1.1, this balanced tree serves strictly as an execution structure. The underlying
composition operator is a learned, nonlinear LSTM-style encoder that does not assume
algebraic associativity. For levels containing an odd number of elements, the unmatched
rightmost state is carried upward to the next level without modification.

To satisfy the requirements of sequence-to-sequence tasks, position-level outputs must
be generated for every prefix [1,¢]. The PR-LSTM achieves this by reconstructing arbitrary
prefixes from the minimal set of sub-spans already stored in the hierarchy during the
reduction pass. For example, the prefix state for [1, 6] is computed by directly merging the
stored span state for [1,4] with the span state for [5,6].

The overall structure is shown in Figure 3.1. Each input token is first independently
mapped into the state space by the state embedding module, and subsequently composed
hierarchically with the leared LSTM encoder module. Due to the handling of odd-length
spans, the first sequence position bypasses the composition operator and instead serves as
a direct base state for subsequent prefix reconstruction.

In practice, the prefix computation structure is already provided by modern ML frame-
works. For example, in JAX if compose_fn is the learned composition function and elems
are the input elements, then the output states can be computed as

jax.lax.associative_scan(compose_fn, elems).

Here, associative_scan is used to obtain the parallel scan execution pattern. The prim-
itive does not verify that compose_fn is associative. It instead simply applies the scan
structure to the supplied function.

This compositional approach fundamentally alters the inductive bias of the recurrence.
Whereas a standard LSTM maintains a strictly temporal state trajectory, the PR-LSTM
compresses historical context by aggregating discrete span summaries. Consequently, the
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model’s capacity strongly depends on whether its learned, non-associative binary operator
can compress information into fixed-size span state vectors such that they remain expressive
when recombined during prefix assembly.

Furthermore, intermediate spans that do not begin at ¢t = 1, such as [5, 6], must encode
a form of structural uncertainty in their state representations. Because these sub-spans
are evaluated bottom-up without access to prior historical context, their hidden and cell
states cannot directly represent absolute temporal trajectories. Instead, they must encode
conditional hypotheses about their linguistic or structural content. This uncertainty is
resolved only during the subsequent top-down prefix reconstruction pass, where the explicit
preceding context, such as [1, 4], is composed with the downstream span to collapse these
hypotheses into a definitive prefix state.

3.2.2 LSTM-Based State Composition

Resolving these conditional sub-span representations can be more demanding than stan-
dard sequential recurrence, motivating the need for additional representational capacity.
The PR-LSTM therefore instantiates this composition operator by adapting the gating
mechanisms of a Tree-LSTM cell into a multi-stage encoder (Figure 3.3):

1. Binary Composition Stage: This stage compresses two neighboring child spans
into a single parent state. Gates are computed from the two incoming hidden states
and used to regulate a forget-add-activate update. Separate forget gates determine
how much of each child cell state is retained, while an input gate introduces new
content derived from the interaction between the children.

2. Unary Refinement Stage: This optional stage further transforms the composed
parent state using gates conditioned on the preceding intermediate state. It increases
the nonlinear depth of the encoder without altering the balanced recursive topology.
The refinement stage may be stacked multiple times for additional nonlinear depth,
or omitted to obtain a simpler architecture.

The mathematical definitions of these modules are given in Figure 3.2, with colors
corresponding to the diagram in Figure 3.3. These design choices are evaluated empirically
in Section 4.3, where we examine the effects of the refinement stages and gating scheme.
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Two-State Gates ( One-State Gates
Given h' € R return Given h € R%  return
[f1,fs,1,0] .= o (Linearyy, (h')), (3.1) [f1,1, 0] := o (Linearsq, (h)), (3.5)
u = tanh (Linear,, (h")). u = tanh (Lineary, (h)). (3.6)
(3.2)
State Embedding
Forget, Add & Activate
Given x € R% compute
Given {(f;, c;)}7_, with f;,¢; € R* and ‘
i,u,o € R%, return [i, 0] = o (Linearsg, (x)) (3.7)

u = tanh (Lineary, (x)),  (3.8)

c=i0u+ Z f; ©c;, (3.3) and return
j=1
h := 0 ® tanh(c). (3.4) c=i0u, (3.9)
h := o ® tanh(c). (3.10)

Figure 3.2: Definitions of the color-coded LSTM encoder modules used in Fig-
ure 3.3 and 3.1. Lineary(-) denotes a learned affine map with output dimension d;
different occurrences do not share parameters.

As shown in Figure 3.3, this design is loosely analogous to the multi-stage blocks used
in Transformer encoders, although the two architectures aggregate information in funda-
mentally different ways. Self-attention mixes information over a variable-sized context by
directly comparing all positions. In contrast, the PR-LSTM encoder composes a fixed
number of localized states at each step, allowing sequence-level information to accumulate
recursively through the computation tree. By extending the gating behavior of a sequential
LSTM across hierarchical levels, the model learns how to merge span representations while
preserving useful history in the cell state and exposing transformed local features through
the hidden state.

This thesis focuses on the two-input case, which corresponds to binary computation
trees. The same formulation could be generalized to larger input arities, producing trees
with higher branching factors.However, this extension is outside the scope of the present
work, since larger branching factors introduce cases in which a node may have fewer inputs
than its definition requires.
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Figure 3.3: The proposed LSTM encoder, shown on the left, structured analogously to
a standard Transformer encoder block, shown on the right. Its binary composition stage
merges two child states into a parent state, while the optional unary refinement stage
increases nonlinear depth without changing the tree topology. The comparison highlights
the shared compose-then-refine pattern, despite the different objects being processed.

Table 3.1: Growth rates of parallel computation time. We consider input length
T € N™ and number of available processors p € N7



PR-LSTM changes the dependency structure of recurrent computation, introducing sev-
eral important tradeoffs. Its main advantage is that the longest chain of recurrent state
compositions grows only logarithmically with sequence length, exposing substantially more
parallelism than a standard recurrent model. As shown in Table 3.1, under a finite pro-
cessor budget, the asymptotic runtime of PR-LSTM grows logarithmically while sufficient
parallel processors are available, and linearly once the processor budget is saturated. Even
in this saturated regime, PR-LSTM continues to exploit the available processors, unlike
strictly sequential recurrent models. Transformers, by contrast, have constant computa-
tional depth, but this advantage comes at the cost of quadratic work complexity. Thus,
PR-LSTM is computationally well suited to long-context settings where both parallelism
and total work are important.

These computational advantages come from imposing a fixed hierarchical structure on
recurrent computation. Unlike a standard recurrent model, which updates its hidden state
strictly in token order, PR-LSTM repeatedly composes neighboring spans and reconstructs
prefix representations from the resulting hierarchy. This structure naturally favors compu-
tations that can be expressed as recursive aggregation over local summaries. However, it
may be less well suited to tasks that require exact token-level copying, arbitrary reorder-
ing, or direct access to individual positions, since such operations are not aligned with the
model’s span-composition pattern.

The architecture also introduces practical implementation costs. Because prefix states
are reconstructed from stored span representations rather than produced directly by a
single sequential pass, PR-LSTM requires additional bookkeeping over the hierarchy. These
operations may introduce overheads that reduce the realized benefit of lower parallel depth
in practice. For instance, the computing structure applies the encoder module

T —1+ |log,T].

times, thus adding a logarithmic overhead compared to sequential application. During
training, their outputs must also be stored for backpropagation, producing an analogous
logarithmic overhead in activation storage.

In addition, the LSTM-based composition operator contains more parameters than a
standard LSTM cell, making parameter-matched comparisons essential when evaluating
empirical performance.

Taken together, these tradeoffs define the central empirical question addressed in the
next chapter: whether the reduction in recurrent parallel depth can be achieved while
preserving the useful state-based length-generalization behavior associated with recurrent
models.
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Chapter 4

Results

This chapter evaluates PR-LSTM on the formal-language benchmarks introduced by [5].
The experiments address two central questions. First, does PR-LSTM preserve the length-
generalization behavior of recurrent models despite replacing the sequential recurrent chain
with a logarithmic computation graph? Second, does this structural reorganization yield
practical efficiency gains during training and inference?

These questions target the central design tradeoff of this thesis. Traditional sequential
models provide strong state-based inductive biases but impose limited parallelism, whereas
Transformers enable parallel computation at the cost of quadratic sequence-length com-
plexity. PR-LSTM is designed as an alternative design point between these approaches:
it retains gated recurrent state representations while organizing computation over a tree-
structured hierarchy with logarithmic parallel depth.

The remainder of this chapter details the empirical evaluation. It first outlines the
benchmark tasks, models, and experimental protocols. It then presents the primary results
on length generalization and computational scaling, followed by an ablation study that
isolates key architectural factors. Finally, it discusses the limitations of the evaluation.

Unless otherwise stated, the experiments follow the protocol and hyperparameter set-
tings of [5]. Baseline results are taken from the original study, while PR-LSTM results are
newly reported. Any deviations from the original setup are described in the corresponding
experimental sections.

37



4.1 Experimental Setup

4.1.1 Tasks

Level Task Example Input Corresponding Label
Even Pairs 0,1,1,0,1 Odd
Modular Arithmetic
R (Simple) 4,4,2,%,3 3
Parity Check 1,0,1,1,1 Even
Cycle Navigation 1,0,—1,—1 4
Stack Manipulation  b,b,a,b,a, POP,POP,PUSH a b,b,a,a
DCF Reverse String a,b,b,a,b b,a,b,b,a
Modular Arithmetic (—(3,+,1,),+,2,)) 1
Solve Equation G— Gz, +,1,),+,2,),=,1 3
Duplicate String a,a,b,a a,a,b,a,a,a,b,a
oS Missing Duplicate a,a,b,a,a,?,b,a a
Odds First a,b,a,a,b a,a,b,b,a
Binary Addition 1,0,1,+,1,1 1,0,0,0
Binary Multiplication 1,1,%x,1,0 1,1,0
Compute Sqrt 1,0,1,0 1,1
Bucket Sort b,d,a,d,c,a,d a,a,b,c,d,d

Figure 4.1: Example inputs with corresponding labels. Tokens are separated by commas.

The benchmark of [5] contains 15 formal-language tasks grouped according to the Chomsky
hierarchy: 4 regular (R), 4 deterministic context-free (DCF), and 7 context-sensitive (CS)
tasks. This grouping provides a coarse proxy for the memory and computation required by
each task. R tasks can be solved using finite-state updates, DCF tasks require structured
stack-like memory, and CS tasks involve richer mechanisms such as copying, retrieval,
reordering, counting, or arithmetic.

These task classes are particularly well suited for evaluating PR-LSTM as they separate
distinct axes of sequence-processing difficulty. In particular, they allow us to test whether
replacing a sequential recurrent chain with a logarithmic-depth hierarchy preserves the
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inductive biases needed for length generalization across increasingly demanding formal-
language structures. Representative input-output pairs for each task are illustrated in
Figure 4.1.

Throughout the experimentation, training and testing samples are generated dynami-
cally rather than selected from a fixed dataset.

4.1.1.1 Regular

R tasks form the base of the Chomsky hierarchy and are solvable by finite-state automata.
In this benchmark, they test a model’s capacity to maintain a compact state and update
it consistently across long sequences. Although structurally simple, these tasks serve as
vital probes for length generalization, as the learned update rule must remain stable well
beyond the training distribution.

Even Pairs A finite-state task where the output depends on the parity of XOR activations
between consecutive input pairs. Notably, this task admits a structural shortcut
based solely on the first and last tokens, allowing a model to perform well without
learning the intended recurrent update rule.

Modular Arithmetic (Simple) A finite-state arithmetic task over tokens from the set
{0,1,2,3,4, —, +, x}, where the target is the expression’s value modulo 5. Lacking
parentheses or operator precedence, every expression can be evaluated strictly from
left to right using finite memory. However, unlike other R tasks, its most natural
hierarchical decomposition is context-dependent. For instance, a subspan such as
x,2,4+,3 cannot be summarized by a single partial value without knowing the pre-
ceding prefix’s accumulated total. Instead, the correct summary of a subspan is a
transition function mapping the five possible previous states to their correspond-
ing accumulated total. This task thus provides a simple example of the continuous
representation of discrete possibilities discussed in Section 3.1.2.

Parity Check A minimal state-tracking task requiring the model to track the parity of a
designated symbol’s count by toggling a binary state upon each appearance.

Cycle Navigation A navigation task where input tokens from {—1,0, 1} specify transi-
tions around a five-state cycle, yielding the final position modulo 5.

Together, these tasks establish whether a model can synthesize stable finite-state tran-
sitions under length extrapolation, with Modular Arithmetic (Simple) highlighting a case
that is inherently harder to learn hierarchically than sequentially.
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4.1.1.2 Deterministic Context-Free

DCF tasks demand more structured memory architectures than regular tasks, typically
requiring stack-like operations where information must be pushed and later retrieved in a
controlled order. Consequently, these tasks evaluate whether a model can represent nested,
reversible, or compositional hierarchies rather than tracking a static finite-state summary.

Stack Manipulation A memory task where the input sequence specifies an initial stack
state followed by a series of PUSH and POP operations. The model must output the
final state of the stack.

Reverse String A sequence-memory task requiring the model to output the input se-
quence in reverse order, naturally demanding stack-like memory.

Modular Arithmetic An extension of the simple variant that introduces parentheses.
The model must evaluate nested expressions modulo 5, requiring it to track and
resolve localized subexpressions.

Solve Equation An extension of nested modular arithmetic that introduces an unknown
variable x and an equality operator. The model must isolate and solve for x modulo 5,
blending arithmetic evaluation with symbolic manipulation. Since solving such equa-
tions requires a nondeterministic controller, we do not expect the models compared
in this thesis to robustly succeed on this task.

Together, these tasks probe whether a model can go beyond finite-state sequence track-
ing and perform structured, stack-like computation. They therefore provide a benchmark
for evaluating architectures whose memory mechanisms are designed to support such be-
havior. Accordingly, we expect these tasks to be particularly difficult for PR-LSTM and
baselines without explicit memory augmentation.

4.1.1.3 Context-Sensitive

CS tasks represent the most demanding tier of this benchmark, characterized by intricate,
non-local input-output dependencies. They include copying, retrieval, reordering, and
multi-step arithmetic computations that typically challenge architectures lacking random-
access memory or explicit routing mechanisms. These tasks often require preserving many
input positions or coordinating information across multiple parts of the sequence.
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Duplicate String A memory-intensive task in which the model must replicate the input
string and append the copy to the original. This requires the model to preserve
and read back an entire sequence, rather than relying on an aggregated summary.
Intuitively, the task can be solved with a stack that can be read twice.

Missing Duplicate A long-range retrieval task featuring two nearly identical strings,
where one token in the second string is replaced by a mask. The model must look
back to the corresponding position in the first string to recover the missing token.

Odds First A permutation task requiring the model to separate and group tokens by
their positional indices, sorting odd positions before even positions (e.g., mapping
T1, T2, T3, T4, T5 1O X1, T3, T3, T2, Ta).

Binary Addition An arithmetic task requiring the model to sum two binary integers.
This evaluates whether the architecture can handle sequence-wide dependencies by
learning to propagate carry bits across arbitrary lengths.

Binary Multiplication A complex arithmetic task requiring the model to multiply two
binary integers, testing its ability to handle the dense, nonlinear interactions and
cross-sequence alignments required for partial products. This task requires superlin-
ear running time, and is therefore not expected to be robustly solved by any of the
models compared in this thesis.

Compute Square Root A numerical execution task requiring the model to compute the
binary square root of an input integer, testing its capacity for iterative, structured
algorithmic reasoning.

Bucket Sort A sorting task solvable by tracking the number of occurrences of each token.
Unlike comparison-based sorting, this structure allows the model to maintain absolute
counts and emit the alphabet in sorted order.

While these tasks go beyond DCF tasks, the specific task selection may allow some
models to succeed on these benchmarks while failing all four evaluated DCF tasks. For
example, Transformers, LSTMs, and PR-LSTMs are particularly well suited to counting
tasks, and are therefore expected to perform well on the Bucket Sort benchmark.

4.1.2 Models

We compare PR-LSTM against the baselines reported by [5]. These baselines span stan-
dard recurrence, recurrence augmented with external memory, and full self-attention. The
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comparison therefore captures a broad range of architectural choices, including differences
in parameterization, information routing, and memory structure. We describe each model
below, along with the configuration of PR-LSTM used in the experiments.

RNN A single-layer Elman RNN [6] with hidden size 256, and a tanh activation function.
This model provides a minimal recurrent baseline based on a simple hidden-state
update.

Stack-RNN A single-layer RNN with hidden size 256 and access to a differentiable stack
[13]. This architecture is designed to support stack-like computation, making it
especially relevant for deterministic context-free tasks.

Tape-RNN A single-layer RNN with hidden size 256 and access to a differentiable tape,
similar to the Baby-NTM architecture of [22]. The tape provides a richer external
memory mechanism than a stack, making this baseline particularly suited to tasks
involving copying or retrieval.

LSTM A single-layer LSTM [12] with hidden size 256. The LSTM is the main strictly
sequential recurrent baseline. Its gated cell state provides richer memory dynamics
than those of a vanilla RNN.

Transformer A Transformer encoder [24] with five blocks of dimension 64. Each block
consists of a self-attention layer, two fully connected layers, and layer normaliza-
tion. The model uses sinusoidal positional encoding and attends over the full input
sequence, including empty tokens, rather than using autoregressive masking.

PR-LSTM Our proposed PR-LSTM model, as detailed in Section 3.2, with hidden size
256.

All models are trained with the Adam optimizer using an initial learning rate of 1073.

4.2 Main Results

This section reports the main experimental results. We begin by evaluating length gener-
alization across the full benchmark, focusing on how well each model extrapolates beyond
the sequence lengths seen during training. We then examine training-time behavior and
inference-time scaling to assess whether the reduced recurrent depth of PR-LSTM yields
practical efficiency gains.
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4.2.1 Experiment 1: Length Generalization

To evaluate length generalization, each model is trained for 1,000,000 gradient-update
steps with mini-batches of 128 samples. Within each mini-batch, all samples have the
same sequence length, sampled uniformly from the training range:

T ~ Uniform({1,2,...,40}).
At test time, we evaluate each model on every sequence length
T € {41,42,...,500}.

Thus, every test example is longer than any sequence observed during training, making this
experiment a direct test of extrapolation beyond the training-length regime. Performance
on each sequence length is evaluated with a batch of 512 samples.

We measure performance using the average accuracy across all test lengths. This metric
penalizes models that perform well only near the training distribution but degrade on longer
sequences. Following [5], we consider a model to generalize successfully if its average test
accuracy is at least 90%. This threshold is not intended as a theoretical guarantee, but
rather as a practical benchmark for robust length generalization.

By testing models on sequences substantially longer than those seen during training, this
benchmark evaluates whether an architecture has learned the underlying length-invariant
rules of a task, rather than length-specific heuristics. Although the tasks are synthetic,
they are designed to isolate particular computational behaviors, providing a controlled
setting for studying how different sequence models extrapolate learned operations.

Table 4.1 reports the results of this experiment. PR-LSTM successfully generalizes
on 6/15 tasks, compared with 5/15 for the LSTM, 4/15 for the RNN, and 2/15 for the
Transformer. Thus, among the non-memory-augmented baselines, PR-LSTM solves the
largest number of tasks under the benchmark’s success criterion. The memory-augmented
Stack RNN (SRNN) and Tape RNN (TRNN) solve 7 and 11 tasks, respectively, highlighting
the inherent advantage of dedicated memory structures.

The remaining discussion separates these results by task family, since the aggregate
count hides important differences in the kinds of computations each architecture supports.
In particular, PR-LSTM performs strongly on the regular grammar tasks and on some
context-sensitive tasks, but it does not improve over the LSTM on tasks requiring nested
symbolic computation.
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Table 4.1: Main Results. Score denotes accuracy averaged over test lengths T €
{41,42,...,500} and maximized over 10 seeds. Generalization is considered successful
if score > 90%. Baseline results are from [5]; we report new results for PR-LSTM. Grey
shading highlights our method.

Level Task Score (%)
RNN SRNN TRNN Transformer LSTM | PR-LSTM

Even Pairs 100 100 100 96.4 100 100
MOd‘ﬂ(aél; ﬁgigmem 100 100 100 24.2 100 | 99.7
Parity Check 100 100 100 52.0 100 100
Cycle Navigation 100 100 100 61.9 100 100
Stack Manipulation | 56.0 100 100 57.5 59.1 56.3
DCF Reverse String 62.0 100 100 62.3 60.9 55.9
Modular Arithmetic | 41.3 96.1 95.4 32.5 59.2 36.4
Solve Equation 51.0  56.2 64.4 25.7 67.8 33.7
Duplicate String 50.3 528 100 52.8 57.6 54.7
oS Missing Duplicate 52.3  55.2 100 56.4 54.3 100
Odds First 51.0  51.9 100 52.8 55.6 55.0
Binary Addition 50.3  52.7 100 54.3 55.5 51.8
Binary Multiplication | 50.0  52.7 58.5 52.2 53.1 52.9
Compute Sqrt 54.3  56.5 57.8 52.4 57.5 56.8
Bucket Sort 279  78.1 70.7 91.9 99.3 99.4

Tasks Solved 4 7 11 2 bt 6
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4.2.1.1 Finite-state tracking.

The R grammar tasks primarily test whether a model can maintain and update a com-
pact state over long sequences. PR-LSTM solves all four R tasks, matching all recurrent
baselines and outperforming the Transformer. This indicates that replacing the sequential
recurrent chain with a balanced hierarchy does not remove the model’s ability to represent
simple state updates.

Furthermore, as explained in Section 4.1.1, the model’s success on Modular Arithmetic
(Simple) suggests a robust ability to embed discrete possibilities in its hidden states. This
supports the view that PR-LSTM can learn useful hierarchical representations without
manually specifying the composition rules. Rather than imposing structure on the com-
position, we allow the model to learn the behavior required to solve the task, which may
include tracking hypotheses.

4.2.1.2 Structured symbolic computation.

The deterministic context-free tasks reveal a different pattern. PR-LSTM underperforms
the recurrent baselines on Modular Arithmetic and Solve Equation, both of which require
nested symbolic computation. Although these tasks are not inherently tied to either se-
quential or hierarchical processing, the hierarchical structure of PR-LSTM may not align
with the execution strategy they require. For example, hierarchical computation can sep-
arate the most deeply nested parenthetical expressions, sometimes only allowing them to
be resolved at the final step. This requires tracking a growing number of intermediate
hypotheses, which extrapolates poorly to longer sequence lengths. This highlights the
difference between hierarchical structures induced by semantic grouping and structures
optimized for computational efficiency.

4.2.1.3 Copying and retrieval.

The Missing Duplicate task provides the strongest evidence for the effectiveness of PR-
LSTM, since this task was previously solved only by the TRNN baseline. Missing Dupli-
cate requires long-range retrieval, and may therefore benefit from the shorter hierarchical
dependency paths introduced by PR-LSTM.

However, PR-LSTM does not include an explicit memory-augmentation mechanism,
and its improvements do not extend to the other copying or reordering tasks. These tasks
appear to require unbounded, stack-like memory, which is difficult to represent reliably in
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a fixed-size continuous state vector. These failures suggest that PR-LSTM should not be
interpreted as implementing a general external-memory mechanism. Rather, its hierarchy
can preserve information that is useful for some retrieval problems, but it does not provide
arbitrary random access to all token-level details.

4.2.1.4 Aggregation and arithmetic.

PR-LSTM also succeeds on Bucket Sort, a task that can be solved by counting the oc-
currences of each symbol and then outputting symbols in sorted order. This result is
consistent with the LSTM architecture being inherently adapted to counting. A balanced
tree is naturally suited to aggregation: local counts can be computed over small spans and
then recursively combined into counts over larger spans.

This interpretation also helps explain the contrast between Bucket Sort and the more
difficult arithmetic tasks. Counting symbol occurrences can be decomposed into local
summaries that combine cleanly across spans. Binary Addition, Binary Multiplication,
and Compute Square Root require more complex interactions between input bits and in-
termediate quantities. These computations are not simple aggregations over independent
subsequences, and may be difficult to represent using fixed-size recursive summaries.

4.2.1.5 Summary

Overall, PR-LSTM is not simply a faster approximation of an LSTM, but rather a model
with a distinct inductive bias. Whereas a standard LSTM is biased toward sequential
accumulation and a Transformer toward flexible pairwise interactions, PR-LSTM is well
suited to computations based on preservation, aggregation, and limited retrieval.

The results reflect this tradeoff. PR-LSTM improves over the non-memory-augmented
baselines in the number of tasks solved, performing well on finite-state tracking, Missing
Duplicate, and Bucket Sort. However, it remains less effective for sequence copying, arbi-
trary reordering, and symbolic procedures whose natural computation order may not align
with the fixed balanced hierarchy. Thus, PR-LSTM offers a useful hierarchical alternative
to sequential recurrence and self-attention, but it does not provide a universally better
solution for all these tasks.
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4.2.2 Experiment 2: Training-Time Efficiency

Beyond length-generalization accuracy, we evaluate the practical training-time efficiency
of the models. This experiment tests whether the reduced sequential recurrent depth of
PR-LSTM translates into concrete wall-clock speedups during optimization.

We benchmark efficiency by plotting training loss against elapsed wall-clock time over a
fixed budget of 40,000 optimization steps. This measure captures both hardware through-
put, through the wall-clock duration of each gradient update, and algorithmic convergence,
through the number of updates required to reduce loss. Wall-clock loss curves therefore
provide a more complete view of training efficiency than step-based trajectories alone.

For consistency, all models are trained using the same hardware: a single NVIDIA H100
GPU, one CPU core, and 35 GB of system memory. The resulting wall-clock curves there-
fore measure differences due to the model architectures and their implementation efficiency,
rather than differences in available compute. Endpoint markers indicate completion of the
fixed training budget.

Figures 4.2-4.4 shows that PR-LSTM reaches a low training loss faster than both the
LSTM and Transformer encoder baselines, while requiring less time to complete the fixed
iteration budget. These results demonstrate that reorganizing recurrent-style state updates
into a balanced recursive structure exposes enough parallelism to deliver practical speed
advantages during training.

However, because wall-clock training curves conflate convergence rate, hardware utiliza-
tion, and optimization dynamics, they should be interpreted as practical, implementation-
dependent measurements rather than strict complexity benchmarks. To decouple these
architectural overheads and isolate the computational scaling behavior, we next evaluate
inference execution time as a function of sequence length.
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Figure 4.2: Training dynamics across tasks, part 1 of 3.
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4.2.3 Experiment 3: Inference-Time Scaling

To isolate the empirical scaling behavior induced by each model’s computational structure,
we evaluate both inference execution time and peak memory consumption as functions of
sequence length T'. For each model, we sweep sequence lengths in increments of 5 tokens
and average each metric over 100 evaluation batches at each length to improve measurement
stability.

The profiling sweep for each architecture is terminated according to two criteria. First,
the sweep halts if the model triggers an Out of memory (OOM) error. Second, for visual-
ization clarity, we stop measuring once inference time exceeds 500 ms per sample. We use
this threshold as a visualization cutoff, not as a computational limit. While a logarithmic
scale could show a wider range of latencies, the linear-scale plots are intended to empha-
size differences in the practical low-latency regime. After the standard LSTM exceeds 500
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ms per sample, continuing the sweep would primarily rescale the plot around an already
impractical baseline, making the behavior of the faster models harder to compare.
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(a) Cluster allocation with NVIDIA H100. (b) Local workstation with NVIDIA RTX 4070.

Figure 4.5: Scaling behavior of inference time and memory consumption with
increasing sequence length. Colors follow Figure 4.2. Results are averaged over 100
batches, each containing 1024 samples. A A marks termination due to exceeding the
inference-time threshold 7, > 500ms, while a [J marks termination due to GPU memory
exhaustion. Measurements were collected on two hardware environments: a cluster job
allocation with an NVIDIA H100, 1 CPU core, and 35 GB of system memory, and a local
workstation with an NVIDIA RTX 4070, 20 CPU cores, and 32 GB of system memory.

Figure 4.5 shows that the empirical inference behavior of the three architectures broadly
aligns with the scaling trends discussed in Section 3.3. Before processor saturation, PR-
LSTM exhibits logarithmic growth in 7,, scaling substantially slower than the sequential
model while remaining competitive with the Transformer encoder. After saturation, its 7,
transitions to linear growth, but with a smaller constant factor than the sequential base-
line. In contrast, the Transformer encoder saturates earlier and rapidly enters a quadratic
regime.

The memory results reveal a complementary distinction between recurrent and attention-
based computation. Both the LSTM and PR-LSTM show approximately linear memory
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growth, reflecting the need to store a linear number of recurrent states. By contrast, the
Transformer encoder exhibits quadratic memory growth since full self-attention requires
all-pairs interactions. Consequently, the Transformer runs terminate due to GPU mem-
ory exhaustion, whereas the recurrent models are primarily limited by the inference-time
cutoff.

These termination patterns illustrate distinct long-sequence bottlenecks. Transformer
inference is primarily memory-limited, sequential recurrence is primarily runtime-limited,
and PR-LSTM reduces the recurrent runtime bottleneck while avoiding the quadratic mem-
ory cost of self-attention. This gives PR-LSTM a practical advantage on longer sequences
under realistic hardware constraints.

Taken together with the training-time results, the inference-scaling experiment shows
that PR-LSTM offers practical efficiency benefits in addition to strong length-generalization
behavior. In our experiments, it mostly matches recurrent baselines in accuracy while
changing the computational profile of recurrence to better exploit parallel execution. These
results should be interpreted as empirical wall-clock measurements on the tested hardware
and implementation, rather than as universal runtime guarantees.

While the hierarchical structure provides clear computational benefits, understanding
PR-LSTM’s overall generalization capabilities requires probing the design choices of its
learned composition module.

4.3 Ablations

To isolate the impact of this encoder design from the broader benefits of length generaliza-
tion and parallel scaling, we conduct a series of ablation studies. Specifically, we evaluate
how architectural choices within the encoder influence representation capacity.

We consider three questions:

1. Are the gains explained primarily by the increased parameter count?
2. Does varying the nonlinear encoder depth affect the model’s capabilities?

3. Are the LSTM-style gates necessary, or could a simpler architecture be used?
Table 4.2 presents the results of these ablation experiments, with our primary PR-

LSTM configuration highlighted in gray. In the following subsections, we analyze each
architectural variant to isolate its specific impact on performance.
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Table 4.2: Ablation Results. Score denotes the accuracy averaged over test lengths
T € {41,42,...,500}. Generalization is considered successful if score > 90%. Our main
architecture is shaded. The number of refining stages is denoted as R.

Score (%)
Level Task Pﬁ;iléfetgr Refining Depth
PR-LSTM PR-LSTM PR-RNN

d, =137 | OR 1R 2R OR 1R 2R
Even Pairs 100 100 100 100 | 100 100 100
MOdug Iﬁ;{g?mem 98.3 | 80.2 99.5 96.3 | 96.7 20.1 20.0
Parity Check 100 100 100 100 | 100 95.4 88.0
Cycle Navigation 97.4 48.4 94.4 100 | 100 99.9 100
Stack Manipulation 99.9 54.4 55.6 558 | 51.9 52.1 50.2
DCF Reverse String 54.7 55.9 555 H4.8 | 549 50.1 50.0
Modular Arithmetic 35.8 33.0 356 36.7 | 220 251 253
Solve Equation 34.8 22.8 329 321|222 20.0 19.9
Duplicate String 52.9 53.4 53.5 54.0 | 50.9 51.1 50.1
oS Missing Duplicate 100 54.0 100 100 | 52.8 99.8 97.6
Odds First 53.4 53.5 543 54.2 | 51.1 50.7 50.0
Binary Addition 51.7 50.8 51.2 519 | 48.9 484 48.0
Binary Multiplication 52.6 51.8 52.2 522 | 49.9 46.7 49.7
Compute Sqrt 55.7 56.2 56.8 57.0 | 53.4 50.2 50.2
Bucket Sort 99.4 99.2 98.3 99.5 | 29.8 687 85.2

Tasks Solved 6 3 6 6 4 4 3
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4.3.1 Parameter Count

The proposed PR-LSTM encoder design results in a larger parameter set than a con-
ventional LSTM cell. Specifically, the encoder is composed of 14 hidden-dimension-scaling
weight matrices, whereas the standard is 4. This raises a critical question: are the observed
gains simply the result of an increased parameter budget?

To isolate this factor, we evaluate a parameter-matched variant of PR-LSTM by reduc-
ing its hidden dimension. Since the dominant parameter terms scale quadratically with
the hidden size, reducing the hidden dimension by a factor of /14/4 yields an approxi-
mate parameter match to the LSTM baseline. In our experimental setup, this translates
to reducing the hidden size from 256 to 137.

As shown in Table 4.2, this parameter-matched variant retains the core generalization
behavior of the full model, solving the same number of tasks and preserving its distinct
success on the Missing Duplicate task. This indicates that the primary capabilities of
PR-LSTM are driven by its structural design rather than its larger parameter count.

4.3.2 Encoder Depth

We next evaluate the architectural contribution of the encoder’s refinement depth. In the
standard PR-LSTM pipeline, a binary composition function merges two child states into
a higher-level parent state, which is then passed through a subsequent refinement stage
that applies a single-state gated transformation. The number of refinement stages can
be varied, effectively modulating the depth of nonlinear processing executed at each node
within the recursive hierarchy. To isolate the impact of each such stage, we compare our
baseline model against two variants designed with 0 and 2 refinement stages respectively.

As shown in Table 4.2, the 0-stage variant fails to generalize on several tasks where the
deeper variants succeed, including Modular Arithmetic (Simple), Cycle Navigation, and
Missing Duplicate. This suggests that a shallow binary merge is not sufficient for the model
to form useful higher-level states on these tasks. The refinement stage appears to help the
model transform the composed state into a representation that can be reused higher in the
tree.

Conversely, increasing the depth beyond the baseline yields diminishing returns. The
2-stage variant fails to deliver consistent generalization gains across the benchmark suite.
This suggests that the remaining failure modes are not caused by a lack of representa-
tional capacity, but rather reflect the inherent limitations of the hierarchical structure in
certain contexts. Consequently, we retain the single-stage refinement configuration for our
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primary architecture, as it provides the necessary nonlinear capacity without introducing
unnecessary additional parameters.

4.3.3 State-Processing Architecture

Finally, we investigate whether PR-LSTM’s performance is attributable primarily to its
hierarchical layout and nonlinear depth or if the LSTM-style gating mechanisms are es-
sential. To isolate the impact of these gated memory dynamics, we construct a Parallel
Recursive RNN (PR-RNN) variant that removes the cell state throughout the model. Un-
der this formulation, both the composition and refinement stages are defined via standard
fully connected layers.

Binary composition concatenates the two incoming child states prior to the transfor-
mation. Any additional refinement stages are applied sequentially on the produced merged
representation. Since the underlying recursive computation graph remains identical, this
variant strictly isolates the utility of gated routing.

As shown in Table 4.2, most PR-RNN variants generalize on fewer tasks than their
depth-matched PR-LSTM counterparts. For instance, Bucket Sort is only solved by PR-
LSTM, suggesting that the explicit gating mechanism is critical for preserving the strong
counting capabilities inherent to LSTM models.

Furthermore, contrarily to PR-LSTM, varying the nonlinear depth of the PR-RNN does
not yield a consistent impact across tasks. For example, the 0-stage variant successfully
solves two tasks that the 2-stage variant fails on: Modular Arithmetic (Simple) and Parity
Check. Conversely, the 1- and 2-stage variants are required to solve the Missing Duplicate
task. Additionally, these deeper variants display steadily increasing performance on Bucket
Sort, though none of the evaluated PR-RNN variants reach the 90% threshold. This
fragmented behavior suggests optimization instability when gated memory is removed from
the composition cell.

Ultimately, these ablations validate the design choices of the proposed PR-LSTM con-
figuration. The balanced tree hierarchy provides a robust computational framework, and
the deep gated memory dynamics within each node help achieve robust out-of-distribution
generalization.
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4.4 Discussion

Taken together, the experiments in this chapter show that PR-LSTM is not just a faster
implementation of an LSTM, but rather an architecture with a distinct computational bias.
Its balanced hierarchy preserves several useful properties of recurrent state-based models
while changing the dependency structure through which those states are computed. This
allows recurrent-style computation to expose substantially more parallelism than a strictly
sequential chain, all without incurring the quadratic memory cost of full self-attention, or
reverting to linear state dependencies.

The length-generalization results clarify where this bias is beneficial and where it hin-
ders learning. PR-LSTM performs best when a task can be solved by recursively composing
compact summaries of subsequences, such as finite-state tracking, aggregation computa-
tion, or certain forms of long-range retrieval. Conversely, as explained throughout Sec-
tion 4.2.1, when a task’s required computation order conflicts with this balanced structure,
the mismatch may induce a growing set of intermediate hypotheses that is difficult to track
in a fixed-size state vector. The hierarchical computation therefore introduces an inductive
bias that is useful for some tasks but detrimental for others.

Furthermore, because the model is constructed from LSTM gating mechanisms, it pre-
serves some limitations of the original architecture. In particular, the model is not inher-
ently suited to representing stack or tape-like memory in its fixed-size state vector. For
such tasks, spans must compress growing amounts of information into a finite represen-
tation, potentially discarding details needed for later computation. This same limitation
hinders the model’s ability to solve tasks requiring precise token-level access across the
sequence, such as binary arithmetic tasks.

The efficiency experiments provide a complementary perspective. By reducing recur-
rent parallel depth, PR-LSTM achieves practical training and inference advantages over
a sequential LSTM in the tested settings. At the same time, the memory consumption
remains closer to recurrent models than to Transformers, avoiding the all-pairs interaction
pattern that limits full self-attention on long sequences. These results support the view
that PR-LSTM occupies an intermediate design point between sequential recurrence and
attention-based sequence modeling.

The ablation studies further indicate that this behavior is not explained solely by pa-
rameter count or by the balanced computation graph in isolation. Parameter matching
preserves the main qualitative results, suggesting that the architecture’s behavior is not
simply a consequence of increased capacity. The refinement-depth experiments show that
nonlinear processing after binary composition is important, but that additional depth alone
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does not resolve the remaining failure modes. Finally, the comparison with PR-RNN vari-
ants shows that the LSTM-style gated state representation contributes meaningfully to the
model’s stability and extrapolation behavior.

Overall, this chapter supports the central experimental claim of the thesis: recurrent
computation can be reorganized over a balanced hierarchy to improve parallel execution
while preserving useful state-based generalization behavior. However, the results also show
that this reorganization introduces a specific inductive bias rather than a universally su-
perior sequence-modeling mechanism. PR-LSTM is most effective when useful span sum-
maries can be composed recursively, and less effective when a task requires exact access
to many individual input positions or a computation order that conflicts with the fixed
hierarchy.

4.5 Limitations of the Evaluation

The experiments presented in this chapter provide evidence regarding the computational
behavior and efficiency of PR-LSTM under controlled conditions. However, several empir-
ical limitations must be considered when interpreting the quantitative results.

Data Scope The benchmark tasks consist entirely of synthetic formal languages. Al-
though this environment allows us to probe specific computational mechanics, synthetic
tasks lack the semantic richness, noise, and statistical complexity of natural data dis-
tributions. Success here demonstrates algorithmic capability, but it does not guarantee
equivalent performance in large-scale language modeling tasks.

Optimization Reliability Our evaluation follows the original benchmark protocol by
reporting the highest score achieved across 10 random seeds. While this effectively mea-
sures the maximum architectural capacity of the model, it does not report optimization
variance. A complete study of optimization stability would require reporting variance,
and analyzing failure rates. Our results should therefore be interpreted as evidence of
architectural capacity rather than a guarantee of training reliability.

Hardware and Implementation Sensitivity The wall-clock times reported in our
efficiency profiling are inherently tied to our specific hardware configurations and software
implementation. Measured runtime is highly sensitive to the underlying accelerator, batch
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sizes, hidden dimensions, and memory layouts. Therefore, our empirical profiling serves
to validate the scaling trends predicted by our asymptotic analysis rather than to project
exact execution speeds across all hardware.

Scope of Ablations Our ablation studies targeted the primary design choices of our
baseline PR-LSTM model, but this search space was non-exhaustive. In particular, we
did not evaluate alternative input state embedding methods, PR-RNN configurations with
residual connections, or binary composition stages that use the same weight matrix for
both inputs, possibly with positional encoding. As a result, the reported ablations should
be interpreted as evidence for the importance of the tested components, rather than as a
definitive characterization of the entire PR-LSTM design space. Alternative variants may
improve stability, efficiency, or extrapolation performance on some tasks.

These empirical limitations do not undermine the chapter’s core insight regarding hier-
archical parallelism, but rather define its boundaries. Future work is required to determine
whether these capacity trends hold true when transitioning from controlled synthetic en-
vironments to large-scale, real-world sequence modeling tasks.
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Chapter 5

Conclusion & Future Work

This thesis investigated whether recurrent computation can be reorganized for parallel ex-
ecution while preserving nonlinear gated dynamics. Standard recurrent models maintain
compact evolving states and can be effective for tasks involving tracking, counting, and
memory, but their strictly sequential dependency structure limits parallel execution. Trans-
formers expose much greater sequence-level parallelism, but standard self-attention requires
dense pairwise interactions, which incurs time and memory costs that grow quadratically
with sequence length. Many efficient sequence models address this tension by simplifying
recurrence, imposing linear or associative structure, or approximating attention.

To investigate this trade-off, this thesis introduced the PR-LSTM, a hierarchical recur-
rent architecture that replaces the recurrent chain with recursive state composition over a
balanced computation tree. Input tokens are first mapped independently to latent states,
which are then recursively merged through a learned LSTM-based encoder. The reduction
tree defines the order of computation, but the learned composition operator is not required
to be associative. As a result, PR-LSTM preserves nonlinear gated state composition while
reducing the recurrent dependency depth from linear to logarithmic in the sequence length.

5.1 Summary of Findings

The experimental results support the central claim that nonlinear recurrent computation
is not inherently tied to sequential execution. On formal-language length-generalization
benchmarks, PR-LSTM successfully generalizes on more tasks than the standard RNN,
LSTM, and Transformer baselines considered in this thesis. These benchmarks isolate
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capabilities such as finite-state tracking, counting, copying, retrieval, and stack-like mem-
ory, making them well suited to testing a model’s ability to learn systematic sequence
transformations rather than length-specific patterns.

The strongest results occur on tasks whose solutions can be expressed through recur-
sively composed summaries of contiguous spans. PR-LSTM performs well on finite-state
tracking, aggregation-like tasks, and some forms of long-range retrieval. These results sug-
gest that span-level recurrent summaries can support nontrivial length generalization when
the task structure is compatible with hierarchical composition.

Conversely, the parallel execution hierarchy of PR-LSTM can be misaligned with a
task’s inherent computational structure. This limitation was most visible in the two sym-
bolic arithmetic tasks, where PR-LSTM performed substantially worse than the recurrent
baselines. These results suggest that balanced span composition can introduce an unfa-
vorable inductive bias when the imposed hierarchy conflicts with the hierarchy required
by the input. In such cases, the model may be forced to combine subexpressions before
their relevant dependencies have been resolved, making the task harder than processing
the sequence in a sequential order.

The efficiency experiments provide the complementary perspective. By replacing the
recurrent chain with a balanced hierarchy, PR-LSTM reduces the longest recurrent de-
pendency path from linear to logarithmic. In the tested settings, this produces practical
training and inference advantages over a sequential LSTM, while avoiding the dense all-
pairs interaction pattern of standard self-attention. These gains are not purely asymptotic,
as the realized efficiency depends on implementation details, hardware utilization, memory
layout, and constant-factor overheads.

The ablation studies further clarify the source of PR-LSTM’s behavior. Parameter-
matched comparisons indicate that the model’s results are not explained only by increased
capacity. Experiments on nonlinear encoder depth show that a refinement stage contributes
to the model’s learning capability, but depth beyond the proposed configuration does not
eliminate the remaining failure modes. Comparisons with PR-RNN variants additionally
suggests that LSTM gated state representations are important for the model’s stability
and extrapolation behavior.

Taken together, these findings show that the tradeoff between recurrent state tracking
and parallel execution is not absolute. Recurrent computation does not need to be orga-
nized only as a sequential chain. By applying nonlinear gated state composition over a
balanced hierarchy, PR-LSTM occupies an intermediate point between standard recurrence
and attention-based sequence modeling.
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5.2 Scope of the Contribution

This thesis does not present PR-LSTM as a general replacement for Transformers, standard
recurrent networks, structured state-space models, or memory-augmented architectures.
Instead, it identifies hierarchical organization as a viable mechanism for improving the
parallel execution profile of recurrent computation.

The claim is intentionally bounded. The empirical evaluation supports conclusions
regarding algorithmic behavior and computational scaling under controlled formal-language
conditions, but not about broad performance on semantically rich, noisy, or open-ended
sequence-modeling tasks. In particular, tasks requiring high-fidelity token retrieval, exact
copying, arbitrary reordering, or the preservation of many competing hypotheses may
expose the limits of compressing long subsequences into fixed-size recurrent states.

This limitation is the central trade-off explored by the thesis. PR-LSTM reduces se-
quential depth by representing subsequences hierarchically, but this compression constrains
the information available to later computation. The model therefore occupies a middle
ground between fully sequential recurrence and dense attention: it improves parallel struc-
ture but does not remove all expressivity limitations of fixed-size state representations.

This trade-off also defines the main questions left open by the thesis. The results show
that hierarchical recurrent computation can support useful length extrapolation under
controlled conditions, but they do not determine how broadly this mechanism applies, how
its compression bottlenecks might be relaxed, or how it should be combined with other
sequence-modeling approaches. These questions motivate the directions discussed in the
next section.

5.3 Future Work

The first direction is to perform a broader empirical evaluation. Formal-language tasks pro-
vide a controlled diagnostic setting, but additional experiments are needed to determine
whether hierarchical recurrent computation transfers to practical domains. Such experi-
ments would clarify whether the inductive biases observed in this thesis remain useful when
the input contains richer semantics and more varied dependency structures.

A second direction is to explore alternative computation topologies. This thesis adopts
a fixed, balanced binary hierarchy to reduce recurrent depth and utilize work-efficient
graphs closely related to parallel scan algorithms. However, other structures may offer
better alignment with task-specific dependencies or further reduce parallel depth. For
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example, the computational graph could partially incorporate semantic structure or use
larger branching factors.

A third direction is to refine the state-composition operator. The LSTM-based imple-
mentation used in PR-LSTM offers a natural gated mechanism for merging child states,
but only represents one possible design configuration. Future work could examine whether
hierarchical state composition truly requires the dynamics of a sequential recurrent cell,
or whether a composition-specific architecture would be better suited to this role. Such
alternatives may improve stability, computational efficiency, and expressive capacity.

A fourth direction is to integrate external stack or tape memory into the composi-
tional architecture. Experimental results from the original study highlighted the benefits
of these memory structures, which may partly address the growing-hypotheses problem of
our model. However, it remains unclear how two stacks or tapes could be merged.

A fifth direction is theoretical analysis. Throughout the empirical results, we provided
intuitive explanations for why PR-LSTM succeeds on certain tasks and fails on others.
A deeper theoretical study could formalize these intuitions and clarify the architectural
requirements underlying these successes and failures. In particular, such an analysis could
help characterize which sequence functions are naturally supported by hierarchical recur-
rence, which require more sequential state updates, and which may require random-access
or attention-like routing.

Finally, future work could study optimized implementations. PR-LSTM’s computa-
tional motivation depends not only on logarithmic recurrent depth, but also on efficient
parallel execution in practice. Dedicated kernels, improved memory layouts, operation fu-
sion, and hardware-aware batching could reduce constant-factor overheads and make the
architecture more competitive in realistic long-sequence settings.

5.4 Closing Remarks

The main contribution of this thesis is to show that nonlinear recurrence is not inherently
tied with sequential computation. PR-LSTM preserves the central ideas of recurrent mod-
eling while reorganizing the updates over a balanced computation hierarchy. This structure
exposes more parallelism than sequential execution while retaining several expressive prop-
erties of nonlinear recurrent sequence models

The findings are intentionally bounded. PR-LSTM is not a universal replacement for
attention, external memory, or standard recurrence. Its hierarchy introduces an inductive
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bias that is beneficial when span summaries can be composed hierarchically, but limiting
when tasks require exact access to many individual input positions or a computation order
that conflicts with the imposed hierarchy.

More broadly, these results suggest that the design space between recurrence and at-
tention remains open. Sequence models can maintain explicit state without being fully
sequential, and can expose parallel computation without relying entirely on dense all-to-all
attention. PR-LSTM represents one point in this broader space. Its successes and limita-
tions suggest that recurrence remains a flexible modeling principle when its computational
structure is reconsidered.

63



References

1]

[9]

Maximilian Beck, Korbinian Poppel, Markus Spanring, Andreas Auer, Oleksandra
Prudnikova, Michael Kopp, Gilinter Klambauer, Johannes Brandstetter, and Sepp
Hochreiter. xlstm: Extended long short-term memory, 2024.

Guy E. Blelloch. Prefix sums and their applications. Technical Report CMU-CS-90-
190, School of Computer Science, Carnegie Mellon University, November 1990.

Krzysztof Choromanski, Valerii Likhosherstov, David Dohan, Xingyou Song, Andreea
Gane, Tamas Sarlos, Peter Hawkins, Jared Davis, Afroz Mohiuddin, Lukasz Kaiser,
et al. Rethinking attention with performers. arXiv preprint arXiw:2009.14794, 2020.

Tri Dao and Albert Gu. Transformers are ssms: generalized models and efficient algo-
rithms through structured state space duality. In Proceedings of the 41st International
Conference on Machine Learning, ICML’24. JMLR.org, 2024.

Grégoire Delétang, Anian Ruoss, Jordi Grau-Moya, Tim Genewein, Li Kevin Wen-
liang, Elliot Catt, Chris Cundy, Marcus Hutter, Shane Legg, Joel Veness, and Pedro A.
Ortega. Neural networks and the chomsky hierarchy. In 11th International Conference
on Learning Representations, 2023.

Jeffrey L. Elman. Finding structure in time. Cognitive science, 14(2):179-211, 1990.

Ian Goodfellow, Yoshua Bengio, and Aaron Courville. Deep Learning. MIT Press,
2016. http://www.deeplearningbook.org.

Albert Gu and Tri Dao. Mamba: Linear-time sequence modeling with selective state
spaces, 2024.

Albert Gu, Karan Goel, and Christopher Ré. Efficiently modeling long sequences with
structured state spaces. In The International Conference on Learning Representations
(ICLR), 2022.

64


http://www.deeplearningbook.org

[10]

[11]

[12]

[13]

[14]

[15]

[16]

[17]

[18]

Ankit Gupta, Albert Gu, and Jonathan Berant. Diagonal state spaces are as effective
as structured state spaces. In Proceedings of the 36th International Conference on
Neural Information Processing Systems, NIPS 22, Red Hook, NY, USA, 2022. Curran
Associates Inc.

John L. Gustafson. Brent’s Theorem, pages 182—-185. Springer US, Boston, MA, 2011.

Sepp Hochreiter and Jiirgen Schmidhuber. Long short-term memory. Neural compu-
tation, 9(8):1735-1780, 1997.

Armand Joulin and Tomas Mikolov. Inferring algorithmic patterns with stack-
augmented recurrent nets. In Proceedings of the 29th International Conference on
Neural Information Processing Systems - Volume 1, NIPS’15, page 190-198, Cam-
bridge, MA, USA, 2015. MIT Press.

Angelos Katharopoulos, Apoorv Vyas, Nikolaos Pappas, and Francgois Fleuret. Trans-
formers are rnns: fast autoregressive transformers with linear attention. In Proceedings
of the 37th International Conference on Machine Learning, ICML’20. JMLR.org, 2020.

Diederik P. Kingma and Jimmy Ba. Adam: A method for stochastic optimization,
2017.

William Merrill and Ashish Sabharwal. The parallelism tradeoff: Limitations of log-
precision transformers. Transactions of the Association for Computational Linguistics,
11:531-545, 2023.

Bo Peng, Eric Alcaide, Quentin Anthony, Alon Albalak, Samuel Arcadinho, Stella Bi-
derman, Huanqi Cao, Xin Cheng, Michael Chung, Matteo Grella, Kranthi Kiran GV,
Xuzheng He, Haowen Hou, Jiaju Lin, Przemyslaw Kazienko, Jan Kocon, Jiaming
Kong, Bartlomiej Koptyra, Hayden Lau, Krishna Sri Ipsit Mantri, Ferdinand Mom,
Atsushi Saito, Guangyu Song, Xiangru Tang, Bolun Wang, Johan S. Wind, Stanis-
law Wozniak, Ruichong Zhang, Zhenyuan Zhang, Qihang Zhao, Peng Zhou, Qinghua
Zhou, Jian Zhu, and Rui-Jie Zhu. Rwkv: Reinventing rnns for the transformer era,
2023.

Michael Poli, Stefano Massaroli, Eric Nguyen, Daniel Y. Fu, Tri Dao, Stephen Baccus,
Yoshua Bengio, Stefano Ermon, and Christopher Ré. Hyena hierarchy: Towards larger
convolutional language models, 2023.

65



[19]

[20]

[21]

[22]

[25]

Jimmy T.H. Smith, Andrew Warrington, and Scott Linderman. Simplified state space
layers for sequence modeling. In The Eleventh International Conference on Learning
Representations, 2023.

Richard Socher, Cliff Chiung-Yu Lin, Andrew Y. Ng, and Christopher D. Manning.
Parsing natural scenes and natural language with recursive neural networks. In Pro-

ceedings of the 28th International Conference on International Conference on Machine
Learning, ICML’11, page 129-136, Madison, WI, USA, 2011. Omnipress.

Yutao Sun, Li Dong, Shaohan Huang, Shuming Ma, Yuqing Xia, Jilong Xue, Jianyong
Wang, and Furu Wei. Retentive network: A successor to transformer for large language
models, 2023.

Mirac Suzgun, Sebastian Gehrmann, Yonatan Belinkov, and Stuart M. Shieber.
Memory-augmented recurrent neural networks can learn generalized dyck languages,
2019.

Kai Sheng Tai, Richard Socher, and Christopher D. Manning. Improved semantic
representations from tree-structured long short-term memory networks, 2015.

Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N
Gomez, L ukasz Kaiser, and Illia Polosukhin. Attention is all you need. In I. Guyon,
U. Von Luxburg, S. Bengio, H. Wallach, R. Fergus, S. Vishwanathan, and R. Gar-
nett, editors, Advances in Neural Information Processing Systems, volume 30. Curran
Associates, Inc., 2017.

Paul J Werbos. Backpropagation through time: what it does and how to do it.
Proceedings of the IEEE, 78(10):1550-1560, 2002.

66



	List of Tables
	List of Figures
	Introduction
	Sequence Modeling
	Existing Efficient Sequence Modeling Approaches
	Parallel Recursive LSTM
	Contributions
	Organization of the Thesis

	Background
	Notation
	Neural Network Building Blocks
	Vector Representations and Learned Layers
	Training and Generalization

	Sequence Models
	Recurrent Neural Networks
	Backpropagation Through Time
	Long Short-Term Memory Networks
	Transformers
	Efficient Sequence Modeling Approaches
	Recursive Neural Networks

	Parallel Sequence Computation
	Work and Parallel Depth
	Prefix Scans and Balanced Computation

	Formal Languages, Length Generalization, and Hierarchical Computation
	Summary

	Parallel Recursive LSTM
	Design Motivations
	From Sequential Recurrence to Scan-Structured Recursion
	Preliminary Scan-Based Routing Design

	Parallel Recursive LSTM
	Hierarchical States
	LSTM-Based State Composition

	Architectural Tradeoffs

	Results
	Experimental Setup
	Tasks
	Regular
	Deterministic Context-Free
	Context-Sensitive

	Models

	Main Results
	Experiment 1: Length Generalization
	Finite-state tracking.
	Structured symbolic computation.
	Copying and retrieval.
	Aggregation and arithmetic.
	Summary

	Experiment 2: Training-Time Efficiency
	Experiment 3: Inference-Time Scaling

	Ablations
	Parameter Count
	Encoder Depth
	State-Processing Architecture

	Discussion
	Limitations of the Evaluation

	Conclusion & Future Work
	Summary of Findings
	Scope of the Contribution
	Future Work
	Closing Remarks

	References

