







































































































































































































































































































































































Chapter 5 Leaping reachability analysis 101

Table 5.3 Data for Figure 5.7.

Global state G* X(GH P(GYH wait(G*, @,L)  pleap(G*, @, L)
GO (e, e, i, o} (2.2} (1,2) ({4, di}
G! (4.3, 2,12) % i TCINCINTGINT Y
G? (d.4,63, 02} (2.2} 1 (g (1. 02y, (21
G? (4. 4.3} () 1 TCINCINN
G (a4, 2) (2.2,4) i ICANCINAE
G’ (4.8.41 (.03, 84} I TCINCINE)

{(Q, L)*-reachability graph of the protocol of Example 5.6 consists of 20 nodes and 45 edges
versus respectively 30 and 70 for the conventional reachability graph (which is different from the
previous examples due to the imposed channel bounds). Additional reductions are obtained when
K =L is partitioned into disjoint subsets, similar as in Example 5.44. Once again, the protocol is
found to have no non-progress states and one non-executable transition. Only three of five ur-pairs
are detected in this case, which is not unexpected since J = @. Lastly, two bo-pairs (30, m5,) and
(40, m43) are detected as well, indicating that channels C34 and C,3 require a bound larger than
one (a bound of two messages turns out to be sufficient here). a

5.5 More reduction with a depth-first search

Thus far in this chapter no specific search technique has been assumed in the formulation of LRA.
In particular, the £(J, K)*-reachable (or £-reachable) global state space of a protocol can be searched
in depth-first order as well as in breadth-first order (given of course that the search space is finite).
As discussed in Chapter 2, a depth-first search uses a stack to trace the global states encountered
but not yet expanded during the search, while a breadth-first search uses a queue for this purpose.
In this section we explicitly assume a depth-first search (DFS) to accommodate a further reduction
of the number of global states and transitions explored for detecting non-executable transitions,
unspecified receptions and buffer overflows.

The use of a DFS can be turned into an opportunity to refine the £(J, K)*-reachability relation.
Essentially, it warrants a more accurate solution to the ignoring problem than the one given earlier
in terms of the set xpleap(G, J, K). Recall from the beginning of Section 5.3 that the ignoring
problem occurs when the progress of some processes is indefinitely deferred along a cycle in the ¢-
reachability graph. This cannot happen in the £(/, K)*-reachability graph since it is guaranteed that
Uwpmp(c 15l =X(G) for every £(J, K)*-reachable global state G (cf. Proposition 5.33.(i)), and
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thus in particular for all such states that constitute a cycle in the £(J, K)*-reachability graph. Simple
graph-based reasoning shows, however, that it is sufficient to have in each cycle just one global
state with this property. Avoiding the ignoring problem then becomes a matter of detecting cycles
during state exploration, for which a DFS lends itself preeminently: a cycle is detected precisely
when a global state reached from the current global state already resides on the DFS stack [CLR90,
Pel96]. This is translated into an extra condition for extending sets of proper leap sets, viz. for a
global state G the set pleap(G, J, K) is extended only if (1) wait(G, J,K) < I (as in Definition 5.31)
and (2) at least one element of pleap(G, J, K) leads from G to a global state on the DFS stack.

Definition 5.46

Let G be a global state of a protocol ITto be expanded during the DFS, and let T be an arbitrary
element of pleap(G, J, K). Define

xpleap-2G, J, K) = pleap(G, J, K) U {T U {1} | t e X(G) A act(z) € wait(G, J, K)}
if wair(G, J, K) < I and 3T” e pleap(G, J, K): G 75+ H A H is on the DFS stack
xpleap-2(G, J, K) = pleap(G, J, K)

otherwise.

a

The reachability relation resulting from the execution of the leap sets in xpleap-2(G,J,K) in
global states is referred to accordingly as £2(J, K)*-reachability and denoted by <7z - The set of
£2(J, K)*-reachable global states of a protocol IT (i.e. £2(J, K)*-reachable from its initial global state)
isdenoted by L2(J,K );,. When J =K = &, we may drop these index sets from the notations, as in
Section 5.4. Under the assumption that it takes constant time to check whether a global state is on
the DFS stack (which can indeed be implemented efficiently by a simple hash-table look-up), the
extra cost incurred for computing xpleap-2(G, J, K) instead of xpleap(G.,J, K) is O(lpleap(G,J,K))
in the worst case. On the other hand, it should be clear from the definitions that xpleap-2(G, J, K) <
xpleap(G, J, K), for any global state G. The £2(J, K)*-reachability graph of a given protocol is thus
a subgraph of its £(J, K)"-reachability graph. Furthermore, by construction, for every cycle in the
£2(J, K)*-reachability graph there exists ar least one global state G in that cycle for which
Uz'expl«ap-z(GJ.K)T =X(G).

Proposition 5.47
L2(J,K),; < LUK,

Proof: Since xpleap-2(G, J, K) < xpleap(G, J, K) for any global state G, it is immediate that
every £2(J, K)*-reachable global state is #(/, K)*-reachable. 0
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The next two lemmas come in place of Lemma 5.37 and Lemma 5.38 in Section 5.4.2, proving
that the £2(/, K)*-reachability graph of a protocol equally reveals all non-progress states, all non-
executable transitions, all unspecified receptions wrt J and all buffer overflows wrt K.

Lemma 5.48

Let G be a global state that is removed from the DFS stack during the construction of the £2(J, K)*-

reachability graph, with G <°~* H and o # €, then there exist a sequence G g G oo
T

- mure G™ with y; € lin(T)), transition sequences o, p and a global state H’ such that

i) 0O =y N1Y2- . YmPs act(e) N act(c) =D and p| < |o];
ii) (s,y)isa ur-pair wrt J in H = (s, y) is a ur-pair (wrt J) in G or in H";

iii) (s, x) is a bo-pair wrt K in H = (s, x) is a bo-pair (wrt K) in G or in H’.

Proof: We prove only part (i). Part (i) and (iii) are derived from part (i) in exactly the same way
as Lemma 5.37.(ii) and (iii) are derived from Lemma 5.37.(i), particularly because the property of
xpleap(G, J, K) stated by Proposition 5.33.(iii) also holds for xpleap-2(G, J, K) (cf. the proof of
Lemma 5.37). Part (i) is visualized as follows:

T,T,...T.

G 204, %)

el
Q °
1'; o "
Analogous to the proof of Lemma 5.10, it can be shown that there exist T’ epleap(G,J,K) ¢
xpleap-2(G, J, K) with y”e lin(T"), transition sequences o’ and p’, and a global state H’ such that
ow’ =y YP', act(®”) N acr(c) = D and |p’] < |o]. In particular, 7’ and o’ are such that T’ \first(o) is
minimal and o’ € lin(T"\first(s)), where first(c) = {t| t A; A wr eprefio) A i € act()}. Clearly, if
T"\first(s) = T’ then |0'] < |y1 and thus |p’] < |d]. Consequently, in this case the lemma holds by
letingm=1,T;=T",yy=vy,0=0"and p =p’.

Alternatively, if T"\first(c) = T’ then o’ =y’+# € and act(¢) N act(T’) = &. We must have
wail(G, J, K) < I because otherwise pleap(G, J, K) = Uexi{lt}} and thus ('} € pleap(G, J, K),
with ¢ the first transition of o, but |{¢'} \first(s)| = 0 < [T"\first(c)| contradicting the minimality of
T*\first(c). Definition 5.30 then states that VT € pleap(G, J, K): aci(T) = {ielliewainG,J,K)},
and since act(c) N ac(T") = @ it follows further that VT € pleap(G, J, K): act(c) N aci(T) =D and
act(c) < wait(G, J, K). In particular the first transition ¢’ of ¢ is therefore not in any element of

pleap(G, J, K). The proof now continues by induction on the order in which £2(J, K)*-reachable
global states are removed from the DFS stack. Two cases can arise when removing G from the stack:
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« some Tepleap(G, J, K) leads to a global state that is already on the DFS stack

Remark that this case covers in particular the induction basis where G is the first state removed
from the DFS stack: each set in pleap(G, J, K) executed in G leads back to a global state on the
DES stack since any other global state would have been removed before G (a characteristic of a
depth-first search). According to Definition 5.46, some element of pleap(G, J, K), say T”, is
extended to form xpleap-2(G, J, K). Now choose T, =T” U {'} (7 is the first transition of o),
then T e xpleap-2(G, J, K), T, \first(c) = T"\first(c) = T” and aci(T;) N act(c) = act(’). The
lemma holds again by letting m = 1, vy € lin(T}), @ €lin(T”) and 6 = rp, viz. cw .=, y,p for
some global state H’, act(w) N act(c) = D and |p| <|d].

« no Tepleap(G, J, K) leads to a global state that is already on the DFS stack

Let Ty =T and G 75 § 5 G!. Since T\ e pleap(G, J, K), G! is not on the DFS stack and
when added it will be removed before G itself is removed (a characteristic of a depth-first
search). We also know that act(c) N ac(T,) = @ and hence o can still be executed from G1.
But this means that the induction hypothesis can be applied to G1, viz. there exist a sequence
G! o - moe— G™ with y; € lin(T)), transition sequences o’ and p’, and a global state
H’ such that o0’ =y 15...Y,p", act(@”) N act(c) = D and |p] <|ol. It follows that y,00" .=,
o0 =y Y¥2---Tmp’ and act(vy0”) N act(c) = D. The lemma thus holds with » = y,0” and
p=p". O

Lemma 5.48 differs from Lemma 5.37 mainly in stipulating the existence of a sequence of leap sets
that satisfies the three stated properties, instead of a single leap set. Notice indeed that the sequence

sought in Lemma 5.48 is guaranteed to be of length one when applying the lemma to the £(J, K)*-
reachability graph of a protocol.

Lemma 5.49
Let G be a global state that is removed from the DFS stack during the construction of the £2(J, K)*-

reachability graph, with G -2+* H and ¢ # €, then there exist a scquencc of leap sets Q with
n €lin(Q), a transition sequence w and a global state H’ such that G —5%=~" H’ and

i)y ow=n;

i) (s,y)is aur-pair wrtJin H = 3Q’

ezg,n- * G" and (s, y) is a ur-pair in G';
iii) (s,x) is a bo-pair wrt K in H = 30’ e prefiQ): G 5%=+" G’ and (s, x) is a bo-pair in G’

Proof: By repeated application of Lemma 5.48, akin to the proof of Lemma 5.38. g

Lemma 5.49 is in effect identical to Lemma 5.38. Hence, the results stated in theorems 5.39-5.42
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also hold for the £2(/, K)*-reachability relation (see the proofs of these theorems). We summarize
with a corollary.

Corollary 5.50
For a protocol I1, indefinite progress, freedom of non-executable transitions, and freedom of
unspecified receptions wrt J and buffer overflows wrt K are decidable if L2(J,K );7 is finite. 0

Example 5.51

The £2*-reachability graph (i.e. / = K = @) of the protocol of Example 5.6 is shown in Figure 5.8,
as part of the £*-reachability graph already given in Figure 5.5. The dashed nodes and edges
indicate the £*-reachable global states and transitions that are no longer explored, i.e. the £2*-
reachability graph consists of only 9 nodes and 13 edges versus 10 nodes and 18 edges for the £*-
reachability graph. Observe that this difference is due in particular to the global states G0 and G5,

where xpleap-2(G¥) c xpleap(G*) since the proper leap sets in these states do not close a cycle on
the “current” DFS stack. 0

(o0 =10,20, 30,40, ()

- - =~ S
1,1 1
{'i""ﬁ T dal|da T W
- =~ ~
Jp— _4 Z - - il
G =(11,20.31,81), (myg, mas iy (62=q0.2031. 1) tmum))  (63=(10.21,31, 41, (M, mos. )
TS i
8.5.¢
/ : / (@) w.34) W/ /[,
o CE)
.. ‘ill (c*= @1,20,30,40), (myy)) (68 = 10,21, 30,40 ), (s ))
L
/ e
7
@.4.4) (4 1, ‘11} (b}'l‘z"{]
/ 6 4.4)
(gs=qu, 22.30 40),)) (o7 =qr.21,31,41), (mum s me3)))
(e d) 08
2 3
[‘;‘R\ (4 d)
(G' (11,22,31,41), (my.ma@ G' (11,21, 30,40), (my;, mz,)))

Figure 5.8 The £2(D, @)"-reachability graph of the protocol of Example 5.6.
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5.6 Related work: LRA versus simultaneous reachability analysis

LRA borrows ideas from earlier work by Itoh & Ichikawa [1I83] and by Ozdemir & Ural [OU94,
OU95, Ozd95]. Their respective relief strategies also entail the concurrent execution of transitions
at global states and tackle the issue of potentially executable transitions (cf. Section 4.1.2 and
Section 5.1). Itoh & Ichikawa proposed a technique to explore only the reduced implementation
sequences of a protocol, which constitute a subset of all the possible protocol executions (see
Chapter 3). This technique is limited to the detection of non-progress states, however, and it
imposes constraints on the structures of the processes in a protocol. All the processes are required
to synchronize on their initial (process) states after a finite number of execution steps and no
process is allowed to have a cyclic execution that does not pass through its initial state [I183]. The
latter amounts to eluding any embedded cycles in the process graph of a process, which is clearly
restrictive in practice for even a simple data transfer protocol usually exhibits such cycles (e.g. the
retransmission part of the sender in an alternating bit protocol).

Ozdemir and Ural generalized the idea of executing sets of concurrent transitions as a relief
strategy for detecting all four types of logical errors, and without confining any of the protocol
attributes [OU94, OU95, O2d95]. Their so-called simultaneous reachability analysis (SRA) thus
applies to protocols in the CFSM model with an arbitrary number of processes, an arbitrary
communication topology and arbitrary process structures. SRA is certainly the technique closest to
LRA and, in fact, LRA has largely emerged as an incremental improvement of SRA [SU95b].
Similar to LRA, SRA governs the execution of leap sets in global states, called simultaneously
executable sets in [OU95, 0zd95], in order to detect non-progress states, non-executable transitions,
unspecified receptions and buffer overflows in a protocol. This section gives an analytical
comparison between the two techniques. An empirical comparison is included in Chapter 6. For
ease of presentation we take LRA as defined in Section 5.1 through Section 5.4. It should be clear

that the results established are then valid also for the refined, “depth-first search” version of LRA
discussed in Section 5.5.

5.6.1 Detecting non-progress states and non-executable transitions

Unlike LRA, SRA does not support the option to carry out the detection of non-progress states
separate from the detection of non-executable transitions. Where LRA employs the set pleap(G) in
a global state G for detecting non-progress states alone (see Section 5.1), and the extended set
xpleap(G) for detecting non-progress states and non-executable transitions (see Section 5.2), SRA
always employs the set sses(G) < leap(G) of so-called selected simultaneously executable sets for
the detection of these two types of logical errors [OU95, Ozd95].
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Definition 5.52

Let G be a global state of a protocol IT=({P;|iel},L). The set sses(G) of selected simultaneously
executable sets in G is defined as follows:

s5es(G) = {T | T eleap(G) A acT) 2 (i eI | X(G) # D A P{G) =D} } 0

Informally, every selected simultaneously executable set in a global state G obeys the following
two rules: (1) it must contain an executable transition from each process with executable and no
potentially executable transitions at G, and (2) it may contain an executable transition from any
process with both executable and potentially executable transitions at G. The leap sets in pleap(G)
and xpleap(G) also adhere to the first rule, but not to the second rule. Indeed, by definitions 5.4
and 5.16, every leap set in pleap(G) or in xpleap(G) contains ar most one transition from among
the processes with potentially executable transitions at G, whereas a leap set in sses(G) can have
multiple transitions from such processes. The difference between the three sets is further illustrated
in Example 5.53, and expressed formally by Proposition 5.54.

Example 5.53

For the protocol of Example 5.6, X(G% = {4, 4, 4, ¢} and P(G®) = (¢}, 1}). We already
derived pleap(G%) = { (4}, 1}} } and xpleap(G®) = { {4, i}, (4, d, i), {4, 4, 4} }, and
now sses(G% = { (4, i}, {(d, 4, 4}, (4. 44, 3}, {4, 4, 4, &} ). The additional selected

simultaneously executable set { i, ¢, 4, #}} contains more than one transition from among the
processes with potentially executable transitions at G9. O
Proposition 5.54

For a set of sets S, let min(S) = (s €S| #s” € S: 5" s}, then

pleap(G) = min(sses(G)) < xpleap(G) < sses(G)

Proof: It is not difficult to see that sses(G) can be defined equivalently in terms of the “wait-set”
wait(G) (see Definition 5.4) as follows:

sses(G) = { T| T eleap(G) A ac(T) 2 {i €/ | i e wait(G)} )
if wait(G) I
sses(G) = leap(G)

otherwise.

The proposition is then immediate by the definitions of pleap(G) and xpleap(G) (Definition 5.4 and

Definition 5.16, respectively). 0
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As a direct consequence of Proposition 5.54, for any protocol both the ¢-reachability graph and
the £*-reachability graph are subgraphs of the corresponding “simultaneous reachability graph”
resulting from SRA. LRA thus explores at most as many global states and transitions as SRA for
detecting non-progress states and non-executable transitions. In general LRA can be expected to
perform significantly better than SRA. This is evident especially for protocols with state spaces that
manifest a wide distribution of potentially executable transitions. Consider for instance a global
state G where &, is the number of processes with executable transitions and without potentially
executable transitions at G, and where k; is the number of processes with both executable and
potentially executable transitions at G (0 < ky, k; < n). Assume for simplicity that all these
processes have the same number m of executable transitions at G. The cardinalities of pleap(G),
xpleap(G) and sses(G) are then as follows:

Ipleap(G))] = mk if k&, > 0 (i.e. wait(G) < I
|pleap(G)| = kym otherwise
|xpleap(G)| = |pleap(G)| + kym ifk;>0
|xpleap(G)| = |pleap(G)] otherwise
lsses(G)| = |pleap(G)| + |pleap(G)| '27:1(,;'1) mi

= |pleap(G)| + |pleap(G)| - (m+ 1)~ 1)  ifk; >0

k .

Isses(G)] = |pleap(G)| + Zj;z( f) mi

= |pleap(G)| + ((m + Y2 = 1 = ky-m) otherwise

One can see that the size of sses(G) grows very rapidly for increasing k;: |sses(G)| - |pleap(G))| is
exponential in k; whereas |xpleap(G)| - |pleap(G)| is only linear in ;. Overall, SRA may thus
compute and execute a significantly larger number of leap sets during state exploration than LRA.
In the next chapter we will evaluate empirically the impact of this on the number of global states
and transitions explored by SRA and LRA for detecting non-progress states and non-executable
transitions, and on the actual space and time consumed by both techniques.

5.6.2 Detecting unspecified receptions

The detection of unspecified receptions by SRA proceeds in two stages. A given protocol is first
augmented with extra receive transitions. These transitions are guaranteed to be non-executable and
hence they do not alter the behavior of the protocol. State exploration is then carried out for the
augmented protocol in the exact same way as described above, namely by executing selected
simultaneously executable sets in global states [OU95, 0zd95].
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Definition 5.5§

Let IT= ({P;|iel},L) be a protocol, and denote by @;; a2 new unique message from process P; to
process P; such that @;; € |, M;, for each (i, j) € L. The triple (s, +@j, 5), with s €§;;, is said to
be an extraneous receive transition for ITiff M;# & and there exists no (sj> +, s}) €4; such that

si=sandy e M;;. O

for all (i,j) ian J do
if 4,, # @ then
for all s in 5; do
if -here is no receive transiticn at s
that Involves a message Ifrom My

then add (s,3;4,s) ¢

Figure 5.9 Constructing [T;.

A protocol ITis augmented with respect to J < L by adding to IT every extraneous receive
transition (s, +@j;, 5) for which (i, j) e J. Denote the resulting protocol by IT;. As illustrated in
Figure 5.9, constructing [T} takes O(3 ,,1S;!) time, where |S)| is the number of process states of
process P;. It is clear that all extraneous receive transitions are non-executable, since no matching
send transitions are specified. Therefore, Ry = Rn; for any J. The application of SRA to [T}
instead of IT now reveals all unspecified receptions (ur-pairs) wrt J in IT[OU95, Ozd95). Recall

from Section 5.4 that LRA uses the set xpleap(G, J, @) for this purpose. In comparing the two
techniques we arrive at the following proposition.

Proposition 5.56
Let G be a global state of a protocol /7, and G’ the corresponding global state of IT}, then
pleap(G, J, D) = min(sses(G")) < xpleap(G, J, D) < sses(G")
Proof: Similar to the proof of Proposition 5.54, we show that sses(G") is defined in terms of
the “wait-set” wait(G, J, @) as follows:
sses(G)={T|T eleap(G) A aci(T) 2 {i el |i e wait(G, J, D)} }
if wai(G,J, D) I
sses(G") = leap(G)

otherwise.

The inclusion xpleap(G, J, @) < sses(G") is then immediate by definition of pleap(G, J, ) and
xpleap(G, J, D) (see Definition 5.30 and Definition 5.31, respectively).
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We need to prove that {i e/ |iewait(G,J, D)} = {iel | X(G)#D A P(G") =D} (see
Definition 5.52), or equivalently, that wait(G, J, D) = (i el | X{(G") = @ v P(G") # D}, where
wait(G,J, D) = {iel | X{(G)=D v P(G)#D v i(,iel: cj?,- = ¢} (see Definition 5.30). For
this it is sufficient to show that the following two claims hold true:

i) P(GN=Diff P(G)=D v I(j,i)el: i =€

Remark that G and G’ are the same global state (viz. with the same process states and the same
channel contents), except for possible extraneous receive transitions defined at process states in G’
as a result of the augmentation. Since these transitions are non-executable it follows directly that
X{G") = X(G), which proves claim (i). Regarding claim (i), for the “only-if” part suppose that
P(G’)# @ and let r € P(G"). It is clear that t € P{G) if ¢ is not an extraneous receive transition,
while 3(j, i) e J: c]G‘ = cj?i = g if 1 is an extraneous receive transition. For the “if”” part, P(G) = &
implies that P,(G") # @. The only case left is then that P{(G) = D A 3(j, i) e J: ¢ = €. In this case
IT has no receive transition at s¢ involving a message from M ji because otherwise P(G) # O.
Hence, (s, +@j;, s{) is an extraneous receive transition for /T and, moreover, this transition is

potentially executable at G’ since cf; = €. Again, P(G") = @. a

As before, simple combinatorics testify that the difference in size between xpleap(G,J, D) and
sses(G”) can be substantial. We conclude from Proposition 5.56 that the £(J, @)*-reachability graph
obtained by LRA for the original protocol ITis a subgraph of the simultaneous reachability graph
obtained by SRA for the augmented protocol IT;. Taking into account also the computational

overhead associated with the augmentation procedure, SRA will thus utilize more space and time
for detecting ur-pairs than LRA.

Example 5.57
The extraneous receive transitions for the protocol of Example 5.6 (see Figure 5.2) are:

(219 +@12’ 21) (30’ +@23’ 30) (30’ +@43’ 30)

Augmenting this protocol wrt J = {(2, 3), (4, 3)} is accomplished by adding the three transitions
(30, +@23, 30), (31, +@93, 31) and (30, +@43, 30). The application of SRA to the augmented
protocol then yields a simultaneous reachability graph consisting of 25 nodes and 84 edges. In

contrast, the £(/, @)*-reachability graph of the original protocol consists of 22 nodes and 52 edges

(see Example 5.44). 0
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5.6.3 Detecting buffer overflows

Before comparing SRA and LRA for the detection of buffer overflows (bo-pairs), we should first
point out that the objectives of both techniques are actually different. While LRA aims at detecting
all bo-pairs that cause a channel overflow, SRA aims at identifying just the overflowed channels
[OU95, Ozd95]. For the latter it suffices to detect only one bo-pair (if any) per channel. Although
not explicitly stated in [OU95, 0zd95], we do recognize that SRA lends itself also for detecting all
the bo-pairs in a protocol. Further left unmentioned in [OU95, 0zd95] is the fact that this can be
done for multiple channels at once, i.e. in a single verification run. It is stated instead that the
detection of all overflowed channels necessitates the application of SRA once for every channel in
the protocol. Nevertheless, when we take the same general objective of detecting all bo-pairs with
respect to an index set K of channels (cf. Section 5.4) for both LRA and SRA, the argument in
favor of LRA is once again that the (&, K)*-reachability graph of any given protocol is guaranteed
to be a subgraph of the simultaneous reachability graph resulting from SRA for detecting these bo-
pairs. In the rest of this section we substantiate also this claim.

In order to determine the possibility of an overflow for a specific channel Ci, SRA employs
the following subset of leap sets in a giobal state G [OU95, 0zd95] (cf. Definition 5.52):

{Teleap(G)lacT) 2 (il | X{G)#DAPG)=DA(i=k= % =€)}

Accordingly, we provide a more general definition to deal with a set K of channels instead of just a
single channel.

Definition 5.58
Let G be a global state of a protocol [T=({P;|ie/},L) and K < L. Define the set sses(G, K) of
selected simultaneously executable sets wrz K in G as follows:

55es(G,K) = (T eleap(G) | acT) 2 {i el | X(G) 2D AP(G)=D AV(j,i) eK: cﬁ. =e}} QO

We establish that xpleap(G, @, K) is included in sses(G, K), for any K, and this proves that LRA
outperforms SRA for the detection of bo-pairs.

Proposition 5.59
xpleap(G, D, K) c sses(G, K)

Proof: Notice that (i e/ | X{(G) =D AP(G)=D A V(j,i) eK: cf,- =g} ¢ N\wait(G,D,K) =
(iel| X(G)+ D AP(G)=D AV(,i)eK: X‘-}'(G) =D} (see Definition 5.30), in particular
because X,-"; (G) =D if cf; =¢&. The set sses(G, K) can hence be defined equivalently as follows:
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sses(G,K) = {T|T eleap(G) AacT) 2 {iel | i ewai(G, D, K) A Y(j,i) ek: cﬁ =g} }
if wain(G,9,K)c 1

sses(G, K) = leap(G)

otherwise.

The inclusion xpleap(G, @, K) < sses(G, K) follows then readily by definition of pleap(G, @, K)
and xpleap(G, @, K). O

5.7 Summary

In this chapter we have developed a relief strategy, named leaping reachability analysis (LRA), for
the verification of logical correctness properties of protocols defined in the CFSM model. We
proved that, for any given protocol in this model, LRA maintains the power of conventional
reachability analysis to detect all non-progress states (including deadlocks), all non-executable
ransitions, all unspecified receptions and all buffer overflows. Yet, in contrast to conventional
reachability analysis where transitions are executed one at a time, LRA employs the concurrent
execution of transitions at global states. By executing concurrent transitions collectively as sets, it
“leaps” through the state space of a protocol and may thereby reduce significantly the number of
global states and transitions explored. The potential impact of LRA is thus a large decrease in
memory and time needed for verifying logical correctness properties.

LRA has been inspired to a large extent by earlier work of Ozdemir & Ural on simultaneous
reachability analysis (SRA) [OU94, OU95, Ozd95]. In fact, we propose LRA as an incremental
improvement of SRA. SRA similarly employs the execution of sets of concurrent transitions to
verify the same four logical correctness properties, and is arguably the first relief strategy
applicable to protocols in the CFSM model without confining any of the protocol attributes (viz.
the number of processes in a protocol, its communication topology and the individual process
structures). Through an analytical comparison we have shown that, for any protocol, the “reduced”
reachability graph resulting from LRA is a subgraph of the one resulting from SRA, for each of the
four logical correctness properties. Thus, LRA never explores more global states or transitions
than SRA. Moreover, LRA never incurs more run-time overhead, and even eliminates the need for
a protocol augmentation in detecting unspecified receptions. Using LRA instead of SRA is
therefore a no-risk improvement. In the next chapter we will complement the analytical results with

an empirical evaluation of the performance of LRA, with respect to SRA and conventional
reachability analysis.
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Experiments

This chapter reports on the results of an empirical evaluation of the performance of LRA with
respect to both SRA [OU95, 0zd95] and conventional reachability analysis (henceforth referred to
as CRA). These results provide empirical evidence of the potential significance of LRA as a(n)
(improved) relief strategy for verifying logical correctness properties of protocols.

6.1 Method of evaluation

How much can be gained by using a relief strategy like LRA (or SRA) as opposed to using CRA?
It is difficult to give a general answer to this question. Indeed, one can easily construct classes of
protocols for which nothing is gained whatsoever. Examples are protocols where the coupling
between the processes is so tight that two transitions from distinct processes are never simultaneously
executable. Such protocols are in fact purely sequential systems. In these cases, LRA (and SRA)
yields no reduction at all as it becomes equivalent to CRA. On the other hand, it is also rather easy
to find classes of protocols for which the reduction obtained by LRA (and SRA) can reach several
orders of magnitude. One should think here of cases where the reachable global state space of a
protocol grows exponentially when the number of processes in the protocol is increased, while the
reduced state space resulting from LRA (and SRA) grows just polynomially. A concrete example is
a protocol modeling a distributed sorting algorithm for k¥ numbers using & + 1 parallel processes.
One process is used to initiate the sort by sending all the numbers to the next process in sequence,
and each of the other k processes carries out the pair-wise comparisons between the numbers it
receives from the preceding process. The number of reachable global states explored by CRA, and
the number of global states explored by LRA (and SRA) for detecting non-progress states and non-
executable transitions (i.e. £(J, &)*-reachable global states) are given in Figure 6.1 for increasing
k (logarithmic scale). By a similar token, we can readily find examples of protocols for which the
reachable global state space grows in size when the capacity bound of some simplex channel is
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Figure 6.1 Reduction by LRA (and SRA) for distributed sorting.

increased, while the reduced state space resulting from LRA (and SRA) remains the same. This is
illustrated by a simple “producer-consumer” protocol consisting of processes P, = ({10}, 10, {a},
{(10, —a, 10)}) and P, = ({20}, 20, {a}, (20, +a, 20)}), and a simplex channel C,, with bound
B, > 1. The full reachable global state space obtained with CRA, and the reduced global state
space obtained with LRA (and SRA) for detecting non-progress states, non-executable transitions
and unspecified receptions (i.e. the £(/, @)*-reachable global state space) for this protocol are
shown in Figure 6.2. The size of the full state space is proportional to the value of B,,, while the

reduced state space is independent of B,,. The full state space is in fact infinite when channel C,,
is unbounded.

-a -
CRA: (10,20 ), (e ‘ (10, 20 ), (a}) ((10. 20), (@) <eeeevese
+a +a

LRAGSRA): (10,20, (&) 2L (10, 20), ( {-a, +a)

Figure 6.2 Reduction by LRA (and SRA) for the “producer-consumer” protocol.

It is thus clear that an exaggerated impression of the performance of LRA (and SRA), or any
other relief strategy, could be suggested by a favorable choice of examples. In order to address this
concern of potential favoritism, Ozdemir & Ural [OU95] evaluated the performance of SRA by
experimenting with a large number of protocols that were generated randomly with an automatic
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protocol synthesizer. The results of their empirical study appeared to be quite objective and
informative. Consequently, we have decided to conduct a similar study for LRA, taking advantage
of the automatic protocol synthesizer and the existing implementations of SRA and CRA to
construct and experiment with 400 such random protocols. In addition, we have experimented with
a few “real” protocols. The results of these experiments are discussed in Section 6.3, following a
description of the tool package we have used for our study.

6.2 The research tool package RELIEF

RELIEF is a research tool package for the automated verification of protocols specified in the
CFSM model. Built entirely in UNIX C, it has been under development since 1994. The initial
version of the package was created by Kadir Ozdemir, in connection with his doctoral research on
SRA [0zd95]. The implementation of subsequent extensions and enhancements was carried out by
Tuong Nguyen [Ngu97].

The current version of RELIEF (version 3.5) has three main constituents, namely a protocol
analyzer, the aforementioned protocol synthesizer and a collection of empirical-study tools. The
protocol analyzer embodies the various state exploration techniques, including CRA, SRA, LRA
and also FRA. These can be engaged via a text-based and menu-driven user interface in order to
analyze protocols individually. The logical errors found are then reported, as are the numbers of
global states and transitions explored, and the actual space and time consumed by the selected
technique. The state exploration techniques can be engaged also via the empirical-study tools for
the purpose of generating a comparative report of the average performance of two techniques on a
muldtude of protocols. The implementations of CRA, SRA, LRA and FRA all utlize the same data
structures, procedures and functions to store and access global states. Global states are stored only
in main memory to avoid serious run-time penalties for disk-access. Time is calculated as UNIX
system time plus user time.

The impartial construction of a set of sample protocols is facilitated in RELIEF by the automatic
protocol synthesizer, which constructs protocols as follows [OU95, 0zd95] (see Figure 6.3). Using
a random number generator, it first builds an incomplete specification of a protocol by specifying
randomly (between preset parameter bounds) the number of processes in the protocol, and for each
process the number of process states, its message set and a partial, deterministic transition function
that defines only send transitions. The incomplete protocol is then subjected to CRA to augment it
with receive transitions. Precisely, whenever a ur-pair is encountered during the generation of the
reachable global states of the protocol, a receive transition for the ur-pair is defined with probability
0.75. This follows the idea behind so-called non-service oriented synthesis methods, whose aim is
to derive logically correct protocols from incomplete protocol descriptions (as opposed to service-
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oriented synthesis methods, which attempt to derive functionally correct protocols) [PS91]. The
reason for omitting about 25% of missing receive transitions is to allow the synthesized protocol to
exhibit each of the four types of logical errors. Indeed, if receive transitions were specified for all
ur-pairs, the resulting protocol could still have deadlocks and buffer overflows, but it would be
free from unspecified receptions and non-executable transitions. This implementation choice was
motivated in [0zd95] by the view that the synthesizer simulates in some sense a protocol designer,
and even an experienced designer cannot be expected to create error-free designs. Lastly, for the
purpose of the experiments, a lower and upper bound on the number of reachable global states of a
protocol are enforced during the synthesis process to rule out protocols with an insignificantly
small or an impractically large state space. For further details on the automatic protocol synthesizer
and the associated algorithms, one is advised to refer to [0zd95].

randomly specifying
number of processes

randomly specifying
process states

Incomplete
Protocol Specification

randomly specifying
messages

randomly specifying
send transitions

CRA

specifying missing
receive transitions

randomly omitting 25%

Synthesized
of receive transitions

Protocol Specification

A/

ignoring protocols
that are too small/large

Figure 6.3 The automatic protocol synthesizer in RELIEF,

6.3 Experimental results

LRA and SRA have been tested on a large number of protocols: 400 protocols were obtained with
the automatic protocol synthesizer described above, and three real protocols were taken from the
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literature. From the analytical comparison in Section 5.6 we already knew that LRA would perform
at least as good as SRA. The aim of our experiments was hence to determine the amount of
reduction in space and time that can be expected in practice when using LRA in place of SRA (or
CRA). All experiments were performed on a SPARC Classic with 48 megabytes of RAM. We first
discuss the results obtained with the 400 synthesized protocols.

6.3.1 Experiments with the synthesized protocols

It is of course not feasible, nor worthwhile, to detail all the synthesized protocols used for our
empirical study. Table 6.1 gives instead an overall summary of some of their principal attributes.
The 400 protocols are classified by the number of processes in a protocol, ranging from two to

Table 6.1 Synopsis of the set of synthesized protocols.

Attributes n-process protocols
2 3 4 5 6 7 8
Number of protocols 66 57 63 58 56 60 40
avg 1164 906 B10 707 612 495 399
Number of states per process g

sd 1771 1679 1202 979 599 393 2.05

Number of send transit qae VB 218 146 106 101 081 076 064
umber of send transitions per process sd 162 172 168 154 106 106 071

. . avg 068 066 067 066 065 065 063
Number of receive transitions per process state stdg

0.51 0.49 0.50 0.49 0.44 0.42 0.34

avg 3171 3402 4909 6087 7837 108.04 149.99
Number of reachable global states (x 1000) sid  39.56 37.60 4L11 4000 3778 3139  13.09

. avg 69.21 10077 17129 21095 319.40 48339 744.27
Number of global state transitions (x 1000) sid 8617 12580 15156 154.59 17605 156.45 87.49

M b avg 167 184 267 331 426 594 828
emory (megabytes) s.d 208 207 226 221 209 174 077

- ds avg 572 903 1609 2252 3627 6217 16095
ime (seconds) std 783 1190 1519 1729 2087 2142 2038

avg 023 015 008 004 002 001 000
Percentage of deadlock states ssd 032 017 010 005 002 001 000

b ¢ avg 346 190 104 112 034 013 004
ercentage ol non-progress states sd 198 154 119 123 059 019 006

p ¢ abl " avg 045 S09 1048 1148 1370 1551 1346
ercentage of non-executable transitons std 143 530 760 804 834 822 6.0

P £ ur-pai avg 2100 2101 1974 2217 1766 1760 15.13
erceniage of ur-pairs std 649 SSI 770 .7 671 748 542

P £ bo-oai avg 2427 2247 2034 1697 1556 1481 1541
ercentage of bo-pairs std 503 600 607 561 508 S92 587
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eight processes. For each class of n-process protocols, the number of process states and the number
of send and receive transitions per process state (these are the structural attributes of the processes)
disperse quite well, and the same can be said for the number of global states and transitions of the
protocols explored by CRA (cf. rows 2 through 6 resp. in Table 6.1). This is observed from the
standard deviations for these attributes, which are fairly high relative to the averages. Table 6.1
also gives an indication of the space and time consumed, and the logical errors detected by CRA
for the set of synthesized protocols (cf. rows 7 through 13 resp. in Table 6.1). In line with the
formulation of LRA in Chapter 5, we evaluate the performance of LRA with respect to SRA and
CRA separately for each of the four logical correctness properties.

Detecting non-progress states

Before contemplating the results for the detection of non-progress states, it is important to stress
that SRA does not support the option to carry out this verification task separate from the detection
of non-executable transitions. Recall from Section 5.6.1 that SRA uses the set sses(G) of selected
simultaneously executable sets in a global state G for detecting all non-progress states and all non-
executable transitions. LRA uses the subset xpleap(G) of sses(G) for this purpose, but it uses a
different (and smaller) subset pleap(G) = min(sses(G)) < xpleap(G) (see Proposition 5.54) when
the objective is to detect non-progress states alone. A comparison of the space and time required by

LRA and SRA for detecting just non-progress states is thus warranted, even though SRA actually
combines this task with detecting non-executable transitions.

Table 6.2 LRA compared to SRA for detecting non-progress states.

Techniques Average reductions (%) per number of processes
2 3 4 5 6 7 8

states 49.61 5179  64.64 68.63 7699 8287  88.49

SRA vs. CRA transitions 52.83 55.61 58.17 6272 6962 7826 8392
space 4936 5782 64.63 6869 T1.07 82.92 8847

time 4554 4501 39.79 4098 4136 2088 62.59

states 5594 6465 7236 7568 8354 89.56 94.10
LRA vs. CRA transitons 6549 7476 8177 8502 9076 9479 9736
space 5570 6470 7241 7581 8368 89.66 94.15
time 5615 6448 7236 7578 8352 89.62  95.07

states 12.56 1625  21.83 247 2847 39.05 4874
LRA vs. SRA transitions 2684 43.14 5642 59.82 6959 7603 8358
space 12.52 1631 22.00 2274 2883 3946 4926
time 1948 3541 54.09 5896 7190 8688 86.82
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Table 6.2 shows the performance of LRA with respect to CRA and SRA for detecting non-
progress states. Given are average percentages of reduction, per class of n-process protocols, of
the number of global states stored and transitions explored, and of the actual amount of space and
time used. As one can see, the space reductions match the respective reductions in the number of
stored states. Hence, as expected, the memory allocated for data structures that accommodate the
computation of proper leap sets (or selected simultaneously executable sets in case of SRA) is
insignificant with respect to the overall memory requirements for state exploration.

The first two rows in Table 6.2 compare the performance of resp. SRA and LRA versus CRA.
The third row compares the performance of LRA directly versus SRA, i.e. the reductions obtained
with LRA are normalized with respect to those obtained with SRA. Evidently, where SRA already
yields substantial space and time reductions over CRA, LRA achieves significant further reductions
over SRA, especially in time. This is explained by the fact that the set pleap(G) can be much
smaller than sses(G), according to the combinatorics in Section 5.6.1. Consequently, LRA seems
in general to incur less run-time overhead (computing pleap(G) is cheaper than computing sses(G)
as witnessed by Proposition 5.54), and to explore fewer global state transitions and thereby to
generate fewer global states than SRA.

Both LRA and SRA tend to perform better as protocols contain more processes. Indeed, with
an increasing number of processes, the number of concurrently executable transitions at a global
state generally increases as well. More pragmatically, larger reductions can be expected for
protocols with higher degrees of parallelism (i.e. for so-called “loosely-coupled” protocols). A
conceivable measure for the degree of parallelism of a protocol is the average number of processes

Table 6.3 Reductions in Table 6.2 arranged by concurrency level.

Techniques Average reductions (%) per
concurrency level
o1 @21 @31 G4

states  47.63 6722 8566 9491

SRA vs. CRA transitions  44.69 6241 8247 9552
space 4745 6726 8568  94.86

time 3170 3776 5099  88.18

stales 5403 7448 92,11 9798
LRA vs. CRA ransitions 6476 8362 9630 99.22
space 5388 7456 92.18  97.96
time 5349 7455 92.85 9832

states 1222 215 4498  60.31

LRA vs. SRA transitions 3629 5642  78.89  §2.59
space 1224 230 4539 6031

time 3190 $9.11 8541 8579




Chapter 6 Experiments 120

with executable transitions and no potentially executable transitions at a reachable global state. This
measure is defined as the concurrency level of a protocol [OU95, 0zd95]. Table 6.3 organizes the
data in Table 6.2 by concurrency level. Observe that the performance of LRA improves steadily
with the level of concurrency, compared to CRA as well as to SRA. With respect to CRA, LRA
reaches reductions in space and time of up to two orders of magnitude. With respect to SRA, it still
reaches reductions in time of close to one order of magnitude, and reductions in space of over
50%. Suffice it to say that LRA can outperform SRA significantly, in both space and time, for the
detection of non-progress states in a protocol.

To complete the picture on detecting non-progress states, we have compared the performance
of LRA also against FRA. Since the applicability of FRA is limited to multi-cyclic protocols (see
Chapter 4), the comparison is based on the subset of synthesized protocols that are in fact multi-
cyclic. Bear in mind that FRA is actually not suited to detect all non-progress states in a multi-cyclic
protecol, but just the deadlock states (i.e. the non-progress states with all channels empty). Within
the set of 400 synthesized protocols we found 88 multi-cyclic protocols, including 66 2-process
protocols, 18 3-process protocols, three 4-process protocols and one 5-process protocol. Table 6.4
gives the average reductions obtained with LRA and FRA for these protocols. FRA clearly
outperforms LRA in space. The extra space reductions over LRA can be very impressive. On the
other hand, FRA may be slower than LRA. The time reductions in the table suggest that FRA
incurs quite a bit more run-time overhead than LRA (the time reductions reported do not
incorporate the time needed to determine whether a protocol is multi-cyclic, since this would be
known for real protocols). At least for protocols that manifest little concurrency, the time gained by

Table 6.4 LRA compared to FRA for detecting deadlock states in multi-cyclic protocols.

Techniques Average reductions (%) per
number of processes concurrency level
2 3 4 5 [0 1 1,2]

states 5594 71.86 6828  59.24 5578 71374
LRA vs. CRA ransitions 6549 80.89 79.69  77.74 65.57 82.67
space 5570 7214 6850  59.35 5556  73.99

time S§377 7153 6792 6175 5364 7373

states T.02 9241 9423 9746 71.60 93.27

iti 47 9489 9629  98.07 81.04 9548

FRAvs.CRA ~ fansitons 804
space 7669 9250 9444  97.60 7730 9335
time -80.85 49.88 6229 8635 -7630  57.90
states 4784 73.03 8181 9377 4934 7437
FRA vs. LRA ransitions 4341 7326 8173 9133 493 T3
’ space 4738 7308 8235 9410 4892 7434

time 29120 -76.04 -1755 6431 28028 -60.26
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FRA due to the reduction in the number of explored transitions appears insufficient to make up the
time lost for computing fair transition-tuples in global states (cf. Definition 4.14). Nevertheless,
the space reductions by FRA can be so good that it is a technique to consider as the first choice
when verifying a multi-cyclic protocol.

Detecting non-executable transitions

The performance of LRA and of SRA on the set of synthesized protocols for the detection of non-
executable transitions (and non-progress states) are compared in Table 6.5. As before, the figures
indicate average percentages of reduction, and they are arranged by the number of processes in a
protocol and by the concurrency level of a protocol. Note that the reductions by SRA over CRA in
the first row of Table 6.5 are the same as in Table 6.2 and Table 6.3, since SRA employs the same
set sses(G) as just regarded for detecting non-progress states. For LRA we have considered two

Table 6.5 LRA compared to SRA for detecting non-executable transitions.

Techniques Average reductions (%) per
number of processes concurrency level

2 3 4 5 6 7 8 fo, 1] (1.2 @31 @34
SRA states 4961 5779 6464 6863 7699 8287  88.49 4763 6722 8566 9491
transitions 5283 5561 5817 6272 69.62 7826 8392 4460 6241 8247 9552
ESR A space  49.36 5782 6463 6869 TI.07 8292 8847 4745 6726 8568  94.86
time 4554 4501 3979 4098 4136 2088 6259 3L70 3776 5099  88.18
LRA states  51.85 6017 6728 7131 7934 8498  90.56 5004 6977 8781 9563
transitions  57.94 6557 7266 7669 8378 8849  92.87 S6.15 7503 9093 9726
ESRA space  S160 6019 6727 7138 7943 8503 9055 4987 .81 8784 9558
time 49.08 5473 SB78 6250 6979 7543 8223 437 6159 7983 9236
LRA2 states 5492 6393 7146 7517 8293 8829  93.05 5322 T364 9115 96.84
) transitions 6397 7367 80.66 8438 9005 93.80 96.50 63.56 8261 9546  98.43
Z:SRA space 5468 6398 7151 7529 8306 8838  93.08 S3.08 7373 9122 9630
time 3528 4814 5790 64.87 7394 7346  88.86 3272 6016 84.06 94.00
states  4.4S 5.64 7.41 854 1021 1232  17.98 460 778 1499 1415
LRA transitions  10.83 2244 3464 3747 4661 4706  S5.66 2072 3357 4826  38.84
‘S’; A space 442  S62 746 859 1029 1235 18.04 461 779 1508 1401
time 650 1768 3154 3646 4848 6895 5250 1855 3829 S885 3536
LRA2 states 1054 1455 1929 2085 2581 3164 3962 1067 1959 3828 3792
transitions 23.62 4068 5377 5810 6725 7148 1823 3412 5374 7410 6496
‘S’; A space 1051 1460 1945 2108 2612 3197 3998 1071 1976 3869 3774
time -18.84 569 3008 4048 S556 6646 0.2 149 3599 6748 4924
LRA2 states 6.38 944 1278 1345 1738 2204 2638 637 1280 2740 2769
transitions 1434 2353 2926 3299 3866 46.13 5091 1690 3036 4994 4270
E;A space 6.36 952 1295 13.66 1765 238 2677 640 1298 2780 2760

time -27.10 -14.56 -2.13 6.32 13.74 802 3731 2094 372 2097 2147
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sets of results: the second row of Table 6.5 gives the reductions obtained by executing at each
generated global state G the leap sets in xpleap(G, J, K) with J = K = @ (see Definition 5.16 and
Definition 5.31), and the third row gives the reductions obtained by executing the leap sets in
xpleap-2(G, J, K) equally with J = K = & (see Definition 5.46). In order to distinguish the two
versions, LRA based on xpleap-2(G, J, K) is henceforth called LRA2. LRA2 was proposed in
Section 5.5 as a refinement of LRA, based on the characteristics of a depth-first search, to enable
yet more reductions in the number of stored states and explored transitions for detecting non-
executable transitions, unspecified receptions and buffer overflows.

It is apparent from the first three rows of Table 6.5 that SRA, LRA and LRA2 can all produce
large savings over CRA for detecting non-executable transitions. The fourth and fifth row show
the reductions by LRA and LRA2 normalized with respect to SRA. LRA combines modest
reductions in space over SRA with more discrete reductions in time. LRA2 yields noticeable better
space reductions over SRA. It can sometimes be slower than LRA (and SRA), when the extra
reduction in the number of explored transitions is not sufficient to counteract the run-time overhead
for computing xpleap-2(G, @, D) instead of xpleap(G, @, D) (see Section 5.5), but for protocols
with higher concurrency levels this circumstance disappears. The last row of Table 6.5 confirms

that LRA2 is a worthy refinement of LRA (and thus of SRA) for the detection of non-executable
transitions in a protocol.

Detecting unspecified receptions

As explained in Section 5.6.2, when using SRA for detecting unspecified receptions (ur-pairs) in a
protocol, the protocol must first be preprocessed. In this preprocessing step, the given protocol is
augmented with extraneous receive transitions (see Definition 5.55) that involve a simplex channel
indexed in the selected subset J of channel indices. All ur-pairs wrt J in the original protocol are
then detected by applying SRA to the augmented protocol instead [OU95, Ozd95]. In order to
detect the same ur-pairs with LRA, no protocol augmentation is required. State exploration is
carried out on the original protocol by executing at each generated global state G the leap sets in
xpleap(G, J, D), or those in xpleap-2(G, J, @) in case of the refined version LRA2 proposed in
Section 5.5.

Table 6.6 compares the average reduction performance of LRA and LRA2 against SRA for
detecting ur-pairs in the synthesized protocols. In every experiment, we fixed the index set J as the
complete set L of channel indices for each synthesized protocol IT= (P, L). That is, the figures in
Table 6.6 indicate average reductions obtained by SRA, LRA and LRA2 for detecting all the ur-
pairs of a protocol in a single verification run. One can see that LRA and LRA2 achieve significant
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reductions over CRA in both space and time. SRA also yields good space reductions over
CRA,but at a potential expense of time. It tends to be increasingly slower as the number of
processes or the concurrency level of a protocol grows, slower even than CRA. Consequently,
while LRA and LRA2 perform just moderately better than SRA in space, they can perform much
better than SRA in time. The increasing time overhead incurred by SRA can be related to the
protocol augmentation required before state exploration. First, there is the extra overhead for
adding extraneous receive transitions to the processes in a protocol. With more processes, more
such transitions may need to be added (see Figure 5.9). Second, and more importantly, during state
exploration these extraneous receive transitions may manifest themselves as potentially executable
transitions at various global states. This can cause a large increase of the number of selected
simultaneously executable sets that are computed and executed by SRA, as testified by the

combinatorics at the end of Section 5.6.1 (this number can be substantially larger than the number
of leap sets executed by LRA or LRA2).

Table 6.6 LRA compared to SRA for detecting ur-pairs,

Techniques Average reductions (%) per
number of processes concurrency level

2 3 4 5 6 7 8 010 12 @3 G4
SRA siates  49.54 5037 4869  S0.87 5543 6294 T4 4498 5095 6812 T1T3
transitions 5262 4039 2319 1951 922 1916 2682 3627 2133 13239 3285
‘C,:SR A space 4930 5047 4875 S0.94 S560  63.00 7139 480 5104  68.17 7169
tme 4349 2781  -1017 2487 7687 7796 -101.01 1721 2576 -56.88  -96.20
LRA states 5177 5378 5227 5428 5883 6531 7457 4727 5426 7122 7576
transitions ~ 57.81 5804 5700 5879 6295 9.15 7167 5296 5870 7480 79.48
ESR A space  51.53 5387 5235 5439 5903 6543 7458  47.10 5437 7132 7574
time 4772 4420 3587 3630 3472 4115 5960  39.10 3664 5336  55.50
LRA2 states 5498 5862 5755 SB44 6354 6993 784l 5052 5890 7603  80.47
ransitions 6401 6949 6895 69.77 7507 8037 8§7.08 6028 7057 8528  88.59
ESRA space 5474 5875 5173 5863 6384 017 7852 S038  S9.09 7625  80.56
ime 3457 3713 3384 3839 4287 3047  66.58 2825 3395 5603  55.69
[RA states 442 687 698 694 763 640 1096 416 675 9T 1426
transitions 1095 2961 4402 4880 S9.19 6184  69.49 2619 4750 6273  69.44
;; A space 440 686 1.2 703 7173 657  1LIS 417 680 990 1431
ime 749 270 4179 4899 6309 6693 7990 2644 4962 7027 T2
LRA2 states 1078 1662 1727 1541 1820 1886  24.40 1007 1621 2481 3092
transitions 2404 4882 5958 6244 T254 7572 8234 367 6255 7823 8.0
;; A space 1073 1672 1752 1567 1856 1938 2492 1011 1644 2538 3133
time -1578 1291 3995 5066 6770 6093 8337 1333 4748 TS TI.42
LRA2 states 666 1047 1106 910 1144 1332  15.10 616 1014 1671 19.43
transitions 1470 2729 2779 2664 271 3637 4214 1556 2874 4159  44.40
E;A space 662 1058 1129 930 1174 1371  15.50 620 1034 1719  19.87

time 2515 -12.67 3.17 328 1248 -18.15 17.28 -17.82 4.25 57 0.43
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Detecting buffer overflows

The last comparison between LRA, LRA2 and SRA for the set of synthesized protocols concerns
the detection of buffer overflows (bo-pairs). Recall that LRA and LRA2 detect all bo-pairs wrt a
selected subset K of channel indices by executing at each generated global state G the leap sets in
respectively xpleap(G, &, K) and xpleap-2(G, D, K). SRA uses the set sses(G, K) instead, where
sses(G, K) 2 xpleap(G, D, K) (see Section 5.6.3). For each synthesized protocol IT= (P, L), the
index set K was set to L to enable the detection of all bo-pairs of the protocol in a single
verification run. The results of the experiments are collected in Table 6.7. Observe that LRA and
LRA2 yield little or no extra space reductions over SRA for detecting bo-pairs. However, SRA
achieves respectable reductions in space over CRA only at a considerable expense of time, as it
continually explores more global state transtions than CRA. LRA and LRA2 clearly demonstrate a
much better time performance than SRA.

Table 6.7 LRA compared to SRA for detecting bo-pairs.

Techniques Average reductions (%) per
number of processes concurrency level

2 3 4 5 6 7 8 o1 @21 @31 @4

SRA states 458 1581 2917 2779 3957 4855 59.70 738 27183 5039 6672
transitions -40.42  -51.21 -50.62 6066 -67.15 -61.65 -47.42 4539  .5861 5773 129

ESR A space 455 1564 2885 2749 3915 48.08 59.16 730 2752 4992 6623
time 40.04 .69.35 -100.52 -143.94 -206.75 -321.49 -206.17  -5821 -140.88 -246.64 -144.73

LRA slates  4.67 1593 2071 2857 4055 4869  61.61 746 2830 5119 7116
transitions  3.84 1775 3283 3152 4413 5179 6472 744 3123 5423 T3.63

‘(’:SR A space 463 1576 2939 2826  40.12 48.19 61.03 737 2799 5068 7061
time  -6.33 1.89 10.51 230 1137 1923 4494 615 625 2643 5357

LRA2 siates  4.83 1602 3004 2891 4090 4892 6204 758 2850 5160 T2.22
transitions 8.72 249 3979 4041 5231 6050 7346 11.84 3810 64.10 83.11

ESRA space 479 1585 2972 2860 4047 4843 6146 750 2819 5110 71.68
time 3219 -11.92  1.88 028 1341 533 49.00 22724 367 2060 5720

states  0.09 0.14 0.76 1.08 1.62 0.27 474 0.09 0.65 1.6 1334

LRA transitions  31.52 4561 5540 5738 6657 70.18 7607 3634 56.64 7098 7542
;; A space  0.08 0.14 0.76 1.06 1.59 0.21 458 0.08 0.65 .52 1297
ime 2407 4207 5537 5995 7.1 8084 820 3291  61.08 7878  81.03

LRA2 states 026 025 1.23 1.55 220 0.72 5.81 0.22 0.93 244 1653
transitions 3500 4874 6003 6291 7147 7556 8200 3936 6097 7724 26

;; A space 025 025 12 153 217 067 563 022 092 23 614
time 561 3391 5107 5912 TLT7T 7501 8334 19.58 5696 7709 8251

LRA2 states 017 0.11 047 048 0.59 0.45 112 0.13 028 084  3.68
transitions  5.07 576 1036 1298 1464 1807 2477 475 999 2156 3595

vs. space 0.7 0.11 047 047 0.58 0.46 1.10 0.14 028 085 364

time 2432 -14.08 9.64 -2.07 230 -30.41 737 -19.87  -10.58 192 7.82




Chapter 6 Experiments 125

LRA in a nutshell

As a supplement to the detailed comparisons in the preceding tables, Figure 6.4 recapitulates the
performance of LRA as a whole, with respect to CRA. The average percentages of reduction by
LRA are arranged by concurrency level and by the different types of logical errors covered, viz.
non-progress states (type A), non-executable transitions (type B), unspecified receptions (type C)
and buffer overflows (type D). For every two adjacent bars with the same shade, the left bar depicts
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Figure 6.4 LRA versus CRA for verifying logical correctness properties.



Chapter 6 Experiments 126

the reduction by the basic version of LRA as defined in Section 5.1 through Section 5.4, and the
right bar depicts the reduction by the refined version LRA2 of LRA as defined in Section 5.5 (this
does not apply for the detection of non-progress states alone). Observe once more that, when the
error coverage is fixed, the performance in space and time of either version improves steadily with
increasing level of concurrency. Observe alsc that, merely natural, the performance drops with
increasing logical error coverage and a fixed level of concurrency. This is most perceptible when
the verification task comprises the detection of all buffer overflows, especially for protocols with a
low concurrency level. One should recall, however, that the detection of all buffer overflows and
unspecified receptions in a protocol can be divided into several independent and potentially smaller
subtasks (cf. Example 5.44 and Example 5.45). Executing these subtasks in parallel on different
processors will generally result in larger space and time reductions.

6.3.2 Experiments with real protocols

Table 6.8 through Table 6.10 contain the results of our experiments with three “real” protocols
taken from the literature. The first protocol is the CCITT X.21 interface specification of the call
establishment/clear procedure for connecting Data Terminal Equipment (DTE) to Data Circuit-
termination Equipment (DCE) in a public data network [CCITT76]. This specification can be
formalized in the CFSM model as a 2-process protocol that models the interactions between a DTE
and DCE [WZ78]. The second protocol is an alternating bit protocol for the transmission of data
between two users over two unreliable simplex channels. This protocol is specified in the CFSM

Table 6.8 Experimental results for the X.21 call establishment/clear protocol.

Logical error coverage Technique States  Transitions Space  Time

(MB) (sec)

CRA 29868 64903 1.42 10.58

Types A, B,Cand D LRA 25649 56150 1.22 9.85
LRA2 25202 48332 1.20 11.33

SRA 26085 76744 1.24 12.90

Types A,Band D LRA 25596 $6019 1.22 9.73
LRA2 25124 48004 1.20 11.25

SRA 16400 31680 0.79 6.45

Types A, Band C LRA 15926 29126 0.77 5.90
LRA2 15427 26666 0.74 6.33

SRA 16397 31654 0.79 6.57

TypesAand B LRA 15922 29110 0.77 5.83
LRA2 15443 26680 0.74 62

Type A LRA 15313 26237 0.74 5.48
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Table 6.9 Experimental results for the alternating bit protocol.

Logical error coverage Technique  States Transitions Space  Time

(MB)  (sec)

CRA 135352 626608 6.84 64.68

Types A,B,Cand D LRA 97068 462088 491 58.02
LRA2 96280 355461 4.87 66.85

SRA 106232 1366696 5.37 190.57

Types A,Band D LRA 86526 411242 441 52.37
LRA2 86525 310607 4.41 59.73

SRA 71200 389016 3.61 67.68

Types A,Band C LRA 63342 277920 3.22 50.60
LRA2 60466 251741 3.07 58.70

SRA 71192 333886 3.61 61.65

Types Aand B LRA 63708 265772 3.24 49.62
LRA2 60670 242855 3.08 54.38

Type A LRA 57898 223954 294 42.42

Table 6.10 Experimental results for the cache coherence protocol.

Logical error coverage Technique States  Transitions Space  Time

(MB)  (sec)

CRA 37037 126152 1.90 32.52

Types A,B,Cand D LRA 37037 126152 1.90 32.35
LRA2 37037 126152 1.90 32.80

SRA 24858 156145 1.28 75.83

Types A,Band D LRA 19781 56901 1.03 19.47
LRA2 18797 36526 0.98 20.43

SRA 26888 271472 137 111.08

Types A,Band C LRA 26857 88666 137 27
LRA2 26857 84610 137 22.68

SRA 7120 14211 036 6.97

Types Aand B LRA 6356 11749 032 528
LRA2 5572 7920 0.28 5.23

Type A LRA 5572 7619 0.28 1.53

model as a network of four communicating processes, viz. two processes to model the users and
two processes to model possible message loss from the channels between the users [Pac87]. The
third protocol is a cache coherence protocol originally described in 255 lines of a protocol
specification language called Promela [Hol91). We have rewritten the Promela specification as a
protocol in the CFSM model. It consists of six communicating processes. Both the Promela
specification and its translation in the CFSM model are given in the appendix of this thesis. We
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have listed for each protocol the number of global states stored and transitions explored, and the
actual amount of space (in megabytes) and time (in seconds) consumed by CRA, and by SRA,
LRA and LRA?2 for the different levels of logical error coverage they support. As in Figure 6.4,
logical errors of type A, B, C and D stand respectively for non-progress states, non-executable
transitions, unspecified receptions and for buffer overflows. Note that SRA is not listed in the first
row of Table 6.8 through Table 6.10 where the logical error coverage is type A, B, C and D. This
is because the implementation of SRA does not support the detection of both unspecified receptions
and buffer overflows together in a single verification run [0zd95]. SRA is also not listed in the last
row of Table 6.8 through Table 6.10 where the logical error coverage is type A only, because the
technique is not formulated for the detection of non-progress states separate from the detection of
non-executable transitions (recall the discussion before Table 6.2). LRA2 is not listed in this last

row either because it applies as a refinement of LRA for detecting logical errors other than non-
progress states (see Section 5.5).

6.4 Conclusion

In this chapter we have discussed the results of an empirical evaluation of the performance of LRA
with respect to SRA and CRA for the verification of logical correcess properties of protocols. In
order to eliminate potential favoritism, the three techniques were tested on several hundred protocols
that were generated randomly with an automatic protocol synthesizer. In addition, they were tested
on three real protocols taken from the literature. From all the experiments performed, we observed
that LRA can yield significant extra reductions over SRA in both space and time for the detection of
non-progress states in a protocol. For the detection of non-executable transitions, unspecified
receptions and buffer overflows, the space reductions by LRA over SRA may be less significant,
but the time reductions by LRA over SRA remain very good. We therefore conclude that LRA is a
useful improvement of SRA as a relief strategy for protocol verification. In particular, it is an

absolutely no-risk improvement of SRA: using LRA instead of SRA is at no cost whatsoever,
neither in space nor in time.



Chapter 7

Leaping reachability analysis for
LTL model-checking

Throughout the preceding chapters we have concentrated on relief strategies for verifying logical
correctness properties of protocols, viz. indefinite progress, freedom of non-executable transitions,
freedom of unspecified receptions and freedom of buffer overflows. These are general properties
that are pertinent to basically all protocols, independent of their intended functionality. They are
therefore often regarded also as “syntactic” correctness requirements. The focus of this chapter is
instead on proving “semantic”, or functional correctness requirements of protocols and, moreover,
of concurrent systems in general. Specifically, we consider the verification of properties that are
expressible as formulas in linear-time temporal logic. Linear-time temporal logic (LTL) is a popular
formalism for reasoning about the semantic correctness of concurrent systems. It is well suited for
specifying temporal properties over infinite executions of a system, including arbitrary safety and
liveness properties. Given a concurrent system and a temporal formula (in LTL), verifying that
every execution of the system satisfies the formula is known as (LTL) model-checking.

For many concurrent systems, model-checking also suffers severely from the state explosion
problem. An eminent and quite general approach to relieve the state explosion problem for model
checking is the partial-order approach, which actually captures a group of cognate state exploration
techniques called partial-order reduction methods. These methods have been developed in recent
years by different researchers (God90, Val90, HGP92, KP92a, Val92, Val93, GW93, GW94,
HP95, Pel96], largely independent of the specific model used for specifying concurrent systems.
They have proved effective for verifying local and termination properties of concurrent systems, as
well as for LTL model-checking. Experiments have shown that these methods can substantially
reduce the space and time needed for LTL model-checking.

Notwithstanding these results, in this chapter we propose an enhancement of partial-order
reduction methods, in particular of the most recent and advanced one described in [HP95, Pel96].
Following a prelude to concurrent systems, temporal logic and LTL model-checking, we describe

129
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the partial-order approach to LTL model-checking. We then show how the concepts underlying
LRA in Chapter 5 can be combined with this approach to further relieve the state explosion problem
for LTL model-checking. This is done first for concurrent systems in general, and subsequently
for protocols defined in the CFSM model. Lastly, we provide an empirical comparison between the
partial-order reduction method in [HP95, Pel96] and its proposed enhancement on the basis of
experiments performed with the research tool package RELIEF discussed in Chapter 6. The main
contributions of this chapter appeared in [Sch97, SU98b]

7.1 Preliminaries
7.1.1 Representing concurrent systems

Thus far we have confined ourselves to the CFSM model for the specification and verification of
communication protocols. In Chapter 2, a protocol was defined explicitly as a set of processes (or
finite state machines) which communicate asynchronously by exchanging messages over FIFO
queues. In this chapter we consider more generally any (concurrent) system that can be formalized

as a finite labeled transition system (LTS). An LTS is defined in the customary way as a quadruple
(Q, 9, Z, A), where

+ Q is a finite set of states,
« ¢° €Q is the initial state of the LTS,
« X is a finite set of labels (the alphabet of the LTS), and

« AC Q xZxQis a transition relation.

An LTS can be used most elementary to formalize the behavior of a single sequential process.
It can also formalize the joint behavior of a finite number of interacting and concurrently executing
sequential processes. Each transition of the LTS then corresponds to the execution of a specific
atomic operation or statement within one (or some, in case of synchronization) of the processes, in
accordance with a standard interleaving semantics of concurrency. An LTS is sufficiently abstract
to model virtually any finite-state system. In particular, every (bounded) protocol specified in the
CFSM model can be represented by an LTS: the behavior of such a protocol IT=({P;|i el},L) is
formalized by the tple (Q, ¢, Z, A), with Q@ =R, % =G, £ = (J,_,A;, and A = {(G, 1, H) |
G eR; A G = H} (cf. Chapter 2). In other words, all send and receive transitions in the protocol
are viewed as atomic operations that act as global state transformers. Henceforth, we designate the
term concurrent system to mean any system that can be formalized as a finite LTS, and we assume
implicitly that the system is composed of a finite number of distinguishable sequential processes
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P\, P,,....P,. The labels of the transitions of a concurrent system are referred to as operations.
Definition 7.1 captures the basic semantics of concurrent systems.

Definition 7.1

Let S =(Q, q° Z, A) be a concurrent system. An operation a € X is executable at a state g € Q if
(9. a, q") € A, for some q" € Q. The set of all operations (of a sequential process P; in S) that are
executable at g is denoted by X(q) (X(q)). A computation of S over a sequence ¢ = a,4,... of
operations from Z is a finite or infinite sequence 6 = goq,g;... of states from Q, where (i) g = ¢°,
L.e. the sequence starts at the initial state of S, (i) (g;_;,a;,9) €Aforalli> 1 (and i <|o| when &
is finite), and (iii) the sequence is maximal, i.e. 6 is either infinite or its last state g satisfies
X(qio)) = D. A state q € Q is a reachable state if it occurs in some computation of S. 0

Like in the previous chapters, we use ¢ -~ ¢’ to denote that the operation a leads from the state g
to the state ¢’ (i.e. (¢, a, ¢") € A), and ¢ -=+* ¢” to denote that the finite sequence of operations ¢
leads from q to ¢". Naturally, a computation of a concurrent system, or any segment thereof, may
be seen either as a sequence of reachable states, or as the corresponding sequence of executed
operations. For ease of presentation, we will denote a computation interchangeably by a sequence
of operations or by a sequence of states. As for protocols specified in the CFSM model, the
complete reachable state space of a concurrent system S, including all its computations, can be
represented by a labeled directed graph. Every (finite or infinite) path through this reachability
graph that starts with the node corresponding to the initial state of S resembles the effects of a

computation of S. There is one such path for each possible way in which the execution of
operations can be interleaved in time.

7.1.2 Expressing properties of concurrent systems in temporal logic

Among the non-classical logics used in computer science, temporal logic has probably been the
most successful. It is an extension of traditional logic (i.e. Boolean algebra and simple predicate
calculus), and was first suggested by Pnueli [Pnu77] as a tool for the specification and verification
of concurrent systems (also called concurrent programs). Temporal logic provides a sound logical
basis for reasoning about the time varying behavior of concurrent systems without introducing an
explicit notion of time. That is, it has been designed to reason about the order in which system
events occur, as opposed to the actual times at which they occur. Expressions in temporal logic
typically assert properties of sequences of states, whereas expressions in traditional logic assert
properties of individual states.

Two variants of temporal logic are commonly distinguished, based on different conceptions of
the nature of time: linear or branching. In linear temporal logic, time is viewed as linear, meaning
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that each instant in time has a unique possible future (i.e. next instant). The structures over which
linear temporal logic is interpreted are thus linear sequences. In branching temporal logic, each time
instant may split into several possible futures, for instance those resulting from nondeterminism.
All these possible futures are then considered to be equally real, while in linear temporal logic only
one of them is regarded as the future that will actually occur. The structures over which branching
temporal logic is interpreted can be viewed as infinite trees. Both the linear and branching variants
of temporal logic are well-established. Excellent surveys are given in [Lam80, Wol89, Eme90)].
Lamport [Lam80] has argued that the logic of linear time is better suited for reasoning about
concurrent systems. Wolper [Wol89] has found that the linear variant is natural when the
properties of a system can be expressed in terms of its computations, and that the branching variant
is well adapted when the properties are thought of in terms of the structure of the system. In
general, it appears largely a matter of debate as to which variant is to be preferred [Eme90). For the
purpose of this chapter we consider linear-time temporal logic (LTL) only.

Formulas in LTL assert properties of infinite sequences of states. An LTL formula is built from
Boolean propositions, the Boolean connectives ‘—’, ‘A’, ..., and the temporal operators ‘O’ (read
as “next-time”), ‘01’ (read as “henceforth” or “always”), ‘O’ (read as “eventually”), and ‘U’ (read

as “untl”). Precisely, let AP denote a finite set of atomic propositions, and p € AP, then the syntax
of LTL is as follows:

fo=plaflArplOf |OfF|OfF |AUS .

The atomic propositions in the set AP are assumed to refer to the states of the concurrent system
for which an LTL formula asserts a property. Indeed, since all states of a concurrent system S are
in essence just different combinations of values assigned to the variables that constitute S, each
state is uniquely characterized by the subset of atomic propositions which hold true in that state.
Every computation of S can therefore be interpreted as a propositional sequence over the set 24P,
Although LTL allows assertions only over infinite sequences of states, in order to take into account
also terminating computations of S it is common practice to transform these finite computations
into infinite ones simply by repeating the last state forever [Val92, Pel96]. Let 6 = ggq,45... be an
infinite sequence of states interpreted as a propositional sequence, and denote by 6' the suffix of 6
starting from its i-th state. For an LTL formula £, one usually writes 8 = f to mean that 6 satisfies f
(or f holds true for 6), in accordance with the following semantics:

« 8k=p iff p € AP holds true in g,
« 8= —fiff not 0= f,

« 8Ffi Afiff 01=f; and 8 = f>,
« 8= Of iff 6! =,
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« o0 iff Vi 0: 6/ = f,
« 0EOfiff3i20: ¢ = f,

«0EAULSIff20: 6 =fHandv0<j<i: 6/ =f,.

Note that the “eventually” operator is the dual of the “henceforth” operator, viz. Of = =O—f. Also
note that Of and Of can be expressed in terms of the *“until” operator as true U f and f U false,
respectively. Informally, where the Boolean connectives (including ‘v’ and ‘=’ defined in terms
of ‘=’ and ‘A’) have their usual interpretations, the temporal operators have the following meaning:

« Of holds in the current state if fholds in the next state,

+ Of holds in the current state if f holds in the current state and in all subsequent states (in the
linear sequence on which the formula is interpreted),

« Of holds in the current state if fholds in the current state or in some subsequent state, and

» fi U f, holds in the current state if Of, holds in the current state, and if f; holds in the current
state and in all subsequent states preceding the state in which f; holds.

Unlike the “henceforth”, “eventually” and “until” operators, the “next-time” operator is often
omitted by researchers in reasoning about temporal properties of systems. This has been instigated
mostly by Lamport, who strongly objects to the use of the “next-time” operator, claiming that it
introduces a notion of time which is too discrete (namely between two immediately following time
instants) to fit the level of abstraction appropriate for a specification formalism [Lam83]. Formally,
he found that every nexttime-free LTL formula is closed under stuttering, meaning that the formula
cannot distinguish between two sturtering equivalent sequences. Two sequences of states, or the
corresponding propositional sequences, are stuttering equivalent if they can be made identical by
replacing in both sequences every finite adjacent number of occurrences of the same state with a
single occurrence [Lam83). Since a temporal formula containing the “next-time” operator is not
necessarily closed under stuttering, Lamport argued that this operator enables the expression of
distinctions between systems that should be considered equivalent.

Many interesting properties of concurrent systems can be formalized in LTL, even without the
“next-time” operator. For instance, that some property P is invariant throughout system execution
is expressed simply as OJP. In order to state that a property P always causes a property Q to hold
subsequently, one writes O(P = ©Q). This combination of operators is often used to specify the
eventual response (i.e. Q) to some given request (i.e. P). Asserting that a property P is satisfied
infinitely often is done by writing OOP. This means that for each state along a computation there
is a future state in which P will be true. Lastly, an expression of the form P = (P U Q) asserts that
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if P is true in the current state, then it will remain true at least until Q becomes true.

In general, (nexttime-free) LTL is sufficiently expressive to capture all safety and liveness
properties of concurrent systems. These properties have been regarded by many researchers as the
two most fundamental types of properties one would want to prove of a concurrent system (see
e.g. [Lam77, Lam80, Lam83, WVS83, AS87, MP92]). Intuitively, a safety property asserts that
something bad never happens, whereas a liveness property asserts that something good must
eventually happen [Lam80]. “Something bad” thereby refers to the system entering an unacceptable
state, and “something good” to the system entering a desirable state. Well-known safety properties
are partial correctness (a program never halts with the wrong answer), mutual exclusion (two
processes are never in their critical sections at the same time), and indefinite progress or deadlock-
freedom (a system never enters a state in which no further progress is possible). The absence of
unspecified receptions and buffer overflows considered earlier for protocols in the CFSM model
also classify as safety properties. Note that all these examples of safety properties are (global or
local) state invariances. Safety properties can also stipulate some precedence relation between states
or events. For systems that implement FIFO buffers, an example is the assertion that messages are
taken from a buffer in the same order as they are put into the buffer (this property was assumed to
hold for protocols in the CFSM model). Familiar liveness properties are termination (a program
eventually halts) and freedom from starvation or livelocks (each process makes progress infinitely
often). Other kinds of liveness properties that are important for concurrent systems include such
assertions as “‘a request for service will eventually be granted”, “a process will eventually enter its
critical section”, or “a message will eventually reach its destination”.

A formalization of safety and liveness properties appeared in [AS87], where the two kinds of
properties are characterized from a language-theoretic point of view. It was also shown in [AS87]
that every property which classifies neither as a safety property nor as a liveness property is in fact
the conjunction of a safety and a liveness property. The safety/liveness classification is further
discussed in view of a more refined hierarchy of temporal properties in [MP92], which includes a
syntactic characterization of safety and liveness properties in terms of the temporal formulas that
specify them. Basically, safety properties can be expressed using only the concept of “henceforth”
(typically in the form OP or P = 0Q), whereas one needs the additional concept of “eventually”
to express liveness properties (usually in the form OOP or O(P = OQ)).

Another useful concept in the application of temporal logic to concurrent systems is fairness.
Considering fairness means taking into account certain assumptions about the context in which
processes of a concurrent system are executed. For instance, if concurrent processes are executed
on different processors it is customary to assume that, if a process has an operation that remains
executable, it will eventually execute it (this assumption is often called weak fairness). Various
notions of fairness have been studied in [Fra86, MP92]. The purpose of these notions is to exclude
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from analysis the computations of a concurrent system that would not be permitted by the specific
type of process scheduler that is assumed. The fairness assumptions then act as filters, removing
certain classes of infinite computations that conflict with the assumptions made about the process
scheduler. Like safety and liveness properties, faimess assumptions can be expressed in (nexttime-
free) LTL [LP8S5]. If a fairness assumption is formalized by an LTL formula f;, one can use a

logical implication f; = f; to assert that the property expressed by f, holds true under this fairness
assumption.

7.1.3 Model-checking

Currently the most advocated method for verifying temporal properties of (finite-state) concurrent
systems is model-checking. In the context of LTL, model-checking refers to a fully automatic
procedure for checking that a given concurrent system satisfies, or is a model of, some property
formalized as an LTL formula [LP85, VW86, Wol89]. A concurrent system is thereby defined to
satisfy an LTL formula if all the computations of the system satisfy the formula. At first, (LTL)
model-checking was proposed as an off-line procedure. This means that the actual algorithms for
verifying the satisfiability of LTL formulas are applied to a concurrent system after constructing the
reachable state space of the system. These algorithms do not work directly on the state space, but
rather construct from it a graph which contains in each node information to derive the formulas that
hold true in the state represented by the node, based on fixpoint characterizations of the temporal
operators (for instance, the fixpoint characterization of OP is P A OOP) [MW84, LP85]. It was
recognized later that model-checking can also be performed on-the-fly [VW86], in which case the
verification algorithms start to examine a given concurrent system during the construction of its
reachable state space, not waiting for this construction to be completed. The main advantage of on-
the-fly model-checking is that, if the checked formula does not hold true for the system, a counter
example may be encountered before completing the construction of its state space. It is well argued
in [Val93] that this advantage appears exactly when needed the most: the state spaces of incorrect
systems tend to be “extra” large due typically to their faulty behavior. Another advantage of on-the-
fly model-checking is that, in some cases, certain parts of the state space that are not important to
the verification of the checked formula may be omitted, even when the formula happens to be
satisfied by the system.

The ability to verify temporal properties on-the-fly has actually emerged from the so-called
automata-theoretic approach to model-checking [WVS83, VW86]. This approach is based on the
fact that for each LTL formula it is possible to construct a non-deterministic Biichi automaton
[Biic62] that accepts exactly the (infinite) sequences of states satisfying the formula. Formally, a
Biichi automaton is a quintuple A = (Q, 40, £, A, F), where
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« Qis a set of states,

« ¢° € Q is the initial state,

- X is an alphabet,

« Ac Q x X x(Qis atransition relation, and

« F < Qis a set of acceptance states.

Biichi automata are a theoretical means to define languages of infinite strings: a string is accepted
by a Biichi automaton if the automaton enters one of its acceptance states infinitely many times
while reading the string. Notice that a Biichi automaton can be seen as an LTS with various states
predefined as acceptance states. One defines a computation of a Biichi automaton A over an infinite
sequence of symbols g,a,... from I as an infinite sequence of states goq,4;... starting at the initial
state q0 of A, with (g;_;, a;, ;) e A for all i > 1 (cf. Definition 7.1). A is then said to accept the
computation (or the computation is accepting) iff for some acceptance state q € F there are infinitely
many states g; such that g; = q.

For an LTL formula f, the transitions in the corresponding Biichi automaton A ¢ carry predicate
labels from the alphabet 24°, each of which represents a Boolean proposition [WVS83]. Recall that
the atomic propositions of AP in f are supposed to refer only to the states of the concurrent system
S for which the formula formalizes a property, and hence these Boolean propositions are in fact
propositions on the states of S (i.e. on the values of the variables that constitute S). The Biichi
automaton A, then accepts an infinite computation 6 of S (a sequence of system states) iff there
exists an accepting computation of A¢ (a sequence of automaton states) over 6. In other words, 6
satisfies the formula f if there is a “path” p in Ay starting from the initial state of Ay, such that the
label of the i-th edge in p holds true in the i-th state of 6, forall i 2 1, and some acceptance state of
F ¢ appears infinitely often in p. Further recall that the finite computations of S are taken into
account by first transforming them into infinite ones, through infinite repetition of their last states.
An algorithmic construction of a Biichi automaton A from an LTL formula f can be found in for
instance [Wol89]. This construction is exponential in the length of the formula, defined as the
number of symbols (propositions and connectives) it contains. However, the exponertial blow-up
of the number of states in A is usually not a concern since most formulas checked in practice are

quite short, and since the construction algorithm often behaves much better than its upper bound
[VW86, Wol89].

Example 7.2

Figure 7.1 depicts a Biichi automaton which accepts exactly all the infinite computations satisfying
the LTL formula -0(P = ©Q) = O(P A O-Q). That is, every sequence of states containing a
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state in which P A =Q holds true, and from which Q never holds true in any state in the remainder
of the sequence, is accepting. The initial state of the automaton is indicated by the symbol ‘v’, and
its only acceptance state by a double circle. This formula can be used, for example, to express the
negation of a precedence property of a concurrent system, stipulating that it is always the case that
the execution of some operation a (for instance, a send operation) is eventually followed by the
execution of an operation b (for instance, the matching receive operation). The LTL formula then
accepts all computations that violate this property, i.e. all computations in which an occurrence of a
is never followed by an occurrence of b. The formula can indeed be described equivalently by a
Biichi automaton over the alphabet of operations of the system, rather than by an automaton over
state predicates as in Figure 7.1. Such an automaton over system operations is obtained from the
automaton in Figure 7.1 by replacing true with X, P A —Q with g, and —Q with Z\ {b}.

true ‘@ Fro0 "'Q

Figure 7.1 A Biichi automaton for —3(P = OQ).

a

The automata-theoretic approach to LTL model-checking now proceeds as follows [WVS83,
VW386]. Given a concurrent system S and an LTL formula fto be checked for S, one first builds a
Biichi automaton A_for the negation of f. It accepts all and only sequences of states that satisfy
—f; i.e. that violate f. Secondly, one computes the so-called synchronous product of (the reachable
state space of) S and A_, a Biichi automaton which accepts exactly those computations of S that
violate f. This automaton is then checked for emptiness: either it does not accept any computation,
implying that all computations of S do in fact satisfy f, or it accepts at least one computation of S
which is a counter example to f.

The synchronous product of S and A_in the above three-step procedure is actually defined as
the product of the two Biichi automata A and A_j, where A is obtained from S by designating all
states of S as acceptance states. Precisely, if S = (Qs, ¢2, Zs, A) then Ag = (Q, ¢, Zq, A, F),
with Fs = O, and the product of Ag and A_= (Q_, ¢%, Z_, A_y, F_y) is the Biichi automaton
Asx A_f=(0Q, q° Z, A, F) defined by

. Q:st —‘f’
- ¢°=(qd, 4°%),
cE=EsxE,

« Ac O x X xQ such that ((x, y), (a, P), (’, y)) e A iff (x, a, X) €A, (¥, P, ¥) €A_;, and
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the Boolean proposition P holds true in state x € Qs,

* F=F5XF_'f.

For further referencing we call the Biichi automaton A the full automaton for S. Notice that the
transitions of A_rare essentially used to test the values of the variables of the concurrent system S
whenever the system is ready to execute an operation, as explained before. Operations of S that can
affect the truth value of any proposition in the LTL formula f are also said to be visible. That is, an
operation a of § is visible if there exists a transition label in A_gfor which the corresponding
proposition has a truth value in a system state g that is different from its truth value in a state ¢’
with (¢, a, ") € Ag; otherwise it is invisible. The set of all visible operations of S with respect to
the formula f is denoted by vis«(S). As the exact set of visible operations is generally too hard to
determine, in practice one would have to compute some upper approximation of visg(S), which can
be done by a syntactic analysis of (the operations of) S [Val92].

An alternative definition for the product automaton Ag x A_,would apply if, as indicated in
Example 7.2, A_r were taken as an automaton over the alphabet Z of system operations. In that
case, the transitions of the product automaton would also carry labels from I, and the relation
A ¢ @ xZsx Q would be such that ((x, y), a, (x', y)) € Aiff (x, a,x) € Ag and (y, a, ') € Ay
In this framework, the transitions in Ag and in A_gare thus synchronized on operations (i.e. on the
transition labels), and the operations of S that can, through synchronization, alter the state of Ay
are the visible wransitions. In the first definition of the product automaton one can see the transitions
as being synchronized on states [God96]. Both frameworks are used in like manner for model-
checking.

As it appears, the product automaton Ag X A_scan be computed without ever building the full
automaton As. In other words, the reachable state space of S need not be constructed explicitly.
The product automaton can at the same time also be checked for emptiness. This is precisely what
is meant by on-the-fly model-checking. First, the inspection of the state space of S is guided by the
checked formula, which acts as a constraint on the system’s behavior through the required
accordance of proposition labels (or the required synchronization of operations). In some cases the
automaton As x A_,may therefore be smaller than Aj itself. Second, the product automaton may
be found non-empty before completing its construction. It is well-argued in [CV+92, Val93] that
this advantage appears exactly when needed the most: state spaces of incorrect systems tend to be
“extra” large due typically to their erroneous behavior. Deciding emptiness thereby amounts to
checking whether there exists a cycle in Ag X A_¢(when viewed as a graph) that is reachable from
the initial state (g2, qﬂf) and that contains an acceptance state (which is hence repeated infinitely
often). A particular memory-efficient algorithm for on-the-fly detection of such acceptance cycles is
given in [CV*92]. It requires space linear in the number of states of A x A_rand implements a so-
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called nested depth-first search: a first search to find a reachable acceptance state, followed by a
second search to determine whether this acceptance state can be reached from itself. Checking
whether the product of two Biichi automata is empty is known to be much easier than checking
whether the language generated by one of the automata is included in the other (a PSPACE-
complete problem), which explains why one uses the Biichi automaton for the formula —finstead
of f [VW86, Wol89]. An overview of various algorithms for checking the emptiness of Biichi
automata is given in [GH93], all of which also run in time linear to the size of these automata.

(4

(12,20,0)

(13,21,2) (12,22, 1)

Figure 7.2 The product Ag x A_ for the concurrent system S and an LTL formula f in Example 7.3.
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Example 7.3

Consider a concurrent system S composed of two sequential processes P, and P,, depicted in
Figure 7.2, and assume for simplicity that these processes execute autonomously, i.e. without any
interaction. Suppose we want to check the absence of computations of S in which operation w
occurs and operation d does not occur. This property can be expressed by an LTL formula f of the
form O(°P, is at local state 22°) = O(“Py is at local state 13°). The negation of the property is
described in Figure 7.2 as a Biichi automaton A_; over the alphabet X of operations of S. It
accepts all infinite sequences of states starting with its initial state 0 in which its (only) acceptance
state 1 is repeated infinitely often, and thus all computations of S along which w occurs and d does
not occur. Note that the operations w and d are the visible operations of S, as they can change the
state of A_. The product automaton Ag X A_ is illustrated at the bottom of Figure 7.2, where the
three double-circled states are the acceptance states (i.e. A_; must be in state 1). It is non-empty as
it accepts several computations of S, namely those in which w is executed and in which g and b are
executed infinitely many times thereafter. In practice, the on-the-fly construction of A s X A_s need
not be completed, but can be stopped as soon as one of the accepting computations is found. a

7.2 The partial-order approach to LTL model-checking

Being the main practical limitation for all verification methods based on state exploration, the state
explosion problem must be reckoned with also when using model-checking for verifying temporal
properties of concurrent systems. Certainly, on-the-fly model-checking already has a head start
over off-line model-checking, but the often excessive size of the full automaton A of a concurrent
system § still renders the construction of the product automaton Ag x A_simpractical for most real
systems. An eminent and quite general approach to tackle the state explosion problem in concurrent
system verification is the partial-order approach. This actually refers to a collection of cognate state
exploration techniques, called partial-order reduction methods, that have been developed in recent
years by different researchers [God90, Val90, HGP92, KP92a, Val92, Val93, GW93, GW94,
HP95, Pel96]. Partial-order reduction methods are largely independent of the specific model used
for specifying concurrent systems, and they have proved adequate not only for verifying local and
termination properties [God90, Val90, HGP92, KP92a, GW93], but also for LTL model-checking
[Val92, Val93, GW94, HP9S, Pel96]. Experiments have indicated that these methods can
substantially reduce the space and time needed for model-checking. They have also been shown to
combine well with on-the-fly model-checking [Val93, GW94, Pel96] and with model-checking
under certain faimess assumptions [Pel93, Pel96].

Like most improved state exploration techniques, partial-order reduction methods are inspired
by the observation that many properties of interest to concurrent systems are insensitive to the
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execution order of concurrent, or independent, atomic operations (see Chapter 3). Common to all
partial-order reduction methods is the use of an explicit dependency relation among the operations
of a concurrent system, which induces an equivalence relation between computations of the system
(cf. Section 4.1.1). The term “partial-order reduction” then stems from the fact that equivalence
classes of computations are actually partial orders of operation occurrences.

Definition 7.4

Let S =(Q, q°, X, A) be a concurrent system. A dependency relation for S is a reflexive and
symmetric relation D ¢ X x X such that for all @, b € Z, (g, b) & D implies that the following two
properties hold for each g € Q:

i) ifaeX(qg)and g = ¢, then b e X(q) iff b e X(¢");
i) if a, b €X(q), then there exists a unique state ¢” such that g 22-* ¢’ and q -t2.* ¢’.

Two operations a, b € L are dependent iff (a, b) € D; otherwise, they are independent. 0

The first requirement listed in Definition 7.4 states that independent operations can neither enable
nor disable each other, and the second requirement states that executing independent operations is
commutative. The definition itself may at first seem of no more than semantic use, since it is not
practical to check these requirements for every pair of operations and for every state of a concurrent
system. However, in practice it is possible indeed to give easily checkable syntactic conditions that
are sufficient for operations to be independent [HP95, God96]. For instance, two operations from
the same sequential process can generally not be independent. If the two operations are defined in
sequence, executing the first one will enable the other. If they appear together is a single selection,
executing either operation will disable the other. Operations from distinct sequential processes can
be independent under certain conditions. Two operations from distinct sequential processes that
access only local variables within each process will in general be independent. Two send or receive
operations on distinct message queues are usually also independent, but two such operations on the
same queue need not be. For two send operations on the same queue, the operation that is executed
first may disable the second if it yields a full queue, or the execution order of the two operations
may be distinguished by the order in which the messages sent appear in the destination queue,
which violates the commutativity requirement. For two receive operations on the same queue, the
operation that is executed first may disable the second if it yields a empty queue. For a send and
receive operation on the same queue, the send operation may enable the receive operation if the
queue is currently empty, or vice versa if the queue is full. Various ways to refine dependency
relations, in order to increase the number of pairs of independent operations, can be found in
[KP92b, Val92, GP93, God96]. A particularly evident way is to define them as being conditional
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upon states: instead of defining a dependency relation that holds for all (reachable) states of a

system, it is possible to define such relation for each state individually [KP92b]. Definition 7.4
then becomes as follows.

Definition 7.4bis

Let S = (Q, ¢q% Z, A) be a concurrent system. A relation D c X x & x Q is a conditional
dependency relation for S iff foralla, b e Z and q € Q, (g, b, q) & D implies that (b, a, q)eD,and
that the following two properties hold in state g:

) ifaeX(qg)and q 2 ¢, then b €X(q) iff b € X(q');
i) if a, b €X(q), then there exists a unique state ¢’ such that g -#2* ¢"and g 42* ¢’.

Two operations a, b € I are dependent in a state q € Q iff (a, b, q) € D; otherwise, they are

independent in q. 0

For ease of presentation, we will adhere to the use of a binary, unconditional dependency relation
between operations as in Definition 7.4. Nevertheless, all what follows in the rest of this chapter is
valid also with a conditional dependency relation, and can readily be interpreted in that context.

Definition 7.5

Let S = (@, ¢° Z, A) be a concurrent system. Two finite sequences of operations ¢, ¢’ € I* are
equivalent with respect to (wrt) a dependency relation D for S, denoted by o =, o', iff there exist
sequences gy, 0y,..., o such that o) =0, 6, =¢’, and for all 1 <i <&, o; = pabp and o, = pbap,
for some pu, p € X" and a, b €  with a and b independent wrt D (in the states where they are
permuted, in case of a conditional dependency relation D).

For v, v’ €Z" U Z (i.e. v and v’ can be finite or infinite), define v <, v’ iff for all € pref(v)
there exist u’ € pref{v’) and p € Z* such that p’ =) p A p € prefip), where pref(v) is the set of finite
prefixes of a (finite or infinite) sequence of operations v. Two infinite sequences of operations o,
o’ € Z® are equivalent wrt D iff 6 <, ¢’ and ¢’ <, o. 0

[ntuitively, two sequences of operations are equivalent (wrt a given dependency relation) if one
sequence can be obtained from the other by repeatedly permuting adjacent independent operations
[Maz86]. The extension of the equivalence relation ‘=)’ to infinite sequences of operations in the
definition above is adopted from [Pel96]. Equivalence classes induced by ‘=,’ are also called traces
[Maz86], and traces consisting of computations (i.e. sequences of operations that are maximal) of a
concurrent system are sometimes referred to as runs of the system. For any finite sequence of
operations o, it follows readily from Definition 7.4 that all sequences of operations equivalent to ¢
lead to the same state (cf. Proposition 4.3).
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Since equivalent computations of a concurrent system differ only in the order of independent,
commutative operations, it appears not necessary in general to examine all computations in order to
verify the system against various desirable properties. It is instead sufficient for many properties to
examine just one representative computation per equivalence class of computations. Accordingly,
partial-order reduction methods attempt as much as possible to fix an order among independent
operations, by executing at each state encountered during state exploration only a subset of the
operations executable at that state, rather than all of them. State exploration is thereby performed
usually via a depth-first search, or some variation of it. Some conditions apply to selecting a subset
of the executable operations at a given state, which must guarantee that the reduced part of the
reachable state space of a concurrent system that is explored by a partial-order reduction method
preserves the property being checked. Devised by different researchers, such subsets adhere to
different names: stubborn sets [Val90, Val92, Val93], persistent sets (God90, GW93, GW94],
faithful decompositions [KP92] or ample sets [HP95, Pel96]. Although the definitions of these
sets and the associated algorithms differ, they do have much in common [God96] and are therefore
referred to collectively as partial-order reduction methods.

For the course of this chapter it would be futile to try to capture all the subtleties of the various
suggested partial-order reduction methods, some of which take advantage of confining themselves
to a restricted class of properties. We will describe, and subsequently enhance, the partial-order
reduction method based on ample sets [HP95, Pel96]. This particular method has been proposed
most recently, and it is fairly generic in the sense that it can be adapted without too much difficulty
to resemble the other partial-order reduction methods. Furthermore, it is advocated as the most
advanced partial-order reduction method in terms of the properties that can be checked, the way
fairness is dealt with, and the low overhead and high overall performance of its implementation
[HP9S, Pel96]. The method has been implemented as an extension to SPIN, a verification tool
which is increasingly being used for teaching and for industrial applications [Hol91, SPIN9S,
SPIN96, SPIN97]. For convenience, the partial-order reduction method based on ample sets will
be referred to as POVAS (Partial-Order Verification with Ample Sets).

POVAS is intended as a relief strategy for verifying concurrent systems against properties
formalized by nexttime-free LTL formulas, i.e. for nexttime-free LTL model-checking. It comes in
four different “modes”, depending on whether model-checking is done off-line or on-the-fly, and
with or without certain fairness assumptions. We focus primarily on the off-line and on-the-fly
versions without fairness assumptions. Model-checking under fairness assumptions with POVAS
is conceptually not much different, and will be addressed later in Section 7.3.
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7.2.1 Off-line LTL model-checking with POVAS

POVAS implements a depth-first search (DFS) algorithm which, in contrast to a classical brute-
force DFS, incorporates three conditions for selecting a subser of the operations that are to be
executed at a given state encountered during state exploration. For the off-line version in particular,
when a state ¢ on the DFS stack is expanded and at least one operation is executable at ¢, a non-

empty subset of X(g) is used to generate successor states for ¢ in accordance with the following
definition [Pel96].

Definition 7.6

Let S =(Q, ¢%, Z, A) be a concurrent system, D a dependency relation for S, f an LTL formula to
be checked for S, and g € Q the current state to be expanded during the DFS. An ample setin g is a
non-empty subset A ¢ X(g) of operations executable at g satisfying the following three conditions:

i) forevery non-empty sequence g, %+ g, %+ ... g, -~ q,, from q, = q, with g; € Z\A
for all 1 <i <k, each operation a; is independent wrt D (in g;, in case of a conditional
dependency relation D) of all operations in A;

ii) if A < X(q), then no operation a € A with ¢ % ¢ is such that ¢’ is on the current DFS stack:
iiiy if A < X(q), then A N visf(S) =Q.

An ample set in q is denoted by ample(q). 0

Note that the set X(q) itself is trivially an ample set in state g. In the sequel, we refer to the three
conditions on ample sets in Definition 7.6 as conditions C1, C2 and C3, respectively. The first
condition Cl is a consistency requirement. It guarantees that after state q is reached, no operation
outside ample(q) that is dependent of an operation in ample(q) can be executed before an operation
in ample(q) is executed. Equivalently, every single operation outside ample(q) is either independent
(in @) of all operations in ample(g), or it is not executable at g and at every state that can be reached
from g without executing an operation in ample(q). The execution at g of only the operations in
ample(q) does therefore not affect “negatively” the executability of any operation outside ample(q),
for operations outside ample(q) which are already executable at g remain executable, while those
not executable at g can “only” become executable. Condition C2 is enforced to avoid the ignoring
problem, which may cause the execution of operations to be deferred indefinitely along a cycle. We
have already addressed this problem in Chapter 5 in the context of LRA for verifying logical
correctness properties of protocols in the CFSM model. It is of the same nature here: condition C2
guarantees that a state q is fully expanded (i.e. ample(q) = X(q)) whenever one of the operations in
ample(q) closes a cycle on the DFS stack, thereby providing an exit from this cycle if one exists
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(cf. Section 5.5). Lastly, condition C3 is enforced in view of the fact that the checked LTL
formula may very well be sensitive to the order of two visible operations of the concurrent system
(i.e. operations that can affect the truth value of the formula), even when these operations are
mutually independent. The effect of not allowing visible operations in ample(q), in case it is a
proper subset of X(g), is that all the possible execution orders of all visible operations will be
explored. Every two visible operations are then essentially treated as being always dependent. In
this regard, condition C3 actually justifies why POVAS should be restricted to LTL formulas that
are nexttime-free or, in general, to temporal properties that are stuttering closed (see Section 7.1.2).
Although POVAS can in principle also handle LTL formulas that do contain a “next-time” operator,
such formulas generally cause all the operations of a concurrent system to be visible, and hence
they would all be considered as dependent. Each state encountered during state exploration by
POVAS would then be fully expanded, exactly as in a classical DFS, which annihilates any benefit
coming from the use of POVAS. In the remainder of this chapter, we implicitly mean nexttime-free
LTL when we refer to LTL.

The algorithm presented in [HP95, Pel96] for calculating ample sets is as follows. Based on
the fact that operations of a single sequential process can generally not be independent, it seeks
some process in a concurrent system whose set of operations executable at the current state q
satisfy conditions C1 to C3. As soon as such a process P; is found, the set X i(@) is returned as
ample(q). If no such process exists, the algorithm returns the entire set X(q) of all operations
executable at g. Condition C2 must be checked during state exploration by inspecting the current
contents of the DFS stack. However, most of the information required for checking C1 and C3 is
gathered efficiently by a static analysis of the concurrent system before state exploration [HP95).
That is, during system compilation each local state of each sequential process is analyzed and
annotated with one of three types of labels: safe, conditionally safe upon some condition, or unsafe.
These labels signify whether at run time (i.e. during state exploration), when a system state g is
expanded and some process is at its local state /, the set of operations of this process that are
defined at / and executable at ¢ satisfies conditions C1 and C3. A local state  of a process is
labeled “safe” if it is determined at compile time that the set of (executable) operations defined at /
will qualify as an ample set. This would be the case if all these operations are invisible, and if they
are independent of every operation belonging to another process. Recall from Section 7.1.3 that
(an upper approximation of) the set visg(S) of visible operations of a concurrent system is itself
computed statically [Val92]. Analogously, / is labeled “unsafe” if it is already decided at compile
time that no ample set can be formed from the operations defined at /. The local state / is labeled
“conditionally safe” for some precomputed condition C (which is one out of a small number of
conditions [Pel96]) when the operations defined at / form an ample set only if C holds during run
time. For example, if only send operations are defined at /, such a condition can be that none of the
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corresponding queues are filled to their capacity.

Several other algorithms have been proposed earlier to compute sets of operations that satisfy
in particular condition C1°. An overview and a comparison of these algorithms can be found in
[God96], all of which also infer such sets from the syntactic structure of a concurrent system, but
not statically as in the algorithm described above. They further differ from the algorithm in [HP95,
Pel96] in their aim to compute the smallest sets of operations satisfying C1. Typically, the more
information (static or dynamic) used, the smaller these sets can be, but at the cost of an increased
computational complexity. Moreover, exploring the smallest number of operations at each step
during state explarion is only a heuristic: it does not necessarily lead to the generation, and hence
the storage, of the smallest number of states. For these reasons, checking C1 in the ample set
algorithm is based on a more delicate trade-off between the storage space and the overall execution
time needed for model-checking [HP95, Pel96].

To sum up, off-line model-checking with POVAS proceeds as a “selective” DFS, using the
above algorithm for calculating ample sets to determine for each state encountered during the DFS
the subset of successor states that need be expanded next. As a result, it explores only a reduced
part of the reachable state space of a concurrent system S. Precisely, instead of building the full
automaton Ag = (Qg, q2, Zg, Ag, Q) for S, it builds a reduced automaton A for S defined by the
tuple (0%, ¢d, Zs, Ag, Q%), where Q¢ < Qsand Af < Qf x Zgx O such that (g, a, q) € A% iff
a eample(q) (as opposed to a € X(q)) and ¢ < ¢’. This reduced automaton Ag preserves all non-
progress states of S (states at which no operation is executable), and it reveals all reachable local
(or process) states and thus all non-executable operations (operations that are not executable at any
reachable state of S). Moreover, for every computation ¢ of S (or equivalently of A;), there is at
least one computation o’ of Ag such that ¢ and ¢’ are stuttering equivalent [HP9S, Pel96]. Hence,
when a temporal property is closed under stuttering, the property holds true for (all computations
of) S iff it holds true for all the computations of AZ. Since all nexttime-free LTL formulas are
closed under stuttering, algorithms for off-line LTL model-checking [LP85] can be applied directly
to Ag, rather than to the full automaton Ag, in order to verify these formulas.

7.2.2 On-the-fly LTL model-checking with POVAS

POVAS can readily be combined with on-the-fly LTL model-checking in order to gain from both.
Verifying an LTL formula f for a concurrent system S then involves constructing the product of the
reduced automaton A for S and the Biichi automaton A_for the negation of f, and checking its
emptiness. This can again be done by seeking acceptance cycles in As X A_y, similar as explained

® Condition C1 is in fact the basic consistency requirement that underlies also the other partial-order reduction methods
based on stubborn sets, persistent sets, or faithful decompositions.
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before in Section 7.1.3. POVAS utilizes the nested DFS algorithm given in [CV*92], or actually a
slight modifcation of it to ensure compatibility with the selective DFS algorithm based on ample
sets [HPY96] (the need for this modification was not yet recognized in [HP95, Pel96], but the
authors proposed the correction in [HPY96]).

For the on-the-fly version of POVAS, the calculation of ample sets itself also undergoes a
minor change so that it applies to composite states of the product automaton A x A_rinstead of
single system states. When a composite state (g, r) of As x A_gon the DFS stack is expanded and
at least one operation is executable at system state g, a non-empty subset ample(q, r) of X(q) is
employed to generate successor states for (g, r), which satisfies the earlier conditions C1 and C3
in Definition 7.6 and the new condition C2’ [Pel96]:

C2’ if ample(q, r) c X(q), then no operation a € ample(q, r) with ¢ =+ ¢’ is such that the
composite state (¢, r) is on the current DFS stack.

Conditions C1 and C3 remain unaffected because the dependency relation D and the set vis{(S) of
visible operations are irrespective of the state of the Biichi automaton A_y. Condition C2 entails
inspecting the DFS stack and must be adapted in particular because each system state may yield
several composite states that differ in the state of the Biichi automaton A_;. That is, the on-the-fly
construction of Ag X A_roperates on a different DFS stack and may postpone the closing of cycles
compared to the off-line construction of As [Pel96]. The new condition C2’ appears sufficient to
guarantee that the modified version [HPY96] of the nested DFS algorithm in [CV*92], with the
calculation of ample sets to determine successor states, detects at least one acceptance cycle on-the-
fly in Ag x A_,if one or more such cycles exist in the “full product” A5 x A_y. Thus, model-
checking the LTL formula f on-the-fly with POVAS will yield a correct and conclusive verdict: one

either finds a counter example to f (i.e. an acceptance cycle), or else f is satisfied by concurrent
system S.

Example 7.7

Consider again the concurrent system S and the LTL formula f described in Example 7.3, and
depicted in Figure 7.2. Recall that the two sequential processes P and P, execute autonomously,
meaning that each operation of P, is always independent of each operation of P,. Also recall that
the operations w and d are the only visible operations of S. The product automaton A x A_ f
obtained with POVAS, using the algorithm suggested in [HP95, Pel96] for calculating ample sets,
is given in Figure 7.3. It is non-empty, like the “full product” Ag X A_ shown in Figure 7.2, but
it contains less states and transitions. For instance, at the initial composite state (10, 20, 0) only
operation a of P, is executed since X;((10, 20)) = {a} is an ample set in this state, i.e. {a} satisfies
conditions C1, C2” and C3. This is not the case for X;((11, 20)) = {b, ¢} in the subsequent
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composite state (11, 20, 0), which violates C2’ since the execution of operation b leads back to the
initial state (10, 20, 0) that is on the current DFS stack. However, X5((11, 20)) = {v} is now an
ample set in (11, 20, 0). Note further that, amongst others, the state (12, 21, 0) is fully expanded
as both w and d are visible operations and thus neither {w} nor {4} is an ample set in this state.

j (10,20, 0) |

Figure 7.3 The product A x A_, for the concurrent system S and the LTL formula f in Example 7.3.
f

7.3 Enhancing POVAS

For many concurrent systems, the reduced automaton Ag resulting from POVAS can be much
smaller than the full automaton Ag, as witnessed by the experiments reported in [HP935, Pel96].
Nevertheless, we recognize that even Ag may still manifest a notable amount of redundancy that
can be eliminated. A simplified example explains this. Consider a concurrent system composed of
n sequential processes Py, P,,...,P,, where each process P; terminates after executing a single
operation, say 4; (1 £i < n). Also assume that all the operations g; are mutually independent and
invisible, i.e. the processes execute autonomously and no particular temporal property is checked.
Obeying conditions C1, C2 and (trivially) C3 on ample sets, it is not difficult to construct the
reduced automaton Ag for this system. It generates only one of the n! possible orderings of the
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a;'s, namely a,a;...a,. Yet, even the generation of just this one order appears redundant. Since all
the operations g; are mutually independent and invisible, one can in fact avoid an order altogether
by mimicking a truly concurrent execution of these operations, i.e. by executing them collectively.
A further reduction of Ag is then obtained since the n-1 intermediate states reached after executing
the operations a,a,...a,_, from the initial state are no longer generated. Remark that this follows
the same idea as employed earlier in Chapter 5 in the context of LRA for the verification of logical
correctness properties of protocols in the CFSM model. Indeed, using concepts analogous to those
underlying LRA, we propose an enhancement of POVAS in terms of the space and time (in
particular, the number of stored states and explored transitions) needed for LTL model-checking.
In the remainder of this section, we set out the enhancement for concurrent systems in general (i.e.
modeled as finite LTSs). The realization of POVAS and the proposed enhancement for protocols in
the CFSM model is then discussed in Section 7.4, and an experimental comparison based on this
realization is provided in Section 7.5.

7.3.1 Proper leap sets

The key to enhancing POVAS lies in a rather simple observation: states of a concurrent system may
have multiple disjoint ample sets. For instance, a state g has multiple disjoint ample sets particularly
when there is more than one sequential process P; whose set X(q) is non-empty and satisfies the
conditions C1, C2 and C3 (which is the case in the above example). Two disjoint ample sets in
the same state have the nice characteristic that no operation in either ample set can be dependent of
an operation in the other ample set. Furthermore, two disjoint ample sets in the same state cannot
contain visible operations. Proposition 7.8 proves these claims.

Proposition 7.8

Let g be a state of a concurrent system S, with X(q) # &, and let A; and A, be sets of operations
of S such that @ c A, A, < X(g) and A} N A, =@. If A and A, satisfy condition C1, then all
operations in A; are independent (in q) of all operations in A,. If A; and A, satisfy condition C3,
then all operations in A; and A, are invisible.

Proof: For the first claim, suppose there exist operations a, €A; and g, € A, such that a, and a,
are mutually dependent (in g, in case of a conditional dependency relation). Since A, and A, are
disjoint, this yields the contradiction that A, and A, do not satisfy condition C1: a, €A, (a; €A,)
is dependent of an operation in A; (A3) but can be executed at ¢ before an operation from 4, (4,)
is executed (cf. Definition 7.6). For the second claim, both A, and A, must be (non-empty) proper

subsets of X(g) since otherwise they cannot be disjoint. Thus, by condition C3, A, and A, do not

contain visible operations. 0
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/=8 = (¢,q%,2,A) is a concurrent system and g €Q is a state of S. =/
/* f is an LTL formula z¢c be checked for S. =/
/* AS is a set of multiple disjoint and non-empty subsets of X(q) */
/* that satisfy conditicns €l and C3. =/
AS = @

for all processes ?, do
if X,(q) = @ then !
C3 = (X, (q) N vis 8 = @)
if C3 then
Cl = check_ClL(X,(q))
/= :hecK_C',(X;(c;H veriras true 18 ¥ (7 satisfies C1, A
/* and Zalse ctherwise (see Secticn 7.2..). r/
if C1 then adc zhe set X, (q) tc AS

return AS

Figure 7.4 Finding muitiple disjoint ample sets (wrt C1 and C3).

To exploit the possible existence of multiple pairwise disjoint ample sets in a system state g, or
actually the existence of disjoint subsets of X(q) that satisfy C1 and C3, we adopt the algorithm in
Figure 7.4 for calculating such sets. This algorithm differs from the one given in [HP9S5, Pel96] in
two ways. First, it enforces only conditions C1 and C3 on ample sets. The reason for omitting
C2 will become clear in the next subsection. Secondly, it returns the set of ail sets X {q) satisfying
C1 and C3, or the empty set if no such X;(¢) exists. Thus, we calculate only nontrivial ample sets
with respect to Cl1 and C3. Our algorithm is a straightforward adaptation of the algorithm in
[HP95, Pel96] for finding just one ample set, and it does not introduce significant extra overhead.
This is true especially since C1 and C3 are already checked for the most part statically by a
prescan of the sequential processes during system compilation, as described in Section 7.2.1. Both
algorithms then have a time complexity linear in the number of processes, since the algorithm in
[HP9S5, Pel96] must also scan all processes in the worst case.

Let £ be the number of ample sets, with respect to C1 and C3, returned by the algorithm in
Figure 7.4 (i.e. k is the cardinality of the returned set AS in Figure 7.4 and 0 < k < the number of
sequential processes). When k > 0, each such ample set is a subset of X(g) satisfying C1 and C3
and thus, by Proposition 7.8, all its operations are invisible and independent (in ¢) of all operations
in the other ample sets. This then motivates that any collection of executable operations forming an
element of the Cartesian product of the k ample sets can be executed concurrently at state q. When
k = 0, no appropriate proper subset of X(q) has been found and all operations executable at q are to

be executed separately. That is, the state q is then fully expanded as is the case in [HP9S5, Pel96].
Formally, we employ the following definition.
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Definition 7.9

Let S =(Q, ¢°, Z, A) be a concurrent system, and for some q € Q let ample,(q), ample,(q),...,
ample,(q) denote the k disjoint subsets of X(q) satisfying conditions C1 and C3 that are returned
by the algorithm in Figure 7.4. The set pleap(q) of proper leap sets in q is defined as follows:

pleap(q) = [1;..amplej(q)  ifk>0
pleap(q)={ {a}|aeX(q)} ifk=0 a

When £ = 0, all operations executable at g are thus considered individually by including them in
pleap(q) in the form of singleton sets, like in Chapter 5.

We have designated the term “proper leap set” and the corresponding set denotation pleap(q)
to comply with the terminology in Chapter 5. In further analogy with Chapter 5, a permutation of
the operations in a proper leap set T is called a linearization of T, and the set of all linearizations of
T is denoted by lin(T). For a finite or infinite sequence of proper leap sets Q = T;T,... we have
lin(Q) = {n\¥,... | v; € lin(T;) for all i 2 1}. Since all operations in a proper leap set are mutually
independent, it follows from Definition 7.4 that all its linearizations are equivalent and lead to the
same state. Hence, we write ¢ -~ ¢" to mean that there is a set T e pleap(q) with y & lin(T) such
thatg -1.* ¢, and ¢ -2.* ¢’ to mean that the sequence Q of proper leap sets leads from g to ¢’

Akin to a DFS with ample sets implemented by POVAS, one can now perform a DFS that
governs the execution of proper leap sets to determine (not necessarily immediate) successor states
for each state expanded during the search. The fraction of the state space of a concurrent system
S = (Qs, 42, Zs, Ag) explored by such a reduced search can again be viewed as an automaton,
defined by the tuple AL = (Q%, q2, 2%s, A%, Qf) with 04 < Qg and AY < Q4 x 2%s x Q¢ such
that (¢, T, q") € &% iff T e pleap(q) and ¢ I~ q’. This so-called leap automaton for S is adequate
for verifying indefinite progress, but it does not yet lend itself for LTL model-checking. We will
come back to this shortly. Let us first show that exploring A{ indeed reveals all non-progress
states of S. Theorem 7.10 below’ proves that for every terminating computation ¢ of a concurrent
system S there is at least one sequence of proper leap sets in A{, starting from the initial state of S,
whose linearizations are equivalent (wrt any dependency relation D) to o. This directly implies that
every non-progress state of S is a state in the leap automaton Af.

Theorem 7.10

Let S =(Q, 4%, Z, A) be a concurrent system and D a dependency relation for S. For every finite

computation ¢ € Z* of S, there exists a sequence of proper leap sets Q in A4 from the initial state
q° of S, with n € lin(Q), such that 6 =, 7.

7 This theorem should be compared with Lemma 5.10 and Theorem 5.11 in Chapter 5.
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Proof: Let g0 -<* g, then X(g) = @ by Definition 7.1 (i.e. computations of S are defined to be
maximal). We first prove that there exists a proper leap set T in the inital state g0 of S, with
11 € lin(T,), such that v, <, o (see Definition 7.5). If pleap(q®) = { {a} |a € X(q®) } then T,
exists trivially, namely T, is the singleton set containing the first operation of c. If pleap(q®) =
['['I‘.=1 ample; (%), then by condition C1 and the fact that o is a terminating computation, it follows
that for each process P; with Xi(q) = ample(q) there exists an operation from amplej(q) in o (since
otherwise X(q) # ). Let a; denote the first operation in ¢ from ample]-(q), foreach 1 <j<k.
Clearly, {ay, aj,..., a;} € pleap(q®). By C1, each a; is independent of all operations that occur in ¢
before the occurrence of g; itself, and hence the operations ay, a5,..., g, can all be permuted to the
front of . Consequently, in this case let T = {ay, a,,..., a;} with y; € lin(T)), then for some p
we have ¢ =, v,p and thus y; <, o. Let then g0 % qt £+ q. The proof of the theorem is now

straightforward by finite repetition of the above reasoning, continuing with ¢! 2-* g (cf. the proof

of Theorem 5.11). 0

One should realize that the detection of non-progress states does not require the specification of
a temporal formula, meaning that condition C3 on ample sets is actually void. Indeed, this
condition is not used in the proof of Theorem 7.10. It is clear that enforcing just condition C1

generally aids the calculation of larger proper leap sets, which may result in a further reduction of
the number of states and transitions explored.

7.3.2 Off-line LTL model-checking with (proper) leap sets

As just mentioned, a DFS that governs the execution of proper leap sets is not yet fit for LTL
model-checking. It should be no surprise that the reason for this is that we have thus far omitted
condition C2 on ample sets. Recall from Section 7.2.1 that this condition is enforced to avoid the
ignoring problem, which may cause the execution of operations to be deferred indefinitely along a
cycle. Condition C2 prohibits any operation in ample(g) from closing a cycle on the DFS stack in
case ample(q) is a proper subset of X(q). However, incorporating C2 directly in the formulation of
proper leap sets does not solve the ignoring problem for a DFS that governs the execution of these
sets, because it employs a different DFS stack (see also Section 7.2.2). We enforce the following
condition on proper leap sets instead. Denote by op(pleap(q)) the set of all operations in all proper
leap sets in g, i.e. op(pleap(q)) = {a €T | T e pleap(q)}. If op(pleap(q)) is a proper subset of X(q),
then for no proper leap set T € pleap(q) it should hold that the execution of T at g leads to a state
that is already on the DFS stack. Otherwise, pleap(q) is extended by adding to it all sets T U {a]},
where T ranges over the sets in pleap(q) that do lead to a state on the DFS stack, and g ranges over
the operations in X(g) that are not in op(pleap(q)).
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Definition 7.11

Let S =(Q, ¢% Z, A) be a concurrent system, and let g € Q be the current state to be expanded
during the DFS. The set xpleap(q) is defined as follows:

xpleap(q) = pleap(q) w {T L {a} | a e X(q)\op(pleap(q)) and
T epleap(q): ¢ I~ ¢’ A 4’ is on the DFS stack } a

Observe that each operation (if any) in X(q)\op(pleap(q)) belongs to some sequential process P;
whose set X(¢) is non-empty but does not satisfy C1 or C3. Thus, these operations can easily be
determined also with the algorithm in Figure 7.4 (only a few straightforward statements need be
added to the algorithm), i.e. together with the search for multiple disjoint ample sets that satisfy C1
and C3. It is further important to stress that we extend pleap(q) rather than returning all singleton
sets of executable operations, which would reflect the calculation of ample sets in [HP95, Pel96].
In this way the calculation of pleap(q) is not wasted when it turns out that the execution of some
proper leap set leads back to a state on the DFS stack. Lastly, observe that for each set T € xpleap(q)
all operations in T are mutually independent and at most one of these operations is visible, by the
construction and condition C1.

Analogous to the leap automaton A{ for a concurrent system S, an extended leap automaton

Af for S can be defined on the basis of the execution of elements from the extended set xpleap(q).
Since xpleap(q) 2 pleap(q) for any state g, AS' strictly extends A¢. That is, each state of Al is a
state of AS" and each transition of A{ is a transition of A{". This extension solves the ignoring
problem as it causes every cycle in A{ (when viewed as a graph) to contain at least one state g for
which op(xpleap(q)) = X(q), which is not necessarily the case for pleap(q) (cf. Section 5.5 in
Chapter 5).

Henceforth, the term “leap set” refers to an element of xpleap(q) (in state q). As before, lin(Q)
denotes the set of all linearizations of a (finite or infinite) sequence Q of leap sets. In addition,
q -L- q’ denotes that (any linearization of) the leap set T e xpleap(q) leads from state q to state ¢,
and likewise ¢ . ¢’ in case of a sequence of leap sets Q. Remark that all linearizations of a
sequence of leap sets from the initial state of S are computations of S. Hence, like for computations
of S, an infinite sequence of leap sets Q from the initial state of S is said to satisfy an LTL formula
f iff the Biichi automaton Ay accepts the computation of Af over Q (i.e. the sequence of states
corresponding to Q, see Section 7.1.3). Recall thereby once more that finite sequences of leap sets
are taken into account by repeating forever the last states generated by these sequences. Since any
leap set contains at most one operation from vis«(S), all visible operations in Q appear in the same
order in each linearization of Q, while the invisible operations correspond to stuttering steps.
Therefore, either all or none of the linearizations of Q satisfy f and, moreover, Q itself satisfies f
iff all linearizations of Q satisfy f.
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Let D’ = D U (vis{(S) x vis/(S)) be the dependency relation D of a concurrent system S
augmented with dependencies between all the visible operations for the checked formula f. This
makes f equivalence robust [Pel93, Pel96]: all sequences equivalent wrt D’ contain the same visible
operations and in the same order, and thus f has the same truth value for each of them (i.e. either
all or none of these sequences satisfy f). Surely, all linearizations of a sequence of leap sets are
equivalent wrt D’. The dependency relation D is used specifically to show that a DFS governing
the execution of leap sets retains the order of visible operations in the computations of a concurrent
system (Lemma 7.13 and Lemma 7.14 below). This in tumn is the key to proving the main result of
the chapter: LTL model-checking can be conducted faithfully with the extended leap automaton Af
for § (Theorem 7.15 below). The associated proofs are somewhat similar to the proofs of the

corresponding claims in [Pel96]. For convenience, the next definition is therefore taken directly
from [Pel96].

Definition 7.12

Let S =(Q, 49, X, A) be a concurrent system and D a dependency relation for S. For a (finite or
infinite) sequence ¢ € Z” U Z® of operations of S, denote by op(c) the set of operations occurring
in 6, by o(i) the i-th operation in o, and by o(i+1...) all but the first i operations in o. A selection
function for o is a function ¢ : {1,..., lo|} > {true, false}, mapping each operation in o 1o either
true or false. Denote by o, (oz) the sequence remaining from o after the removal of all operations
ao(i) with c(i) = false (c(i) = true). Also, denote by c«r the selection function ¢ shifted to the left r
places, i.e. (c«r)(i) = c(i + r). Define o <3 o’ iff there exists a selection function ¢ for ¢’ such that
() 6=, o, (i) op(ez) < A S I, and (iii) for all 1 <i <|o'), if c(§) = false then each operation in

op(c’(i+1...).,,) is independent wrt D of ¢’(i). 0

Informally, o <} o if a sequence equivalent (wrt D) to o can be obtained from o’ by removing
from ¢” some operations in A that are independent of all the non-removed operations of o that
appear after them [Pel96]. For example, let Z = {a, b, v, w}, D = {(a, a), (b, b), (v, ), (w, w)},
¢ =abvw(ab)®, ¢’ = (bwav)® and A = {v, w}, then o <4 o’. To see this, choose a selection
function ¢ for ¢’ such that c(i) = true if i is odd or less than 5; c(i) = false otherwise. One obtains
o, = bwav(ba)?, i.e. all occurrences of v and w in ¢’ except the first ones are removed. The
equivalence ¢ =, o, is then immediate. Notice that every removed operation v or w is independent

of all the operations occurring to its right in ¢ that are not removed (these are the occurrences of a
and b except the first @ and b).

Lemma 7.13

For a concurrent system S = (Q, ¢°, Z, A), let ¢ € Q be a state that is removed from the DFS stack
during the construction of the extended leap automaton A{ for S, and let paoc € Z* U Z9 be a
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computation of S, with g% £* g. Then, there exist a sequence g % T —,TE—° _%;L. Gm-1 %. q

(m=1)in Af, and a selection function ¢ for y € lin(T\T...T,, 1 (T,,\{a})), such that
i) aeT,,
iiy no operation in Ty, Ty,..., T,n_;, T\{a} is visible,
iii) no operation in Ty, T,..., Tp_y, T,x\{a} is dependent wrt D’ of q,
v) Ya =), ay vz,
v) 3p: vp =p 0 (i.e. ¥, =p 0), and

vi) the operations in y; are independent wrt D’ of the operations in p.

Proof: If xpleap(q) = { {b} | b € X(q) }, then a sequence with the required properties exists
trivially, namely ¢ % q’. Altematively, if xpleap(q) 2 pleap(q) = n:'=x ample (q), then for each
amplej(q), no operation in ample;(q) is visible (by C3), and no operation outside amplej(q) that is
dependent wrt D of an operation in ample(q) can occur in go before the occurrence in ac of some
operation in ample(q) itself (by C1). The holds then true also wrt D’ =D U (Vis(S) x Vis{S)). It
follows that for each process P; such that Xi(q) = amplej(q), either amplej(q) contains the first
operation of P; in go, or all operations in ao are independent wrt D’ of all operations in ample(q)
(i.e. P; has no operations occurring in go). Note that the latter cannot be the case if ¢ is finite
(which was in fact the key to proving Theorem 7.10). Thus, there exists T = (ay, @,,..., a;} €
pleap(q) < xpleap(q) such that g; is the first operation from ample(q) occurring in go if there is
such operation, or else g; is any operation from ample(q), for each 1 <j <k, and all the a;'s are
invisible and mutually independent wrt D’. The proof now continues by induction on the order in
which states are removed from the DFS stack during the construction of the extended leap
automaton A for S. When removing the state ¢ from the DFS stack, two cases can be
distinguished:
« aeTorT leads to a state on the DFS stack

Remark that this case covers in particular the induction basis where q is the first state removed
from the DFS stack: each proper leap set in pleap(q) executed in q leads to a state that is already
on the DFS stack since any other state would have been removed before ¢ (a characteristic of a
depth-first search). Let T) =T U {a} if a T (i.e. a € X(q)\op(pleap(q)); T, =T otherwise.
By construction, a € T, and T, € xpleap(q), and all operations in T,\{a} are invisible and
independent wrt D’ of g, viz. ¢ - ¢’ is a sequence satisfying properties (i), (ii) and (jii). For
any sequence of operations v, define the required selection function ¢ such that c(i) = true if
i) € op(o); c(i) = false otherwise. Here, y € lin(T;\ (a}) and properties (iv), (v) and (vi) follow
readily, again by construction of 7.
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« aeT and T does not lead to a state on the DFS stack

LetT=T, and ¢ -1~ ¢;. Thus, g, is not on the DFS stack and when added it will be removed
before ¢ itself is removed (a characteristic of a depth-first search). But this means that the
induction hypothesis can be applied to g,, viz. there exists a sequence of leap sets T..T,.1T,
from g, with respective selection function ¢ for vy’ € lin(T;...T,,_(T,,\{a})) (defined as above)
satisfying properties (i) to (vi). Now, since a ¢ T and each operation in T, is invisible and
independent wrt D’ of all operations in ac before its own occurrence (if any) in ¢ (because
T, e ]'[f=l ample;(q)), it is immediate that T\T,...T,,_,T,, is a sequence of leap sets from g
which satisfies properties (i), (i) and (iii). In order to prove property (iv), let t € lin(T) and
yelin(T\T;...Tp_(Ty\{a})) = wv’. We derive ya = ty'a =,.wa ¥, v; =p. 1. 1:ay, v, using
the induction hypothesis and the fact that the operations in a leap set are mutually independent
wrt D’. Since all the operations in T, are independent wrt D’ of g and all the operations in tz
are independent wrt D’ of all operations in ¢ and hence in ¥, it follows that .- aye Yz =p-
at Y iz Yz = aY. Yz Properties (v) and (vi) are proved similarly via the induction hypothesis. [

Lemma 7.13 implies that for each operation a that becomes executable along some computation of a
concurrent system S, the extended leap automaton A{ for S also contains a sequence along which
a becomes executable. Thus, aside from our objective, A{ serves to detect all (non-)executable
operations of 5. Condition C3 on ample sets can thereby be void, as was the case for detecting
non-progress states, which similarly favors the size of the extended leap automaton.

Lemma 7.14

Let $ =(Q, ¢% Z, A) be a concurrent system and f an LTL formula to be checked for S. For every

computation ¢ € Z* U Z®of S there exists a sequence of leap sets Q in A{ from the initial state 40
of S, with n € lin(Q), such that o <5M¥®) q.

Proof: For any (finite or infinite) computation o of S, while reading o, we describe a traversal
of A{ starting from the initial state ¢0 that yields a sequence Q of leap sets, with n €lin(Q), such
that ¢ <51 n. The following variables are used in the process:

o’ the sequence of operations read so far from o;

Q’ the sequence of leap sets in A" traversed so far, with n’ elin(Q);

p a linearization of Q’, projected on the set of operations that have not yet been read from o

(i.e. removed from 1" € lin(Q") are the operations already read from o);
q the current state of Af.

The variables ¢”, Q" and p are initialized to the empty sequence, and g is initialized to 4°. Whenever
the next operation g € X is read from o, the following updates are made:
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1. ¢ :=da;

2. if p =vav’, for some v, v’ €Z* such that all operations in v are independent wrt D’ of a,
then p := w';

3. else choose a sequence of leap sets TT,...T,,_;T,, from the state g, leading to a state ¢/,
such that a € T,, and n;y.a =, n.ay. =<p o, with ye lin(T\T,...T,,_(T,\{a})) and the
selection function ¢ , for any sequence of operations y, such that c(i) = true if p(i) € op(c);
c(i) = false otherwise. Make the following updates:

"= QT \Th.. Ty T
P=PYes
q:=q.
The following properties are now inductively proved to be invariant while reading o:

) o'p=p g,

i) ne =2p o,

iii) if the condition of Step 2 does not hold when checking it, then all the operations occurring in
p are independent wrt D’ of a, and

iv) the choice of the sequence T'T,...T,,_;T,, required by Step 3 can always be made when
taking Step 3.

Initially, the properties (i) to (iv) trivially hold since ¢’, Q" and p are empty, and the algorithm is just
before Step 1. At each step of the update procedure, 6’a <, o since a is the next operation from ¢
read after ¢’, and 6'p =, ¢ by the induction hypotheses (i) and (ii). This together implies that p
cannot contain operations that are dependent wrt D’ of a before the occurrence of a (if any) in p,
which proves (iii). When a does not occur in p and thus not in any leap set in Q’, Step 3 is taken
and the existence of the sequence of leap sets T,T,...T,,_;T,, from state q required by Step 3 is
guaranteed by Lemma 7.13, proving (iv). It is then easy to check that both (i) and (i) are preserved
by taking either Step 2 or Step 3 of the update procedure.

Let Q denote the entire (finite or infinite) sequence of leap sets collected into Q' along a
traversal of A{ upon reading o, with q € lin(Q). From (i), for each ¢’ € pref(c), ¢’ <, n. and
hence ¢’ <, n.. Also, from (ii), for each y e pref(n.) we have y <, ¢. Thus, ¢ =,.1. by
Definition 7.5, and ¢ <5M% q by definition of ‘ <5 (in particular because all operations in
7z are invisible and independent wrt D’ of the operations in ). a

Theorem 7.15

Let S =(0Q, ¢% Z, A) be a concurrent system and f an LTL formula to be checked for S. For every
computation o € £* U Z® of S there exists a sequence of leap sets Q in AL from the initial state g0
of S, such that o satisfies f iff Q satisfies f.
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Proof: By Lemma 7.14, there exists a sequence of leap sets Q in the extended leap automaton
Af for S, with n € lin(Q), such that 6 <EM% n. To prove that ¢ satisfies f iff Q satisfies f, it is
sufficient to show that ¢ satisfies f iff n satisfies f. This follows from the fact that Q captures the
same visible operations and in the same order as they occur in n (any leap set contains at most one
visible operation). That is, a computation of the extended leap automaton Af over Q is stuttering
equivalent wrt f to a computation of the full automaton A5 over n, and thus f cannot distinguish
between these two computations (recall that f is implicitly assumed to be a nexttime-free LTL
formula, i.e. f is stuttering closed). It remains to be shown that ¢ and n yield stuttering equivalent
sequences. Since o <5\ 7, this is immediate by the definition of ¢ <E\¥® and the inclusion
Vis{(S) x vis(S) = D". O
In conclusion, Theorem 7.15 warrants the application of off-line LTL model-checking algorithms
[LP835] to the extended leap automaton of a concurrent system, as opposed to its full automaton or
the reduced automaton resulting from POVAS.

7.3.3 On-the-fly LTL model-checking with (proper) leap sets

We now turn to the aptness of the extended leap automaton A for on-the-fly LTL model-checking.
Recalling the preliminaries in Section 7.1.3, when the Biichi automaton A_for the negation of the
checked LTL formula f is defined over state predicates, each transition of the product automaton
AL x A_g is of the form (q, r) TP, (¢, r'), with q £ q’ a transition of Af and r 2. /" a
transition of A_; such that proposition P is true in system state q. Alternatively, when A_yris
defined over the alphabet of operations of the concurrent system S, each transition of AL x A_ f is
of the form (g, r) I (¢’, '), with ¢ L. ¢’ a transition of A{', ye lin(T) and r " ¢’ a sequence
in A_. Since there is at most one visible operation in any leap set, the product automaton is well-
defined in either case. For the latter case in particular, at most one operation in T can actually cause
a state transformation of Ay, and r’ follows therefore uniquely from r and (any linearization of)

T. The next theorem proves that it is sufficient to check the emptiness of A x A_y in order to
verify S against the formula f.

Theorem 7.16
Let S =(Q, ¢°% Z, A) be a concurrent system and f an LTL formula to be checked for S. The
product automaton Ag X A_is empty iff the product automaton Af" x A_y is empty.

Proof: By Theorem 7.15, for every computation of S there exists a sequence of leap sets in the
extended leap automaton A{" for S, such that either both sequences satisfy f or both do not satisfy
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f. Thus, Ag x A_is non-empty iff there exists some computation o of S satisfying —fiff there
exists some sequence of leap sets Q in Af satisfying —fiff AL x A_y is non-empty. m|

As for the on-the-fly construction of Ag x A_ s With POVAS (see Section 7.2.2), the on-the-fly
construction of the product automaton A{ x A_ 7 can likewise postpone the closing of cycles on
the DFS stack because it operates on a DFS stack (made up of composite states) that is different
from the DFS stack used by the off-line construction of A{" (made up of single states of S). Since
this affects solely condition C2 and since the definition of pleap(q) does not rely on C2 (the ample
sets used to construct pleap(q) obey only C1 and C3), we need to modify only the definition of
xpleap(q) in order to make the execution of leap sets compatible with the algorithms for on-the-fly
LTL model-checking. Similar to the modified condition C2’ on ample sets, composite states of the
product automaton A" x A_ are accounted for in leap sets as follows.

Definition 7.17

Let S =(Q, q% Z, A) be a concurrent system, f an LTL formula to be checked for S, and (g, r) the
current composite state of AS x A_to be expanded during the DFS. Define

xpleap(q, r) = pleap(q) U {T L {a} | a e X(q)\op(pleap(q)) and
Tepleap(q):q T+ q’ A (q’,r)isonthe DFS stack } [

The adaptation of the algorithm for on-the-fly detection of acceptance cycles in the context of
POVAS [HP95, Pel96, HPY96] now simply consists in using xpleap(q, r) instead of ample(q, r)
to determine the subset of (not necessarily immediate) successor states of ¢ that need be explored
next. Suffice it to say that this adaptation is indeed adequate for effectively combining the execution
of leap sets with on-the-fly LTL model-checking. That is, the adapted algorithm returns true if the
given concurrent system does not satisfy the checked LTL formula, and false otherwise. The
correctness proof is virtually identical to the one given in [Pel96] for the on-the-fly construction
algorithm of POVAS, considering also the modification suggested in [HPY96] (see Section 7.2.2)
of the nested DFS algorithm in [CV*92] (see Section 7.1.3). It entails a reduction from the on-the-
fly algorithm to a non-deterministic variant of the off-line algorithm, which preserves the validity
of Lemma 7.13 and hence of Lemma 7.14 and Theorem 7.15. We refer the interested reader to
[CV+92, Pel96, HPY96] for precise details.

It is appropriate here to point out that an alternative definition can be given for xpleap(q, r), and
likewise for xpleap(q), that does not require inspection of the DFS stack. By always adding the
sets TU {a} to pleap(q) for each a € X(q)\op(pleap(q) and for each T epleap(q), i.e. even if T
does not lead to a state on the DFS stack, all the previous results still hold (in particular, the
sequence of leap sets sought in Lemma 7.13 is then guaranteed to be of length one). Although this
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generally increases the size of the extended leap automaton A{ for a concurrent system S, and of
the corresponding product automaton A{ x A_ s, it may reduce the time for constructing these
automata, especially when it turns out that at many expansion steps during state exploration the
number of proper leap sets (i.e. the leap sets in pleap(x)) and the current DFS stack are large. In

addition, for on-the-fly cycle detection one can directly use the nested DFS algorithm of [CV+92]
without any modification.

Example 7.18

Consider once more the concurrent system S and the LTL formula f described in Example 7.3, and
depicted in Figure 7.2. The product automaton A§" x A_; is shown in Figure 7.5. It is again non-
empty, like the “full product” Ag x A_¢in Figure 7.2, and smaller than the product A x A_ s in
Figure 7.3 obtained with POVAS. For instance, at the initial state (10, 20, 0) both X,((10, 20)) =
{a} and X5((10, 20)) = {v} satisfy conditions C1 and C3, yielding pleap((10, 20, 0)) = {{a, v} }.
Furthermore, since this proper leap set does not lead to a composite state already on the DFS stack,
xpleap((10, 20, 0)) = pleap((10, 20, 0)). Notice that at the composite state (10, 21, 0) the subset
X1((10, 21)) = {a} satisfies C1 and C3, but X,((10, 21)) = {w} does not because operation w is
visible. Thus, pleap((10, 21, 0)) = {{a}}. This proper leap set leads back to a state on the DFS
stack, however, and hence xpleap((10, 21, 0)) = {{a}, {a, w}}. For this small but illustrative
example, the extra reduction achieved amounts to just one state and one transition. Later we will see
that the overall gain over POVAS is generally more significant for “larger” concurrent systems.

{a. v}

(12,21,0)

{d}

Figure 7.5 The product A$ x A_, for the concurrent system S and the LTL formula f in Example 7.3.
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7.3.4 LTL model-checking under fairness assumptions

The presentation of POVAS and its proposed enhancement so far has been confined to LTL model-
checking without fairness. As explained at the end of the preliminary subsection 7.1.2, when the
interleaving semantics of a concurrent system involves fairness, all computations of the system that
violate the assumed fairness assumptions are no longer considered. Since fairness assumptions can
also be expressed in nexttime-free LTL [LP85], LTL model-checking under fairness assumptions
can be done simply by checking formulas of the form f; = f,, where f; formalizes a conjunction
of fairness assumptions and f, a desirable property. Unfortunately, adding f; as part of the formula
often introduces many additional dependencies among operations [GW94, Pel96], since f; causes
more (usually all) operations to be visible and condition C3 on ample sets must be applied also to
f1- A DFS based on the execution of ample sets or leap sets will then yield little or no gain at all.

In order to exploit a restricted class of fairness assumptions more efficiently and, in general, to
introduce dependencies among visible operations more carefully, it was shown in [Pel93] that a
temporal formula f which is not equivalence robust (see Section 7.3.2) can sometimes be made
equivalence robust by rewriting f as a Boolean combination of sub-formulas f; and treating each f;
individually when adding dependencies among visible operations. This is based on the simple fact
that when two formulas f; and f, are equivalence robust, then so are f; A fo, f; v f> and —f;.
Precisely, instead of augmenting the dependency relation D of a concurrent system S with all pairs
of visible operations, which is the effect of imposing condition C3 on ample sets and thereby on
(proper) leap sets, it appears sufficient to augment D with the pairs in |, {visg,(S) x viss(5)). This
union is a subset of vis{(S) X vis{S) and can yield much fewer dependencies in several cases. For
example, if f = O(P v Q) then vis«(S) includes all the operations of S whose execution can change
the truth value of the Boolean propositions P or Q. However, this formula is logically equivalent to
fivfh=0P v OQ, where visﬁ(S) includes the operations that can change P and visfz(S) includes
those that can change Q. Thus, any two operations such that one can change only P but not Q, and
the other can change Q but not P, are dependent wrt to D U visg(S) x vis{S) but not necessarily
wrt D U |, (visf‘,(S) X visf‘,(S)). Other logical equivalences among temporal formulas that can be
used profitably as rewriting rules are: O(f; A f,) = Of; A Of,, OO, v ) = OOf; v OOf,
PO Af) =00 ACOfaswellas (H AL UHR =\ UMR AR UL andfU (v fy) =
(f; US1) v (f3 U fp). Although rewriting can increase the length of a formula exponentially, it is
argued in [Pel93, Pel96] that the checked formulas are generally quite short and, moreover, that
they need not be rewritten completely. That is, the rewriting rules can be used to separate Boolean
components of a formula one at a time without explicitly generating the rewritten formula. This is
done with a recursive algorithm in time linear in the length of the formula [Pel93]. Following this
algorithm, the original formula can still be used for actual model-checking.
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In summary, POVAS employs the dependency relation D U |J; (vis £,(S)x vis(S)) instead of
D U vis{(S) x vis«(S) (the latter implicitly through condition C3) for LTL model-checking with a
certain class of fairness assumptions [Pel96], including such assumptions as weak fairness, process
fairness and process justice [Fra86, MP92]. This is accomplished by dropping condition C3 and
enforcing condition C1 with respect to D U |, (visg,(S) x vis, (S)) as opposed to just D. In effect,
the fairness assumptions then act as “low-cost” filters on the computations of a concurrent system,
allowing the calculation of ample sets with respect to a subset of these computations. This may
decrease the size of ample sets and thus result in the exploration of a yet smaller number of states
and transitions. It is evident that the same advantage applies also to the proposed enhancement of
POVAS. Indeed, we can equally use D U |, (vis £, (S)xvis;(5)) in place of D U Vis{(S) x vis«(S),
and construct leap sets as before from ample sets that respect this refined dependency relation.

A final note concerns yet another, very recent improvement of POVAS for on-the-fly LTL
model-checking, where the number of visible operations with respect to a formula f may diminish
during model-checking [KPV97]. Roughly speaking, it is shown that the set vis/(S) itself can in
many cases be reduced dynamically, yielding even fewer dependencies, by exploiting information
of the current state of the Biichi automaton A_y. This is translated into a visibility condition that
relaxes condition C3. We refer to [KPV97] for details. Because this improvement operates “only”

at the level of (the Biichi automaton A_ for) the formula f, it can also be applied directly to our
enhancement of POVAS.

7.4 LTL model-checking in the CFSM model

Having addressed the topic of LTL model-checking in general for finite-state concurrent systems
formalized as LTSs, for the remainder of the chapter we tum the focus back to protocols defined as
networks of CFSMs. As noted earlier, every bounded protocol [7in the CFSM model qualifies as
a finite-state concurrent system: its behavior is defined by the LTS R, GY, U, 8> ((G, 1, HY |
G €R;AG - H}). POVAS and its proposed enhancement based on leap sets are thus suited for
LTL model-checking in the CFSM model. We now show how to realize these two relief strategies
specifically for the CFSM model, by harmonizing their formulation with the formulation of LRA in
Chapter 5. This facilitates the integration of POVAS and its enhancement in the research tool
package RELIEF discussed in Chapter 6, which can then be used to perform an experimental
comparison of the performance of both techniques.

POVAS and its proposed enhancement make use of a dependency relation among transitions
(or operations) to tackle the wasteful exploration of many equivalent interleavings of concurrent
transitions. As discussed, it is thereby important that it can be easily checked in practice whether
two transitions are (in)dependent. This is certainly the case for protocols in the CFSM model: a
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syntactic condition that is sufficient for two transitions z and 7 to be independent is that they are not
from the same process and they do not involve the same simplex channel. It is not difficult to see
that the dependency relation induced by this condition is a valid one according to Definition 7.4.
Nevertheless, for the CFSM model we can readily establish a weaker condition by considering a
conditional dependence among transitions, as in Definition 7.4bis. For each individual global state
G, two transitions are independent in G if they are not from the same process and if neither one of
them is enabled at G by the other. Proposition 7.19 proves that this condition is sufficient to meet
the requirements listed in Definition 7.4bis. Recall from Section 4.1 that a transition ¢ defined at G
is enabled at G by a transition ¢ e X(G) if ¢ is potentially executable at G and the execution of 7’ at
G causes f to become executable immediately thereafter. A send (receive) transition is potentially
executable at G if it involves a channel that is full (empty) in G.

Proposition 7.19

Let G be a global state of a protocol /1. Two transitions ¢ and ¢’ are independent in G if it holds that
(i) acr(r) # ace(t’), and (i) ¢ is not enabled at G by ¢ and ¢’ is not enabled at G by .

Proof: Since transitions ¢ and ¢ are not from the same sequential process (i.e. acz(t) # aci(?)),
and since neither transition is enabled at G by the other transition, it follows immediately that the
two requirements in Definition 7.4bis are satisfied. That is, if ¢ (/) is executable at G, leading to
some global state H, then 7 (¢) is executable at G iff it is executable at H, and if both 7 and ¢’ are
executable at G, then executing the sequence 1’ from G yields the same global state as executing
the sequence 7'z from G. Transitions 7 and 7’ are thus independent in G. a

The above translated requirement on a conditional dependency relation for protocols in the CFSM
model renders in turn a translation of condition C1 on ample sets (see Definition 7.6) for these
protocols, as stated by the next proposition.

Proposition 7.20
Let G be a global state of a protocol [T, and let A ¢ X(G) be a (non-empty) subset of transitions
executable at G. A satisfies condition C1 if for each i eact(A) it holds that:

i) X;(G) < A, and

ii) if A < X(G), then P(G) = @.

Proof: By Definition 7.6, condition C1 stipulates that for each non-empty sequence ¢ = G1 -4
G2 4....Gm *=. Gl from G! =G, with t; € (,4;\A for all 1 £j <m, each transition f; is
independent in G/ of all transitions in A. This holds trivially if A = X(G), satisfying properties (i)
and (ii), since in that case no such non-empty sequence o from G exists. Alternatively, if A < X(G)
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then by properties (i) and (ii), X;(G) < A and P(G) = @ for all i eact(A). We prove that this
implies that for all 1 <j <m: (1) act(tj) N acr(A) = D, and (2) if i eaci(A), then P(G)) = @.

To show (1), suppose that act(z;) = {i} < act(A) for some j, then X(G) ¢ A and P(G) = D.
Hence, t; € X(G) LU Pi(G). However, since no transition in A, and thus no transition in X(G), is
executed along o, it follows that tj cannot become executable at G/ - a contradiction. To show (2),
suppose that i e act(A), then X(G) € A and P(G) = @. From the proof of (1), no transition of
process P; is executed along o, implying that P{G/) =D forall 1 <j < m.

In conclusion, from (1) it follows that for each transition r €A we have aci(t;) # acu(r), while
from (2) it follows that for each i € act(A) we have E(G/) ¢ P(G/) =D (i.e. no process with
wransitions in A has enabled transitions at G/). Thus, by Proposition 7.19, transition 5 € X(G)) is
independent in G/ of all transitions in A. As this holds for all 1 < < m, A satisfies condition C1.q

The first requirement in Proposition 7.20 stipulates that the subset A of X(G) contains for each
process either all or none of this process’ executable transitions at G, which is in fact necessary for
condition C1 to hold. To see this, suppose that X(G) & A for some i € act(A), then process P; has
two transitions ¢, ¢’ € X;(G) where r € A and ¢ € A. These transitions are dependent in G since they
are from the same process. But G -* H is then a non-empty sequence from G of transitions
outside A containing a transition that is dependent with a transition in A, and thus C1 is violated.
The second requirement in Proposition 7.20 prohibits every process with transitions in A from
having potentially executable transitions at G if A is a proper subset of X(G). To illustrate the
importance of this requirement for condition C1, suppose that P{G) # @ for some i € act(A), then
process P; has two transitions ¢t € X,(G) and ¢ € P,(G) such that t €A, ¢’ € A, and ¢ and ¢’ are
dependent in G. If A < X(G), then since ¢ is potentially executable at G it may be possible that
becomes executable, and is executed, along a sequence from G of only transitions outside A.
Again, in that case C1 would be violated. This scenario can actually be drawn for the initial state
GO of the simple protocol depicted in Figure 5.1, by letting A = Xo(G%) = {(20, -b, 21)}. We
have X5(G% < X(G?) and P5(G®) = ((20, +a, 22)} # @, and hence X,(G®) does not satisfy the
second requirement in Proposition 7.20. Condition C1 is violated here because G0 -42=2i1, G1

@reB), G2 is a sequence from GO of transitions outside X,(G9), while transition (20, +a, 22) is
dependent in G! with (20, -b, 21) € X,(G9).

In Section 7.2 we described the algorithm used by POVAS for computing an ample set in a
global state G. It aims at finding some process P; whose set of executable transitions X(G) is non-
empty and satisfies the three conditions C1, C2 (or C2’ for on-the-fly model-checking) and C3.
For the enhancement of POVAS in Section 7.3 we adopted a similar algorithm to find ail processes
P; for which X(G) satisfies just C1 and C3. Concerning the implementation of these algorithms
in the CFSM model, it is now immediate from Proposition 7.20 that one can check C1 simply by




Chapter 7 Leaping reachability analysis for LTL model-checking 165

establishing whether process P; has potentially executable transitions at G. Checking C2 and C3 is
of course done as before by examining the DFS stack and the visibility of the transitions in X(G)
with respect to the given LTL formula. Precisely, when G is the current global state of a protocol
IT=({P;| il}, L) to be expanded during a DFS, and f is the LTL formula to be checked for IT,
then for each i e/ we have that:

+ X/(G) sadsfies C1 if P(G) = D,

« X/(G) satsfies C2 if no r € X;(G) with G — H is such that H is on the DFS stack;

* X{(G) satisfies C3 if Xy(G) N vis{(II) = .

In terms of the algorithm in Figure 7.4 for finding multiple disjoint ample sets wrt C1 and C3, the
funcdon call check_C1(X(G)) is thus replaced by the simple test P(G) = D.

With the above translation of condition C1 for protocols in the CFSM model, the formulation
of LRA for verifying logical correctness properties in Chapter 5 can now be adapted easily to
incorporate also the proposed enhancement of POVAS for LTL model-checking. Specifically, the
leap sets to be used for LTL model-checking in the CFSM model can be constructed on the basis of
wait-sets, in accordance with the following two definitions (cf. definitions 5.30 and 5.46).

Definition 7.21
Let G be a global state of a protocol IT=({P;|iel},L),and letJ, K c L and V ¢ |, A; . Define

(§

wait(G, J,K, V)= {iel | X(G)2 D = (P(G)+D v i(,iel: cﬁ- =g v 3(j,i)ek: X,-}'(G) #
DvX(G)NVzD)} and
pleap(G,J,K,V)={T|T eleap(G) A ac(T) = {iel|iewainG,J,K,V)} }
if wait(G,J, K,V I

pleap(G,J, K, V)= { {t} | 1€ X(G) }
otherwise.

Definition 7.22
Let G be a global state of a protocol ITto be expanded during the DFS. Define
xpleap(G, J, K, V) = pleap(G,J,K,V) U
{T U {1} | t €eX(G) such that ac(t) e wait(G, J, K, V), and
T epleap(G, J, K, V), v lin(T) with G -* H and H on the DFS stack}
if wait(G,J,K,V)cI

xpleap(G, J, K, V) =pleap(G,J,K, V)
otherwise. O
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Observe that when V includes the set vis(I]) of visible transitions of a protocol IT wrt to some
LTL formula £, the wait-set wair(G, J, K, V) captures at least every process P; whose set X,(G)
does not qualify as an ample set in G with respect to conditions C1 and C3, i.e. every process
without executable transitions at G (violating the non-emptiness requirement on ample sets), or
with potentially executable transitions at G (violating C1), or with executable transitions at G that
are visible wrt f (violating C3). This attests that Definition 7.21 and Definition 7.22 indeed comply
with Definition 7.9 and Definition 7.11 in Section 7.3, respectively. As a result, the reduced global
state space obtained by the execution of the leap sets in xpleap(G, J, K, V) in global states is
adequate for deciding the absence of non-progress states, non-executable transitions, unspecified
receptions wrt J and buffer overflows wrt K, as derived before in Chapter 5, and moreover for
deciding the satisfiability of any LTL formula f with visg(IT) < V. In order to verify a protocol IT
against a given LTL formula f, one would then typically set V = vis(Il) and J = K = @. To sum
up, by incorporating the proposed enhancement of POVAS into the formulation of LRA, we have

established LRA as a uniform relief strategy for verifying both syntactic and semantic correctness
properties of protocols in the CFSM model.

7.5 Experiments

The off-line versions of POVAS and its proposed enhancement have been implemented in the
research tool package RELIEF, based on their formulation above for protocols in the CFSM model.
Since the proposed enhancement of POVAS implements the execution of leap sets commensurate
with LRA, in this section we will name it also LRA for short. Following the evaluation approach
motivated in Chapter 6, the two model-checking techniques have been tested on the 400 sample
protocols obtained with the automatic protocol synthesizer in RELIEF (see Section 6.3.1), and on
the three real protocols taken from the literature: the X.21 call establishment/clear protocol [WZ78],
the cache coherence protocol [Hol91] (see Appendix), and the alternating bit protocol with
unreliable channels [Pac87] (see Section 6.3.2). The results of the experiments with the 400
synthesized protocols are given in Table 7.1, which compares the average percentages of reduction
obtained with POVAS and LRA for off-line model-checking, per number of processes in a
protocol and per concurrency level of a protocol. Recall that the latter was introduced in Chapter 6
as a conceivable measure for the degree of parallelism in a protocol. The first two rows of
Table 7.1 show the reductions by POVAS and LRA over the conventional reachability analysis
(CRA), respectively. The third row compares LRA directly to POVAS by normalizing the
reductions by LRA with respect to those by POVAS. Table 7.2 gives the results of the experiments
with the three real protocols. Overall, the numbers clearly indicate that using LRA instead of
POVAS can further decrease both the memory and time resources needed for model-checking.
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Table 7.1 LRA compared to POVAS for off-line model-checking.

Techniques Average reductions (%) per
number of processes concurrency level

2 3 4 5 6 7 8 0,11 (121 31 G4
POVAS states 3611 5116 6167 6955 7730 8179 89.13 38.19 6429 8552 9341
transitions 5633 69.02 7732 8248 83824 9171  95.50 5744 79.29 9389 9753
ESR A space 3603 S1.23 6172 6968 T7.41 8187 89.15 38.16 64.37 8558  93.37
time 4264 1061 3648 5285 6533 6606 81.36 2815 3823 7178 8.76
LRA states 5471 63.67 7128 7519 8286 8822 9295 53.05 7351 9106 96.75
transitions  63.59 7324 8034 8432 89.88 9361 9633 6325 8233 9529 9830
ZZSR A space 5447 6372 7133 7531 8299 8831 9299 5291 73.59  9L13  96.71
me 3061 4161 5117 59.87 68.41 68.04 84.52 2726 53.27 71901 9222
LRA states  29.11 2561 2507 1852 2449 3531 35.14 2404 258 3826 5068
transitions 1662 13.62 1332 1050 1395 292 18.44 1365 1468 2291  31.17
%V AS space 2883 2561 2510 1857 2470 3552 3539 23.85 25.88 3849  50.38
time 5135 3468 23.13  14.89 8.88 583 1695 4324 2435 554 4124

Table 7.2 LRA and POVAS applied to three real protocols.

Protocol Technique States  Transitions Space  Time
(MB) (sec)

) CRA 29868 64903 1.42 10.58

X.21 call establishment/clear POVAS 21805 32816 1.04 16.08
LRA 15500 26882 0.75 6.33

CRA 37037 126152 1.90 32.52

Cache coherence POVAS 8760 11388 0.45 8.78
LRA 5572 7966 0.28 5.45

) ) CRA 135352 626608 6.84 71.05
Altemating bit POVAS 92414 266206 4.64 69.68
LRA 63876 198583 3.24 65.90

7.6 Summary

In this chapter we studied the verification of temporal properties of finite-state concurrent systems
and protocols. In particular, we addressed the state explosion problem in the context of LTL
model-checking. LTL (linear-time temporal logic) is a propositional logic well suited for reasoning
about semantic correctness properties of concurrent systems, including arbitrary safety and
liveness properties. LTL model-checking refers to a fully automatic procedure, based on state
exploration, for checking whether a given system satisfies some temporal property that can be
expressed as a formula in LTL. In order to relieve the state explosion problem for LTL model-
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checking, a series of so-called partial-order methods have been developed in recent years. It has
been demonstrated that these methods can in many cases substantially reduce the space and time
needed for LTL model-checking.

In this chapter we have built on the concepts underlying partial-order methods to yield an
approach that enables further reductions in space and time for LTL model-checking. Specifically,
we have proposed an enhancement of the partial-order method based on ample sets as described in
(HP9S, Pel96]. This method, which we referred to as POVAS (Partial Order Verification with
Ample Sets), was chosen because it is generic in the sense that it can be readily adapted to capture
the other partial-order methods (those based on persistent sets or stubborn sets), and because it is
the most advanced partial-order method in terms of the properties that can be checked, the way
fairness is dealt with, and the low overhead and high overall performance of its implementation
[HP9S, Pel96]. The idea behind the proposed enhancement stems from the principles underlying
LRA in Chapter 5: instead of exploring a fixed interleaving order among concurrent operations, as
does POVAS through the execution of ample sets, we abstain from any order altogether by
executing leap sets that mimic a truly concurrent execution of these operations. Although POVAS
and its proposed enhancement cannot be strictly compared in the sense that one does not subsume
the other (i.e. their respective sets of reachable global states are not comparable by means of set
inclusion), the experiments performed with both techniques confirmed that our approach to LTL
model-checking is indeed an enhancement of POVAS. That is, our approach generally results in

better space and time reductions and therefore widens the applicability of LTL model-checking to
more complex concurrent systems and protocols.



Chapter 8

Conclusions and future work

In this concluding chapter, we recapitulate the contributions of the thesis and indicate several
directions for further research.

8.1 Summary of contributions

The work described in this thesis concerns the (design) verification of concurrent systems, and of
communication protocols in particular. Communication protocols, which constitute an important
class of concurrent systems, were assumed to be specified explicitly in the well-established CFSM
(communicating finite state machine) model [Boc78, Wes78, WZ78, ZW+80, BZ83] as networks
of finite-state machines that communicate asynchronously by sending and receiving messages over
error-free FIFO queues. Concurrent systems at large were viewed more abstract as collections of
concurrent, interacting sequential processes whose joint behavior can be formalized as a (labeled)
transition system. Indeed, state transitions of concurrent systems in general may represent system
events other than just message transmissions and receptions and, furthermore, processes may
communicate not only by asynchronous message passing but also by synchronous “hand shaking”.

The focus of our research has been on improving strategies proposed earlier to relieve the state
explosion problem which arises during the verification of concurrent systems and protocols by
state space exploration, or reachability analysis. This was motivated by the awareness that, despite
the merit of existing relief strategies, pursuing further performance improvements in verification
remains utterly important. Indeed, concurrent systems are inherently complex and this complexity is
here to stay (and grow). Based on a thorough review of the state of the art in verification, it became
our particular objective to seek improvements of relief strategies that are based on state exploration.
Such relief strategies inherit the simplicity of conventional reachability analysis (CRA), but reduce
its complexity by examining only a fraction of the state space of a system. In effect, they enable the
verification of properties of concurrent systems without exploring all possible interleaving orders
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of concurrent events/transitions, which is one of the foremost causes of state explosion. Existing
state exploration based relief strategies differ in the classes of systems they can handle, the types of
properties they can verify, and the savings in space and time they can yield. The most advanced and
promising state exploration based relief strategies in these respects are fair reachability analysis,
simultaneous reachability analysis and partial-order reduction methods. In this thesis, we have
proposed an incremental improvement of each of these three relief strategies so as to broaden their
applicability to yet more complex and larger concurrent systems and protocols. The potential
practical impact of our contributions is that more realistic industrial-strength systems may become
amenable to automated verification.

Fair reachability analysis (FRA) is a relief strategy which was first proposed for the verification
of logical correctness properties of two-process protocols specified in the CFSM model [RW82,
GHSS5]. It was recently generalized to cyclic protocols, in which two or more processes form a
unidirectional ring [LM94, LM96]. We have further generalized the technique of FRA to so-called
multi-cyclic protocols (Chapter 4) [SU95a, LM*96, SU96a]. A multi-cyclic protocol consists of any
number of unidirectional rings, or component cyclic protocols, which are interconnected such that
no two rings share more than one process. The class of multi-cyclic protocols has an interestingly
wide applicability in practical protocol modeling. It captures not only protocols with a multi-ring
topology (of which the two-process and cyclic protocols studied in [RW82, GH85, LM94, LM96]
are special cases), but also protocols with other regular network topologies like a daisy-chain, a
star or a tree. Moreover, any combination of these elementary topologies is allowed as long as no
two rings in the resulting protocol have more than one process in common.

As for cyclic protocols [RW82, GH85, LM94, LM96], FRA in its basic form is effective and
efficient for the detection of deadlocks in multi-cyclic protocols. The fair reachable global state
space of a multi-cyclic protocol explored by FRA generally constitutes only a very small fraction of
the complete state space of the protocol explored by CRA (cf. Table 6.4). Indeed, through proper
formulation we established that it entails just those reachable global states of a multi-cyclic protocol
in which for each ring all channels in the ring are of equal length. This so-called ring-wise equal
channel length property captures in particular all deadlock states. As a result, FRA decides the
deadlock detection problem for every multi-cyclic protocol whose fair reachable global state space
is finite. We also determined two sufficient conditions for finiteness that relate to the boundedness
aspect of channels (see propositions 4.39 and 4.41). Both these conditions allow the presence of
unbounded channels, which indicates that FRA is important not only as a relief strategy but also as
a state exploration technique capable of handling various unbounded (multi-cyclic) protocols. The
ring-wise equal channel length property and the boundedness conditions for multi-cyclic protocols
generalize the equal channel length property and the respective boundedness conditions given in
[LM94, LM96] for cyclic protocols. This generalization proved necessary because multi-cyclic
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protocols that are not cyclic (i.e. those that are composed of multiple rings) have “connector”
processes with more than one incoming and one outgoing channel. A next step along this line
would be an extension of FRA to protocols with yet more complex and perhaps even arbitrary
communication topologies. However, we established that FRA is in fact infeasible beyond multi-
cyclic protocols. More accurately, its effectiveness is limited to protocols that are fair-formed (see
Definition 4.49). This negative result stems from the principle characteristics of FRA, forcing
progress of at least two processes at each step during state exploration while preserving a global
channel invariant.

Like FRA, simultaneous reachability analysis (SRA) employs the concept of executing multiple
transitions in a single atomic step to reduce the number of global states and transitions explored,
and thereby the space and time needed for verification. However, unlike FRA, SRA can be used to
verify logical correctness properties of protocols specified in the CFSM model with totally arbitrary
communication topologies [OU95, 0zd95]. In essence, this generality was achieved by allowing
processes in a protocol to progress concurrently (or simultaneously) in a more flexible way than
FRA. Notwithstanding its novelty, we have proposed an incremental improvement of SRA which
enables further savings in space and time for protocol verification (Chapter 5) {SU96b, SU98a].
This improvement, named leaping reachability analysis (LRA), governs the execution of sets of
concurrent transitions (i.. leap sets) similar as SRA to verify the absence of non-progress states
(including deadlocks), non-executable transitions, unspecified receptions and buffer overflows in a
protocol. Through an analytical comparison we established that, for every protocol, the fraction of
the protocol state space explored by LRA is contained in the fraction of the state space explored by
SRA, for each of these four logical correctness properties. That is, LRA never explores more
global states and transitions than SRA. Moreover, LRA never incurs more run-time overhead and
even eliminates the need for a protocol augmentation as required by SRA for detecting unspecified
receptions. LRA is thus an absolutely risk-free improvement of SRA, i.e. using LRA instead of
SRA for verifying logical correctness properties of protocols in the CFSM model is at no cost
whatsoever, neither in space nor in time. This is a notable result by itself, since all too often one is
confronted with a trade-off between space and time. Especially when attempting to improve the
performance of an already efficient verification technique, extreme care must be taken to ensure that
potential extra savings in space are not attended by unacceptable expenses in time.

The increased efficiency in space and time of LRA over SRA stems mainly from the fact that
LRA selects fewer leap sets (called selected simultaneously executable sets in [OU95, 0zd95]) than
SRA for execution at any given global state G. The leap sets in G that are executed by LRA are
conditioned to contain at most one executable transition from among the processes with potentially
executable transitions at G (i.e. transitions that are not executable at G but may become executable
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later at a global state reached from G), while those executed by SRA are allowed to have multiple
executable transitions from such processes. Simple combinatorics attest that the number of extra
leap sets executed in G by SRA is exponential in the number of processes with both executable and
potentially executable transitions at G (see Section 5.6.1). In general, LRA can therefore be expected
to employ (i.e. compute and execute) a significantly smaller number of leap sets during state
exploration than SRA, especially for protocols whose state spaces manifest a relatively wide
distribution of potentially executable transitions. We have complemented this rational finding with
an empirical comparison of the performance of LRA and SRA on a large number of protocols
(Chapter 6). Based on their implementation in the research tool package RELIEF [(0zd95, Ngu97],
LRA and SRA were tested on a set of 400 impartial sample protocols constructed with the
automatic protocol synthesiser in RELIEF [OU95, 0z95], and on three real protocols from the
literature. The experiments revealed that, overall, LRA is able to yield important incremental extra
savings over SRA in space and especially in time. Remark that these extra savings should indeed
be expected to be “only” incremental, since SRA itself can already yield significant savings. For
the detection of non-progress states in a protocol, both the space and time savings by LRA over
SRA can be quite substantial (cf. Table 6.2 and Table 6.3). For the detection of non-executable
transitions, unspecified receptions and buffer overflows, the extra space savings by LRA turn out
to be rather modest, but the extra time savings can still be very good (cf. Table 6.5-6.7). Add
thereto that we also offered an optional refinement of LRA which exploits the special characteristics
of a depth-first search (see Section 5.5). This refinement (called LRA2 in Chapter 6) enables more
discrete space savings over SRA for the detection of non-executable transitions and unspecified
receptions, and with just little extra computational overhead (cf. Table 6.5 and Table 6.6). Based on
our analytical and empirical comparisons, and in view of the notorious state explosion problem, we
may certainly conclude that LRA is a worthwhile improvement of SRA as a relief strategy for
protocol verification.

Partial-order reduction methods [God90, Val90, HGP92, KP92a, Val92, Val93, GW93, GW94,
HP95, God96, Pel96] are a collection of cognate state exploration techniques set to relieve the state
explosion problem for the verification of (finite-state) concurrent systems in general. That is, these
methods are largely independent of the model used for specifying concurrent systems. They are
pertinent in principle to all specification models whose semantics induce labeled transitions systems
[HP95, God96], including the CFSM model. Partial-order reduction methods have proved effective
and efficient for verifying local and termination properties (e.g. deadlock-freedom and freedom
non-executable transitions) and, moreover, for verifying linear-time temporal logic (LTL) properties
of concurrent systems. This is known as LTL model-checking, and captures arbitrary (temporal)
safety and liveness properties. To achieve space and time reduction for verification, partial-order
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reduction methods aim at exploring just one fixed order out of all possible interleaving orders of
concurrent independent transitions at a given global state, by executing at each step during state
exploration only a selective subset of the transitions executable at the current state, rather than all of
them (as is done in CRA). We have shown how to combine this idea with the concepts underlying
LRA to yield an approach which enables further reductions in space and time for LTL model-
checking in the general context of finite-state concurrent systems that can be formalized as labeled
transition systems (Chapter 7) [Sch97, SU98b]. In particular, we have proposed an enhancement
of the partial-order reduction method based on ample sets as described in [HP95, Pel96]. This
method, which we referred to as POVAS (Partial Order Verification with Ample Sets), was chosen
because it is generic in the sense that it can be readily adapted to capture other partial-order
reduction methods (i.e. those based on persistent sets or stubborn sets), and because it is
advocated as the most advanced in terms of the properties it can check, the way it deals with
fairness, and the low overhead and high overall performance of its implementation [HP9S5, Pel96].
In essence, instead of exploring some fixed interleaving order among concurrent independent
transitions at global states, as does POVAS or any other partial-order reduction method on the
basis of ample sets, persistent sets or stubborn sets, our enhanced approach abstains whenever
possible from any order altogether by executing leap sets that mimic truly concurrent executions of
such transitions.

We have further shown how to realize POVAS and its proposed enhancement specifically in
the context of the CFSM model. In particular, we determined that the general notion of dependency
among transitions can be captured efficiently within the CFSM model in terms of the notion of
potentially executable transitions. This made it possible to incorporate our enhancement of POVAS
for LTL model-checking into the formulation of LRA, thereby establishing LRA as a uniform relief
strategy for the verification of both logical (or syntactic) and functional (or semantic) correctness
properties of protocols specified in the CFSM model. That is, given a protocol [T, exploring its
state space by LRA is based uniformly on the notion of “leaping” and varies only with the property
to be verified. The checked property induces the designated subset of leap sets in leap(G) to be
executed at each global state G encountered during state exploration, i.e. pleap(G) for verifying
indefinite progress and xpleap(G, J, K, V) for verifying freedom of non-executable transitions,
unspecified receptions wrt J, buffer overflows wrt K, and any LTL formula f with visf(I) ¢ V
(see Section 7.4). The resulting savings in space and time are commensurate with the complexity
of the property. The experiments performed with POVAS and LRA for (off-line) LTL model-
checking in the CFSM model, based on their implementation in the research tool package RELIEF,
indicated that LRA can indeed yield considerable extra savings in space and time over POVAS.

Hence, it widens the applicability of LTL model-checking to more complex and larger concurrent
systems and protocols.
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8.2 Future work

Naturally, several open problems arise from our investigations. These problems are discussed
below, together with some other suggestions for future research.

FRA for multi-cyclic protocols beyond deadlock detection

As explained in Section 4.5, FRA in its basic form is inadequate for the detection of logical errors
other than deadlocks, mainly because it does not ensure the exposure of all reachable process states
of the different processes in a multi-cyclic protocol. At least a finite extension of the fair reachable
global state space of a multi-cyclic protocol is thus needed to provide a more comprehensive logical
error coverage. Such an extension is already in force for cyclic protocols. Specifically, for the class
of cyclic protocols with a finite fair reachable global state space, a procedure has been proposed in
[LM94b, LM96] that finitely augments this reduced state space for deciding (un)boundedness,
freedom of non-executable transitions and freedom of unspecified receptions. In [LM95], three
more reachability problems were solved in a similar way, viz. global state reachability, abstract
state reachability and execution cycle reachability. We have described the extension procedure for
cyclic protocols in detail, and argued that it is unfit for generalization to multi-cyclic protocols due
to the possible interaction dependencies that may arise among processes in different rings in these
protocols. Unfortunately, we have not succeeded in devising an alternative extension procedure for
the class of multi-cyclic protocols with a finite fair reachable global state space. We did sketch an
argument suggesting that logical correctness properties other than deadlock-freedom are in fact
undecidable in general for this class by FRA plus finite extension, but this argument is informal by
all means. Strictly speaking, it is therefore still open whether FRA can be used to achieve the same
logical error coverage for multi-cyclic protocols as for cyclic protocols. We are left with either
finding a finite extension procedure suitable for multi-cyclic protocols, or proving formally that
such a procedure cannot exist.

Of importance in this respect is also the characterization established in [LM94b, LM96] of the
logical correctness of a cyclic protocol: a cyclic protocol is free from logical errors if and only if its
fair reachable global state space is free from logical errors. In other words, every logical error
within the reachable global state space of a cyclic protocol implies the existence of a logical error
(not necessarily the same) within the fair reachable global state space of the protocol. This offers
the advantage of iterative verification: one can verify a cyclic protocol correct by repeatedly applying
FRA, fixing errors after each single run, until no more logical errors are found. The time required
for verification may of course increase substantially, but it can still be a practical way to circumvent
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memory shortage. Establishing whether or not a similar result holds for multi-cyclic protocols is
clearly beneficial.

Identifying classes of unbounded protocols with decidable properties

It is certainly of theoretical interest to identify classes of infinite-state systems with decidable
properties (cf. Section 2.5.1). Both FRA and LRA turned out to be capable of deciding logical
correctness properties for various such unbounded protocols in the CFSM model, but a complete
characterization of these protocols remains to be determined. Regarding FRA, it seems that the
existence of such a characterization for unbounded multi-cyclic protocols goes hand in hand with
the ability to use FRA beyond deadlock detection. Indeed, in relation to the discussion above, the
notion of weak boundedness (see Definition 4.40) is a necessary and sufficient condition for cyclic
protocols to have a finite fair reachable global state space [LM94a, LM96], but not so for multi-
cyclic protocols in general (see Figure 4.5). We speculate that certain structural conditions on the
process graphs of individual processes may ultimately provide a complete characterization of the

classes of unbounded (multi-cyclic) protocols amenable to FRA and LRA, respectively, but this
requires further investigation.

More state reduction

The amount of state reduction obtained by LRA (and likewise by SRA and partial-order reduction
methods) relies on the number of dependencies between the transitions (i.e. the coupling among the
processes) of a concurrent system or protocol. The more dependencies, the more LRA degrades to
conventional reachability analysis, thus yielding less reduction. Since the exact dependency relation
between transitions is generally too hard to determine, in practice one must employ some upper
approximation of this relation that can be easily computed. Such approximated dependency relation
may then still be refined to obtain fewer dependencies and thus more state reduction at the expense
of extra computational overhead (see e.g. [KP92b, Val92, GP93, God96]). For protocols in the
CFSM model we implicitly used an approximated dependency relation, by way of the notion of
potentially executable transitions. This notion is currently defined on the basis of global state
information only, but it seems possible to refine it by exploiting the structural characteristics of
individual processes. For instance, in FRA, certain potentially executable transitions are further
classified as enabled transitions. Enabled transitions provide the means to look one step ahead
during state exploration. FRA indeed benefits from this, as witnessed by Table 6.4: for various

multi-cyclic protocols it can yield much better space reductions than LRA, without incurring totally
unacceptable time penalties.
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Alternative ways to improve the efficiency of LRA, and state exploration techniques in general,
may be found by tackling other causes of the state explosion problem (i.e. other than the modeling
of concurrency by interleaving), such as variables whose values range over a large and possibly
infinite domain. For instance, studying the possibility of combining symbolic verification techniques
[BC*90, Bry92, HD93, McM93], and structural or functional decomposition techniques [VC82,
CM383, LS84, CGL85, CM86] with LRA is certainly worthwhile. On a different note, implementing
LRA in conjunction with the bit-state hashing [Hol88, Hol90, Hol91] and/or state space caching

[Hol85, Hol87, JJ91, GHP92] disciplines will further increase its efficiency as well, as already
discussed in Section 3.6.

Verifying other properties with LRA

So far, we have developed LRA as a(n) (improved) relief strategy for verifying logical correctness
properties, and for model-checking LTL properties of concurrent systems and protocols, including
arbitrary safety and liveness properties. This covers many of the properties that will ever be verified
in practice. Still, it would be commendatory to extend the scope of LRA to other types of properties,
like properties expressed in branching-time temporal logics [Eme90, BVW94]. Several results on
adapting partial-order reduction methods for branching-time temporal logic model-checking have
already been reported (GK*95, WW96]. The work in [GK*95] follows POVAS very closely, and
an improvement of this work in terms of an extension of LRA for branching-time temporal logic
model-checking is therefore imminent. Along the same line of thought, another important direction
for further research is the verification of “real-time” and “probabilistic” properties of systems
specified in models that involve a quantitative notion of time. A large body of work is currently
underway to develop efficient techniques for this purpose (see e.g. [PRO98)).

Other applications

The state explosion problem is a limiting factor not only in verification, but also in areas such as
protocol synthesis [PS91] and protocol conversion [CL90], as well as in many other applications
of computer science and engineering. Any technique that tackles the state explosion problem in a
systematic manner may therefore be useful beyond verification. In particular, we think that the
leaping concept underlying LRA can be set to work for any problem that can be reduced to a state
exploration (or search) problem and that exhibits some form of concurrency.
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Appendix

This appendix contains the cache coherence protocol which was used as one of the three real
protocols in the empirical study discussed in Chapter 6 and Chapter 7 of the thesis. The original
Promela [Hol91] description of the protocol is given, as well as the translated description in the
CFSM model that was provided as input to the research tool package RELIEF.

The cache coherence protocol in Promela

/" */
/* zache ccherence grotccs. </
/* */
#define QUEUE SI2% P
sgefine W z
#geiine R Z
jdefine X 3

/t l//

/* message types */

Al ./

mtype = {r, w, raw, RD, WR, RX, MX, MXdcne, regC, reql, CTtoB, 3taC, grant, dcne;;

/= ~/

/* channels */

/* </

chan toepul = (QUEUE_SIZE] ¢f { byte :;
chan fromcpul = [QUEUE_SI2E; cf { byte ;;
chan tcpousC = [QUEUE_SIZE] of { byte :;
chan frombuse = [QUEUE_SIZE| cf { byte };
chan tocpul = [(QUEUE_SIZ2E! cf { byte :;
chan fromcpul = [QUEUE_SIZE] of { byte };
chan tobusl = [QUEUE_STZE] of { byte :;
chan frombusl = [QUEUE_SIZE| of { byte i;
chan grartC = [QUEUE_SIZE! of { byte };
chan granti = (QUEUE_SIZE] of { byte ;;
chan claim0 = [QUEUE_SIZE of { byte };
chan claimi = [QUEUE_SIZE} of { byte i
chan releaseC = [QUEUE_SIZE] of { byte };
chan releasel = [QUEUE_SIZE] of { byte }:
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/‘l

/* proccesses */

[
fa.

fromepul;
Tocpul;
fromcpul!r -
fremepul!w -
Zromepulliraw -
2: cpul */

/* process 3: pusarbiter
proctype ousarbizer()

XS
Xs
XI
L3
X
b34

Qo

P+ Qe O
~e we s

-~

/* process 4: cacheC =/
groctype cachel()

byte state = X;
byte which;

‘

resume:

Xr
Xs
XS
Xr
XS5
XS

frombusC;
fromepul;
tocpuly
tobusl;
grants;
claimC;
releaseC;

frombusQ?RC ->

P E
:: (state
:: (state
£i

frombus0?MX ->

> tocp
> taep
> zcep

=/

=W
= W)

state

nt; re.easel?dcne
nt; releasel.?dcne

~> state = R; tobusC!CtoB
-> tobusl!done

X;

tobus0!MXdone
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)
LA
g
b
[
th
(@]
"
w
>
U
v

:: (state == W) -> state

tate == R) -> state
Tate == X) =-> tobus0

:: {state '= X} -> tocpul

: (state == X) -> which

s fromepuC?w ->
i (sTate -~ W) -, L3Cpud
1t (state = W) =-> which
s

:: frcmeguC?raw ->

1t (state == W) -> zcepul

cd;

buscycile:
c.ainllireqC;
dc

.

od;

re_easel ' !done;

if
i (which ==
t: (which ==
:: (Which ==
£,
£

gote resume

/* process 3: cachel

proctype cachel()

{ byte state =
byte which;

Xr frcembusl;
xr fremcpul;

: (state != W®) -> which

N) => state
N) => zopusd

N) => state
R) -> state
X) =-> woousO

RD) =-> state
MX) -> state
RX) =-> state

.

RD) -> zobusC!RD =>
MX) =-> tcbusQ!MX ->
RX) -> tobus{!RX ->

=/

3

; tcbusO!CtcB
; tobuslldcne
‘deone

‘done
RD; gote buscycle

.dcne
= MX; goic buscycle

‘dcnre
= RX; getc puscycle

= R; coousl:!CtoB
'dcne

s ' MXdcne

i

X; zcousl:!CtzB

= X:; = C!done
‘decrne

= R

=W

= N
frombus{?BteC
frombusC?dorne
frombusC?BtoC
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resume:
ac
t: frombusl?RD ->
iE
:: (state == W) -> state = R; tobusl'CtcoB
) tcbuslldcne
H X; tobusl!MXdcre
state = X; toousl:!Cto
state = X; tobusl!dcne
“opusl!dcne
H 2r ->
(state = X) -> tocpul'dore
(state == X} =-> which = RD; gctc buscyc.e
: 12w ->
(state == d) -> tocpul..dore
(state = W) =-> whicn = MX; gcto puscyc.e
: 2raw ->
(state == Wd) => tccpul'derne
(state = W) -> wnhich = RX; goio ouscyc.e
c
buscyc.e:

W) -> state = R; zTcbusi!CtcB
1= W) => tcbusi!cdcne

.

LIMX -> state = X; -—opus.!MXdore

1]

X; tobusl!CtcB
e = X; tobusl!dore
sl !done

t: (state == W) -> stat
i (state == X) =-> stat
¢ (state == X} -> tobu

]
r ct

2grant ->

[

¢t (which
:: (which
: (which
£ .
£
tocpul'!done;
break

D) -> state =
MX) -> state =
RX) -> state =

*H = w

cd;
releasel'!done;

:: (which == RD) -> tobusl!RD -> frombusl?BtoC
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;: (which == MX) =-> tobusl!MX -> frombusl?done
: (which == RX) -> tcousl!RX -> frombusi?BroC
£i;

goto resume

}

/* process 6: bus */

proctype bus () /* models real bus - main memory */
{

xs frombusl;

xs frcombusC;

Xr <oobus(;

Xr Zcbusl;

ac

t: topbusC?2CzoB -> frombusl!3tce
¢ Tobusl?CtoB -> frombusC!Brol

ombusl!3te

: tobusl?done -> /* M => 8 */ fr
2 */ fromeousC!BtaeC

¢ Tcousildcne -> /T M ->

t: TopusliMXdcne -> /* R -> M ¥/ frombusl’'dcne
:: Zoousi?MXdene -> /* 3 -> M */ frompbusCldore

:: Zobusl?RD -> Zr RD
t Tebusi?RD -> frompusl!RD

:: CoousC?MX -> <
1t Tobusl?MX -> £

:: TopuslRX -> ¢
i TCRusli?RX -> £
sd

unocpul()s run cous();

un cachel(); run cachel();
un Dus(); run ousarblter()

Yoty vy

Given above is the specification of the cache coherence protocol in Promela [Hol91}. The protocol
consists of six processes, which communicate over 2-slot FIFO channels according to the
following topology graph:

Process P, and P, represent the two CPUs, process P represents the bus arbiter, process P, and
Ps represent the two cache memories, and process P represents the bus.
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The cache coherence protocol in the CFSM model

The Promela specification of the cache coherence protocol given above can be translated directly
into the CFSM model, since each of the six processes is in fact a communicating finite state
machine adhering to the semantics of this model. The result of this translation is shown below.
Given is an equivalent specification of the cache coherence protocol in the CFSM model, following
the input format required by the research tool package RELIEF. Various comments have been
added in-line to clarify the input format and to show the correspondence between this specification
and the Promela specification above. The documentation on the research tool package RELIEF,

including the tool input format requirements, is available on the World Wide Web at
http://www.csi.ural.ca/~ural/c/RELIEFv35.

/* numpber cI zrocesses Igc..cwed cCy tne process .as v/

8 .2 34 3 ¢

/* oreccess L: cpul v/

2 C ‘T WG prccess states: state C oana state LY/

3 /* state C: 3 =ransizicns </

- 4 /* sena message r ¢ precess 1 and move To state Uo7/

W - 4 L /* sera message w IS precess 4 and move Lo state L o</
raw - 4 L /% senc message raw s prccess 4 ane move Lo state LT/
R /* state l: . uransiticn */

dcne - 1 C /* recelve message dcre Irom process 4 anc move e state O ¢/
/* orcoccess 2@ cpul v/

2 2

3

w - 3 L

zaw - I .

/* grcocess 3: susaroiter =/

32 12 34 /* five grocess states: states O, ., 2, 3 ard 4 =/

2 /* state J: 2 transizicns */

regC ~ 4 L /* recelve message regC f-om process 4 and move o state . ot/
reql - 3 2 /* receive message reg. from orocess 3 and move %o state Z */
1 /® 3tate 1: . transiticn *

grant - 4 3 /* send message grant Ic precess 4 and move to state 3 v/

z /* state 2: . transiticn ¥/

grant - 3 4 /* send message grant s process S and move to state 4 +/

z /* state 3: 1 cranasiticn =/

dene - 4 C /* receive message dcne frcm prccess 4 and move ¢ state § */
e /* state 4: . transiticn */

dene - 3 O /* recelve message done from process 3 and move to state O */

/* process 4: cachel <*/
4CC12343867891C1112132.4.31617182920212223242526272829303132333435362373839
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