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Abstract
Reliability in developmental research is important to consider not only for infant research, but also for researchers who wish to study individual differences at all ages. Forced-choice behavioural tasks are popular in cognitive developmental research with preschoolers and young school-age children because of their ease of administration and interpretation, however the fact that guessing correctly is possible introduces noise that reduces reliability. An informal simulation is presented to illustrate this issue. Researchers wishing to investigate individual differences are encouraged to consider the reliability of the tasks they choose and not reflexively rely on familiar tasks that may be poorly suited to the study of true individual differences.



Keywords: Reliability, Individual Differences, Early Cognitive Development, Selective Social Learning


Reliable developmental research: Not only for infancy
The article by Byers-Heinlein, Bergmann and Savalei (2022) raises important points about measurement issues in child development research. Developmental researchers more generally, and not just those studying infancy or using looking time as their primary dependent measure, may find the insights and recommendations from this article to be relevant to their research. 
In particular, researchers using behavioural tasks to study cognitive development in preschoolers and young school-age children may not often think about measurement reliability. Traditionally, many widely-used behavioural tasks were developed for the purpose of testing whether children as a group perform above chance and/or to compare means across age groups. These research questions do not focus on the existence (or absence) of reliable individual differences. However, when researchers are interested in underlying mechanisms, relations between cognitive skills, or longitudinal stability, individual differences become relevant. Researchers may attempt to investigate these questions using existing and familiar tasks; however, tasks designed for experimental studies focusing on means are often poorly suited to the study of individual differences (Hedge et al., 2017). Although there exist published studies on the reliability of some widely-used cognitive-developmental tasks, for instance tasks measuring preschoolers’ theory of mind (e.g., Hughes et al. 2000; Mayes et al., 1996) and executive function (e.g., Beck et al., 2011; Müller et al., 2012), for most cognitive developmental tasks it is rare for measures of reliability to be published or even calculated. (This is also true in other areas of psychology, for instance in the study of adult cognition: see Parsons et al., 2019.)
I will focus on a common format of behavioural task: administering several test trials with forced-choice answers. Such a format is common in cognitive development. An example is a paradigm developed by Koenig and colleagues (Koenig et al., 2004; Koenig & Harris, 2005) with variations introduced by other research teams (e.g., Birch et al., 2008) to study selective social learning, or children’s propensity to learn from some individuals over others. In a typical study, children see two individuals who differ on one crucial attribute, for example the accuracy of their statements (e.g., one individual labels a car “a car” and the other calls it “a shoe”). On test trials, children are asked forced-choice questions: They must select between the two individuals (or between the information that each provide). In a typical task, preschoolers prefer to seek information from the previously accurate informant and to endorse their answers over those of the inaccurate informant. In the early 2000s, when this paradigm was introduced, research concentrated on demonstrating in which circumstances the effect existed: At what age? Based on which informant cues? For which types of information? Increasingly, however, researchers have become interested in correlates and mechanisms underlying performance (e.g., Jaswal & Kondrad, 2016; Sobel & Finiasz, 2020; Sobel & Kushnir, 2013). 
Part of the appeal of the forced-choice format is its ease of administration and the fact that it minimizes verbal demands on young participants. However, the possibility of guessing “correctly” by chance introduces measurement error. Additionally, because of the reality of studying young children with short attention spans, the number of trials is generally kept small (i.e., it is common for cognitive developmental tasks to include 4 or fewer test trials). For these reasons, performance is likely to be unreliable at the individual level. 
To illustrate, I conducted a very informal simulation using R 4.1.2 (R Core Team, 2021)  of two repetitions (e.g., test-retest) of an unspecified behavioural task consisting of 4 forced-choice test trials, where there are 2 answer options on each trial, one correct and one incorrect, and where someone guessing randomly would get the correct answer on average 50% of the time. (R code available on the Open Science Framework: Brosseau-Liard, 2022) For simplicity, I assume that test trials are interchangeable (i.e., of equal difficulty) and that administering the task twice is feasible without practice effects, pragmatic weirdness, or any other practical problem. Let’s simplistically say that some children “get” the skill being evaluated and some “don’t get it”. Those who “don’t get it” would be expected to score 50% on average (2 out of 4). Those who “get it”, on the other hand, would likely score highly, but not perfectly, as young children can be inattentive on a test trial here and there. Let’s assume that the most proficient children would average 95% success (i.e., these highly proficient children are distracted and answer 50-50 on 10% of trials and succeed on the remaining 90%). Other children may “get it” while being less proficient, so average between 50% and 95%. Performance across 4 trials follows a binomial distribution: see Figure 1 for an illustration of the predicted distributions for children who succeed on average 50%, 70% and 95% of the time. I created five scenarios with different proportions of participants who “get” the skill to various degrees (see Table 1), simulated one single very large dataset (4.6 million “participants”) for each scenario, and calculated to which extent scores on the first administration (hereafter Time 1) predict corresponding scores on the subsequent administration (hereafter Time 2). 
For each scenario, I present in Table 1 the Pearson correlation between total scores at Times 1 and 2. Pearson correlations are not strictly appropriate given that the variables are not truly continuous in nature (i.e., scores can only be of 0, 1, 2, 3 or 4), however in practice researchers frequently compute correlations with these scores. The Time 1 – Time 2 correlation varies across scenarios; it is highest when there is an even breakdown between highly-proficient and non-proficient participants without any intermediate-proficiency participants, and appears worse in scenarios where there is a greater proportion of poor and intermediate performers (and therefore more guessing). Even in the best scenario, however, the correlation does not look very impressive when one remembers that this is a correlation between two completely identical tasks. If a task correlates only moderately with itself, it will not easily uncover true correlations between the underlying skill and other attributes unless these true correlations are extremely large. As noted by Byers-Heinlein et al. (2022), one way to increase reliability is to increase the number of trials, and indeed repeating the simulation with 6 trials per task rather than 4 leads to higher correlations (see Table 1). However, as mentioned above, researchers working with young children often face practical constraints that limit the number of trials they can present.
Using other statistical methods (e.g., multilevel logistic regression) instead of Pearson correlations has several advantages but may not solve the underlying problem, which is the noise inherent to any variable where it is possible to guess the “correct” answer by chance. To illustrate how guessing affects predictive value at the trial level, I simulated scores on individual trials (rather than the total score) and matched performance across corresponding Time 1 and Time 2 trials. As seen in Table 1, success at Time 1 does predict a greater probability of success at Time 2 in all scenarios, but the odds ratios are small to moderate; and, because guessing leads to a 50% chance of success, predicted success at Time 2 is always above 50% even after failing the corresponding Time 1 trial. 
This informal simulation illustrates a problem that researchers may encounter when using forced-choice tasks to study individual differences in cognitive development. Returning to the selective social learning example, our research team (Brosseau-Liard et al., 2018) found that selective learning tasks based on different informant reliability cues were uncorrelated, a somewhat surprising finding given the plausibility that similar mechanisms would be involved across tasks. In follow-up work (Cossette et al., 2020; Juteau et al., 2019), we systematically examined the test-retest and alternate-form reliability of two selective learning tasks. Both studies, using different analytical strategies, found fairly low reliability, similar in size to the results from the informal simulation. These results should give pause to researchers interested in individual differences: If a task barely predicts itself or a near-identical version of itself, then it has low power to predict other constructs and any relations that are uncovered may not replicate.
In summary, researchers wishing to examine individual differences should think twice before relying on the familiar forced-choice behavioural tasks typically used in the cognitive development literature. Researchers may instead need to first focus on task creation or adaptation. More generally, the recommendations by Byers et al. (2022) also apply those who study children beyond infancy. It is encouraging that some of these recommendations are already being heeded by many researchers: For example, researchers increasingly attempt to maximize data quantity both by recruiting larger sample sizes and, when possible, increasing the number and type of test trials. In addition, cognitive development researchers increasingly adopt more sophisticated analytical strategies than the traditional t tests and ANOVAs, for instance multilevel binary or multinomial logistic regression (e.g., Reifen Tagar et al., 2014; Stephens & Koenig, 2015). These are encouraging developments, and more attention to the measurement properties of existing tasks will only improve researchers’ ability to study young children’s developing skills. 


Table 1
Results of informal simulation across 5 scenarios
	Scenario
	Time 1–Time 2 Correlation
(4 trials)
	Time 1–Time 2 Correlation
(6 trials)
	Success probability at Time 2 following failure vs. success at Time 1
	Odds ratio

	1: 50% at .50 USP, 50% at .95 USP
	.577
	.671
	.541
	.795
	3.29

	2: 10% at .50 USP, 90% at .95 USP
	.519
	.618
	.713
	.925
	4.96

	3: 90% at .50 USP, 10% at .95 USP
	.241
	.322
	.505
	.578
	1.35

	4: 25% at .50 USP, 50% at .70 USP, 25% at .95 USP
	.363
	.460
	.624
	.748
	1.79

	5: All USPs between .50 and .95 equally represented
	.280
	.368
	.661
	.749
	1.53



Note. USP: underlying success probability. 

Figure 1 
Illustration of a binomial distribution of scores when underlying success probability is 50% (left), 70% (middle) and 95% (right), on a task with 4 trials (top) or 6 trials (bottom)
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