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Abstract

Autonomous robots navigate unknown and known environments. Regions of the envi-
ronment that are not suitable for navigation may be in the form of stationary obstacles,
limitations of the robot, unfavourable terrain/structure of the environment and sudden ap-
pearance of unaccounted obstacles. In the context of robotics for known environments such
as an automated industrial environment or a warehouse, the environment is known apriori.
That is, locations of regions not favourable for path planning, called static constraints, are
known. However, there is still a possibility of encountering obstacles that are not part of the
known environment, called dynamic constraints. They could be human beings, other robots
(either part of them or as a whole), components belonging to the environment (boxes, cables,
tools, manufactured products) and anticipated dangers (spills, compromised structures). So,
path planning in such an environment consists of the following general two steps. First, a
path between the desired source and target representation is generated. Second, segments
of the path are evaluated for any encounter with constraints.

The two general steps are accomplished differently by different algorithms, each with
merits and demerits. The differing success of approaches used, depends on how the envi-
ronment is represented. In methods that aim to save memory, the map is generated by
sampling; so, the map is only as good as the sampling method. Then, the produced path has
to be periodically checked for whether a segment of the path is truly constraint-free (static
and dynamic). Sometimes, the method may stagnate at a non-optimal path, or may even
not be able to complete the process of finding one. Alternatively, in approaches that store a
detailed grid based map, changes in terrain and structure are expensive memory costs. The
problem thus remains open, with the aim of representing the map with only constraint-free,
navigable regions and generating paths as a reaction to, or in anticipation of, encountering
new constraints.

To solve this open problem, the Constraint Free Discretized Manifold based Path Plan-
ner is proposed. The algorithm divides the problem into two parts: the first focuses on
maximizing knowledge of the map using manifolds, and the second uses homology and ho-
motopy classes to compute paths. The first step is instrumental in constructing a complete
representation of the navigable space as a manifold, free of constraints known apriori. Using
topological tools, this representation is shown to have favourable properties, such that any
path generated on it is guaranteed to be constraint-free. So, on this constraint-free man-
ifold, no segment of the path has to be explicitly evaluated for a collision with a known
constraint. It is shown that alternative spaces associated with the environment also share
the same properties under certain conditions. Thus, one can transform the constraint-free
path to other equivalent spaces.

The second step deals with new knowledge of constraints that render the originally pro-
duced path as invalid. Using homology and homotopy, paths on the original manifold can
be recognized and avoided by tuning a parameter, thus resulting in an alternative constraint
free path. By operating on the discretized constraint free manifold, path classes characterize
uniqueness of paths around constraints. This designation provides the ability to avoid a spe-
cific path class, should that not be desirable in light of newly encountered constraints. Then,
the algorithm can be queried for a new path class free of constraints, without any explicit
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modification of the original map created and even when there is no physical indication of
constraints. Tuning may be performed to produce more than one alternative path to be on
the manifold.

The proposed algorithm is seen to produce paths on the manifold with an average per-
centage path length deviation of 29.6%, which is over 70% less than those produced by
sampling algorithms. The proposed algorithm also provides an increase in retention of us-
able samples by a margin of at least 30%, when compared with sampling algorithms. This
is while maintaining on-par run times at worst, and better run times in most cases, when
evaluated against other algorithms. These general trends hold true even when the proposed
algorithm is utilized to generate alternative paths. Any deviation in path length related
trend is seen only when a query is made to generate an alternative path that avoids the
shortest path previously generated; a feature not present in sampling algorithms.
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Chapter 1

Introduction

1.1 Background

Robotics in its many forms has intrigued the common man and has kept the engineering
community on its feet. The effort to build and use stationary and mobile robots that make
life more comfortable has been apparent with the extent of robot design and use for several
applications. A few such applications include automated manufacturing, cleaning robots,
robots for assisted living, autonomous vehicles for autonomous driving, extra-terrestrial ex-
plorations, search and rescue missions, surveillance drones, terrain/ hazardous environment
exploration and mapping, and delivery/retrieval robots, to name a few.

Current generation autonomous robots are entities capable of receiving information, pro-
cessing it, and making their own decisions to respond on the fly [113]. Such autonomous
robots and artificial intelligence are steadily integrating into daily lives of consumers and
that of the automation and supply chain industry. Thus, a large and increasing propor-
tion of economic activity becomes robotized [63]. Even as far back as 2016, there was 35%
annual growth in robot orders from 2010–2015. Canada leads the North American rise in
demand for robots, with strong growth in the automotive, Unmanned Aerial Vehicle (UAV)
and space segments. Canada has been at the forefront of this global robotics investment
cycle. Foreign investment in the robotics sector has seen a steady upswing in Canada, with
global incumbents such as ABB, Amazon and General Electric making sizable investments
for their robotics divisions in this country , paralleling the efforts of local Canadian innova-
tors, such as MDA, Clearpath Robotics, Bionik Labs, D&D Automation, Kinova Robotics
and Provectus Robotics [29].

The increased economic investment in robotics is clearly understood in the case of an
automation chain in a factory or a semi/fully-autonomous warehouse. Here, working robots
have to be aware of their surroundings and must meet real-time constraints to interact with
people while avoiding collisions with humans and other obstacles, such as other autonomous
robots [113]. Endangering humans or encountering a collision with another automated ma-
chine, static or dynamic, is an expensive consequence that must be avoided at all costs.
Investment in warehouse robotics technology startups clocked in at $381 million in the first
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quarter of 2020, up 57% from the same period in 2019. Warehouse robotics investment ex-
ploded during the global pandemic period of Covid-19, which started in early 2019. These
post-Covid funding rounds reflect a growing interest in touchless automation technology to
replace or supplement human workers, make warehouses safer and make sure operations are
not disrupted [50].

1.2 Motivation

The information thus far gives a brief insight of warehouse robotics’ increasing dominance in
the robotic market and the investments that support its growth. The focus of this research is
on autonomous path planning, especially in the context of warehouse robotics. Henceforth,
a brief overview of the problem in hand and general solutions for the problem is provided.

Typical autonomous robots can be used either for exploring unknown environments or
navigating known environments. In the former, autonomy occurs in the form of Simulta-
neous Localization and Mapping (SLAM) [138, 140]. We shall focus on the latter, whose
environment may be broken down into stationary and moving obstacles, and obstacle-free
navigable space. Regions that prevent navigation are generally called constraints. Static
constraints include stationary obstacles, no-go zones, mechanical limits and singularities;
whereas, dynamic constraints could be the sudden appearance of an obstacle, human or an-
other robot. The knowledge of dynamic constraints is not known before hand, unlike that
of static constraints, so such an environment is considered partially known. Path planning
in an environment with a known map and potential to encounter dynamic constraints is
the main focus of this thesis. The motivation stems from path planning needs in a ware-
house/factory floor setting, for instance, where the map with static constraints is known and
must be avoided, and the generated path must be free of dynamic constraints as well.

Common algorithms in the literature handle path planning in such environments by
accomplishing two main steps, either sequentially or in parallel. First, a path between
the source and target locations is generated. Second, segments of the path are evaluated
for any constraint violation, such as crossing collision zones. The two main path planning
approaches are based on sampling and optimization methods. Sampling based algorithms
generate paths by sampling the space, such that only samples that do not violate constraints
are retained. Samples that are found to interact with constraints are discarded. Until
a sequence of such constraint-free samples that connect the source to the target location
is generated, the periodic evaluation of samples is necessary. This process requires that
such algorithms always evaluate segments of the path for constraint violation, in order to
generate a path. Optimization approaches on the other hand, use cost functions to minimize
the distance (or other cost) towards the target location and maximize the distance towards
constraints. Apart from facing the same issue of periodic evaluation of every point as part of
the cost function, cost functions must be re-formulated every time the source and/or target
location is changed. Additionally, since the fundamental operation is that of minimization,
there is a risk of stagnating at local minima and not being able to generate a complete
path. Therefore, the path planning problem remains open, with the aim of developing a
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path planner that can avoid the aforementioned pitfalls, while also generating a path in the
navigable constraint-free region.

1.3 Objectives and Contributions

The aim of the thesis is to plan paths in an environment whose static constraints are known
apriori and where knowledge of new constraints (static or dynamic) renders part of the
space non-navigable. We achieve this objective by proposing the Constraint-Free Discretized
Manifolds-based Path Planner (CFDMPP), which is a path planner based on topology and
differential geometry. The objective of the thesis is then to develop a path planner that
accomplishes the following:

• For static constraints whose knowledge is known during map (manifold) construction,
explicit periodic verification of constraint violation needs to be avoided.

• No ambiguity of path solution must be encountered, such as stagnation at local minima.

• Should the desired path be rendered invalid, an alternative path, if exists, must be
produced.

To achieve such objectives, the CFDMPP makes the following general assumptions:

• The expanse of the path planning space and the boundaries of static constraints are
known. The latter may be obtained offline via the environment map.

• The existence of a sensing system that monitors the presence or absence of any con-
straints that were not present during the initial path planning. This sensing system
relays such information to the path planner.

• The working environment is 2D.

The main contributions of the thesis via the CFDMPP are:

• The formulation of all or a subset of the navigable static constraint-free space as a
topological space, and eventually as a smooth constraint-free manifold. Compactness
ensures discretization of the manifold and generation of the path on the discretized
constraint-free surface. Path connectedness ensures that any path on that constraint-
free manifold is always constraint-free, without any explicit constraint-evaluation or
minimization process.

• The use of homology and homotopy classes on the constructed constraint-free manifold
to generate alternative paths. This allows the constraint-free manifold/map to remain
unmodified while an alternative path is queried. The knowledge of the map thus
remains intact, leaving only the path to be changed.
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• The identification of CFDMPP’s tuning parameters and their potential impacts on
the quality of alternative paths obtained. This, in conjunction with a systematic
explanation of the algorithm, provides the foundation for a body of future research in
the area.

1.4 Thesis Organization

The rest of the thesis is organized as follows:

• Chapter 2 provides a comprehensive literature review about the path planning problem.

• Chapter 3 provides the theoretical background required to demonstrate the CFDMPP,
and details the steps to apply it.

• Chapter 4 illustrates results of the CFDMPP and the corresponding analysis via three
stages: proof of concept, comparison with other commonly used algorithms for path
planning, and finally, CFDMPP as a path planner for warehouse robotics.

• Chapter 5 draws conclusions and suggests possible areas of future work.

1.5 Scholarly Outcome

The research presented in the thesis has led to the following papers (either published or in
preparation):

• [137]: S. Radhakrishnan and W. Gueaieb. Genetic algorithm based direction finder
on the manifold for singularity free paths. In 2016 IEEE International Symposium on
Robotics and Intelligent Sensors (IRIS), pages 151–156, 2016

• [139]: S. Radhakrishnan and W. Gueaieb. Constraint-free discretized manifolds for
robotic path planning. In 2020 IEEE International Conference on Systems, Man, and
Cybernetics (SMC), pages 1878–1884. IEEE, October 2020

• [143]: Sindhu Radhakrishnan and Wail Gueaieb. A state-of-the-art review on topo-
logical geometry-based robotic path planning. Part I: Static constraints. Robotics and
Autonomous Systems, 2022. (To be submitted)

• [144]: Sindhu Radhakrishnan and Wail Gueaieb. A state-of-the-art review on topo-
logical geometry-based robotic path planning. Part II: Dynamic constraints. Robotics
and Autonomous Systems, 2022. (To be submitted)

• [142]: Sindhu Radhakrishnan and Wail Gueaieb. Manifold-based homotopic path
planning. International Journal of Advanced Robotics Systems, 2022. (To be submitted)

• [141]: Sindhu Radhakrishnan and Wail Gueaieb. Analysis of parameters guiding
manifold-based homotopic path planning. Journal of Robotics, 2022. (To be submitted)
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Chapter 2

Literature Review

The autonomy of robots in their environments is primarily dependent on their autonomy
of perceiving their environment, planning the required task while accounting for constraints
and then executing that chosen task. In the case of stationary robots such as industrial
manipulators, the required task may be a pick-and-place operation. The task involves picking
an object, planning the end-effector’s path from a source to a target location while avoiding
singularities and obstacles, travelling that path and placing the object. Alternatively, for
a mobile robot in an automated warehouse, the task of interest may be surveillance and
inventory/stock monitoring at a specific location of the warehouse. Such a task can be
a combination of parsing the known map of the environment, sensing constraints such as
obstacles, no-go zones and other robots, and planning a path that is free of such constraints.
Irrespective of the stationary/mobile nature of robots used, a common necessity of autonomy
in robotics is path planning.

Autonomous path planning is broadly broken into two phases, where the first is delibera-
tive and the second is reactive [93]. The deliberative phase is task oriented, i.e focuses purely
on generating a path to satisfy certain path metrics or characteristics. This phase assumes
that all constraints that need to be accounted for are known, thus implying that knowledge
of the environment is available apriori. Therefore the deliberative phase is synonymous with
planning a path in an environment with constraints which are known and stationary in time.
Examples include an industrial manipulator whose singularities and no-go zones are known,
and a mobile robot in a room with an obstacle, whose map is available. On the other hand,
the reactive phase serves the purpose of reacting in case of unexpected situations or situa-
tions whose knowledge was not available apriori. This could include cases where constraints
such as obstacles, other robots or humans are suddenly encountered, and the planner must
react in time and modify the original path locally to avoid collisions with such constraints.
Examples include unplanned human presence in the workspace of an industrial manipulator
and in the case of mobile robots in a warehouse, other robots, humans and objects falling
from storage spaces constitute a change in constraint knowledge. Thus reactive planning is
a tool used for dynamic environments.

A desirable path may be evaluated by several metrics such as path length, proximity of
the path to the desired source and target locations, and characteristics of the path such as

5



path continuity, smoothness, clearance from constraints and other application based rubrics.
Similarly, path planning algorithms may also be evaluated against rubrics of computation
time, computational complexity, completeness of solution, capability of being used for online
versus offline planning and for a static or dynamic environment. The choice of path planning
algorithms can affect different metrics of the path differently, so care must be taken to choose
a path planner. This is especially true when the nature of the space in which the path is
planned can vary. Algorithms for path planning can be broadly segmented into two main
categories depending on the formulation of the Path Planning Space (PPS) without explicit
mathematical structure (as a set of points), or with mathematical structure of smoothness
(manifolds). In this chapter, a comprehensive literature review pertaining to deliberative
path planning algorithms is provided.

This chapter is divided into three main sections. The first two sections given by Sec-
tion 2.1 and Section 2.2, represent path planning via differences in representation of the
space. The former uses approaches that represent the space as a set of points, and the latter,
via manifolds. These sections establish the difference between the approaches for path plan-
ning in general. Section 2.3 then provides an overview of techniques that handle dynamic
constraints, by differentiating between model based methods and homotopy based methods.

2.1 Set/Space of Points

The most fundamental representation of a path planning environment is by representing it
as a union of all possible points that constitute the PPS. A PPS can be any space used in
the path search, such as the configuration space C, the workspace W , joint velocity space,
End-Effector (EE) velocity space, joint torque space, and the EE force space, to name a few.
For the purposes of generality, a general notation of P is chosen to represent the PPS. If the
path planning environment is a Euclidean space, i.e., P ⊂ Rn, then the representative point
p is n-dimensional, i.e., p ∈ Rn.

p =
[
p1 p2 · · · pn

]T , where pi ∈ [pmin
i , pmax

i ] = pspan
i (2.1)

Naturally, since it is impossible to store every single point that makes up the space, the
bounds of the space as seen in (2.1), and a chosen discrete interval allows for points located
at certain distance from each other to represent the space. The union of all such points thus
characterizes the PPS, which in this case is P , as

P = pall =
n∏

i=1

pspan
i (2.2)

A path planning problem needs to represent the region occupied by the robot, the con-
straint region consisting of obstacles, no-go zones and singularities, and the constraint-free
region. The point-set representation as seen in (2.2) therefore allows two kinds of represen-
tations for each of the three aforementioned regions. The first involves denoting the region
as simply a point. For instance, the robot may be denoted by its current location accounted
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from its centre of mass or possibly any other suitable choice of reference. Similarly, constraint
regions can also be denoted as points, for example, singularities by their specific singular
configurations and obstacles/ no-go zones as a set of discrete points. Note here, that the
point-set representation does not attribute any boundaries unless otherwise specified by the
explicit bounds as seen in (2.1). Even so, there is no explicit partitioning of the space,
since partitioning would imply that points in a set satisfy relationship properties, that are
different from those satisfied in other sets. This introduces the notion of unpartitioned and
partitioned space.

Unpartitioned space such as point-sets, facilitate sampling and optimization based algo-
rithms with great ease, since all regions of interest are denoted by points. Partitioned space
on the other hand, enables region characterization as polytopes. That is, they are still a
union of discrete points, however, connectivity relationships are satisfied at least for points
on the boundaries of polytopes. Partitioned space facilitates a variety of approaches, includ-
ing cell decompositions, graph traversal and sampling based optimization techniques. It is in
fact, common to notice an interchange/combination of such approaches and such spaces for
needs that are specifically suited to the application. This section therefore, is now divided
into the main approaches used for point-set characterization of the path planning environ-
ment. As such, section 2.1.1 focuses on sampling based methods, followed by optimization
based techniques in 2.1.2.

2.1.1 Sampling-Based Methods

Sampling Algorithms (SAs) exploit the structure of point-set representations of environ-
ments. This automatically makes them an easy choice when sensors producing point-cloud
approximations of environments are involved. Hence, they form the foundation for a sub-
stantial amount of path planning literature. As the name suggests, the principle of SAs
lies in sampling or picking a point from the PPS, generically denoted by P . The sampling
procedure in its most basic form randomly generates a point based on the bounds of the
sampling space, a given sampling interval, a source pstart and a target pgoal. The sampled
point is then processed to determine where it lies in the following three regions of interest:
P free = P \ Pconstraint, Pconstraint or the region occupied by the robot. If the point is not in
P free, then it is discarded and another point must be generated. Once a compliant point
is generated, further processing involves finding other points in the space that lead to the
target location in the space. Such algorithms employ tree-based structures to store and up-
date information about the generated points. In other words, the connectivity of the space
is stored via parent-child node relationships. Depending on the kind of SAs used, the model
either simultaneously builds a tree and finds a path between the desired pstart and pgoal, or
finds a path after building a representation of the space. The primary advantage of SAs
is their versatility, as they are independent of robot models and do not require an explicit
description of the constraint region or the robot itself. To this end, SAs can be broadly clas-
sified into three main groups: Probabilistic Road-Maps (Probabilistic Road Map (PRM)),
Rapidly exploring Random Trees (Rapidly exploring Random Tree (RRT)), and Cell De-
composition and Graph Traversals (CDGTs). A succinct description of each of the above
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groups of planners is provided below. Algorithms for PRM and RRT are presented here as
introduced in [76,112].

The basic RRT algorithm is a single-query planner, i.e., aimed at single query applica-
tions [73,112]. Single query problems usually consider the Path Planning Problem (PPP) as
defining a specific pstart, pgoal and finding a path to connect them. No new pstart and pgoal

may be defined, as this is a different query and may change the problem definition, thus
changing the solution from the perspective of RRT. A tree is incrementally grown from the
source to the target, or vice versa. Simply stated, a point is randomly selected in the path
planning space P . If the point lies in the free space, a connection is attempted to the nearest
vertex in the tree with additional details of its flowchart shown in Figure 2.1. The RRT was
shown to be probabilistically complete [95]. An example of typical motions experienced by
a non-holonomic robot using RRT are seen in Figure 2.2 as originally presented in [112].

Figure 2.1: Flowchart of Rapidly exploring Random Tree (RRT)

The PRM algorithm on the other hand, is a tool that focuses on multi-query applications
[45,73,76]. In its basic version, it consists of two phases, which are the pre-processing phase
and the search phase. The pre-processing phase, commonly referred to as the learning phase
is when a road-map of P is constructed. It is accomplished by attempting connections
among n randomly sampled points in P , which are discarded if located in Pconstraint. Once
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Figure 2.2: Paths taken and available for a robot using Rapidly exploring Random Tree
(RRT) [112]

the learning phase is complete and a road map is constructed, the query or processing
phase can commence. In this phase, pstart and pgoal are appended to the constructed PRM,
and any graph traversal algorithm may be used to seek paths connecting initial and final
conditions [45, 73]. The flowchart detailing the learning and processing phases is shown in
Figure 2.3. One may note that for single query problems, RRT is faster compared to PRM,
as it completely avoids the learning phase seen in PRM [95].

SAs provide efficient solutions for path planning problems which may be challenging
for deterministic algorithms. However, solutions generated by SAs are widely regarded as
sub-optimal [45]. Sampling based planners are not complete, i.e., they are not guaranteed
to find a solution if one exists. They do, however, ensure a weaker notion of completeness
that is probabilistic completeness [45] as seen with RRT and PRM. That is, the probabil-
ity of finding a solution converges to 1 as the running time approaches infinity. Sampling
based planners can be optimized for path quality by modifying some of their main steps
such as sampling strategies, exploration guidance, metrics, collision checking, heuristics, etc.
These modifications may appear as a combination of attributes from PRM, RRT and CDGT
methods, to achieve overall improvement in the path planning process, as seen in a detailed
fashion in [45]. For example, the original PRM and RRT algorithms were proposed with
uniform sampling schemes [45]; however, this has the disadvantage of sampling from a small
region with just as much likelihood as that of sampling from a wider region. This may not
capture the connectivity of the environment all that well. Therefore, modifications in the
sampling procedure range from combining Voronoi Diagrams’ medial axes as the region to
sample, to forcing sampling from boundary regions, such as Goal Biasing (also seen later
as Goal-Oriented sampling in Figure 2.5), Gaussian sampling, Bridge-test, hybrid sampling
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Figure 2.3: Flowchart of Probabilistic Road Map (PRM)

and Visibility PRM. An effect of changing the sampling strategy is the change in guiding
the exploration either away from the obstacle or towards the destination. Some modifi-
cations, such as the Utility-RRT, change the direction and length of movement, while the
Bidirectional-RRT expands the tree from both the source and the destination nodes. Yet an-
other important attribute is that of the chosen metric, which is the value (time/energy/cost)
of moving from one node to another. Metrics can and should be chosen for the specific PPP
and robot at hand. A globally Euclidean-based distance metric is no match for a globally
curved surface, as is assuming a uniform cost even at the boundary of the constraint region.
Adaptive criteria for metrics have evolved several modifications of SAs as seen below. The
most pertinent aspect of SAs remains to be collision checking. While it is advantageous in
SAs to not have to explicitly define the constraint regions, it implies that every node must
be evaluated for satisfying the constraint-free conditions to enable further processing. Most
connections are collision free, but some experiments show that more than 90% of planning
time is spent processing collision checking queries [62]. Lazy planning algorithms such as the
Lazy PRM (LPRM) [5, 24] delay collision checking until it is necessary, typically doing so
only if a path is found. In that case, the collision segment is removed and the path planning
continues. The effect of sampling on the performance of SAs remains an open question in
that there is no single sampling strategy that outperforms the others in every scenario [45].
For the purposes of this work, the focus lies mainly on how well SAs can account for the
underlying topology of the sampled space and the fact that the node’s compliance with the
constraint-free region must be explicitly evaluated at every juncture.

It is important to note that true origin of path planning algorithms lies in classical grid
based algorithms. Grid-based search is considered by many to be the most straightforward
form of path planning [94]. The simplest example of partitioning P into Pconstraint and P free
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can be seen in grid based representations of the path planning space. In its barest form, every
grid cell in the discretized grid map is evaluated for collisions, and the status of the region
being occupied or unobstructed is updated in the map. The process is deterministic and the
grid map becomes more extensive as the number of dimensions of the space increases, or is
not Euclidean. Even its simplest form, the partitioned space needed graph infrastructure
to store relationships amongst grid cells, i.e., connectivity of the underlying space. Conse-
quently, graph traversal algorithms, such as A*, were used to find paths. An example of such
algorithms can be seen in [100]. Thus, a given query is quantized, and the grid-map (other-
wise known as a bitmap) can then be treated as a graph which is searched using algorithms
such as dynamic programming, A*, D* [157] best-first, or bidirectional search, to connect
pstart to pgoal. In fact, the bitmap can also be searched using recent path planning methods
that are based on incremental search, such as randomized potential fields [94] (will be seen in
section 2.1.2). Therefore, it is easy to see that classical grid based representations of the envi-
ronments, such as cell decompositions, Voronoi Diagrams and occupancy grids [140], work in
conjunction with other graph traversal algorithms. Additionally, most CDGT methods are
fundamentally SAs by nature, as they rely on sampling to create grid-based representations.
Therefore, CDGT are used either as helpful qualifiers, heuristics or metrics in conjunction
with the modifications seen with PRMs and RRTs, as seen in the literature below.

Kavraki et al. in [76] explains PRM in two phases: learning and query, as seen in
Figure 2.3. In the learning phase, a probabilistic road-map is constructed and stored as a
graph whose nodes correspond to collision-free configurations and whose edges correspond
to feasible paths between these configurations. In the query phase, the road-map is then
searched for a path joining these two nodes corresponding to the start and goal nodes. The
learning and the query phases can happen simultaneously. This seminal work in [76] paved
the way for further development. There has been a steady introduction of randomized motion
planners since then (for example [24,34,35,94]). These algorithms allowed effectively facing
problems in high-dimensional spaces, that were not always solvable by formerly developed
planners [30].

Consider the work described in [35], where optimal, constraint-free paths are planned
using a clustering algorithm and Grassman’s line geometry. The singularity points are de-
termined inside the workspace then grouped into several clusters, by the clustering algorithm.
These clusters are representations of obstacles. Subsequently, a road-map is employed to find
an optimal path around said obstacle clusters. Should a singularity point lie on or very close
to the path, the path is restructured to avoid that point by a local routing method based on
Grassmann’s line geometry. The work poses an approach to demarcate valid sampling regions
from those that should not be sampled, since the faster constraint free regions get sampled,
the better the probability of a path being found. Improvements to sampling strategies will
be seen later, in conjunction with either PRMs or RRTs.

A different approach can be seen in [30], where a new motion planner is developed based
on random walks. Carpin et al. of [30] note that random walks have been sporadically
used and only in particular situations; for example, to escape local minima in potential
field methods [10]. Many randomized planners which have been developed so far draw
independent samples from an apriori fixed probability density function whose support is the
entire configuration space. The aim is then to build a graph or a tree which captures its
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connectivity [76,89]. In [30] however, a new sample is generated in the neighborhood of the
last point, in accordance with a Gaussian distribution. If the segment connecting them lies
entirely in the free configuration space Cfree, the point becomes the last point in the walk,
otherwise it is discarded. A bidirectional search is employed to speed the process. When
the algorithm terminates, a path connecting the source and target points is generated. A
smoothing procedure is then used to smooth out unnecessary intermediate motions that
affect the optimality of the path. Since a Gaussian distribution is used for sampling (rather
than a uniform distribution), as samples are generated, the distribution also adapts based
on accumulated samples. The covariance of the distribution is updated based on a specific
number of samples, in order to enable better sampling. So, when the variance of the samples
through which the robot is currently moving is too large, it permits movements to fall outside
the free configuration space. In such a case, the algorithm is able to automatically reduce
the variance of its steps, thus augmenting the probability of exploring a narrow space, e.g.,
a corridor, in a more effective and rapid way. The time taken to generate a sample does
not depend on the size of the previously generated sample set, provided that the update of
the covariance matrix can be done in constant time [30]. This can be done by processing
a fixed number of samples at every point, unlike most formerly developed algorithms, such
as PRMs and RRTs whose performance is worse than linear in the number of generated
samples. Nonetheless, [9] proposes a version of the RRT algorithm where the time needed
to generate a new sample is logarithmic in the number of already generated samples.

Low-dimensional spaces saw a combination of discretizing the space into grids and using
RRTs as path planners [37, 48, 89, 96], as mentioned in [66]. Authors of [31] even used
pre-defined way points to better suit the local path planning around static obstacles. As
an alternative method to evaluate the candidacy of the newly generated points, authors
of [66] present a general algorithm called Transition-RRT (Transition-based RRT (T-RRT)).
It combines the exploratory strength of the RRT with an effective test that determines if a
new sample is acceptable or not. The test used is called the transition test and is used in
stochastic optimization methods to accept or reject new potential states. The filtering of
transition tests relies on the gradient of the cost function along the local motion to connect
a given state to the RRT. This results in an expansion biased to follow the valleys and the
saddle points of the configuration-space cost-map as seen in Figure 2.4.

Karaman and Frazzoli of [73] focus more on the optimality of PRM and RRT, and
propose improvements to both algorithms on account of better optimality. They prove
that the standard PRM and RRT algorithms are not asymptotically optimal, and that the
simplified-PRM as seen in [75] algorithm is asymptotically optimal, but computationally
expensive. It is also shown that the k-nearest variant of the simplified-PRM algorithm is not
necessarily probabilistically complete, and is not asymptotically optimal for cases. To address
this problem, Karaman and Frazzoli of [73] propose new algorithms, Probabilistic Road
Map* (PRM*), Rapidly exploring Random Graph (RRG), and Rapidly exploring Random
Tree* (RRT*), and prove them to be probabilistically complete, asymptotically optimal,
and computationally efficient. The PRM* is a batch variable-radius PRM, applicable to
multiple-query problems, in which the radius is scaled with the number of samples in a way
that provably ensures both asymptotic optimality and computational efficiency. The RRG is
an incremental algorithm that builds a connected road-map, providing similar performance to
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Sampling-Based Path Planning on
Configuration-Space Costmaps

Léonard Jaillet, Juan Cortés, and Thierry Siméon

Abstract—This paper addresses path planning to consider a cost
function defined over the configuration space. The proposed plan-
ner computes low-cost paths that follow valleys and saddle points
of the configuration-space costmap. It combines the exploratory
strength of the Rapidly exploring Random Tree (RRT) algorithm
with transition tests used in stochastic optimization methods to ac-
cept or to reject new potential states. The planner is analyzed and
shown to compute low-cost solutions with respect to a path-quality
criterion based on the notion of mechanical work. A large set of
experimental results is provided to demonstrate the effectiveness
of the method. Current limitations and possible extensions are also
discussed.

Index Terms—Costmap planning, path quality, sampling-based
motion planning.

I. INTRODUCTION

SAMPLING-BASED path planning has proven to be an ef-
fective framework that is suitable for a large class of prob-

lems in domains, such as robotics, manufacturing, computer ani-
mation, and computational biology (see [1] and [2] for a survey).
These techniques handle complex problems in high-dimensional
spaces but usually operate in a binary world, which aims to find
out collision-free solutions rather than the optimal path.

Specific path-planning methods have been developed in field
robotics for outdoor navigation, where the goal is to find optimal
paths according to a cost function, which is usually computed
from a model of the terrain. Classical grid-based methods, such
as A* or D* [3] can be used to compute resolution-optimal
paths over a costmap. However, compared with sampling-based
algorithms, these methods are limited to problems which involve
low-dimensional spaces that can be discretized and searched
using grid-search techniques.

Some recent works [4]–[8] have tried to bridge the gap
between sampling-based planners and grid-based costmap
planners. They mainly rely on the Rapidly exploring Random
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and also with Université de Toulouse; UPS, INSA, INP, ISAE; LAAS; F-31077
Toulouse, France (e-mail: jcortes@laas.fr; nic@laas.fr).

Color versions of one or more of the figures in this paper are available online
at http://ieeexplore.ieee.org.

Digital Object Identifier 10.1109/TRO.2010.2049527

Fig. 1. Transition-based RRT on a 2-D costmap (the elevation corresponds to
the costs). The exploration favors the expansion in valleys and saddle points,
which connect to low-cost regions.

Tree (RRT) algorithm [9] and are generally focused on spe-
cific applications (e.g., real-time problems [7], [10] or statisti-
cal learning of feasible paths [8]) in the context of 2-D robot
navigation problems.

This paper presents a general algorithm, called Transition-
based RRT (T-RRT),1 for path planning on configuration-space
costmaps. The algorithm considers a user-given cost function
defined over the configuration space as an additional input to the
standard path-planning problem, and it produces solution paths
that are not only feasible (e.g., collision free), but also have a
good quality with respect to the input costmap. For instance, the
costmap may correspond in outdoor navigation problems to the
elevation map of the terrain in order to compute motions that
minimize climbing of high-slope regions. In addition, in robotic-
manipulation problems, the cost function may be defined from
distances to be maximized between the robot and some objects,
in order to find high-clearance solution paths. Finally, in compu-
tational biology applications, the costmap can be viewed as the
energy landscape of the conformational space to be considered
for the simulation of low-energy molecular motions.

The proposed algorithm combines the exploratory strength
of RRTs with the efficiency of stochastic-optimization meth-
ods (e.g., Monte Carlo optimization and simulated annealing)
that use transition tests to accept or reject new potential states.
The filtering of the transition test relies on the gradient of cost
function along the local motion to connect a given state to the
RRT tree that results in an expansion biased to follow the val-
leys and the saddle points of the configuration-space costmap
(see Fig. 1). Solution paths computed by T-RRT fulfill a quality

1The T-RRT planner was introduced in a shorter version published in [11].
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Figure 2.4: Transition-based RRT (T-RRT) on a cost-map [66]

PRM* in a single-query setting, and in an anytime fashion (i.e., a first solution is provided
quickly, and monotonically improved if more computation time is available). The RRT*
algorithm is a variant of the RRG that incrementally builds a tree. It provides anytime
solutions and provably converges to an optimal solution, with minimal computational and
memory requirements.

Most sampling-based planning algorithms, such as PRMs [24,76] or RRTs [13,41,67,73,89]
rely on randomly sampling C and building a graph connecting those configurations. Validity
of local paths is usually established by invoking collision checking routines. While graphs
resulting from PRMs and RRTs produce collision-free paths, no volumetric information about
C is available. A simple solution is to incorporate so-called bubbles of free C [132], i.e., Cfree.
The bubble is a collision-free local volume around a given configuration [131, 132]. The
bubble is computed using a minimum distance between the robot and the set of obstacles
in the workspace. This distance may be observed as a "safety" margin that provides rough
information about how far the robot can move from a specific configuration without colliding
with any of the obstacles. The authors of [2] describe a simple algorithm that uses bubbles
of Cfree, to compute collision free paths for robotic manipulators. The algorithm mimics a
classical RRT-Connect from [89], yet uses modified procedures for extending and connecting
the trees via bubbles.

It was seen in [73] that RRT* was proposed as an extension of the RRT algorithm
that provides a collision-free asymptotically optimal path regardless of obstacle geometry
in a given environment. However, one of the limitations in the RRT* algorithm is slow
convergence to optimal path solution [136]. To overcome the limitations due to speed,
authors of [136] propose the potential function-based-RRT* that incorporates the Artificial
Potential Field (APF) algorithm in RRT*. Biasing the probabilistic planner towards the
direction of the goal while accommodating the workspace terrain was seen in [66], and more
efforts in that direction are also seen subsequently. Directionalizing random samples through
APF was initially introduced as Potential Guided Directionalized-RRT* (PGD-RRT*) [133,
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134]. While PGD-RRT* finds an initial path faster than RRT*, it may fail to converge
to an optimal path. The proposed Potential Functions-based RRT* (P-RRT*) in [136] is
a variant and an extension of the previously proposed PGD-RRT* [133, 134]. The use of
APF in P-RRT* directs random samples in the direction of decreasing potential to provide
a quick, optimal solution. Moreover, this also results in lesser dispersion of samples in the
configuration space and provides a more memory-efficient solution operating at a much faster
rate compared to RRT* [136]. As seen before with Gaussian distribution based sampling
in [30], the aforementioned works focus on manipulating the sampling to take place in the
appropriate region of the PPP. This steady change in sampling strategy showcases SAs’ main
disadvantage, which is the inability to sample from the true PPP, which should be P free.

the roadmap is used to solve specific path planning problems:
given an initial configuration qinit and a goal configuration
qgoal, the basic PRM first attempts to connect qinit and qgoal
to two nodes q′ and q″ in V, respectively. If the connection was
successful, then the planner searches the graph G for a se-
quence of edges in E from q′ to q″. Finally, it transforms this
sequence (in C-space) into a feasible path for the robot by
recomputing the corresponding local paths in the workspace.
Although the learning phase is usually performed before any
path planning query, the two phases can also be interwoven.
As Choset et al. [37] denote, it is not reasonable to spend a
considerable amount of time in the learning phase if the
roadmap will be used for a single query planning problem
(instead, RRTs are best to be used for such problems).

While the basic PRM approach checks the collision-
freeness of all nodes and edges of the roadmap in the learning
phase, the lazy-PRM approach avoids such checks as much as
possible and instigates this process only after a start-to-goal
path is calculated during the query phase. On the other hand,
based on the analysis done in this research, a significant per-
centage of undesirable randomly generated configurations be-
long to cases when the lastm links in the robot collide with the
obstacles (m = 1 corresponds to the end-effector andm = DOF
corresponds to the robot’s base link). Besides, any slight

change in the angle of the first joints in the manipulator
(e.g., base and waist joints) can have a major impact on the
position and direction of the end-effector and other end-joints,
while any change in the angle of an end-joint does not affect
the status of its successors.

According to the above observations, collisions of the last
m links of a manipulator with workspace obstacles usually
occur more frequently than the first remaining links, and
therefore, robot configurations that are collision-free in their
terminal links are likely to be collision-free in their first links
as well (this claim is investigated later in Sect. 4.4). Inspired
by this fact, we propose an algorithm called SLPRM for ro-
botic manipulators, which for any random configuration
q = (θ1, θ2, …, θDOF) in the C-space, performs collision
checking of the physical points located on only the lastm links
of the robot, as well as self-collisions of all the links during the
roadmap construction phase. However, collision checking of
the points on the remaining 1 to m − 1 links, as well as all
edges (qi, qj) ∈ E on the shortest path between the qinit and qgoal
is done in the query phase. An important decision to be made
in SLPRM is determination of the m, for which we also pro-
pose an effective parameter tuning method that considers si-
multaneous minimization of the means and variances of solu-
tion path lengths and runtimes.

Fig. 1 a Uniform random
sampling in PRM. b Sampling
around obstacle borders in
OBPRM. c Uniform random
sampling in PRM. d Sampling on
the medial axis (or Voronoi
Diagram) in MAPRM [26]

1404 Int J Adv Manuf Technol (2017) 89:1401–1430

Figure 2.5: Illustration of uniform and Goal-Oriented sampling in different sampling en-
vironments; uniform sampling is seen in (a) & (c) and Goal-Oriented sampling in (b) &
(d) [5]

The advantage of SAs is easily seen, in the form of reliability in a wide range of appli-
cations in robotics, including Unmanned Aerial Vehicle (UAV) collision avoidance. Authors
of [102] propose a method based on Closed-Loop Rapidly-exploring Random Tree (Closed-
Loop RRT) [91]. Improvements to node connections and adding more candidate paths is
explored by utilizing information about the set of allowed states for the vehicle and obsta-
cle. RRTs are greatly influenced by how a tree is connected or trimmed, which influences
the efficiency of path planning. Authors of [172] propose a novel Machine Learning-based
Multi-RRT (LM-RRT) for robot path planning in narrow passages. The LM-RRT approach
models the tree selection process as a multi-armed bandit problem and uses a reinforcement
learning algorithm that learns action values and selects actions with an improved greedy
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Fig. 1 2000 samples with each sampling method

β = sin−1(U[−1, 1]),
Rrand = Rz(γ )Ry(β)Rx (α),

where α, β, and γ are Euler angles and R is the rotation
matrix. Figure 1c, e shows uniform samples in the task space.

To implement GO sampling in the task space, similar
methods are used as below

R = norm(xgoal − x f arest ) × U(0, 1], (6)

xirand = xigoal + U[−1, 1]R.

The position is calculated in a manner similar to Algorithm
4. GO sampling of rotation is achieved through the following

α = αgoal + U[−π, π ], (7)

γ = γgoal + U[−π, π ],
β = sin−1(sin(β) + U[−1, 1]),

Rrand = Rz(γ )Ry(β)Rx (α).

Figure 1d, e shows the GO samples in the task space.

4.3 Distance of nearest vertex

In the NEAREST procedure, the distance between a random
point and the tree is calculated to find the nearest vertex. In
the joint space and task space, the distance can be calculated
as follows

D =
√

(x1rand − x1tree)2 + · · · + (x3rand − x3tree)2

D =
√

(θ1rand − θ1tree)
2 + · · · + (θ6rand − θ6tree)

2
(8)

In the task space, the rotation is ignored and the position
is used for calculating the distance. For considering the
rotational distance, a Euclidean distance of position and a
Euclidean distance of rotation should be combined. How-
ever, because of the different scales, the position and rotation
must be weighted appropriately. In this paper, we assumed a
rotation weight of zero to focus on comparisons of the con-
figuration space.

4.4 Extension a new vertex

When the tree is extended in the task space, singularities arise
in the manipulator. To address the singularity, the Jacobian
matrix is used in various studies [10,16]. However, using a
Jacobian matrix leads to an extension of the computational
time. Furthermore, the extension in the joint space is similar
to an extension in the task space when the extension length
is small. In this study, we extended a new vertex in the joint
space after changing the space through inverse kinematics.

The extension equation is given below

Θgap = Θrand − Θnear , (9)

maxgap = max(abs(Θgap)),

Θnew = Θnear + Θgap/maxgap · ΔΘ,

where Θgap is the vector between the random point and the
nearest vertex. maxgap represents the biggest value in the
vector Θgap. Then, the new vertex is generated by extending
by ΔΘ value in the direction Θrand .

123

Figure 2.6: Illustration of uniform and goal-oriented sampling in the configuration space of
a manipulator [72]

strategy. Compared to previous RRT algorithms, the LM-RRT can not only enhance the
local space exploration ability of each tree, but also guarantees the efficiency of global path
planning [172]. Yet another improvement to the RRT is presented in [159], with a focus on
improving the need to sample extensively before extending a tree locally. Authors of [159] in-
troduce an efficient nonmyopic (plan ahead for possible observations that can be made in the
future) path-planning algorithm by combining RRT* and a stochastic optimization method,
called cross entropy. The proposed method constructs two RRTs, where the first tree is a
standard RRT* tree. It determines the nearest node in the tree to be extended to a randomly
chosen point. The second tree contains the first tree with additional long extensions. By
maintaining two separate trees, one can grow the search tree nonmyopically to improve the
efficiency of the algorithm while ensuring the asymptotic optimality of RRT* [159].

As seen before, RRT* was proposed in [73] as a variant of the RRT, which generates
an optimal or near optimal path, as the number of iterations tends to infinity [73, 135].
However, slow convergence of RRT* has led to further analysis of its limiting constraints.
Noreen et al. [120] explicitly address slow convergence towards the path by improving early
rejection of beneficial samples, avoidance of adding far-away samples, and reducing the
number of nodes in the tree. An off-line algorithm called RRT*-Adjustable Bounds (RRT*-
AB) is proposed to overcome the above issues. RRT*-AB performs informed exploration in
a known environment and generates a highly converged tree populated with useful nodes.

As RRT’s main competing technique, PRM also underwent its share of improvements.
Akbaripour et al. [5] propose a new variation of sampling-based methods called Semi-Lazy
PRM (SLPRM), which boasts of advantages from PRM and LPRM methods. Demonstrated
with industrial manipulators, the SLPRM collision-checks random configurations for only a
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To implement GO sampling in the task space, similar
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4.3 Distance of nearest vertex

In the NEAREST procedure, the distance between a random
point and the tree is calculated to find the nearest vertex. In
the joint space and task space, the distance can be calculated
as follows

D =
√

(x1rand − x1tree)2 + · · · + (x3rand − x3tree)2

D =
√

(θ1rand − θ1tree)
2 + · · · + (θ6rand − θ6tree)

2
(8)

In the task space, the rotation is ignored and the position
is used for calculating the distance. For considering the
rotational distance, a Euclidean distance of position and a
Euclidean distance of rotation should be combined. How-
ever, because of the different scales, the position and rotation
must be weighted appropriately. In this paper, we assumed a
rotation weight of zero to focus on comparisons of the con-
figuration space.

4.4 Extension a new vertex

When the tree is extended in the task space, singularities arise
in the manipulator. To address the singularity, the Jacobian
matrix is used in various studies [10,16]. However, using a
Jacobian matrix leads to an extension of the computational
time. Furthermore, the extension in the joint space is similar
to an extension in the task space when the extension length
is small. In this study, we extended a new vertex in the joint
space after changing the space through inverse kinematics.

The extension equation is given below

Θgap = Θrand − Θnear , (9)

maxgap = max(abs(Θgap)),

Θnew = Θnear + Θgap/maxgap · ΔΘ,

where Θgap is the vector between the random point and the
nearest vertex. maxgap represents the biggest value in the
vector Θgap. Then, the new vertex is generated by extending
by ΔΘ value in the direction Θrand .
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Figure 2.7: Illustration of uniform and goal-oriented sampling in the workspace of a manip-
ulator [72]

subset of terminal links of the manipulator in the road-map construction phase. This is
opposed to the exhaustive and zero collision-checking policies implemented respectively in
PRM and LPRM. This change in sampling a subset of manipulator parameters, results in a
reduction of road-map construction time compared to the PRM and in query time compared
to the LPRM.

Sampling methods have the advantage of being extended to less structured environments,
however in their most basic forms, may not be competent to do so [173]. Thus, the authors
of [173] propose an obstacle avoidance algorithm which is an improvement to the basic RRT,
called Smoothly-RRT (S-RRT). This method targets a directional node, and can extend and
increase the sampling speed and efficiency of RRT dramatically. The maximum curvature
constraint is presented as a path optimization strategy to generate a smooth, curved and
continuous path, that is executable for a manipulator. Targeting the RRT towards the goal
is explored in [72], by introducing the Goal-Oriented (GO) sampling method in conjunction
with the RRT. The area over which the sample points are distributed is restricted and the
probability distributions of sample points near the goal configuration are modified. This bi-
asing ensures that the initial path is found quickly, where the authors of [72] focus on using
the reduction of computation time as the primary rubric. The difference between uniform
and GO sampling can be seen in Figure 2.5; illustration of the concepts in the context of
manipulator joint configuration and EE pose can be seen in Figure 2.6 and Figure 2.7 re-
spectively. Further enhancements in the sampling procedure and in turn, in the construction
of the PPS is seen in [109]. Authors of [109], use the concept of reachable volumes (set of
reachable positions around the origin of a joint), to design a better sampler, that aims to
sample the constrained space for better path planning. Thus far, SA have been shown to be
versatile algorithms that seldom need a distinct characterization of P free and Pconstraint and
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are probabilistically complete. However, most improvements to fundamental SAs seemingly
encourage SAs to make the distinction between P free and Pconstraint, innate. They aim to
make the sampling process better, by forcing the sampling to take place in P free as much as
possible and by directing the sampling towards the goal (path convergence speed).

2.1.2 Optimization-Based Methods

Optimization Algorithms (OAs) lend themselves to an intuitive perception of the robotic
PPP. Planning a path aims to produce the shortest path, i.e., minimize the path length/time
and to be as far away from constraints as possible, i.e, maximizing distance from constraints.
Such minimization and maximization processes have led to several variants of OAs, where
the variance is a result of one or a combination of the following parameters. First, the
intrinsic purpose of the PPP is an important factor in determining the variant of the OA
used. They can involve any of the following: planning the shortest path from a source to a
target configuration; finding paths that avoid obstacles; or determining path feasibility across
multiple locations on the PPS. Second, the nature of the environment influences the choice
of the OA, i.e, the planar or non-planar nature of the PPS. Third, the size of the PPS must
be considered, since in that case, OAs are combined with SAs for an ample representation
of the environment. Fourth, the number of robots used in the application directly influences
the optimization approach of choice, since the OA must account for multiple optimization
processes occurring at once. Naturally, combinations of variants are introduced to abate
demerits that would occur otherwise. A general list of algorithms aiming to minimize a
cost function for robotic path planning are APFs, Evolutionary Algorithms (EAs), Model
Predictive Control (MPC) and Navigation Functions (NFs). Seen either on their own or as
a combination, all of the aforementioned methods are fundamentally iterative optimization
based approaches. EAs can be viewed as a combination of sampling and optimization, and
have further evolved into a multitude of variants. In an effort to reduce the sampling space,
MPC algorithms were explored. MPC algorithms combine knowledge of the robot model
and then use a variety of optimization techniques in the space of model allowed motions.
NFs have been the most direct solutions to combat APFs’ disadvantage of local minima.

2.1.2.1 Artificial Potential Fields

APFs are some of the most frequented approaches to path planning with obstacle avoid-
ance. Pioneered by Khatib in [78], artificial potentials for obstacle-free path planning can
be described as the following. Assume a point representation for the robot as q in the con-
figuration space C. Then, the robot at q is subject to the influence of a potential function
Utot(q), where

Utot(q) = Uatt(q) + Urep(q) (2.3)

Utot(q) is the superposition of Uatt(q) and Urep(q). Uatt(q) is a potential whose influence is
attractive towards the goal qgoal ∈ Cfree. Urep(q) is a potential whose influence is repulsive,
away from the CO region [122, 154]. The influence or force f(q) of any potential function
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U(q) is given by its negative gradient, such that

f(q) = −∇U(q) (2.4)

From (2.3), consider Uatt(q) first. Its potential is calculated using (2.4):

fatt(q) = −∇Uatt(q)

For Uatt(q) to produce an attractive influence fatt(q) on q towards qgoal, Uatt(q) is modeled
as a positive semi-definite function. Its unique minimum value of 0 must be located at
q = qgoal. Then, one can construct Uatt(q) as a positive semi-definite function of the error
vector e(q), defined as

e(q) = qgoal − q

That is, the general form of Uatt(q) is given by

Uatt(q) = Uatt(e (q)) (2.5)

It can then be seen that ∀q ∈ C, the minimum value of e(q) = 0 is reached under the influence
of fatt(q), when q = qgoal. Examples of such attractive potentials include paraboloidal
and conical profiles, as shown in Figure 2.8. A similar analogy is used for Urep(q) where
Urep(q) must produce a repulsive influence frep(q) away from CO. The potential of Urep(q)
is calculated using (2.4) and is given by

frep(q) = −∇Urep(q)
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Fig. 12.12. The shape of the paraboloidal attractive potential Ua1 (left) and of the
conical attractive potential Ua2 (right) in the case C = IR2, for ka = 1

where ka > 0 and e = qg − q is the ‘error’ vector with respect to the goal
configuration qg. This function is always positive and has a global minimum
in qg, where it is zero. The resulting attractive force is defined as

fa1(q) = −∇Ua1(q) = kae(q). (12.11)

Hence, fa1 converges linearly to zero when the robot configuration q tends to
the goal configuration qg.

Alternatively, it is possible to define a conical attractive potential as

Ua2(q) = ka‖e(q)‖. (12.12)

Also Ua2 is always positive, and zero in qg. The corresponding attractive force
is

fa2(q) = −∇Ua2(q) = ka
e(q)

‖e(q)‖ , (12.13)

that is constant in modulus. This represents an advantage with respect to the
force fa1 generated by the paraboloidal attractive potential, which tends to
grow indefinitely as the error vector increases in norm. On the other hand,
fa2 is indefinite in qg. Figure 12.12 shows the shape of Ua1 and Ua2 in the

case C = IR2, with ka = 1.
A choice that combines the advantages of the above two potentials is to

define the attractive potential as a conical surface away from the goal and
as a paraboloid in the vicinity of qg. In particular, by placing the transition
between the two potentials where ‖e(q)‖ = 1 (i.e., on the surface of the sphere
of unit radius centred in qg) one obtains an attractive force that is continuous
for any q (see also Problem 12.9).

12.6.2 Repulsive Potential

The repulsive potential Ur is added to the attractive potential Ua to prevent
the robot from colliding with obstacles as it moves under the influence of the

Figure 2.8: Paraboloidal and Conical attractive potentials [154]

Assume that the obstacle-region is convex and/or non-convex obstacles have been par-
titioned into convex components. For illustration purposes, assume one convex obstacle
denoted by CO ∈ C. Then, Urep(q) is modeled such that frep(q) behaves as a barrier in
the vicinity of CO, and has no influence outside that vicinity. Denote the vicinity of CO
as η0, formally referred to as the range of influence [154]. Further, denote the minimum
point-set distance between the robot configuration q and CO as η(q) = minq′∈CO‖q− q′‖.
For Urep(q) to produce a repulsive influence in the region of influence η0 and no influence
outside it, the function’s value must be 0 outside η0 and very high inside it. Then, Urep(q)
takes the following general form:

Urep(q) =

{
u(η0, η(q)), if η(q) ≤ η0

0, if η(q) > η0
(2.6)
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where u(η0, η(q)) is any function such that as:

lim
(η(q)−η0)→0

u(η0, η(q))→∞

This is clearly illustrated in Figure 2.9, where a repulsive field around an obstacle is com-
puted [146]. The resulting equi-potential contours around a polygonal obstacle can be seen
in Figure 2.10.

Y. Rasekhipour et al. Control Engineering Practice 77 (2018) 235–246

(a) (b)

(c)

Fig. 2. Potential Field: (a) non-crossable obstacle potential field, (b) crossable obstacle potential field, (c) lane potential field (Rasekhipour et al., 2017).

Fig. 3. Linear constraint approximation.

It is also notable that if stopping behind the obstacle is not feasible,
there are prediction steps that the vehicle cannot be behind the obstacle,
even with the maximum brake acceleration. For these prediction steps,
the vehicle should be on the side of the obstacle to avoid the obstacles,
and the constraint is changed to:

𝑌 > 𝑌2, (14)

Moreover, because of the uncertainties of the road–tire friction, the
vehicle’s model, the obstacle’s motion, and sensors the vehicle cannot be
planned to pass the obstacle at zero distance. Therefore, a longitudinal
boundary of 𝐿0 and a lateral boundary of 𝑊0 are added to each obstacle
in calculating the constraints. These boundaries are considered to be
constant in this paper, but, in future work, more accurate boundaries can
be developed by investigating the uncertainty sources in detail. A robust
MPC can also be developed to consider the model uncertainties explicitly
in the controller. For the current approach, the necessity of adding the
boundaries also implies that the constraints should be soft constraints,
since they might be violated because of the mentioned causes. It is also
notable that this method can be used for any number of obstacles. For
any obstacle in front of the vehicle, the constraint corresponding to
passing the obstacle on its left is added to the constraint set correspond-
ing to passing obstacles on their left. In other words, the constraint

set constrains the vehicle to pass all the obstacles that are in front of
the vehicle on their left. An obstacle is considered to be in front of the
vehicle if it is currently ahead of the vehicle and its SD with the vehicle
is predicted to have no component in 𝑌 -direction at a prediction step.

A similar approach is also used in calculation of the third set of
constraints which is corresponding to passing the obstacles in front of
the vehicle on their right side. Moreover, although potential functions
are used to lead the vehicle within the road markers as in Rasekhipour
et al. (2017), constraints are implemented on the road boundaries to
ensure that the vehicle stays within the boundaries. The constraints of
all the obstacles and the road boundaries, except for the obstacle in front
of the vehicle, are the same for the three constraint sets and are obtained
from (10).

2.5. MPC problem

IQMPC is introduced in this section for motion planning. It consists
of three iterations of MPC, one for each constraint set presented in
Section 2.4. By solving the three iterations, three solutions are found
for stopping behind the obstacles in front of the vehicle, moving to their
left, and moving to their right. The solution of IQMPC is chosen from
these solutions, as will be explained in Section 3.3. The MPC problem
for each iteration is presented in the following.

The MPC problem optimizes the vehicle dynamics behavior in its
prediction horizon since the presented vehicle dynamics model is its
model and the vehicle constraints are included in the MPC constraints.
The potential functions are also included in the objective function of
MPC to keep the vehicle at a safe distance from the obstacles. The motion
planning MPC should also track the desired lane and speed, which are
assumed to be predefined for the vehicle. Therefore, the output vector
𝒚 and the vector of its desired values, 𝒚𝑑𝑒𝑠, are:

𝒚 = [𝑌 𝑢]𝑇 , (15a)

𝒚𝑑𝑒𝑠 = [𝑌𝑑𝑒𝑠 𝑢𝑑𝑒𝑠]𝑇 , (15b)
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Figure 2.9: Repulsive potential [146]
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Fig. 12.13. The equipotential contours of the repulsive potential Ur in the range
of influence of a polygonal C-obstacle in C = IR2, for kr = 1 and γ = 2

attractive force fa. In particular, the idea is to build a barrier potential in
the vicinity of the C-obstacle region, so as to repel the point that represents
the robot in C.

In the following, it will be assumed that the C-obstacle region has been
partitioned in convex components COi, i = 1, . . . , p. These components may
coincide with the C-obstacles themselves; this happens, for example, when the
robot B is a convex polygon (polyhedron) translating with a fixed orientation
in IR2 (IR3) among convex polygonal (polyhedral) obstacles (see Sect. 12.2.2).
In the presence of non-convex C-obstacles, however, it is necessary to per-
form the decomposition in convex components before building the repulsive
potential.

For each convex component COi, define an associated repulsive potential
as

Ur,i(q) =

⎧
⎪⎨
⎪⎩

kr,i
γ

(
1

ηi(q)
− 1

η0,i

)γ
if ηi(q) ≤ η0,i

0 if ηi(q) > η0,i,

(12.14)

where kr,i > 0, ηi(q) = minq′∈COi
‖q− q′‖ is the distance of q from COi, η0,i

is the range of influence of COi and γ = 2, 3, . . .. The potential Ur,i is zero
outside and positive inside the range of influence η0,i and tends to infinity as
the boundary of COi is approached, more abruptly as γ is increased (a typical
choice is γ = 2).

When C = IR2 and the convex component COi is polygonal, an equipo-
tential contour of Ur,i (i.e., the locus of configurations q such that Ur,i has
a certain constant value) consists of rectilinear tracts that are parallel to the
sides of the polygon, connected by arcs of circle in correspondence of the ver-
tices, as shown in Fig. 12.13. Note how the contours get closer to each other
in the proximity of the C-obstacle boundary, due to the hyperboloidic profile

Figure 2.10: Equipotential contours of a polygonal obstacle [154]

Thus, the resulting potential corresponding to Utot(q) can be expressed as

ftot(q) = fatt(q) + frep(q) (2.7)

where frep(q) acts on q to move away from CO and fatt(q) influences q to attract it towards
qgoal. An example of a repulsive potential added to an attractive well is illustrated in
Figure 2.11.

The general form of the APF allows freedom to define Urep(q) and Uatt(q), while still
respecting the definitions of the potential fields. Such flexibility can benefit different appli-
cations and sometimes combat disadvantages. Typical definitions of the attractive potential
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Abstract 

Previous w e  of artificial potentials h a s  demonstrated  the  need for  an  ob- 
stacle  avoidance  potential  that closely models  the  obstacle,  yet  does  not 
generate  local  minima in the worbpace of the  manipulator.  However,  none 
of the  artificial  potential  functions  proposed  to  date  satisfy  this  criterion.  In 
this  paper  we  present a new obstacle  avoidance  potential,  based on mod- 
ifred ellipses,  that  prevents  the  formation of local minima  when  added to 
spherically  symmetric  anractive  wells. A modifred form of this  elliptical 
potential  provides  safe  approach  towards  objects.  We  have  implemented 
our  potentials in a  simulation and the  results  exhibit an improvement  over 
existing  potential  schemes.  The  simulation  also  employs an algorithm  that 
eliminates  collisions  with  obstacles by calculating the repulsive forces ex- 
erted on  links,  based  on  the  shortest  distance to an  object. 

1 Introduction 

An artificial  potential  is  a  mathematical  description  of  the  potential  energy 
within  the  workspace  of  a  manipulator.  Regions  in  the  workspace  that  are 
to  be  avoided  are  modelled  by  repulsive  potentials  (energy  peaks),  and  the 
region  to  which the end  effector  is to move is modelled by  an attractive 
potential  (energy  valley).  The  addition of repulsive  and  attractive  potentials 
provides  the  desired  workspace  energy  topology.  Thus,  for  each  point  in  the 
real  workspace of the  manipulator  there is a  modelled  value of potential 
energy  and  an  associated  gradient  or  force.  This  force  causes  the  end 
effector  of  the  manipulator to move  through  its  environment  in  a  manner 
which  is  directly  responsive  to  the  modelled  potential  energy  function  of 
that  environment. 

The  major  interest in artificial  potential  models  has  been in realizing  ob- 
stacle  avoidance  schemes  [11,13,12,14,8]. In an unobstructed  environment, 
a  simple  bowl-shaped  attractive  potential will drive  the  manipulator to its 
center.  But  this  potential  will  not  suffice  in an obstructed  environment. 
Repulsive  potential  hills  must  be  added  to  the  attractive  potential at the 
locations of obstacles,  as  in  Figure 1. The addition  of  repulsive  potentials 
provides  obstacle  avoidance  capability. 

But  the  addition  of  attractive  and  repulsive  potentials C a n  lead  to  the 

Figure 1: A repulsive  potential well added to an  attractive  potential  well. 
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realization of the  major  problem with artificial  potentials:  the  presence  of 
local  minima in the  potential  function.  Any  local  minimum  can  result  in  the 
manipulator  experiencing no ne[  artificial  force, and thcrcby  stopping at an 
unintendcd  lacation.  A  robust  artificial  potential  model of the  environment 
will have  no  local  minima [12]. 

In this  paper we present an artificial  potential  function  that  effectively 
models  the  environment  without  generating  local  minima.  First,  however, 
the  history of the  potential  approach  is  outlined,  and  some  of the problems 
indicated.  Then,  our  new  potential  function is  described  and  its  advantages 
are  highlighted.  This  function  is  mathematically  analyzed  and  the  criterion 
for  no  local  minima is  determined.  Finally,  the  developed  potential  is 
employed in a  simulation of a  two link manipulator. 

2 Attributes of Artificial Potentials 

As  was  stated  earlier,  potentials  may  be  divided  into  two  types:  attractive 
and  repulsive  potentials. 

Attractive  potentials  are  generally  quadratic  wells  [10,7,1,12]. The rea- 
son  for  this  is  twofold.  First,  a  quadratic  potential  well, 

U(X) = p ? ,  1 

provides  a  linear  control  law  with  constant  gain  (Hooke’s  Law): 

F = - V U =  -kx .  (2) 

Second, all potentials  are  quadratic  for  small  displacements.  This  may  be 
seen  from  the  Taylor  series  expansion: 

For  small  displacements, A x ,  the  higher  order  terms may  be  neglected.  The 
force  experienced  is: 

which  reduces  to Hooke’s Law  since  the  first  derivative  is  zero  and  the 
second  derivative  is k.  Potentials  with  positive  second  derivatives  are  sta- 
blizing,  preventing  large  displacements  from  being  achieved  and  keeping 
the  approximation  valid.  Thus  the  quadratic well is a  good  attractive  po- 
tential  because of its  simple form and because  other  potentials  reduce  to  it 
for  small  displacements. 

Repulsive  potentials  are  necessary  to  repel  the  manipulator  away  from 
obstacles  that  obstruct  its  path  of  motion  in  the  global  quadratic  well. It 
has  generally  been  recognized  that  a  repulsive  potential  should ‘nave a  lim- 
ited  range  of  influence  [1,10]. This prevents  an  object  from  affecting  the 
motion of the manipulator  when it is far away  from  the  object.  However, 
the  potential  function  and  its  derivative  must  change  smoothly  and  never 
become  discontinuous [l]. 

Many  proposed  repulsive  potentials  have  spherical  symmetry 11,121. 
One  increased  cubically  with  radial  distance  inside of a  circular  thresh- 
old range.  Another  had  a  Gaussian  shape.  These  potentials  were  useful 
for  surrounding  objects  with  spherical  symmetry  and  singularities  in  the 
workspace.  Also,  when  added  to  a  spherically  symmetric  attractive well 
they will not create  alocal  minimum  (as  will  be  demonstrated  subsequently). 
But a  spherically  symmetric  repulsive  potential  does  not  follow  the  con- 

Authorized licensed use limited to: University of Ottawa. Downloaded on October 20,2020 at 23:05:45 UTC from IEEE Xplore.  Restrictions apply. 

Figure 2.11: Repulsive potential added to an attractive potential [166]

resemble Uatt(q) =
1

2
ka‖e(q)‖2, if defined in C, for some scalar ka > 0 [154]. Khatib [78] uses

APFs in the workspaceW as opposed to the configuration space C. The attractive potential
is defined as Uxgoal(x) =

1

2
kp(x − xgoal)2, for some scalar kp > 0, which is similar to (2.5).

Urep is defined in W for obstacles characterized as n-ellipsoids. Khatib shows the effective
use of APFs to avoid both obstacles and joint constraints; however, local minima may occur.
This happens when the repulsive potential has equipotential contours with lower curvature
than the attractive potential in the same area [154].

Even as early as 1987, solutions were being explored to avoid the local minima problem.
Authors of [166] modeled obstacles using modified elliptical potential functions, while avoid-
ing local minima by using a spherically symmetric attractive wells. The elliptical avoidance
potentials surround a rectangular object to produce isopotential contours that tend to in-
finity at the boundaries of the obstacle surface, and morph into the symmetrical, circular
attractive wells away from the obstacles. Therefore, the transition from an elliptical repulsive
function to an attractive circular well enables better navigation towards the goal; this tran-
sition is seen in Figure 2.12. Faverjon and Tournassoud in [47] argue that APFs can work
properly when only few obstacles are present in the environment, as opposed to complex
environments. Since terms of different nature are arbitrarily added in a single function in
APFs, problems appear in more complex environments. These include oscillations between
opposite obstacles, arbitrary higher repulsion for two adjacent obstacles than for a unique
one and impossibility to get close to an obstacle. In [47]’s approach, the task is described by
a minimization problem and eventually, some geometric constraints. As opposed to APFs,
the anti-collision aspect is translated into geometric constraints in C and is not included in
the function to minimize. While attempts were being made to modify the APF as a whole
or in parts, Koditschek [84] was one of the first authors to investigate topological proper-
ties of the obstacle filled environment in light of APFs. Using Morse theory (theory about
directions where the function increases in value), he shows that there is some fundamental
topological obstruction preventing the construction of a gradient vector field with a single
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minimum. Using this knowledge, Kodistchek defines an “almost global” navigation algorithm
as a smooth real valued function on C for total energy η if the following is satisfied. The
function exceeds the value η and is exterior directed on the boundary of the space, and con-
tains only a single local minimum coinciding with the desired target point. The algorithm
multiplies a parabolic valley centered at the desired destination with a sum of m Gaussian
distributions placed over the center of each of them obstacles, represented as disjoint discs of
finite radius (less than their distance to the goal). An algorithm based upon the gradient of
such a function carries the guarantee that all trajectories avoid the obstacles, and excepting
a set of zero measure initial conditions, all other initial conditions arrive at the destination.
While the difficulty of constructing such a function is prevalent, it is expected that solutions
can be found.

Figure 5 shows  a plot of K at regular intervals. 
Finally,  the  parameter n must vary  from infinity to one while  moving 

away  from  the  object.  At  the  same  time, K varies  from  zero to infinity. 
One way  to  ensure this is by defining n as: 

1 n =  - 1 - e-oK (10) 

where a is  an  adjustable  parameter. 
With  the  form of the isopotential  contours  established, it is  necessary 

to assign potential  energy  values  to  them.  These  energy  values  must  satisfy 
the  third  and  fourth  criteria, and in  accordance with natural  potentials ( e g  
electrostatic,  gravitational,  etc.) exhibit an inverse  dependence  in  distance. 
Therefore,  the potential function  must  have  a K-’ dependence  for  short 
distance  repulsion, but drop  to  zero  faster than K-’ for  large  distances. 
Also, the  function  and  its  derivative  must  be  continuous. A function  that 
satisfies these  criteria  is  the Yukowa potential [5]: 

U(K) = A T  
e-aK 

(11) 

Figure 6 shows  this  function  for a = 1, A = 1. 
The parameter a determines  how  rapidly  the potential rises  near  the 

object  and  falls  off  away  from  the  object.  Therefore,  this  parameter  must 
also  appear  in  Equation 10, which determines  how  quickly  the  “n-ness” 
of the  ellipse  changes to accommodate the change in the  magnitude of the 
potential.  The  parameter A acts  as  an  overall  scale  factor  for  the  potential. 
Large  values  of A will make  the  object  have  a  spherical field of  repulsive 
force  at  large  distances.  Small  values  of A will allow  the  object  to  be  ap- 
proached  much  more  closely.  At  this  closer  range,  the  isopotential  contours 
will have  large  values of n and will approximate  the  shape  of  the  object. 
For  the rest of  this  discussion A will assumed to  be  unity  unless  othenvise 
noted. 

3.2 Elliptical Approach Potentials 

The attractive potential has  already  been  discussed as one  method  of  moving 
the  manipulator to a  desired  point.  This  strategy,  however,  requires  damping 
of  the  arm  to prevent oscillation about the  destination  point. In effect,  the 
damping  is  required  to  absorb  the  kinetic  energy that the ann attains  by 
moving  from  its  starting  point  of  higher  potential energy. An alternative 
way of absorbing  the  energy  is  to  increase  the  the  potential  energy  of  its 
destination.  Thus,  the arm moves  “downhill”  from  its  starting  point and 
then  “uphill”  to  its  destination. 

An appropriate  approach  potential  should  follow all of  the  criteria  of  the 
avoidance  potential, but should  go to a  finite  maximum  value  at  the  surface 
of  the  object.  Therefore,  far  from  the  object,  the  form  of  the  avoidance 
potential  may  be  used.  However,  closer  to  the  surface  the  potential  should 
be  Gaussian in nature,  the  slope  smoothly  changing  to zero at the  surface so 
that  no artificial force  is  experienced  when real contact  with  the  environment 
is  established.  Because  this  general form must remain for all values of cy, a 
simple  polynomial fit is  not  possible.  A  function which does  satisfy  these 

Figure 5: The isopotential  contours  for K = 0.1 to K = 2.6, and cy = 1.5. 

criteria  is: 

Figure 7 shows this function  for a = 1. 

4 Addition of an Elliptical Avoidance Potential and 
an Attractive Well 

The concern when adding  an avoidanx potential  to an attractive  well,  is 
that an undesirable  minimum  may  be  created  “uphill”  from  the  object. 
Because  the  elliptical  avoidance potential becomes  a  circle  asymptotically, 
a  spurious  minimum  is  always  present.  However,  this  minimum  may  be 
effectively  removed by making  the  depression  associated  with  it  smaller 
than  the  resolution of the  system.  As will be  shown,  this  is  easily  achieved 
by  adjusting  the  parameter a.  

The worst case  situation  occurs  when  the  longest  dimension  of  the 
object  to  be  avoided  is  tangent  to  the  isopotential  contours  of  the  attractive 
well. In other  words,  the  object  is  placed  “across”  the  desired  path.  Using 
a  coordinate  system  centered on the  object,  with  the x axis  along  its  longest 
dimension, yields: 

u = U,(K) + UW(X,Y)  (13) 

with the  object and well potentials  given  by: 

e-oK 
u, = - 

K and U w = l ( ? + 0 , - p ) * )  (14) 

where p is  the  location  of  the  attractive well center, and 1 is a  scale  factor. 
First  it is necessary to find the  local  minimum  along  the y axis  that  is 

Figure 6: The avoidance  potential for cy = 1, A = 1. Large  values  have 
been m c a t e d .  

Figure 7: The approach  potential  function for cy = 1 . 
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Figure 2.12: Isopotential contours changing from elliptical repulsion around rectangular
obstacle to circular attraction away from it. [166]

Volpe and Khosla of [79] improve on their previous work in [166], by introducing su-
perquadric formulation (similar to quadratics, but instead formulated with arbitrary powers
as opposed to squares) for safe approach towards objects. This is a generalization of the
elliptical potential function method seen in [166], and therefore viable for a much larger
class of object shapes, as opposed to just rectangular obstacles. The superquadric repulsive
field is then added to the attractive well. Similar to [166], since the superquadric avoidance
potential only becomes a circle asymptotically as seen in Figures 2.13 and 2.14, a spurious
minimum may be present. However, this minimum can effectively be removed by making
the depression associated with it smaller than the resolution of the system or by adjusting
parameters that define the quadratic well. As an improvement, Volpe and Khosla presented
two compatible forms of the superquadric potential function; one for obstacle avoidance,
and another for obstacle approach in [167]. APFs have also been extended to path plan-
ning for multiple robots [99]. To avoid local minima while using APFs for path planning,
authors of [4] propose a new repulsive potential developed using the potential density along
the geometry of the obstacle. A typical path obtained by traditional APF gradients, are
geodesics (locally, paths of the shortest lengths) projected on to the plane. However, such
paths may run into local minima. So, the authors of [4] instead propose the quasi-geodesic
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method, where the remaining shortest-distance path from a given point of the curve, to the
target, is approximated with a straight line. Optimization for PPP has seen different kinds
of solutions to tackle the local minima problem, which can broadly be classified into MPC,
NFs, EAs, and discretized combinations of the above. A brief overview of the literature in
the area is provided below.Figure 7: The isopotential contours surrounding a triangle for K = 0.1 

to K = 2.6, and a = 1.5. 

r 

A 
10.00 

-10.00 L 
Figure 8: The avoidance potential for a triangle with (Y = 1 and A = 1. 
Large values have been truncated. 

This value of b provides a superquadric which touches the comers of 
the trapezoid, with K = 0. Superquadric isopotential contours away 
from the object may be obtained by scaling x: 

f i = m L + d .  K +  1 

Reducing hl to a very small value gives a superquadric model of a 
triangle, as shown in Figure 7. 

Finally, this example can be. extended into three dimensions for 
superquadric models of wedges, pyramids, and cones. For a wedge, 

f i  = a  ( 14) 

For a pyramid, 

And for a cone oriented along the z-axis, 

3.1.2 Avoidance Potential 

With the form of the isopotential contours established, it is necessary 
to assign potential energy values to them. These energy values must 
satisfy the third and fourth criteria outlined in Section 2, and in ac- 
cordance with natural potentials (e.g. electrostatic, gravitational, etc.) 
exhibit an inverse dependence on distance. Therefore, the potential 
function must have a K-I dependence for short distance repulsion, 
but drop to zero faster than K-’ for large distances. Also, the func- 
tion and its derivative must be continuous. A function that satisfies 
these criteria is the Yukawa potential [5]: 

e-olK 
U(K) =A- 

K 
Figure 8 shows this function with a = 1 and A = 1 for a triangle. 

The parameter CY determines how rapidly the potential rises near 
the object and falls off away from the object. Therefore, this param- 
eter must also appear in Equation (8), which determines how quickly 
the ‘n-ness’ of the ellipse changes to accommodate the change in the 
magnitude of the potential. The parameter A acts as an overall scale 
factor for the potential. Large values of A will make the object have 
a spherical field of repulsive force at larg: distances. Small values 
of A will allow the object to be approached much more closely. At 
this closer range, the isopotential contours will have large values of 
n and will approximate the shape of the object. For the rest of this 
discussion A will assumed to be unity unless otherwise noted. 

3.2 Superquadric Approach Potentials 

The attractive potential has already been discussed as one method 
of moving the manipulator to a desired point. This strategy, how- 
ever, requires damping of the arm to prevent oscillation about the 
destination point. In effect, the damping is required to absorb the ki- 
netic energy that the arm attains by moving from its starting point of 
higher potential energy. An alternative way of absorbing the energy 
is to increase the the potential energy of its destination. Thus, the 
arm moves ‘downhill’ from its starting point and then ‘uphill’ to its 
destination. 

An appropriate. approach potential should follow all of the criteria 
of the avoidance potential, but should go to a fmite maximum value 
at the surface of the object. Therefore, far from the object, the form 
of the avoidance potential may be used. However, closer to the 
surface the potential should be Gaussian in nature, the slope smoothly 
changing to zero at the surface so that no artificial force is experienced 
when real contact with the environment is established. Because this 
general form must remain for all values of a, a simple polynomial 
fit is not possible. A function which does satisfy these criteria is: 

Figure 9 shows this function with a = 1 for a triangle. 
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Figure 2.13: Isopotential contours changing from superquadric repulsion around triangular
obstacle to circular attraction away from it. [79]

Figure 7: The isopotential contours surrounding a triangle for K = 0.1 
to K = 2.6, and a = 1.5. 
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Figure 8: The avoidance potential for a triangle with (Y = 1 and A = 1. 
Large values have been truncated. 

This value of b provides a superquadric which touches the comers of 
the trapezoid, with K = 0. Superquadric isopotential contours away 
from the object may be obtained by scaling x: 

f i = m L + d .  K +  1 

Reducing hl to a very small value gives a superquadric model of a 
triangle, as shown in Figure 7. 

Finally, this example can be. extended into three dimensions for 
superquadric models of wedges, pyramids, and cones. For a wedge, 

f i  = a  ( 14) 

For a pyramid, 

And for a cone oriented along the z-axis, 

3.1.2 Avoidance Potential 

With the form of the isopotential contours established, it is necessary 
to assign potential energy values to them. These energy values must 
satisfy the third and fourth criteria outlined in Section 2, and in ac- 
cordance with natural potentials (e.g. electrostatic, gravitational, etc.) 
exhibit an inverse dependence on distance. Therefore, the potential 
function must have a K-I dependence for short distance repulsion, 
but drop to zero faster than K-’ for large distances. Also, the func- 
tion and its derivative must be continuous. A function that satisfies 
these criteria is the Yukawa potential [5]: 

e-olK 
U(K) =A- 

K 
Figure 8 shows this function with a = 1 and A = 1 for a triangle. 

The parameter CY determines how rapidly the potential rises near 
the object and falls off away from the object. Therefore, this param- 
eter must also appear in Equation (8), which determines how quickly 
the ‘n-ness’ of the ellipse changes to accommodate the change in the 
magnitude of the potential. The parameter A acts as an overall scale 
factor for the potential. Large values of A will make the object have 
a spherical field of repulsive force at larg: distances. Small values 
of A will allow the object to be approached much more closely. At 
this closer range, the isopotential contours will have large values of 
n and will approximate the shape of the object. For the rest of this 
discussion A will assumed to be unity unless otherwise noted. 

3.2 Superquadric Approach Potentials 

The attractive potential has already been discussed as one method 
of moving the manipulator to a desired point. This strategy, how- 
ever, requires damping of the arm to prevent oscillation about the 
destination point. In effect, the damping is required to absorb the ki- 
netic energy that the arm attains by moving from its starting point of 
higher potential energy. An alternative way of absorbing the energy 
is to increase the the potential energy of its destination. Thus, the 
arm moves ‘downhill’ from its starting point and then ‘uphill’ to its 
destination. 

An appropriate. approach potential should follow all of the criteria 
of the avoidance potential, but should go to a fmite maximum value 
at the surface of the object. Therefore, far from the object, the form 
of the avoidance potential may be used. However, closer to the 
surface the potential should be Gaussian in nature, the slope smoothly 
changing to zero at the surface so that no artificial force is experienced 
when real contact with the environment is established. Because this 
general form must remain for all values of a, a simple polynomial 
fit is not possible. A function which does satisfy these criteria is: 

Figure 9 shows this function with a = 1 for a triangle. 
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Figure 2.14: Superquadric touching a triangular obstacle’s edges [79]

2.1.2.2 Model Predictive Control

In an attempt to produce an optimized path specific to a robot model, the authors of [123]
apply MPC. The work uses a robot model with a certain look-ahead horizon and is provided
with a pre-defined set of way points from the source to the target. An optimization function
with performance indices to be minimized include the deviation from the pre-planned path,
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control input and an additional cost term that reflects local obstacle threat. This optimiza-
tion limits the immediate directions of motion and attempts to optimize locally within the
look-ahead horizon. The nature of the optimization function and the MPC together lead
to less local minima than the APF [123]. A similar approach of optimizing a path towards
a pre-defined path is also seen in [7]. Yoon et al. from [181] also use MPC for an opti-
mal collision-free trajectory formulated in terms of cost minimization. With APFs, rapid
computation for trajectory regeneration is possible, but collision with obstacles can happen
due to local minima or difficulty to incorporate constrained dynamics over a longer time
duration. The results with MPC approaches show that the application of distance-based
methods may require excessive computation especially in complex environments. Modifi-
cations aimed towards better computational efficiency in MPC is seen in [181], where the
modified local path generator called Modified-Parallax MPC (MP–MPC) effectively utilizes
information about a Unmanned Ground Vehicle (UGV), shows high computational efficiency
and better characteristics in path length and control efforts. Thus, the proposed MP-MPC
approach can be a good candidate for real-time obstacle avoidance of autonomous UGVs
in complex environments [181]; however it is model specific. More examples of potential
field-based MPC for autonomous path planning can be seen in [145, 146, 152]. MPC meth-
ods and other Non-Linear Optimal Control (NLOC) techniques use information about the
system model and subsequently minimize cost functions with performance indices. Some
examples of MPC and NLOC used for autonomous driving while avoiding obstacles can be
seen in [1, 51]. Solving Non-Linear Optimal Control Problem (NOCP) yields a Non-Linear
Optimization Problem (NOP). The resulting NOP is generally solved using iterative meth-
ods, that are a combination of sampling and processing the sampled data. EAs are some of
the most popular algorithms that sample data and process them with an aim of optimizing
a certain feature while respecting constraints. While EAs can be used on their own, path
planning has seen their usage in conjunction with other methods, such as APFs, so as to
improve the avoidance of local minima [114].

2.1.2.3 Evolutionary Algorithms

To overcome problems of local optima and solving NP-hard problems with a large number
of variables, researchers have propounded EAs for searching near optimal solutions to such
problems [3]. EAs typically follow three main steps: sampling a point, evaluating the strength
of that point, and finally applying operators on the point to generate a new one. This cycle is
repeated until the strength or the corresponding solution of the point is deemed satisfactory.

Aghababa from [3] has used NLOC to find optimal paths for under water vehicle path
planning with static obstacles. As part of the optimization procedure, five EAs have been
applied to solve the non-linear optimal control problem. The EAs compared include Ge-
netic Algorithm (GA), Memetic Algorithm (MA), Particle Swarm Optimization (PSO), Ant
Colony Optimization (ACO) and Shuffled Frog Leaping Algorithm (SFLA) whose brief de-
scriptions are as follows. To use a GA for problem solving, a cost function must be defined
for evaluating potential solutions, together with a suitable representation (real, binary, etc.)
for them, and with crossover and mutation operators which must manipulate solutions in the
chosen representation. Both operators manipulate the existing solution in the direction of
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optimized cost or maximum compliance with the solution’s fitness. The MA differs from the
GA in that it is population-based. That is, first, an initial population is created at random.
Then, a local search is performed on each population member to improve its experience and
thus obtain a population of local optimum solutions. Subsequently, crossover and mutation
operators are applied, similar to GAs to produce offspring which are then subjected to the
local search so that local optimality is always maintained. PSO is yet another population
based algorithm, but is also stochastic in nature. A swarm of particles is optimized locally
and globally in the search space. Each particle in the swarm has the freedom to locally search
its space and communicate its movement with the other particles. Particles in the swarm
move toward that particle in the swarm with the best reward/energy. The final optimized
solution is influenced by the particle’s local search and by other particles in the swarm,
i.e. global search. ACO is similar to PSO in that it involves socializing behaviour, but this
time, with reinforcements for positive behaviour and lack thereof, otherwise. The solution is
updated until it has met the needs of the constrained optimization problem. SFLA combines
the advantages of genetic-based MA and the socially driven PSO algorithms. In SFLA, the
population composes of a set of frogs (solutions) further divided into subsets, called meme-
plexes. The different memeplexes are considered as different groups of frogs, each performing
a local search. Within each memeplex, the individual frogs hold ideas, that can be influenced
by the ideas of other frogs, and evolve through a process of MA. After a defined number
of memetic evolution steps, ideas are passed among memeplexes in a shuffling process. The
local search and the shuffling processes continue until defined convergence criteria are satis-
fied. While all EAs found paths in an environment with obstacles, PSO produces the most
optimal path in the fastest time [3].

Use of PSO for static path-planning can also be seen in [170]. An interesting solution
to keep track of local minima is seen in [81] where the obstacle free space is discretized into
cells and the intrinsic cost of every cell is pre-calculated. This enables the robot to always
find a path while avoiding high costs representative of constraints such as obstacles. The
disadvantage of course, is the cost of recalculating the cost for the grid every time a target is
changed. Others have combined an improved APF with other collision prediction models as
seen in [171]. The merits of using EAs for last mile optimization in path planning algorithms
offers merits of flexibility to static/dynamic environments, vehicle model and possibly noise.
Akin to tune-able constants and parameters used in APFs, all EAs have parameters that
must first be determined by trial and error. Furthermore, there is no guarantee that the
tuned parameters will work for new environments. As seen in [3], solutions reach the target
position with a 10% margin of error. Additionally, some EAs consistently perform updates
to an entire population for an iteration which can be an excessive computational cost.

2.1.2.4 Navigation Functions

All optimization methods focus on representing the problem space as different levels of cost
or energy, and points in the PPS that share the same cost or energy are located on equi-
potential contours. Therefore, most path planners used on optimization problems focus on
some variant of gradient descent procedure. Paths generated using APF and MPC as such
may sometimes be longer than necessary due to the random nature of sampling, but are
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still dependent on gradient descent. Optimization for PPP can also involve optimizing an
existing path as seen in [28]. Authors of [28] optimize typical paths resulting from sampling
based algorithms which are a combination of straight lines into less noisy paths. Randomness
of sampling results in detours of paths; such unnecessary path deviations are aimed to be
avoided based on standard numerical tools linearly constrained quadratic program (LCQP).
The authors do so by proposing a method to shorten the path length after every path planning
step. Note that they do not address path planning and take the result of a probabilistic
motion planner as the input to their path optimization method. The algorithm claims to
require only collision checking, and not any time-consuming obstacle distance computation
nor geometry simplification since they constrain only part of the configuration variables that
may cause a collision, and not the entire configuration vector. Thus, parasite motions that
are not useful for the problem resolution are reduced [28]. The work shown here does not
plan an optimized path from start, but optimizes a given path for optimal length.

Variants of OAs that optimize path lengths indicate that OAs can produce paths that
are close to optimality, but not the most optimal solutions. Since OAs depend on sampling,
the solutions are optimal in terms of sampling frequency and effectiveness. So, apart from
navigating the local minima problem, one must also be conscious of the true optimality of
the path produced using sampling and optimization based methods.

On the note of avoiding local minima, one of the earliest solutions proposed was the
ideal APF, containing a single global minimum, called the Navigation Function (NF), as
proposed by Koditschek and Rimon [85]. The pioneering work focuses on a non-Euclidean
representation of the PPS, and thus will be focused on in greater detail in Section 2.2.
The analytical approach to finding a suitable navigation function is to use or derive special
functions that can remove or lessen the effects that a local minima has on the potential field.
Koditschek and Rimon of [85] define a proper navigation function as one that satisfies the
following criteria:

1. Continuous and differentiable (smooth) on the path to the goal in the connected set,
uniformly maximal on the boundaries.

2. Has a unique and global minimum at the goal and must be Morse (defines directions
where the function increases in value).

3. The resulting navigation function (in a generalized sphere world), eliminates the local
minimum problem but only with proper tuning of a sharpening parameter defined as part
of the function [130].

The navigation function therefore is posed to look ideal in that it is of maximum value at
the boundary of the obstacle, directed away from the boundary and towards the workspace
with a minimum at the goal. However, constructing such a function is challenging to do
analytically.

As an alternative, authors of [130] attempt to construct the navigation function numer-
ically. Using wavefront expansion, the metric based on which the NF is constructed is the
control effort. Traditional metrics involved distance-based contour computation, as opposed
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to a metric based on the control effort of the system to form the contour levels in the potential
field. Since the metric is control effort-based, they are able to construct the NF by making
use of the solution to the minimum control effort problem given a fixed initial and final state
of a linear system. Then, the second method will be to take an inverse dynamics approach
from a reachable state (as considered for a nonlinear rover model) [130]. In this case, NF
is combined with MPC as have been done in [87, 88] to produce trajectories and then track
them. Yet another slightly different approach towards APF, is the use of R-functions, as
seen in [161]. Similar in properties to an APF, an R-function is a real-valued function whose
properties are fully determined by corresponding attributes of their parameters, which is
usually applied to express a geometrical object.

In [161], a signed distance function based on R-functions is created to represent two pieces
of information. First, it indicates whether two objects intervene and second, it provides infor-
mation about their level of intervention or separation. As the signed function is continuous
and differentiable, the gradient information of the objective function guides a moving part
to avoid its obstacles and to approach its target position rapidly. The function enables an
implicit description of the obstacle and its boundaries using the convex hull approach.

Perhaps the most detailed approach to numerical NFs can be seen in [10]. Authors
Barraquand and Latombe of [10] approach it systematically with three main steps: first,
construct the discretized PPS, second compute numerical navigation functions in the dis-
cretized space, and finally, propose two path planners, with one being gradient-based and the
other being Brownian motion-based. The first step creates a multi-resolution bit-map/grid
representation, i.e., there exist more than one layer of grid-based representation for the same
space. Each layer assumes a pre-defined resolution and thus ranges from coarse to fine when
representing the environment, from which a skeleton of the PPS is extracted.

The second step involves computing numerical potential functions that need to satisfy
the following two conditions of a single minimum at the goal and the ability to use a gradient
based planner. The former condition of the numerical potential/navigation function requiring
a single minimum at the goal, makes this a major heuristic step towards minimizing spurious
local minima. The latter requirement of being able to use a gradient based planner implies
that the algorithm travels in the direction of lowest energy or cost. The NF is computed for
every point in the PPS skeleton, starting at xgoal to whom the NF assigns the lowest cost
of 0. Other points located at the same distance away from xgoal lie on equi-potential contours,
and increasing distance from the goal increases the potential. The process is repeated until
the connected subset of W free containing xgoal is exploited, as can be seen in Figure 2.15.
The complexity of the numerical navigation function is linear in the number of points in the
bitmap and constant in the number and shape of the obstacles. It can therefore compute a
path from any xstart in the connected component of W free to the xgoal following the negated
gradient, which is guaranteed to be the shortest path at the resolution of the bitmap. Notice
that the computation occurs only in the connected subset of W free that contains the xgoal.
Hence, if xstart is not in the same connected component as xgoal, the value of the potential is
not computed at this point, and one can immediately infer that there is no collision-free path,
without even relying on the path planner. Additional numerical metrics can be included to
provide contours that don’t graze the obstacle boundaries as such. The authors also create a
multi-resolution grid equivalent of Cfree, since while obstacles are included, singularities are
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not. That is, several configurations in C may permit the same desired location in W free. In
order to minimize the number of solutions, the authors pre-select a desired region of control
in C. One must keep this in mind, since path planners must ideally be able to avoid all
constraints in Pconstraint, including singularities, failing which Cfree may truly not be free of
constraints.

633

Fig. 3. Examples of work space skeletons.

algorithm can be executed. The computation of the
L distance is faster than the computation of the L 2

distance. Notice also that unlike the earlier compu-
tation of ~, the time complexity of constructing the
algebraic description of the L2 Voronoi diagram of a
polygonal work space increases with the number of
vertices of the obstacles.

3.3. Work Space Potential Fields Without Local
Minima

The bitmap description of the work space allows us
to compute a numeric navigation funetion-i.e., a
collision-avoiding attractive potential field defined
over the work space bitmap that has no other local
minima than the goal. Such a navigation function
happens to be very helpful for avoiding concavities
of the work space obstacles.
We propose two algorithms, NFI and NF2, for

computing numeric navigation functions. NF1 is
simpler and does not make use of the map di and
the skeleton ~. NF2 is slightly more involved but
has the advantage of producing work space poten-
tials that keep the control points as far away as pos-
sible from the obstacles.
NFI computes the work space potential V, for

every control point p by using a wavefront expan-
sion technique starting at the goal position x~out of p.
The value of Vp is first set to 0 at x~op~. Next, the
value of Vp at the neighbors of xgoal in OW empty is set
to l, the value of Vp at the neighbors of these neigh-
bors in W,-Py is set to 2 (if not previously com-
puted), etc. This procedure is recursively repeated
until the connected subset of °W&dquo;e&dquo;,p~, containing x~o~r
has been completely explored. The complexity of
NF is linear in the number of points of the bitmap
description and constant in the number and shape of
the obstacles. Equipotential contours of the resulting
work space potential field for the two-dimensional
work space of Figure I are displayed in Figure 4.
This computation was performed in a fraction of a
second.
A property of the function Vp thus computed is

that by following the flow of the negated gradient

Fig. 4. Equipotential contours of the work space potential
computed by NFI.

from any initial point XinÏt, we obtain a path between
x;&dquo;tt to xgoal (if one exists) that is the shortest one for
the L’ distance (at the resolution of the bitmap
array) over all the paths connecting Xinit to Xgoal. In a
three-dimensional work space, this computation may
be preferable to exact methods, as the problem of
computing the exact shortest distance in a polyhe-
dral space is known to be NP-hard in the number of
vertices under any Lp metric (Canny 1988).

Notice that NFl computes Vp only in the con-
nected subset of &dquo;B.if empty that contains the goal posi-
tion Xgoa!. Hence if the initial position Xinit is not in
the same connected component as the goal, the
value of Vp is not computed at this point, and we
can immediately infer that there is no collision-free
path for the robot.
However, a significant drawback of this work

space potential is that it induces paths that typically
graze the obstacles in the work space (i.e., it only
achieves the first of the two goals stated in section
3.2). Because several potentials will have to be com-
bined into a configuration space potential U attract-
ing the robot toward a goal configuration, the indi-
vidual work space potentials may compete in such a
way that they produce local minima of U. To reduce
the risk of such a competition and to enlarge the
maneuvering space of the robot, our planner makes
use of a more involved work space potential func-
tion Vp computed by the algorithm NF2.
NF2 computes Vp in three steps:

1. The first step consists of tracing a line a fol-
lowing the gradient of the distance map di from
the goal point Xgoal to the nearest point in the

Figure 2.15: Equi-potential contours computed by the numerical Navigation Function (NF)
as seen in [10]; note the contour value of 0 at the goal on the top-left of the figure.

The third and final step proposes two path planners: the Best First Planner (BFP) and
the Randomized Path Planner (RPP). The two versions differ mainly in the way the local
minima of the configuration space potential function are escaped. The BFP iteratively con-
siders each level of resolution in the PPS bit-map/grid pyramid, from the coarsest to the
finest. It terminates with success as soon a path is generated. It terminates with failure if,
after having considered the finest bitmap, it still has not generated a path. The BFP works
for robots with fewer than 5 Degrees Of Freedom (DOF). It is simpler and deterministically
resolution complete. With the RPP on the other hand, rather than filling up a local mini-
mum, it applies a Monte Carlo procedure that consists of generating Brownian motions until
the minimum is escaped. The resulting planning algorithm is probabilistically (rather than
deterministically) resolution complete [10]. This work is essential in introducing the numeri-
cal aspects of potential/navigation functions and the essence of gradient-based optimization
methods. The numerical formulation accommodates several features that would otherwise
be impossible. Those features include grid map representation, multi-layered map, numerical
assignment of potential and choosing a subset of control inputs to avoid singularities. The
discretized set of points allows for such concessions, but lack in the connectivity of the space
that can only be imposed mathematically, as shall be seen in Section 2.2.
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2.2 Manifolds

This section focuses on approaches that plan paths in spaces with an underlying structure.
Such spaces contain points whose relationship to each other is defined by imposed characteris-
tics. They include satisfying a system of equations, obeying laws of smoothness and adhering
to a certain metric. One of the most obvious, intuitive characteristics of such spaces is that
they are only locally Euclidean, and not globally so (they can also be both). Such spaces are
called manifolds and will be formally defined in Chapter 3. The advantage of formulating
paths on manifolds is in utilizing the natural structure of the robotic workspace. This is
especially of great use when the resulting manifold of the configuration or work space is free
of constraints. Then, the path planning can proceed on the natural structure of manifold,
without having to repeatedly evaluate points in the space for constraints. Path planning
on globally Euclidean spaces (such as planes) and globally non-Euclidean surfaces (such as
manifolds) still aim to find the shortest path in their respective spaces. The shortest path
in the former is a straight line as seen in Figure 2.16, whereas its equivalent in the latter is
called a geodesic seen in Figure 2.17. Informally, geodesics are the straight lines of manifolds,
but appear non-straight, since they adhere to the underlying curvature of the surface. Path
planning between a source and target configuration on curved surfaces therefore involves
determining the geodesic, parts of it, or discrete approximations of either.

Source 1

Target 1Shortest path is a 
straight line.

Globally 
Euclidean 

Space

Source 2
Target 2

Figure 2.16: A globally Euclidean space such as a plane where the shortest path between
any two points is always a straight line.

Constructing geodesics requires knowledge of the manifold’s representation. The diffi-
culty lies in representing or characterizing the manifold. While some variants or shapes of
manifolds exist that are represented using global parametrizations, complex manifolds are
seldom easily characterized by a global parametrization. The approaches to path planning
therefore bifurcate into two main groups. The first method focuses on adapting methods
used in the point-set space (such as sampling, potential fields and graph based approaches)
to familiar manifolds. The second group involves incrementally building charts or local rep-
resentations of the unknown manifold, to eventually build a global representation. Some
planners simultaneously attempt to search the built surface for a path, while others find
paths after the manifold construction process. Sections 2.2.1 and 2.2.2 discuss the first and
second methods, respectively.
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Source 1

Target 1 Source 2

Target 2

Geodesic

Geodesic

Globally 
non-Euclidean
Space

Figure 2.17: A globally Non-Euclidean space such as a Genus-1 Torus (donut) where the
shortest path between any two points is a geodesic.

2.2.1 Parametrizing Manifolds in Path-Planning Space

Point-sets in the workspace are often a union of points representing the constraints and those
that represent the constraint free space, as seen in Figure 2.18. It is from these point-sets
that the surface denoting the constraint space Pconstraint or the constraint-free space P free is
extracted mathematically. That is, the point-set is partitioned into constraint and constraint-
free regions by employing systems of equations to construct surfaces from those regions. This
can be especially challenging when both sets may not be compatible mathematically. Due
to the challenging nature of the problem, several early efforts use approaches analogous
to those used in Euclidean spaces. The most fundamental approach that attempts this
can be seen as early as 1983, where authors of [25] explored mapping the constraint space
into the admissible configuration space. Although not explicitly defined as manifolds or
geodesics, this paper is probably the earliest work on projection of the constraint space into
the admissible configuration space. The authors of [25] then find upper and lower bounds for
the projected constraint space, and find paths in so called freeways. These freeways are areas
that are free of constraints, and are represented by primary motions, such as a translation
along a fixed axis.

APFs are powerful concepts as attractors toward the goal configurations, however cannot
be directly adapted to curved surfaces, because of the fundamental difference in the nature
of curved and planar surfaces. As an adaptation of APFs, Koditschek and Rimon of [85]
pioneered path planning by formulating an equivalent global attractor function on manifolds.
Their work was based on analytic manifolds with a boundary and the attractor functions
were referred to as NFs. NFs are an extension of artificial potential fields in point sets to
manifolds, specifically in a sphere world. A sphere world is a compact connected subset
whose boundary is formed by the disjoint union of a finite number of spheres. It follows that
there is one large sphere which bounds the workspace, and smaller spheres which bound the
obstacles. The free space P free is obtained after removing all the smaller sphere-bounded
obstacles from the bigger encompassing sphere-bounded space. Koditschek and Rimon show
that using non-degenerate vector fields (isomorphic or structure preserving vector fields)
which are transverse on the boundary of the free workspace does not provide a globally
attracting equilibrium state. This is because a smooth vector field on any sphere world
which has a unique attractor, must have at least as many saddles as there are obstacles.
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Pconstraint

 
(singularity)

Pconstraint

(obstacle)

Pconstraint

 
(no-go zone)

Pfree= P - Pconstraint

P

Figure 2.18: Breakdown of the general Path Planning Space (PPS) P into Pconstraint and
P free

Thus, a globally attracting equilibrium state is topologically impossible [85]. The presence
of such saddles or local minima is typical of what is experienced in APFs in point sets. As
a solution instead, Koditschek and Rimon of [85] impose further restrictions on the obstacle
free workspace. They do so by defining it as a compact connected analytic manifold P free,
that admits a NF. The NF is Morse and analytic on P free, and is polar, i.e., has a unique
minimum in P free. With these conditions in place, if the gradient is transverse and directed
away from the interior of P free on the boundary, then the negative gradient is a positive
invariant set. The method by itself focuses on formulating the navigation function, which
is a composition of three functions, where the first function is polar, almost everywhere
Morse and analytic; the second function is a diffeomorphism to limit the output range,
resulting in a polar, admissible, and analytic function which is non-degenerate everywhere
on P free except the target point in P free; and the third function addresses the target point.
The authors point out that analytic NFs are harder to construct, but once defined, yield a
provably correct control algorithm. Unquestionably, real world scenes do not often admit
even a smooth, much less an analytic representation, and extending the approach beyond
the class of a ball of obstacles may require relaxation of some constraints [85]. Tanner and
Kumar of [160] also use NFs in the context of multi-agent robotics to avoid local minima.

Control theorists were familiar with the concepts of systems of equations defining sur-
faces, i.e., vector fields representing curvature and thus directions of motion leading to in-
tegral curves. Integral curves could then be viewed as feasible paths that the system could
take. In the field of robotic path planning however, that was not the case. Authors of [42]
were some of the early researchers who introduced the same concepts for path planning.
They use kinematic constraints to come up with the structure of the manifold and the sub-
sequent variety of paths resulting from such a structure. Contrary to Koditschek and Rimon
of [85], where point-set based methods were adapted to manifolds, authors of [42] focus on
formulating the structure of the surface and move away from point-set based methods. This
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step is the precursor to constructing geodesics. By showing that vector fields already account
for kinematic constraints, they show that the surface being operated on is free of kinematic
constraints. Paths on this kinematic constraint-free surface, then simply need to be checked
for intersection with the obstacle region’s boundary. Thus, feasible paths incorporate both
kinematic and obstacle constraints [42]. Since there may exist multiple feasible paths, a cost
or metric is chosen for optimality. Authors of [42] choose the Riemannian metric, where-from
one can compute the geodesics of that metric. As stated previously, geodesics are paths cor-
responding to “straight lines” in the metric space. However, unlike straight lines, geodesics
are not always feasible paths. In order to be so, they need to be in the total flow of the vector
fields of control. In general, and especially for non-holonomic problems, no such situation
exists. In that case, the geodesics are approximated by pieces of flow lines of the field [42].
The discretization procedure of geodesics computation was accomplished by using the cost
wave propagation algorithm [42].

As seen above, using constraints to define the surface is indeed possible, but is made
challenging by two factors. First, availibility of information about constraints influences how
the surface can be characterized. Second, there sometimes exists a choice in how the PPS
can be characterized. Both factors are now explained in detail.

First, information about constraints must be available, since constraints help define the
constraint-free space. Typically, constraints could be any combination of the following:
mechanical and/or kinematic constraints, singularities, and obstacles/no-go zones, as seen
in Figure 2.18. Note that all constraints of a PPP may not co-exist in the same space,
i.e., they need not lie entirely in C orW , as this is application dependent. Some applications
may have constraints purely in C or alternatively, purely inW . Other applications may have
some constraints that can feature in C, while other constraints can lie inW . This constitutes
an ambiguous and/or incomplete definition of the constraint space. It is so because of the
following. Constructing a constraint-free space based on the constraints lying exclusively in
C would result in a constraint-free space, say CfreeCconstraints. Equivalently, the constraint-
free space resulting from constraints lying exlcusively in W is denoted by W freeWconstraints.
The problem with this definition is that while both CfreeCconstraints and W freeWconstraints are
constraint-free in their own right, they are not equivalent to each other. W freeWconstraints

does not represent the same constraints as represented by those in CfreeCconstraints. In other
words, there exists no equivalence mapping from CfreeCconstraints to W freeWconstraints, because
they do not represent mapped images of the same constraints in the native or original
space. Therefore, knowledge of Cconstraint does not automatically imply that its equivalent
is Wconstraint, unless such a mapping has been deliberately accounted for; see Figures 2.19
to 2.21. Thus, until all constraints are accounted for in at least one space, i.e., either C or
W , one cannot conclude defining the constraint space. Such a difference in characterizing
the constraints in different spaces can be seen with the 2-Link Planar Manipulator (2LPM)
and a mobile robot. For a 2LPM, constraints such as singularities, operational joint limits
and no-go zones in C are collectively defined in C. However, constraints in the form of
obstacles and no-go zones in the EE’s workspace are defined in W . For a constraint-free
surface to be defined in either C or alternatively in W , all constraints must be defined in
either C or alternatively in W , respectively. Consequently, the constraint-free space can be
defined in C or alternatively in W , respectively. In contrast, the PPS of mobile robots are
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usually defined in W , where the robot traverses the environment. In this case, constraints
are usually entirely defined in W , as is the constraint-free space.

Configuration 
Space 
C

Work Space 
Wffwd

finv

Figure 2.19: Forward and inverse mapping between C andW of robots such as manipulators
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Cfree
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W constraints
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      ≠
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       ≠

Figure 2.20: Equivalence of W free cannot be directly and simply assumed from Cfree and
vice-versa. Care must be taken to choose the PPS as a space that can be characterized
mathematically.

The second factor concerns the different ways a constraint-free surface can be defined.
It was seen that all constraints (original and mapped) can be defined in C or W , i.e. as
Cconstraint or as Wconstraint. Since C and W are fundamentally different sets of spaces by
definition, Cconstraint and Wconstraint will also appear as different subsets in their respective
parent spaces, C andW . Then naturally, the removal of the constraint spaces will also result
in differently characterizable constraint-free spaces, Cfree and W free. This difference enables
defining the surfaces that can represent Cfree and/or W free differently. This is especially
true if the all the constraints pertaining to the PPP are native to exclusively one space;
for example, assume all constraints lie in C. Thus, the constraint space in the native space

32



Singularities

Operational 
Limits

No-go 
zones

C W

No-go 
zones

Obstacles in 
the EE 
workspace

Constraints lying exclusively 
in W and C constraints 
mapped to W using ffwd.

 

Cfree wfree

     LHS 
Constraint 
    Space 
       is
equivalent

to
      RHS 
  Constraint 
     Space

 is equivalent to

No-go 
zones

Obstacles 
in the EE 
workspace

No-go 
zones

Operational 
Limits

Singularities

Constraints lying exclusively 
in C and W constraints 
mapped to C using finv.

 

Figure 2.21: Equivalence of the associated spaces of the PPS using the ffwd and finv maps.

C would not consist of any mapped constraints from another space (W) and would be the
disjoint union of all the constraint sets in C. Then, the constraint-free space in the native
space C is easily defined by the absence or removal of the constraint-space. However, if this
constraint-free space were mapped to the equivalent space W , the mapped constraint-free
space will now be defined as a stand alone surface as a result of the mapping applied to the
constraint-free space in native C.

One can see an example of the fundamental difference between the two possible spaces C
andW , where constraints can lie, for a simple 2LPM in Figures 2.22 and 2.23. Even without
constraints, the two spaces appear different; one is Euclidean, while the other is not easily
recognizable as a subset of the Euclidean space. Thus, one cannot immediately assume
that the path-planning space devoid of constraints automatically results in P free, because
it depends on the ability to characterize the constraints, the PPS and whether removal of
constraints results in a characterizable space. Care must be taken to map the surfaces/spaces
into the equivalent W or C, before path planning can commence.

Some authors therefore, shifted their focus towards explicitly defining manifolds that
describe the singular sets and singularity spaces as well. Trinkle and Milgram of [162]
tackle path planning on the singularity-free workspace for a planar closed chain spherical
manipulator. They accomplish the complex task of determining W , C, and the singular sets
in either space, by approximating the Closed Chain Manipulator (CCM) as an equivalent
Open Chain Manipulator (OCM). The OCM’s fixed joint EE is equivalent to the CCM’s first
and last fixed joints. The following steps are taken to determineW , C, and the singular sets.
First, it can be seen that the C of the OCM is a product of Special Orthogonal Groups (SOs)
and the EE of this open chain is free to map anywhere inside the annular workspace W .
Second, they determine the complete C corresponding to the forward kinematics’ image space
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Figure 2.22: The configuration space C of a 2-Link Planar Manipulator (2LPM)

Figure 2.23: A 2D work space example of a 2-Link Planar Manipulator (2LPM) [154]

Im
{
ffwd} = V . This image V takes the form of either a closed ball or an annulus, and lies in

W . Subsequently, the inverse location of the removed joint e is obtained using finv(e), as a
special case. In this case, the singular points of ffwd are disjoint spheres in C. This completes
defining the singular sets of the CCM and the singularity-free space of the CCM in C, all of
which are some variants of SOs, thus resulting in manifolds. Next, the image of the singular
set decomposes V ∈ W into connected regions, which are open annuli centered at the base
of the open chain. Since the singular set in C consists of disjoint spheres (i.e., compact), the
map ffwd restricted to the inverse image of each open region in the annuli in W , is a closed
compact manifold (sphere) in C. Consequently, the inverse images for any two points in one
of these regions are at least locally diffeomorphic. Now, the problem reduces to two basic
steps: first, find the inverse image in one of these regions; and, second, understand how the
image changes when passed through the image of a singular point. Standard methods of
differential topology and algebraic geometry aid in determining how the global structure of
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the space finv changes as one passes through the image of the singular points. The structure
and the number of connected components in the inverse image provides the solution to the
path existence problem. That is, a path from qstart to qgoal exists only if qstart and qgoal are
in the same path component in finv. Further information about the global structure of finv

gives insight on how to construct efficient paths consisting of long geodesic segments. They
use accordion moves to generate such paths.

Trinkle and Milgram of [162] utilized properties of homeomorphism and diffeomorphism
(both of which rely on continuity) to effectively build the path planning manifold. So clearly,
continuity is an important aspect of the complexity of path planning, and more so on man-
ifolds. In [46], Farber illustrates precisely this, i.e., the notion of topological complexity
of the motion planning problem. The topological complexity is a number that measures
discontinuity of the motion planning process in the configuration space. Farber establishes
an upper and lower bound for the topological complexity as a function of the dimension of
the configuration space. Examples such as spheres, two-dimensional surfaces and products
of spheres are demonstrated, which arguably form the most commonly seen manifolds in a
systematic W or C derivation. A specific extension to robotics is seen in the example where
the topological complexity of the motion planning problem for a robot arm in a configuration
space without obstacles is computed. The idea presented in [46] is of importance, because it
is able to present a mathematical measure of what surfaces are viable for motion planning.
Such a measure is useful if and when there exists a choice between the kind of surfaces on
which paths must be planned on.

As the topological nature of workspaces and configuration spaces were becoming more
apparent, efforts to combine the benefits of topology while not being mathematically inten-
sive began to appear. Take for example [107], where the authors recognized the need to
account for environmental topology such as terrain curvature. However, they leverage tools
such as Generalized Voronoi Diagrams (GVDs), Visbility Graphs (VGs) and APFs that are
typical of discrete data sets representing the environment. The study in [107] is an important
example that shows the gradual transition from planning paths in point set representative
environments, to requiring the imposition of structure to define the environment, albeit using
small steps. Masehian and Amin-Naseri of [107] demonstrate the effectiveness of combining
GVDs, VGs, APFs and maximal inscribed discs to produce an obstacle-free configuration
space. The assumptions include a point robot in a two-dimensional space, where the environ-
ment with static obstacles is known apriori. Olmstead and Yang of [121] take an alternative
view to using geodesics for robotic path planning. Unlike the approach that uses manifolds
to model the environment as seen in [42, 46, 85, 107, 162], the authors of [121] model the
obstacle as a manifold instead. Typically, the shortest path from the source to the target
configurations in a planar environment is a straight line connecting the two configurations.
However, with the presence of an obstacle, the straight line path may not be feasible any-
more. In an effort to minimize the deviation of the original path, the segment of the path
around the obstacle must be such that it is, at least locally, the shortest path. In other
words, it must be a geodesic. To compute a geodesic around the obstacle, the obstacle must
be a surface that is complete, convex and edge-free. But since obstacles need not comply
with such requirements on their own, authors of [121] model an ellipsoid around the obstacle
(interestingly similar to elliptical potential functions used to model repulsive APFs around
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obstacles by [166]). An illustration of such a path around a spherical manifold enveloping
an obstacle is seen in Figure 2.24. Subsequently, geodesics on the surface of the ellipsoid
model of the obstacle can be computed mathematically. The authors compute the discrete
geodesic around the obstacle and append it to the remaining points that make up the path.
Mathematical computation is involved since geodesics require some constants (Christoffel
Symbols) to be computed.
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ABSTRACT 

This paper presents a path prediction model for obstacle 
avoidance. A geodesics model is used to obtain the 
desired path in Cartesian space. The distance between 
the start target point (and end target point) and the 
surface of an obstacle is minimized to determine the 
boundary points of a geodesic across the surface of the 
obstacle.  The model then numerically solves for a 
geodesic curve between the two boundary points of the 
geodesic on the surface of the obstacle.  The model 
offsets the resulting discrete points on the geodesic in 
the positive normal direction (outside of the obstacle) to 
form a path of motion around the obstacle. 

INTRODUCTION 

Trajectory planning of human upper body movement is 
one of the most challenging problems in digital human 
simulation. Many tasks require the arm to move from its 
initial position to a specified target position without any 
constraints, or via a point for a curved path in case of 
obstacle avoidance.  Obstacle avoidance is an important 
part of digital human simulation because in order for 
digital humans to simulate real-life behavior, they must 
be able to maneuver in a manner consistent with real 
human motion.  Digital humans must be able to avoid 
obstacles in their path in order to be useful in modeling 
real-life tasks.  This is the case for SantosTM, the digital 
human that is the focus of the Virtual Soldier Research 
(VSR) program.  The purpose of SantosTM is to be able 
to perform prototype testing for external organizations 
and provide feedback on his physical status; such as 
muscle stress, muscle fatigue, joint torques, heart rate, 
etc.  In order for Santos to be able to perform prototype 
testing, SantosTM must be able to reach around obstacles 
that inhibit his ability to directly reach for a target and 
must be able to do so in a manner that a real person 
would. 

The case of obstacle avoidance is very important for 
trajectory planning in virtual environments.  A lot of 
research has gone into obstacle avoidance, especially in 
robotics.  However, applying obstacle avoidance to real-

time virtual simulations is an area that has not been 
looked into as much.  Flash and Hogan (1985) 
presented a mathematical model for obstacle avoidance 
that used a via-point to control the path of an end-
effector around an obstacle between an initial point, A, 
and a destination point, B, as seen in Figure 1. 

Via-Point

A B

Avoidance Path

Obstacle

Via-Point

A B

Avoidance Path

Obstacle
 

Figure 1: The via point is located above the obstacle and the path of 
the end-effecter moves from point A to point B through the via-point 

 
The path of motion was optimized using a minimum-jerk 
model, which minimized the third derivative of position in 
all three directions of Cartesian space. 
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This model was applied to motion prediction in a virtual 
environment by Mi (2003).  The downside to using this 
model in a virtual environment is that the user has to 
input the via-point for the end-effector (finger tip) to 
move through.  This necessitates some simple trial and 
error and is very tedious.  The need for user input also 
makes it impossible for any simulations to be done in 
real-time.  Instead, a method should be created to 
determine the location of the via-point automatically in 
order to facilitate simulation in real-time. 
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Figure 2.24: Modeling the obstacle as a spherical manifold and computing a path around it
[121].

One can now begin to see the relationship amongst global and explicit representa-
tion/characterization/parametrization of the PPS, the shortest paths and the properties
that the PPS must satisfy. As an extension to the work done in [162], Shvalb et al. [153]
examine the global connectivity of the planar star-shaped manipulators, for efficient path
planning. The authors determine the topological complexity of the respective C similar
to [162]. Through the analysis of the critical set of C, the authors derive necessary and
sufficient conditions for the global connectivity of C, and those for path existence. Based on
these results, a complete polynomial algorithm is devised for motion planning [153].

Connectivity is a property of manifolds that is inherent to its definition. It is so, since if
globally parameterized, every point on the manifold is related to each other by virtue of the
global parametrization. Alternatively if locally parameterized, every neighbourhood on the
manifold must be able to transition to its neighbour using a local map. This connectivity
allows the manifold to be well defined. Thus, for the purposes of path planning, it can be
queried for a path multiple times with different source and target configurations. Multiple
motion planning queries in a static environment have enjoyed the benefits of sampling-
based techniques, such as PRMs. Since PRMs have been successful in solving problems
in configuration spaces of dimensions approaching 100, many researchers have worked to
make the method more efficient. For example, modifications have been made to solve more
challenging types of problems, such as those with closed kinematic loops, non-holonomic
constraints, dynamics, and intermittent contact motion plans, which are difficult to solve
using traditional PRMs [153]. In such systems that model real-life applications however,
C is often most naturally viewed as a lower-dimensional space embedded in an ambient
space (typically the joint space), where embeddings are special maps between manifolds.
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The embedding results from equality constraints corresponding to kinematic loop closure or
contact constraints. Thus it is challenging to obtain an explicit description of C with minimal
number of parameters and a suitable metric to guide sample generation. These problems
make it difficult to construct a roadmap with the requisite properties, and hence difficult to
solve motion planning problems for systems with kinematic loops using PRMs (or any SA).
Unless SAs like PRMs, RRTs and APFs account for the global structure of C, they may fail
to sample globally relevant regions [153].

Jaillet and Simeon capitalize exactly on that issue in [68] by developing a new variant of
PRM that inherently encodes the connectedness of the configuration space. The encoding is
inside small yet representative graphs which capture the different varieties of free paths well.
The graphs are produced using the proposed Path Deformation Roadmaps (PDRs). PDRs
depend on whether paths can be continuously deformed into another existing path, and
use a deformation criteria that is simpler than permitted for homotopic paths. Informally
defined, functions are homotopic if they can be continuously deformed from one another. It
implies that the functions are equivalent topologically under the homotopy class. This is of
use in constructing paths for robotic applications, since, should one path not be viable, a
deformation may be applied to result in an alternative, equivalent path. A simple illustration
is seen in Figure 2.25. The relaxed deformation in [68] allows the use of the Visibilty-PRM
technique to construct road-maps that encode better suited information than representative
paths of homotopy classes. As an added advantage, PDRs contain additional useful cycles
between paths in the same homotopy class that otherwise would be hardly deformed into
each other [68]. This approach is important in recognizing multiple aspects of the path
planning problem such as global and connected nature of the space, characterizing paths
into classes and planning for alternative paths within every class. Alternatives in the form
of deformable paths are of utmost importance for contingent environment changes, such as
the appearance of new static and dynamic obstacles. It is also important to know that while
the PDR is still a variant of the PRM, it strongly utilizes the topological basis of the space,
rather than assuming the relationship, as often seen in pure sampling based methods.

pstart

pgoal

pstart

pgoalobstacle

Path 2 between pstart and pgoal 

Path 1 between pstart and pgoal Path 1 between pstart and pgoal 

Path 2 between pstart and pgoal 

(a) (b)

Figure 2.25: (a) Homotopic or deformable paths (b) Paths are not homotopic due to the
visibility of an obstacle [68].

Capturing global connectedness is important, as seen in [68]. However, it is a complex
task. In an attempt to simplify the solution, Roy of [147], formulates a subset of the con-
figuration manifold by breaking the C of a high DOF robot into smaller parts. Every joint’s
C is treated as a plane, and so are obstacles. The intersection of the joint space planes and
obstacles result in sets (points, lines, circles, etc.), for which a C map is computed. The final
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set of the collision areas are the union of all those sets of computed C maps. A visibility map-
based heuristic algorithm is used to generate near-optimal safe path in the formulated subset
of the manifold. Similar to potential or energy based optimization techniques, an equivalent
concept is seen in [148], where path planning is based on topology and thermal conduction.
That is, by identifying the source and target configurations of the robot as the heat source
and sink of a conducting plate, respectively, the path planning problem can be formulated
as a topology optimization problem that minimizes thermal compliance. Obstacles can be
modeled as regions of zero-conductivity or varying non-uniform levels depending on the ap-
plication. Analogous to an APFs, this technique uses artificial mass. The formulation of the
problem as such is intended to make obstacle regions less conducive to move towards and
may be viewed as an indirect way of extracting the manifold (without any formal character-
ization) of the obstacle-free space. Yet, another attempt to capture the constraint-free space
is seen in [109], where the concept of reachable volumes is derived by computing the union
of points that result from the reachable confines of the joints’ extremities.

Using an entirely different perspective, authors of [54] also attempt to create a represen-
tation of the path planning manifold by learning the underlying structure of the manifold
from existing trajectories. The authors argue that their approach is model-free. That is,
an explicit and complete analytical specification of the task which is difficult to obtain for
some realistic robots, need not be assumed. Instead, they focus on maneuver sets, which are
sets containing the solutions/trajectories to optimal path planning problems by accounting
for constraints and variations in trajectories/skills. As noted before in this section, these
sets typically admit a description in the form of manifolds embedded in the configuration
space of the system being controlled. The focus of [54] is on learning such solution sets from
data in the form of a manifold, generalizing from a sample set of trajectories that share
the underlying qualitative structure, and utilizing this manifold as the basis for subsequent
motion synthesis, by a process of constrained geodesic trajectory-generation [54]. The skill
manifold is learned in an offline phase directly from demonstrated data. Such data can be
either the result of a computationally expensive optimization procedure (which is feasible
offline) or even examples of trajectories as demonstrated by a human being. The learnt skill
manifold can then be used by the robot online and autonomously, accommodating novel
constraints and goals. The disadvantages of combining learning techniques with complex,
higher-dimensional problems are as follows. First, providing an appropriate number of and
appropriately admissible solution sets/trajectories that are amply representative of the true
manifold is seldom easy. This may result in the degradation of the algorithm’s ability to
correctly learn the characteristics that define the manifold, and additionally risk never be-
ing able to converge to a valid solution. Second, the learning algorithm runs into risks of
learning the underlying structure incompletely, as learning is proportional to the training
set provided and the amount of training permitted. Finally, such learning based approaches
are not robust to parameter changes; for example, changes in robot dimension, placement of
the obstacle, definition of the environment, and even the definition of the task. With even
one such change, training must commence from the start.

Similar to [107], the work in [129] also relies on grid-based GVD to find paths. Since
incrementally constructed GVDs in the scope of robotics are used to extract the underlying
metric skeletons of grids, the result is typically a graph structure with vertices and edges
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representing the connectivity of the space. However, the resulting structure contains no
topological information about the environment, thus making it difficult to combine with
path planners that need more heuristic information, such as terrain change and elevation
about the path planning space. Authors of [129] introduce a new algorithm called Dynamic
Topology Detector (DTD) that combines the GVD with discrete grid-based occupancy maps.
The DTD then modifies the GVD stages to account for topological information as such. For
instance, when a cell is marked as occupied instead of free, the authors introduce operations
that allow for elevated or depressed scanning. That is, the occupancy grid along with the
voronoi cells now store information that is specific to the elevation. Along with retaining
connectivity amongst nodes, the DTD’s topological information is useful as obstacle and
terrain structures can now be incrementally updated. Since DTD works incrementally, it is
possible to use it in dynamic environments. One must note that works, such as [107, 129],
attempt to represent a subset of the path planning space. Since it is not a comprehensive
solution, the risks of incompletely representing the environment and possibly misinterpreting
the true topological nature based on simply what was sensed are high. Therefore, the use of
mathematical (topology and differential geometry) tools may provide a better comprehensive
foundation towards a topologically representative solution of a path in its environment, as
seen in much of the work in this section. This approach may be restrictive across parameters,
such as the kinds of surfaces used, assumptions about apriori knowledge of the map, and
computational restrictions. However, it is such restrictions that allow a foundational analysis
of the problem. Of course, there are several tools that can provide valid approximation pro-
cedures that transcend such restrictions, and will be introduced during the implementation
stage.

Take for instance [178], where the authors investigate path planning algorithms that are
based on level set methods, which reflect the underlying mathematical structure of the space.
These are for applications in which the environment is static, but where an apriori map is
inaccurate and the environment is sensed in real-time. As the authors mention, the principal
contribution is not a new path planning algorithm, but rather a formal analysis of path plan-
ning algorithms based on level set methods [178]. Approaches of this kind, i.e., formal and
mathematically complete analysis as seen in [20,178], even in seemingly simple environments
is what will aim to provide a representation as close to the actual environment as possible.
Computational costs when planning paths with level set methods are associated with the
creation of the level set function. Once the level set function is computed, the optimal
path is obtained by performing gradient descent down the level set function. The approach
in [178] rests on the formal analysis of how the value of the level set function varies, when the
changes in the environment are detected. The authors show that in many practical cases,
only a small domain of the level set function needs to be re-computed when the environment
changes [178]. Although the focus of [17] is optimizing multi-robot coverage of a region, the
approach that the authors develop is for a non-Euclidean space. Specifically, they adapt
Lloyd’s algorithm (discrete-time cost-functional minimizing) algorithm originally meant for
Euclidean surfaces, to a typical PPS. That is, the PPS considered is a manifold punctured
(absence of region) where obstacles would be located. They are able to demonstrate uni-
form coverage of the path planning manifold with a hole by multiple robots by reducing it
to a discrete graph. The algorithm was shown to be effective in the case where multiple
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robots achieved uniform coverage on a two-sphere and in an indoor environment with walls
and obstacles. Such work is essential in showing that mathematically intensive formulations
can be approximated for computation purposes, while not compromising on the topological
representation of the environment.

Complete reliance on geodesics for 3D robotic path planning is seen in [176]. Wu
et al. [176] compute paths on a non-flat surface, such as a parameterized regular surface,
using geodesics. As noted before, one can see the implication of having to use a surface
restricted to having a parameterized characterization. The authors assume a simple pa-
rameterized surface for simulation purposes and compute discretized geodesics to show its
efficiency for path planning purposes. Since the computed geodesic from the source to the
target configuration has to be discretized for computational purposes, there exists a num-
ber of discretization intervals to choose from. In order to evaluate the choice of discrete
geodesics with appropriate intervals, the authors of [176] use the criteria of minimized cost
of geodesics. Geodesics locally minimize the arc length [176] between points that are suffi-
ciently close. Therefore, a geodesic connecting source and target configurations that are not
sufficiently close will be comprised of geodesic segments between intermediate configurations.
As the number of intermediate configurations tends to infinity, the discretized geodesic will
approach the true geodesic between the start and target points. For a given source con-
figuration therefore, the authors use potential fields to determine the next suitable robot
configuration such that it complies with the geodesic equation and possesses the minimum
cost in terms of the deviation from the true geodesic.

Authors of [177] also model their path planning terrain as a manifold and then compute
geodesics as paths. Since geodesics imbibe the curvature of the underlying space, they
represent the shortest paths on the surface. The work in [177] differs from that in [176],
with respect to the presence of obstacles. While the terrain assumes no obstacles in [176], it
is not the case in [177]. Authors of [177] assume an initial calculated geodesic between the
desired source and target configurations, for example as seen in Figure 2.26. An encountered
obstacle is characterized by a circle with a certain radius. This circle is the projection of the
bounding volume (sphere) around the obstacle onto the manifold. The original geodesic is
now evaluated for any intersection with the characterized obstacle. Intersections are handled
as follows: At the point of intersection, the algorithm computes the tangent plane (restricted
to a certain local range to preserve the structure of the manifold) and picks a direction with
magnitude on the tangent plane as the next movement. This chosen line, along with its
end points are projected on the manifold to be connected as an intermediate segment to
the original geodesic. However, should this new segment still intersect with the obstacle,
the algorithm can pick yet another direction of motion from the tangent plane to proceed
with. One may be concerned about the computational resource/time used to correctly find
the direction of motion away from the obstacle, since there exists an infinite number of
directions on the tangent plane to choose from. To assuage that, the authors of [177] use the
Gauss-Bonnet theorem and the geodesic triangle to show that choosing either of the basis
vectors of the tangent plane at the point of intersection is sufficient. This is because, one
of the two tangent vectors is guaranteed to be collision-free; additionally, it is guaranteed to
conform to the curvature of the manifold. The authors show such an example on an ellipsoid
representation of their path planning space.
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2𝑔12(𝑢1, 𝑢2)𝑑𝑢1𝑑𝑢2+𝑔22(𝑢1, 𝑢2)𝑑𝑢22, where 𝑠 is the arc length.
In particular, 𝐿(𝛾) = 𝑑(𝑞init, 𝑞𝑡) = 𝛿 − 𝜀 𝑖𝑓 𝛾(𝑠) is a unit
speed curve parametrized by arc length). Any path 𝛾 ∈ C𝑞𝑡

𝑞init
satisfying 𝑑(𝑞init, 𝑞𝑡) = 𝐿(𝛾) is called a geodesic [24, 30–
32]. Using the calculus of variation for minimization of the
functional (5) of the length over all curves in the class of
C𝑞𝑡

𝑞init
with fixed endpoints on Riemannian manifold, the

two unknown coordinates 𝑢1(𝑠) and 𝑢2(𝑠) of geodesic satisfy
the geodesic differential equations in terms of Christoffel
symbols defined in Definition 2 [24, 30–32]:

𝑢1 + Γ111 (𝑢1)2 + 2Γ112𝑢1𝑢2 + Γ122 (𝑢2)2 = 0, (5)

𝑢2 + Γ211 (𝑢1)2 + 2Γ212𝑢1𝑢2 + Γ222 (𝑢2)2 = 0, (6)

with the boundary conditions at 𝑞init and 𝑞𝑡.The system of (5)
and (6) together with the boundary conditions is known as
the second-order differential equations of geodesics, whose
solutions are geodesics. The appearance of Christoffel sym-
bols in geodesic equations reflects the effect of geometry (e.g.,
curvature) of the terrain 𝑀 on the curve, geodesic in partic-
ular, on it (since the Christoffel symbols are zero in Cartesian
coordinate, it follows from the geodesic equations that the
shortest path is the straight line in Cartesian coordinate).
Denote the state by 𝑞𝑟 ∈ R2 anddenote the velocity by ]𝑟 ∈ R2

(and the speed is denoted as ]𝑟). Then, the geodesic equation
composed by the two second-order differential equations can
be rewritten as four first-order differential equations [33] by
defining

]𝑟𝑖 = 𝑑𝑢𝑖 (𝑠)
𝑑𝑠 , 𝑖 = 1, 2 (7)

and derivative of ]𝑟𝑖:

𝜎𝑖 = 𝑑]𝑟𝑖
𝑑𝑠 = −

2

∑
𝑗,𝑘=1

Γ𝑘𝑖𝑗 (𝑢1 (𝑠) , 𝑢2 (𝑠))
𝑑𝑢𝑗 (𝑠)

𝑑𝑠
𝑑𝑢𝑘 (𝑠)

𝑑𝑠 ,

𝑖 = 1, 2.
(8)

In terms of the robot state 𝑞𝑟, ]𝑟 = 𝑞𝑟, we obtain
𝑞𝑟𝑖 (𝑠) = ]𝑟𝑖, 𝑖 = 1, 2,

]𝑟𝑖 = 𝜎𝑖 = −
2

∑
𝑗,𝑘=1

Γ𝑘𝑖𝑗 (𝑢1 (𝑠) , 𝑢2 (𝑠))
𝑑𝑢𝑗 (𝑠)

𝑑𝑠
𝑑𝑢𝑘 (𝑠)

𝑑𝑠 ,

𝑖 = 1, 2,

(9)

where𝜎1,𝜎2 are the control inputs [30, 36]. Equation (9) is the
system of first-order differential equations (state equations)
for generating the route 𝛾 linking two distinct locations on
the manifold 𝑀, which is locally the shortest path (length-
minimizing geodesic) on 𝑀. Due to the geometric charac-
teristics of the geodesic derived from geodesic differential
equations, the geodesic is twice continuously differentiable.
Figure 2 shows an example of geodesic on a smooth surface
in E3.
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Figure 2: The geodesic from an initial position to a terminal
position on the terrain modelled as a hypersurface in E3.

3. Obstacle Avoidance

The introduction of obstacles into the terrain affects the area
that is local to the obstacle, called the hazardous region or
prohibited area. For example, the hazardous region could be
a no-fly area such as mountains, a risk-sensitive area such as
extreme weather locations, or guard zone for flight. If there
exists an obstacle on the way of the initial path, the robot
would be blocked from reaching the terminal point or may
be trapped or even destroyed, if the obstacle happens to be
a hole so that the mobile robot cannot move directly by
following the initial path to reach the terminal. To resolve
the collision, the obstacle representation and the obstacle
avoidance constraint should first be expressed. Meanwhile, a
newmethod of resolving collisions via geodesic replanning is
presented along with the terrain traversability analysis using
local Gauss-Bonnet Theorem.

3.1. Obstacle Recharacterization. Methods for describing the
obstacles on the terrain for numerical or analytical study
could be a signed distance function [23], a set of equalities
or inequalities, or a cluster of point clouds from real world
mapping data.The presence of obstacles causes many numer-
ical difficulties in computation of a reasonably good collision-
free path in an obstacle obstructing terrain, in addition to
a trade-off between the conflicting objectives of path length
minimization and obstacle avoidance. One aspect is that
collision detection of path-obstacle interaction caused by the
presence of obstacles consumes a large portion of computing
time [33] in planning a safe path. Thus, a commonly used
practical approach for reducing the computation that is also
employed in this paper is to use a simpler geometric shape,
called bounding volume, to enclose the obstacle. For the
current treatment, as illustrated in Figure 3, we assume that
the compact set Φ𝑂𝑖

could be modelled as a circle enclosing
the obstacle projected onto the terrain.

Suppose that there exists a finite number of (clusters of)
static obstacles 𝑂𝑖 which are assumed to be nonintersecting
and not containing the initial and the terminal location on
the terrain𝑀. Each𝑂𝑖 is finite size with its projection onto𝑀
enclosed by a connected setΦ𝑂𝑖

. It is used by the path planner
for safe robotmotion and riskminimization to avoid collision
or invasion of guard zone. We propose that the circle Φ𝑂𝑖

is
characterized by the radius as follows:

Figure 2.26: An initial calculated geodesic between the source and target locations on a
hypersurface [177].

Methods such as those used in [182] revert to attempt creating an approximate, discrete
topological map of the environment. They combine probabilistic path planning and APF.
The authors of [182] compute probabilities of reliability to visible points and use the Floyd-
Warshall algorithm to compute paths. The algorithm uses APFs to model obstacles and
correspondingly update the probabilities of the region and edges (connecting vertices) that
constitute the path. Regions with obstacles have their vertices updated with a low reliabil-
ity score. Simulations and real-world experiments show the generation of a reliable path.
However, the environment is planar and capturing the topology of the environment is not
clearly elaborated. While different methods from OA and SA can be combined to determine
the topological nature of the path planning space, they make heavy use of approximations
of the space.

Alternatively, one could approach the problem of designing paths around obstacles by
both extracting and imposing topological information on the path planning algorithm. Au-
thors of [26] show that the topological complexity, as previously seen in [46], can be extended
to smooth compact Riemannian manifolds (manifolds equipped with a smooth metric). This
accounts for motion planners that aim to construct paths with the lowest possible lengths.
It also shows that the topological complexity of motion planners on supposedly more re-
strictive Riemannian manifolds only differs by a factor of 1. This is important to note since
Riemannian manifolds admit smooth paths and their metric allows definitions of angles at
intersections, curvature, area and volume, etc., which are useful in path planning applica-
tions. The PPS, as considered in [26], can then be considered as a space of continuous paths
or motions that the robotic system can take. It is then natural to ask if paths in this space
can be collectively defined by virtue of sharing some equivalence relationship, such that when
one path is deemed unfit, another equivalent path may be chosen. Bhattacharya et al. [15]
answer exactly this question and take it further by designing classes of paths around obstacles
using concepts of homotopy and homology. Note that such an effort to produce homotopic
paths was undertaken earlier in [68] as illustrated in Figure 2.25.

Bhattacharya et al. [15] show that their proposed representation allows them to iden-
tify/distinguish trajectories in different classes and compute least-cost paths in non-trivial
configuration spaces with topological constraints using graph search-based planning algo-
rithms. The two classes of paths used are homotopy and homology, respectively. Informally
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defined as homotopy earlier, homotopic trajectories can be described in the context of path
planning as follows. Two trajectories τ1 and τ2 connecting the same start and end config-
urations xstart and xgoal, respectively, are homotopic only if one can be continuously de-
formed into the other without intersecting any obstacle. As an alternative equivalence class
in homology, the same pair of trajectories above (but this time τ2 possessing an opposite
orientation) forms the complete boundary of a 2-dimensional manifold embedded in C not
containing/intersecting any of the obstacles. This definition stems from the fact that ho-
mology informally defines the empty space or holes (genus) that characterizes the manifold.
Paths in the homology and homotopy classes are seen in Figure 2.27. The authors in [15] use
this strong mathematical feature to stay clear of obstacles. They note that in a typical path
planning environment that has been discretized into a graph, the common cost function is
that of the distance assigned to a graph node/vertex. Such a function is a differential one-
form (mapping from several dimensions to a single dimension/real value) but only accounts
for distance and do not capture topological information. The authors therefore use proper-
ties of differential one-forms such as the H-signature (integral of the one-form) to design a
homology class that is invariant for 2-dimensional C. They use representative points to mark
the interior of obstacles and thus regions around obstacles form distinct homotopy classes
(boundaries of obstacles would form homology classes). Subsequently, an obstacle marker
function is used, that allows trajectories to stop deforming once they reach the obstacle’s
boundaries. Using this imposed structure on an obstacle filled environment, they successfully
generate obstacle avoiding trajectories, and are able to compute alternative paths within the
classes. Successful examples include up to 20 different homotopy classes are seen in the 2D
case.Auton Robot (2012) 33:273–290 275

While the differential 1-form, J (l) dl, yields metric in-
formation, there are other differential 1-forms that can incor-
porate other information about the underlying space and can
be used for guiding the search algorithm. The main idea in
this paper is to determine a differential 1-forms that encodes
topological information about the space and let us guide the
search accordingly.

1.3 H -signature as class invariants for trajectories

We consider a very general differential 1-form in a given
D-dimensional configuration space C. If x1, x2, . . . , xD

are the coordinate variables describing the configuration
space, a general differential 1-form can be written as dh :=
f1(x)dx1 +f2(x)dx2 +· · ·+fD(x)dxD . Thus, for any given
trajectory/curve, τ , in this configuration space, one can com-
pute H(τ ) = ∫

τ
dh. We call this the H -signature of τ . In

Sects. 3.2 and 4.2.2 we will design the differential 1-forms,
and hence the H -signature of a trajectory, for the 2- and
3-dimensional configuration spaces respectively, such that
they are invariants for homology classes of trajectories.

We want to design the 1-form dh and the H -signature
of a trajectory such that it is an invariant across trajec-
tories in the same homotopy class. However, because we
use 1-forms and their integrals along closed curves to clas-
sify trajectories, we naturally obtain invariants for homol-
ogy classes of trajectories (Hatcher 2001; Rotman 1988;
Bott and Tu 1982). But in most practical robotics problems
the notion of homology and homotopy of trajectories can
be used interchangeably, especially when finding the least
cost path. This is discussed in greater detail with examples
in Sects. 5.1 and 6.

2 Homotopy and homology classes of trajectories

Definition 1 (Homotopic trajectories) Two trajectories τ1

and τ2 connecting the same start and end coordinates, xs and
xg respectively, are homotopic iff one can be continuously
deformed into the other without intersecting any obstacle.

Formally, if τ1 : [0,1] → C and τ2 : [0,1] → C rep-
resent the two trajectories (with τ1(0) = τ2(0) = xs and
τ1(1) = τ2(1) = xg), then τ1 is homotopic to τ2 iff there
exists a continuous map η : [0,1] × [0,1] → C such that
η(α,0) = τ1(α) ∀α ∈ [0,1], η(β,1) = τ2(β) ∀β ∈ [0,1],
and η(0, γ ) = xs , η(1, γ ) = xs ∀γ ∈ [0,1]. Alternatively, in
the notation of Hatcher (2001), τ1 and τ2 are homotopic iff
τ1 � −τ2 belongs to the trivial class of the first homotopy
group of C, denoted by π1(C). That is, [τ1 � −τ2] = 0 ∈
π1(C).

Definition 2 (Homologous trajectories) Two trajectories τ1

and τ2 connecting the same start and end coordinates, xs and

Fig. 1 Illustration of homotopy and homology equivalences. In this
example τ1 and τ2 are both homotopic as well as homologous

xg respectively, are homologous iff τ1 together with τ2 (the
later with opposite orientation) forms the complete bound-
ary of a 2-dimensional manifold embedded in C not contain-
ing/intersecting any of the obstacles.

Formally, in the notation of Hatcher (2001), τ1 and τ2

are homologous iff τ1 � −τ2 belongs to the trivial class of
the first homology group of C, denoted by H1(C). That is,
[τ1 � −τ2] = 0 ∈ H1(C).

A set of homotopic trajectories form a homotopy class,
while a set of homologous trajectories form a homology
class.

At an intuitive level the above two definitions may appear
equivalent. For example, in Fig. 1(a), τ1 is homotopic to τ2

since one can be continuously deformed into the other via a
sequence of trajectories marked by the dashed curves. As a
consequence, the area swept by this continuous deformation,
A, forms a 2-dimensional region in the free configuration
space whose boundary is the closed loop τ1 � −τ2. Indeed,
the one-way implication is true as shown below.

Lemma 1 If two trajectories are homotopic, they are ho-
mologous.

Proof This follows directly from the Hurewicz theorem
(Hatcher 2001) that guarantees the existence of an ho-
momorphism from the homotopy groups to the homology
groups of an arbitrary space. �

The converse of Lemma 1 does not always hold true.
There are subtle difference between homology and homo-
topy in spite of their similar notions, and one can create ex-
amples where two trajectories are not homotopic in spite of
being homologous.

Figure 2.27: Left: Homotopic paths τ1 and τ2, but not τ3, with either of the other paths.
Right: Homologous paths τ1 and −τ2 enclose shaded area; τ3 is not homologous with either
of the other paths. [15].

Representing a PPS using manifolds is challenging in that global and explicit parametriza-
tions are difficult to generate. Even if methods can generate such representations for environ-
ments that approximate the robot’s environment, it is so only in cases where the environment
is known apriori. Authors of [77] explore the possibility of capturing topological information
in an environment where the robot can sense obstacles as point clouds. The authors propose
a method to define convex corridors that specify free space and provide linear constraints
required for finding the optimal trajectory for polygonal robots in cluttered environments.
Obstacles sensed are represented by point clouds, and by using a point-wise Minkowski sum,
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the occupied regions are defined for every orientation of the robot. An initial seed path is
generated using a graph/sampling based planner. Subsequently, the algorithm uses obstacle
points to define hyperplanes, which in turn define polytopes that enclose the chords of the
seed path. Since the polytopes that enclose the chords of the path can overlap, the inherent
overlap produces a chain of overlapping polytopes, and hence convex regions. These convex
regions now form an approximated representation of the obstacle free space. The initial seed
path can then be optimized for velocity using quadratic programming, resulting in smooth,
short trajectories, or any higher desired derivative the selection of which is driven by robot
dynamics, kinematics, or power constraints. This approach lends itself to the advantage
of constructing adaptable polytopes to maximize the free workspace representation. Addi-
tionally, it can be scaled to several obstacles; however it is not without its disadvantages.
Without prior knowledge of the arrangement of obstacles and the seed path, choosing ob-
stacle points for polytope creation could be challenging. A naive approach is to rank the
obstacle points for each chord. This can become computationally intensive depending on the
number of obstacles points [77].

Bhattacharya of [15,77] approaches the problem of path planning in non-Euclidean spaces
differently in [16] and proves to be an interesting transition from manifolds as seen so far,
towards gradually discretizing them. The work proposes the tasks of effectively building
a non-Euclidean space and planning a path on it using the Rips complex of graph based
representations. Using the Rips complex allows tremendous flexibility in defining connec-
tions between vertices and also across faces, i.e., connections are no longer simply between
neighbouring vertices. The removal of such a restrictive connection and the imposition the
Rips complex implies that maximal simplices are now in use for traveling along the graph
representing the manifold. To build and estimate cost at the same time, The study in [16]
proposes an algorithm called S*, which is a descendant of the Dijkstra algorithm. S* works
like A*, however, the difference is that it operates on maximal simplices and constructs local
embeddings of the identified maximal simplices to create a more geometric representation
of the manifold. The work in [16] is a crucial marker of how discrete mathematical tools
are essential to find a suitable approximation to the complex problem of representing the
PPS accurately while still adhering to their fundamentally mathematical nature. The work
in [103], which is similar to that of [162], still adheres to restrictions of manifolds without
discretizing them for computational ease. Instead, it uses some fundamental properties spe-
cific to planar serial manipulators to minimize chart construction, where the union of charts
represents the manifold. Usually, several charts are required to accurately map the manifold
completely, however the authors of [103] prove that only two coordinate charts to parameter-
ize the configuration space are required. Assuming that the planar serial manipulator has m
joints and (m− 1) links, each such chart is embedded in an (m− 3) dimensional torus (since
every joint is an SO group, as seen in [162]). The resulting formulated C allows obstacles to
be defined by their convex hulls and their boundaries be defined as varieties (solutions to set
of polynomials). This forms two structural sets: one using the boundary varieties to define
the obstacles, and the other defining charts to represent the manifold. They then sample
across the boundary varieties and charts to obtain a path planning solution. Compared to
traditional algorithms, this technique not only avoids massive time-consuming projections
from the ambient space to the path planning space, but also is able to solve problems for
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which the PPS contains bifurcations and narrow passages [103].

2.2.2 Charting of Manifolds

This section provides a brief overview of the alternative approach to formally parametrizing
the manifold. This approach may involve any or a combination of the following. One may
define the surface using a system of implicitly defined equations, and create parametrizations
approximating the surface locally, called charts. Some authors construct all charts that cover
the surface (called the atlas of a manifold), following which suitable charts (points located
there) are picked by the path planner. Alternatively, there may exist situations where the
bounds of the parameters defining the surface may not be defined, i.e., resulting surface is
without a boundary. In such a situation, one may want to construct charts selectively in the
direction of the target point to save time and computational resources. Several variants of
chart construction methods for manifolds or their discretization exist, although mostly in the
form of mathematical tools that can later be applied in the context of robotics. Some others
visualize manifolds as triangulated surfaces either from point clouds representing the surface
or from closed-form parametrizations. The following therefore focuses on how mathematical
tools and path planning/graph traversal algorithms can be used to represent and compute
paths on parts of/the entire manifold describing the path planning space.

Sethian first pioneered the Fast Marching Method in 1995, which was later published
in [150] as a tool to compute the position of propagating fronts. That is, topological changes,
corner and cusp development, and accurate determination of geometric properties, such as
curvature and normal direction are naturally obtained in this setting. Sethian and Kim-
mel [83] formally introduce the Fast marching method to propagate level set functions and
build a surface. As an application, they provide an optimal time algorithm for computing
the geodesic distances and thereby extracting the shortest paths on triangulated manifolds.
Mathematical tools, such as Fast Marching methods [83, 150, 151], enable the robotics com-
munity to choose from a wide variety of methods as solutions to visualize complex surfaces
and subsequently compute a geodesic distance. The aforementioned work predominantly
solved mathematical problems, which made their way into computer vision and with time,
slowly forayed into more robotics-related applications. It is interesting to note that such
techniques were precursors and alternatives to the formal notions of defining metrics (like
the Rips Complex) on a Riemannian manifold, as seen in [16]. The onus of constructing a
minimal number of charts to represent the manifold is always one of importance [103]. As
an equivalent venue in the discrete world, several authors explore constructing charts in a
discrete fashion, that enable to pave the manifold. For example, Henderson [55] presents a
new continuation method for computing implicitly-defined manifolds. The manifold is rep-
resented as a set of overlapping neighborhoods, and extended by an added neighborhood of
a boundary point. The boundary point is found using a boundary expression in terms of the
vertices of a set of finite convex polyhedra. The resulting algorithm allows adaptive spacing
of the computed points, and deals with the problems of local and global overlap in a natural
way Figure 2.28. The algorithm pioneered the technique to chart a manifold incrementally,
based on implicit equations defining a surface, and has spawned several other works based
on extending the idea a bit further [22, 23,65,127].
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Fig. 1. Exploration trees with 500 samples. (Blue) Crosses repre-
sent the tree nodes and (red) lines the connections between them.
(Color refers to the online version of this article.) Top: When the
ambient space is a box tightly enveloping the sphere, the explo-
ration is relatively homogeneous. Bottom: When the box is elon-
gated, for instance along the positive vertical axis, the exploration
is hindered.

Ideally, one would like to sample directly on the con-
figuration space and not in the ambient space. Unfortu-
nately, a uniform sampling over this space typically relies
on a global parametrization that is generally not avail-
able. However, from differential geometry, it is well known
that a manifold can be described by an atlas contain-
ing a collection of charts, each chart providing a local
parametrization (Pressley 2001). Higher-dimensional con-
tinuation techniques provide principled numerical tools to
compute the atlas of one of the connected components of
an implicitly defined manifold, departing from a point. For
instance, Figure 2(top) shows the atlas obtained with the
most recent of these techniques (Henderson 2002a) in the
toy problem of the sphere.

In this paper, we extend the tools developed for higher-
dimensional continuation to the context of path planning
for highly constrained systems. We define the concept of

Fig. 2. Atlas of the sphere obtained by higher-dimensional contin-
uation. Each polygon represents a chart that locally parametrizes
the sphere. Top The full atlas includes about 500 charts. Bottom
The partial atlas built with our planning approach when connect-
ing the two poles. Only about 30 charts are generated. The solution
path is shown as a yellow line. (Color refers to the online version
of this article.)

a partial atlas connecting two configurations, dealing with
the presence of obstacles. We also introduce the random
exploration of a manifold focused towards a target configu-
ration. As a result, we obtain a higher-dimensional contin-
uation planner (HC-planner) that clearly outperforms exist-
ing approaches. Figure 2(bottom) shows an example of path
found with our approach for the sphere toy problem when
trying to connect the two poles. Note how only a small set of
charts is needed to find a path connecting the query points.

The next section provides a review of path planning
techniques for constrained problems. Then, we introduce
the higher-dimensional continuation tools that are extended
in Section 4 to the context of path planning. Section 5
compares the performance of the planner with respect to
existing methods for several benchmarks. Finally, Section
6 gives an overview of the contributions of this work and
indicates points that deserve further attention.

Figure 2.28: Example of several charts (blue polygons) covering/charting the spherical man-
ifold; the union of charts forms an atlas [127]

Bohigas et al. [22,23,127] use the higher dimensional continuation method developed by
Henderson in [55] to build a parametrization of the C space. The approach in the aforemen-
tioned works extract from the constraint-filled configuration space, a system of equations that
formulate Cfree as an implicitly defined manifold. Subsequently, higher-dimensional continua-
tion techniques are used to progressively construct an atlas of the manifold that contains the
start configuration, until the goal configuration is reached, or path non-existence is proved
at the chosen resolution of the atlas. An example of a charted implicitly defined manifold
of Cfree as constructed in [22] is seen in Figure 2.29. In this case, the path planner used on
the atlas is A*, which uses the centres of charts as nodes for path planning. Chart creation,
as adopted from [55], is customized so that only those charts that comply with both A*
and the manifold curvature are admitted. The approaches described thus far and through-
out this section, use incremental constructions of manifolds. They are vastly different from
the methods seen in Section 2.2.1, since no explicit and global parametrization of the path
planning manifold is required. Complex configuration spaces are seldom easily explicitly
characterized, and more so in the presence of constraints, such as singularities and obstacles.
This method however avoids the need of representing the singularity locus explicitly as an
obstacle, i.e., no explicit representation of the constraint region is required. Constraints are
also represented implicitly as the region that does not comply with the system of equations
defining the original desired manifold. The solution manifold of this system can then be freely
navigated without fear of encountering any constraints, which in [22, 23] were manipulator
singularities. With the ability to both progressively and exhaustively generate the atlas from
a reachable configuration, the method lends itself to multi-query planning and visualization.
The resolution completeness of the approach is at the expense of a computational cost that
scales exponentially with the dimension of C. To deal with higher-dimensional problems,
however, one could adapt the approach in [68], which trades off resolution completeness
with efficiency and probabilistic completeness. Alternatively, one could adopt the approach
in [72] which, additionally, guarantees asymptotic optimality [23]. Another advantage of us-
ing higher dimensional continuation methods to represent the manifold is the almost discrete
nature of the intermediate results, i.e., that of the charts. The discrete nature, which is the
individualized representation for each chart or patch, allows them to be viewed as nodes in a
graph. Subsequently, any graph traversal algorithm can be used to pick directions to expand
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Fig. 7. The path computed by the proposed algorithm when neglecting and considering singularity avoidance (left and right, respectively). In the plots,
the singularity locus is highlighted in red, the charts explored to connect the two query configurations are shown as blue polygons, and the final path is
shown in green. While the path on the left figure crosses the singularity set twice, the path on the right figure is singularity-free.

used to define the atlas. If the sorted list of open charts is

implemented using a heap, both the removal of the next chart

to be expanded and the insertion of a new chart in the heap

are logarithmic in the number of open charts.

IV. ILLUSTRATIVE EXAMPLES

The performance of the path planner is next illustrated on

computing singularity-free paths in two situations: first on

a fictitious three-dimensional C-space, and then on a 3RPR

manipulator. The former case is chosen for its simplicity, to

illustrate and visualize the method in detail, and the latter

shows the method’s performance on a real application. All

results have been obtained on an implementation in C of

the method, run on a iMac equipped with a 2.93 GHz Intel

Core i7 processor.

A. A three-dimensional example

Consider the fictitious C-space defined implicitly by

Φ(q1, q2, q3) = q1 − σ cos(ω (q22 + q23)) = 0, (15)

with σ = 0.5 and ω = 0.25. It is not difficult to see that

this equation defines a sinusoidal surface in the space of

q = [q1, q2, q3]
T, as shown in Fig. 6 for q ∈ [−1, 1] ×

[−20, 20]× [−20, 20].
Let us assume for this example that the vector of actuated

degrees of freedom is v = [q1, q2]
T, so that y = [q3]. Then,

the singularities corresponding to such choice are given by

the equation

det(Φy) =
∂Φ

∂q3
= 2 σ ω q3 sin(ω (q22 + q23)) = 0, (16)

which holds whenever ω (q22 + q23) = n π with n ∈ Z, or

when q3 = 0. Thus the singularity locus is formed by a

family of concentric circles and a sinusoidal line, which are

shown in red in Fig. 6. Note that, in accordance to Fig. 2, the

points of such locus are those where the tangent plane to the

C-space projects vertically on a line, on the space defined

by v = [q1, q2]
T.

Fig. 7 shows the results obtained by the planner, when

trying to connect the configurations qs = [0, 4.33,−0.38]T

and qg = [0,−4.33,−0.38]T. To compare the results, the

figure shows the computed path, in green, when singularities

are not taken into account (left figure), and when their

avoidance is considered (right figure). In both cases, the

planner returns the shortest path up to the resolution of the

generated atlas. The charts of this atlas are shown in blue in

both figures, their shape becoming more clear when zooming

the electronic version of the paper.

Note that the path on the left figure crosses the singularity

locus twice, while the path on the right figure, although

longer, avoids crossing any singularity. While the latter path

approaches the singularity locus, we note that a certain

clearance is always guaranteed, because the value of |b| is

always kept below a given threshold bmax. In this case,

the value bmax = 12 was used, resulting in the shown

path, but alternative paths with a larger clearance can be

obtained if desired, by simply reducing bmax. In any case,

nevertheless, bmax should always be chosen larger than the

maximum of |b(qs)| and |b(qg)|, so as to guarantee that the

domain D within which the search is restricted (Section III-

A) includes xs and xg . The computation of the singularity-

free path took 0.04 seconds in this example, using the

continuation parameters r = 0.25 and ǫ = 0.25.

B. A 3RPR manipulator

Now, let us consider the planar 3RPR manipulator in

Fig. 8, consisting of a moving platform linked to the ground

by means of three legs, where each leg is a revolute-
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Figure 2.29: Charting Cfree which was formulated as an implicitly defined manifold [22]

the chart generation or to plan paths. As seen in [22,23,127], A* was the planner of choice.
But with such flexibility, improvements in the form of other graph traversal/tree growing
methods can be seen in conjunction with higher dimensional continuation. For example,
Jaillet and Porta of [65] combine RRTs with the higher dimensional continuation method to
propose a new method called AtlasRRT. The AtlasRRT uses an atlas to efficiently explore
a configuration space manifold implicitly defined by kinematic constraints.

To combat the expensive process of defining the full atlas for a given manifold, the
AtlasRRT algorithm intertwines the construction of the atlas and the RRT. The partially
constructed atlas is used to sample new configurations and to generate new branches for the
RRT, with the latter used to determine directions of expansion for the atlas. This approach
retains the exploration bias typical of RRT approaches, i.e., the tree is strongly pushed
towards yet unexplored regions of the configuration space manifold. Jaillet and Porta of [65]
suggest that experimentally, the AtlasRRT is generally more efficient for highly constrained
spaces. As opposed to highly constrained regions, mildly constrained spaces imply that the
embedded PPS is very similar to the ambient space.

2.3 Path Planning with Dynamic Constraints

This section provides an overview of techniques that perform path planning that avoid dy-
namic constraints. Dynamic constraints can mean one of the following things. It can be a
sudden appearance of a static constraint that was not known apriori, such as a falling object.
Alternatively, it can be the appearance of a moving constraint into the region of the path,
where the dynamic constraint’s location at the time of path planning did not interact with
the planned path. Such an example can be seen with the motion of another robot mean-
dering into the planned path, or with the encounter of a human being whose presence was
not accounted for previously. We saw that techniques to plan paths while avoiding Static
Constraints (SCs) could be broadly classified into methods based on how the PPS was repre-
sented. If represented as a set of points, then SAs and OAs may be used. As an alternative,
manifold based approaches could be used when the PPS is represented as a manifold.
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Path planning techniques that avoid Dynamic Constraints (DCs) can broadly be classified
into two main approaches. The first group of methods assumes knowledge of the robot’s
model and/or of the dynamic constraints, and performs path planning as a local response.
This group of methods is referred to as model based algorithms in this thesis. The second
group assumes a higher level understanding of the problem and plans/modifies the path
as a response to the global path planning problem, without requiring any knowledge of the
specific robot model at hand. Typically, this group focuses on path deformation by borrowing
concepts from manifold theory, called homotopy deformation; therefore, being referred to as
homotopy based algorithms. It can be seen that model based methods typically encompass
the methods seen in SAs and OAs (discussed in Sections 2.1.1 and 2.1.2), which were used
when the path planning environment was modeled as a set of points. Similarly, homotopy
based methods are applicable when the PPS has an underlying topological representation.
Model based algorithms and Homotopy based algorithms are detailed below.

2.3.1 Model Based Methods

Model Based Methodss (MBMs) rely on assumed models of the robots, constraints to be
avoided and the environment, to plan a path free of said constraints. They may do so
either by solving the problem globally or as a reactive mechanism. Global methods that
avoid obstacles in motion are usually adaptations of SAs and OAs. Their being global
typically implies that knowledge of the number, potential size, initial locations and maximum
velocities of DCs are available or may be inferred. Then, paths are planned to avoid the
assumed/predicted worst case scenario, which is that of a collision. On the other hand,
local planners are reactive in nature. That is, without assuming too much knowledge of
the constraints to avoid, these planners only react when a collision is indicated to happen
at a user/algorithm defined proximity. These locally reactive algorithms, such as model
based control algorithms, graph based solvers, reachability and velocity sets of obstacles,
and methods seen as part of OA and SA, are heavily reliant on the quality of sensor data.
They also usually resort to some variant of obstacle boundary following, until a clear line of
sight towards the target is visible.

Naturally, global and local reactive planners may both be reliant on models of the robot
used, constraints expected and the environment, thus giving rise to a variety of model based
algorithms. The primary advantage of using model based approaches is that paths generated
are suited to be executed for exactly the kind of robot that it was designed for. So the next
stage of trajectory tracking becomes easier. The obvious disadvantage however, is that
the solutions are restricted to the models defined. Through the literature review, one also
notices that, similar to MPC methods described to avoid SCs, model based methods are
better suited to generate trajectories rather than paths. Trackable trajectories sometimes
compromise metrics that are of importance in the PPP, such as path length, clear avoidance
of DCs and SCs, smoothness and respecting the underlying curvature of the PPS. In this
thesis, generating a path that is free of SCs and DCs, without repetitive evaluation, takes
precedence over generating a trackable trajectory, which may compromise the aforementioned
metrics.
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In [158], the authors propose a so called fast reactive path planner for two and three
dimensional spaces. Their goal is to compute the fastest path from the source to the target
location, while reacting to unexpected obstacles. To do this, the authors of [158] propose a
diffusion algorithm in a multi-layer spatial grid map, consistently updated with sensor data.
The two principal cases for occurrence of an obstacle are as follows. The first possibility is
that there is no global information and the robot does not recognize the obstacle until its
sensors detect it. The alternate possibility is that, while the robot follows the given path, a
message about the potential obstacle is broadcast as global information during motion. The
algorithm simulates a physical diffusion process in a workspace that is assumed to have a
multi-layer map, where every layer has different kinds of information, such as data about
mobile or stationary robots. The target location in the PPS is treated as the source of
the diffusion process of a material. The diffusion equation enables the diffusive material to
emanate out of its source with a constant concentration and spreads across the diffusion
landscape. After a certain relaxation time, the diffusion process becomes stationary, i.e., the
concentration of diffusive material will be constant in time at all spatial points [158]. Then,
the steepest ascent path from the start point to the destination point can be computed,
which will then be followed. The boundary and constraint conditions establish the source of
the diffusion process and the avoidance of collisions respectively. A numerical solution is used
as an approximation to the original analytical solution, where the landscape’s discretization
interval impacts the granularity of the path. Should the multi-layer map see an update,
the boundary conditions are changed and the algorithm restarts, by assuming the current
position as the new start point. The authors of [158] suggest alternatives to the path initially
generated by the diffusion algorithm, should it not satisfy some criterion of optimality. While
the robot follows the initially generated path, one alternative looks for narrow passes in the
initially found path. The narrow passes will be closed and the diffusion process is started
again to produce a newer path. Alternatively, a remedial solution involves closing up those
narrow passages by increasing the size of the obstacles, and then restarting the diffusion
process.

It is easy to view the diffusion process in the same note as that of OAs, where the general
change of energy is expected to stabilize. And in fact, several of the upcoming works that
are described, utilize a combination or variant of OAs. On such a note, authors of [116] use
the Trulla algorithm that was originally proposed in [64], which is similar to the discretized
APF at a high level. In a grid based map, it shows the optimal direction of motion for every
cell towards the goal. The algorithm assumes a grid based PPS, and information about each
cell is propagated to its neighbouring cells. Every grid cell may potentially form a node in
the final path, and therefore its candidacy as a viable sub-goal is evaluated and propagated.
Each cell contains weights associated with it, which describe the degree to which that cell
can allow movement, and the directions in which movement can be generated. When a new
cell is evaluated for propagation, a set of rules determine if a previous sub-goal is accessible
or if a new sub-goal must be created. A comparison algorithm also determines the optimal
path for each location, rejecting any apparently shorter paths which inadvertently cross a
region of higher weight. As the authors of [116] point out, the Trulla algorithm does require
the PPS to be weighted apriori, to differentiate between occupied and unoccupied regions.
Additionally, since Trulla’s output is essentially a potential field, reaction to dynamic events
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merely displace the robot from its original optimal path to a new optimal path [116]. The
authors show in Figure 2.30 from [116], an unmodelled obstacle in an environment, the
directions of potential motion in every cell, the expected path (solid line), the actual path
with Trulla (long dashed line), and the purely reactive path (short dashed line). One can
note the similarity between the output of this algorithm and that of discrete navigation
functions from [10]. R.R. Murphy et al./Robotics and Autonomous Systems 27 (1999) 225-245 233 

nodeled 
)stacle 

(b) 

(a) 

Fig. 3. Layout showing unmodeled obstacle. (a) Gray line shows expected path, long dashed line the actual path with Trulla, and 
short dashed line shows purely reactive path. (b) Clementine opportunistically turning. 

4. Reactive control with a priori maps 

This section demonstrates the utility, and inherent 
limitations, of computing all paths a priori for use 
by the reactive controller. In the first demonstration, 
summarized from [18], the robot is able to improve 
its navigational performance due to the opportunistic 
acquisition of a better path as it reacts to unmod- 
eled obstacles. As previously noted, this is important 
to computationally bound robots such as planetary 
rovers. The second example illustrates the inability 
of explicitly precomputing 'all paths' to improve per- 
formance for all situations; this serves as motivation 
for the remainder of the article on triggering explicit 
replanning. 

4.1. Opportunistic change to a better path 

The ability to opportunistically change to a better 
path is shown by presenting the robot with unmodeled 

obstacles. Fig. 3(a) shows a map with a large mod- 
eled obstacle in the center in black. An unmodeled 
obstacle (a partition) was placed in front of the robot. 
The short dashed line shows the actual path taken by 
Clementine to the goal using a purely reactive move- 
to-goal behavior. The long dashed line shows the ac- 
tual path taken using Trulla. In both cases, the robot 
used an avoid obstacle behavior, which attempted to 
reactively avoid obstacles by choosing the most open 
area nearest to the desired direction. In the non-Trulla 
case, the desired direction was always a straight line to 
the goal. As a result, the opportunity to make a hairpin 
turn was missed and Clementine took a longer route 
to the goal. In the Trulla case, as the avoid behavior 
drove the robot off the original course to avoid hitting 
the partition, the move-to-goal behavior was updated 
each execution cycle with the best precomputed direc- 
tion to the goal (or subgoal). Therefore, the robot was 
able to take advantage of the opening afforded by the 
hairpin turn, as shown in Fig. 3(b), and take a shorter 
route to the goal. 

Figure 2.30: Trulla algorithm [116]. The figure shows an unmodelled obstacle in an envi-
ronment, the directions of potential motion in every cell, the expected path (solid line), the
actual path with Trulla (long dashed line), and the purely reactive path (short dashed line).

Authors of [110] propose path planning by exploiting knowledge of the robot model.
They propose a path planning approach based on what they call motion strategies. Motion
strategies are ways of moving a robot that are designed for specific kinds of tasks, by re-
stricting the motion of a robot to a subset of its operating space. The authors break the path
planning into two phases, containing offline and online processes. Using a manipulator for
demonstration, the offline phase involves choosing a subset of its configuration space based
on the kind of configurations required for commonly performed tasks. Since there may exist
various combinations of sub-spaces that allow the same motions, the authors group similar
motion problems together, i.e., several kinds of motion operations that can be solved using
one strategy are grouped together. Following this, simulations are used to provide an es-
timate of the probability of faults to enable appropriate association of the motion strategy
to the motion problem. Then, the offline stage results in a specific motion strategy for a
chosen motion problem. Once the strategies have been chosen, they are used for on-line
motion using a local and reactive planning algorithm. This brings the algorithm to its online
phase, which attempts to accomplish three tasks- movement towards the goal, movement
around the obstacle and changing local direction of movement. These three specific changes
in motion are accomplished by commanding changes in the configuration of the robot. This
approach may be viewed as similar to either standard bug algorithms where boundary fol-
lowing is a solution to abate collisions; or, it may be likened to a MPC approach, where
a control signal is commanded to produce movement in a specific direction. Such similari-
ties can consistently be seen in the literature, because in the absence of other information,
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immediate collision-free movements often require boundary following or a blatant turning
away from the obstacle. Another observation is the reliance on grid based maps to store
information about the changing environment, which is often the easiest way to update the
status of whether a small area of the PPS is occupied or not.

Even in [40], authors use a grid based map to eventually perform deliberative online path
planning. Here, the grid based occupancy map is the result of data fusion resulting from
multiple sensors. Each sensor’s contribution is weighted differently, and thus the final grid
based map is expected to reflect a more accurate representation of the known environment.
Subsequently, the distance-transform is applied to the grid map, to obtain a measure of
proximity to obstacles. The distance transform is an operator that computes a measure of
proximity to a certain area of interest. In [40], distance transform computation is equivalent
to a wave front expansion, where the values of all the free cells take on the lowest value of the
neighbour cells increased by one. The algorithm visits each cell once and works on a window
of cells around the original cell. The expansion completes when all of the control points of
the global path have been visited. The distance transform accounts for the distance to the
goal, so the resulting map is synonymous to a discretized APF. However, as the authors
point out, since the target location uniquely defines the values in the grid map, the resulting
map is akin to that of a discretized navigation function, with a singular minimum at the
target location. Then, the path is extracted by concatenation of cells from the goal to the
origin following decreasing values. This results in paths that may be too close to obstacles;
therefore, a modification is proposed in the form of a local path improvement. An anytime
algorithm is proposed to reduce the risk of collision for the path previously computed. The
algorithm computes two values: maximum risk and total risk, which are associated to cells
belonging to the path. The maximum risk associated to a cell is the largest of the risk values
of the cells on the path, inside a specific sized neighbourhood centred on the cell of interest.
In a similar way, the total risk of a cell is the sum of the risk of every cell of the path inside
the chosen neighbourhood, centred on the cell of interest. By accounting for all possible
values obtained by choosing different cells as preceding or subsequent nodes of the centred
cell in the neighbourhood, an evaluation of the risk parameters can be made. Should a better
alternative be found for the intermediate nodes in the path, then the original neighbourhood
with the original sequence of nodes is now replaced by the newly chosen neighbourhood.
The anytime property comes from the fact that only one cell is modified for each procedure
invocation. So, after each invocation of the procedure, a better path is achieved. Each
invocation of the routine takes the time needed to substitute one single cell on the path [40].
The results demonstrate the direct consequence of the distance transform and the reactive
local path improvement approach, which is that of boundary following of the obstacle.

The use of APF is seen yet again in [92], as a part of the local reactive path planning
segment. The authors of [92] exploit an existing global motion planning solution called
Move3D from [155] to compute an initial path in the given map of the environment. During
the motion of the robot, if the on board sensors sense an obstacle that collide with the
initially generated path, then the local path deformation algorithm is called. The authors
of [92] specifically focus on non-holonomic robots, so their path deformation solution aims
to produce such paths that comply with the appropriate directions of motion. The reactive
path deformation thus occurs in two stages. First, they show that the perturbations of
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the input affect the deformation of the path by modelling it as a linear dynamic system.
They do so by modelling the path as the linear dynamic system’s state that varies in time;
i.e., a change in path results in the deformation of the path. Then, the change in path
may be viewed as the directions of motion that allows the original path to deviate from the
original path. To drive such a change in the path, appropriate directions must be identified.
That is, the direction of path deformation must avoid obstacles and still travel toward the
goal. So, input perturbations that drive such behaviour must be chosen. In order to do
that, the authors use APF. The potential value of the path is defined by the integration
along the path of a potential field over the potential value over the configuration space (the
chosen PPS) [92]. Thus, paths going close to obstacles have a high potential value and
paths staying far from obstacles have a low potential value. However, this may result in an
inadmissible path for the non-holonomic model, since the kinematic model allows specific
directions of motion only. This therefore necessitates modification of the newly generated
collision free path such that it is composed of purely admissible directions of motion as
dictated by the kinematic model of the non-holonomic system. The second stage of the
reactive path planning therefore proposes an algorithm that iteratively computes a sequence
of admissible paths for a discretized time interval, given an initial path. Naturally then, at
each iteration of the algorithm, the admissible path segment is generated based on the a
direction of deformation in the original potential field. This work is an interesting example
of how optimization based methods can work in conjunction with model specific control
algorithms.

On the contrary, [164] approaches path planning amidst moving obstacles, using the
concept of growing disks. The authors assume that the maximum velocities of the robot and
the obstacles in the PPS are known beforehand. Then, the authors characterize each moving
obstacle as an area of potential collision, which grows larger in time. This region of collision is
characterized by the disk on the PPS initially. To show the change in region of collision over
time, the authors introduce time as the third coordinate of the PPS. Therefore, the growing
region of collision can be visualized as a cone that grows in diameter as time increases. That
is, the cone now gives an estimate of where and how big the region of the collision may lie
and at what time instant that can occur. The motive of [164] is to determine the minimal
time path among such growing regions of potential collisions. In situations where there exist
several moving obstacles, there exist several such growing cones. The authors determine
paths by determining bi-tangents of adjacent cones. As the authors mention, paths can be
found that are guaranteed to be collision-free in the anticipated time slot, regardless of the
behaviour of the moving obstacles. However, a clear limitation of the approach remains that
the robot is required to have a higher maximum speed than any of the moving obstacles.
In fact, the algorithm requires that the maximum velocities of all its constraints be known
apriori. With such knowledge of the robot and the other moving obstacles, one could argue
that perhaps a state estimator may be used to estimate the potential behaviour of the
obstacles and simply use a MPC approach to guide the robot to its target location. This
alternative suggestion shows that there are several ways to tackle the same sub-problem, and
it is essential to solve the global problem in such a way that assumptions about the robot
model do not entirely affect the quality of path planning performed.

Methods that rely on MPC clearly require knowledge of the robot model used, and under
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range of the FSH to the sum of the goal distance and safety factors.
However, the maximum distance stored in the FSH is reduced only
if the goal is in the robot’s line of sight. This accounts for
situations where the goal is located on the other side of an
obstacle.

2.2. The free-space force

Unlike the original potential field methods that use two
virtual forces to motivate the robot towards the goal, the free-
space method employs only one force. This force is an attrac-
tive force toward the open space in the general direction of
the goal.

The initial forces generated by each sector in the free space
histogram (FSH), ~Fk, are directly proportional to the square of the
normalised distance, Eq. (5). The unit vector, ~uk, represents the kth
sector heading, Eq. (6). The FSH is normalised with respect to the
maximum range value for all the sectors in the FSH, dmax. The
square of the normalised distance creates a greater bias toward

the unoccupied regions:

~Fk ¼
dk

dmax

� �2

~uk (5)

~uk ¼ ½cos yk sin yk� (6)

Enlarging the occupied cells by the robot radius and safety
distance drives the force to zero as the robot approaches the
safety boundary. Employing only attractive forces has two
advantages. The first is that the force is zero at the boundary
of the obstacle. This prevents the robot from moving any closer to
a detected obstacle than the safety margin. Thus, the robots’
safety is always preserved. The second advantage is that the FSFs
enable the robot to use all of the available free space for
navigation.

The CPF techniques maintain the safety of the robot by using
repulsive forces that tend to infinity at the boundary of the
obstacles. However, this creates issues such as local minima, in
particular when the goal is located close to an obstacle.

The FSF employed by the Agoraphilic algorithm is bounded to
kFk;maxk ¼ 1. The maximum force for a given sector, k, occurs
when dk ¼ dmax. Hence, from Eq. (5) the maximum sector force is

~Fk;max ¼ ~uk (7)

Following from traditional virtual-force-based algorithms, the
total force acting on the robot is the vectorial sum of all forces
present in the environment. The Agoraphilic algorithm generates
K force vectors, one for each sector in the FSH. No explicit goal
force is used, so a weighted summation of the attractive forces is
applied to each sector, Eq. (12). The weighting for each sector, zk, is
generated by the fuzzy controller and is similar to the importance
factor employed by the fuzzy-scaled potential field (FSPF) [7].

The FSPF uses the HIMM representation for environment
mapping with each occupied cell generating a repulsive force
towards the robot. Each non-zero cell in the VFF’s active region
exerts a repulsive force using Eq. (8), where d is the distance to the
cell containing the CV, Ci;j, and dc is the clearing distance. The
force vector is scaled by the positive constant, kr , and directed
away from the active cell, represented by the unit vector, ~ur:

~Frð
~XÞ ¼

krCi;j
1

d
�

1

dc

� �
1

d2
~ur for dpdc

0 otherwise

8<
: (8)

The FSPF repulsive force equation is given by Eq. (9), where zrð
~XÞ

is the fuzzy controller output for a given robot/obstacle config-
uration:

~Frð
~XÞ ¼

zrð
~XÞ

d2
~ur (9)

The squared inverse of the obstacle distance ensures that the
repulsive force is unbounded and tends to infinity as the robot
approaches the obstacle boundary. The total force acting on the
robot is the summation of the attractive force, ~Fa, and the scaled
repulsive forces from each occupied cell, ~Fi;j, Eq. (10). The variable
z is constrained to the region 0;1½ �:

~Ftotal ¼
~Fa þ

X
i;j

~Fi;j (10)

¼ ~Fa þ
X

i;j

zi;j

d2
i;j

~ui;j (11)

The variable, lf , is a force normalization parameter, Eq. (13).
This parameter makes the total force independent from the
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Figure 2.31: An example of the FSH from [108]

this restriction, use of model independent APF based methods may seem appealing. How-
ever, it is known that oscillatory motion and local minima pose as disadvantages. Therefore,
in an attempt to utilize the merits of APF, authors of [108] propose the Agoraphilic algo-
rithm as an optimistic approach to reactive path planning. The algorithm is a combination
of Free Space Histogram (FSH), Free Space Force (FSF), Histogram In Motion Mapping
(HIMM) and Virtual Force Fields (VFF) whose contributions are explained in a brief man-
ner as follows. The FSH is a polar map representing the distance profile of the surrounding
environment, as seen in Figure 2.31. The HIMM is a method in which an occupancy grid
in the form of a polar histogram around the robot, is constructed. The VFF is a modified
version of the APF, where virtual forces are constructed to guide the robot towards a desired
direction and/or away from another. The Agoraphilic algorithm employs the aforementioned
methods in the following sequence. First, the FSH is created by acquiring sensor data around
the robot and then perform sensor fusion. Then, for every discretized polar interval or sector
around the robot, the depth of the sector indicates the maximum distance of navigable free
space in that sector. The depth is established by computing a Certainty Value (CV) based
on data from all sensors available; the CV is indicative of how certain the occupancy is at
the depth as indicated in the sector. Once the FSH has been created, the next and second
step is to generate the FSF corresponding to the FSH that was just computed, to move in
the most appropriate direction. The FSF mainly generates only one kind of force, which is
attractive in nature towards the general direction of the goal in the collective free space, as
opposed to a specific location in the free space. The Agoraphilic algorithm generates force
vectors, one for each sector in the FSH. No explicit goal force is used; however a repulsive
force is explicitly exerted by occupied locations in sectors. The third step is the generation
of the force shaping coefficients, so that the fourth step, which is the weighted summation of
the forces is applied. The weighting for each sector is generated by the fuzzy controller and
is similar to the importance factor employed by the fuzzy-scaled potential field [108]. The
algorithm moves the robot to a point such that the total force acting on the robot is zero.
At every point of time, applying different scale factors to the FSFs shifts the equilibrium
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point, thus forcing the robot to move. This method is slightly different from that of the tra-
ditional APF in that the attractive forces toward the free general direction of the free space
and the repulsive force away from the occupied regions are influenced by the weights of the
fuzzy system. The effect is to produce the same behaviour as that of APFs, but without
producing a local minimum. The authors of [108] aim to utilize the strengths of traditional
APF in conjunction with fuzzy logic based methods, and perform tests using a mobile robot
in a corridor with hallway openings. While the algorithm’s response is sensitive to just one
occupied cell, the tests do not reflect its sensitivity to a dynamic environment.

Another approach to handle DCs is by the use of relative velocity methods which are
similar to Velocity Obstacle Sets (VOS), which characterize constraints in motion with the
help of their absolute and relative velocities with respect to the robot in motion. By aug-
menting the estimated velocity of such constraints as a function of time, the PPS can be
seen to contain regions that are prone to collision at given intervals of time. These regions
in the generic sense are called VOS, since such collision prone regions are characterized by
spaces which are occupied moving constraints in the due course of time. The authors of [11]
propose a variant of such a method for reactive path planning in a environment with DCs.
The solution combines linear navigation laws with the notion of the virtual plane and veloc-
ity, and orientation windows. The virtual plane is obtained by transforming the reference
frame to the relative velocity space. Then using the collision cone method (which is the
VOS grown as a function of time in the vertical axis), they determine if collisions occur.
The parameters in the linear navigation laws aid in circumventing such collision zones. The
method is reactive in the sense that only if constraints in the field of view of the robot will
preempt a deviation from the original path. The author of [11] extends the work on linear
navigation laws for obstacle avoidance in [12]. By considering the reactive path planning in
three dimensions, the authors of [12] segment the parameters of navigation control laws by
separating the PPS into the horizontal and vertical planes. More specifically, the robot’s
heading angle and flight path angle are linear functions of the line of sight angles in the
horizontal and vertical planes, respectively [12]. The parameters that affect the control law
can be modified to generate non-straight paths to the goal, such that the path may evade
the obstacle on the horizontal or vertical plane, as seen in Figures 2.32 and 2.33.

254 IEEE TRANSACTIONS ON CONTROL SYSTEMS TECHNOLOGY, VOL. 20, NO. 1, JANUARY 2012

Fig. 6. Paths obtained for different values of the navigation parameters. The
values of the navigation parameters are summarized in Table I.

TABLE I
VALUES OF THE NAVIGATION PARAMETERS CORRESPONDING TO FIG. 6

VII. SIMULATION

This section illustrates the navigation method. We consider
several examples to illustrate various aspects of the navigation
law. Simulation is implemented using MATLAB.

1) Example 1: This example shows navigation with different
values of the navigation parameters , , , and . The
paths of the vehicle are shown in Fig. 6, where the initial and
final positions of the vehicle are (1, 1, 1) and (1, 12, 12), re-
spectively. The values of the navigation parameters for each one
of the trajectories shown in Fig. 6 are summarized in Table I.
Clearly different paths are obtained for different values of the
navigation parameters. This shows the richness of the method.

2) Example 2: This example illustrates collision avoidance.
The scenario is shown in Fig. 7, where path (1) corresponds
to collision, path (2) corresponds to deviation in the horizontal
plane, and path (3) corresponds to deviation in the vertical plane.
The vehicle initially uses navigation parameters

. Fig. 8 represents the paths after deviation in the hori-
zontal and vertical planes. Fig. 8(a) shows the deviation in the
horizontal plane, and Fig. 8(d) shows the deviation in the ver-
tical plane.

Fig. 7. Illustration of the deviation process to avoid obstacles. (1) Path without
deviation (collision takes place); (2) collision avoided by deviation in the hori-
zontal plane; and (3) collision avoided by deviation in the vertical plane. Initially
�� �� � � ��� ��.

Fig. 8. Plane resolution for the scenario of Fig. 7. Top figures correspond to
path (2) in Fig. 7, where deviation is done in the horizontal plane. Bottom figures
correspond to path (3) in Fig. 7, where deviation is done in the vertical plane.

3) Example 3: This example illustrates the heading regula-
tion process. The scenarios for this example are shown in Fig. 9.
The horizontal and vertical planes are shown in Fig. 10. The ini-
tial and final positions of the robot are (12, 12, 12) and (0, 0, 5),
respectively. The initial values for flight path and heading angles
are , and . The vehicle
uses navigation parameters . The flight
path angle , the heading angle , and the line of sight an-
gles for this example are shown in Fig. 11. Clearly, from these
figures, it is easy to see that and , which
confirms the previous results stated in this brief.

VIII. CONCLUSION

We presented a new method for autonomous mobile robot
navigation in 3-D workspace. The vehicle moves according to
linear navigation functions, where the robot’s heading angle
and flight path angle are linear functions of the line of sight
angles in the horizontal and vertical planes, respectively. The
dynamic constraints on the flight path angle and the heading
angle rates are taken into account. The navigation law depends
on various navigation parameters. These navigation parameters
can be controlled to change the path of the robot and generate
non-straight paths to the goal. This property is used to avoid

Authorized licensed use limited to: University of Ottawa. Downloaded on May 18,2021 at 01:12:14 UTC from IEEE Xplore.  Restrictions apply. 

Figure 2.32: Illustration of obstacle avoidance viewed in three dimensions [12]

Reactive path planning does aim to account for changes in the environment that may not
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Fig. 6. Paths obtained for different values of the navigation parameters. The
values of the navigation parameters are summarized in Table I.

TABLE I
VALUES OF THE NAVIGATION PARAMETERS CORRESPONDING TO FIG. 6

VII. SIMULATION

This section illustrates the navigation method. We consider
several examples to illustrate various aspects of the navigation
law. Simulation is implemented using MATLAB.

1) Example 1: This example shows navigation with different
values of the navigation parameters , , , and . The
paths of the vehicle are shown in Fig. 6, where the initial and
final positions of the vehicle are (1, 1, 1) and (1, 12, 12), re-
spectively. The values of the navigation parameters for each one
of the trajectories shown in Fig. 6 are summarized in Table I.
Clearly different paths are obtained for different values of the
navigation parameters. This shows the richness of the method.

2) Example 2: This example illustrates collision avoidance.
The scenario is shown in Fig. 7, where path (1) corresponds
to collision, path (2) corresponds to deviation in the horizontal
plane, and path (3) corresponds to deviation in the vertical plane.
The vehicle initially uses navigation parameters

. Fig. 8 represents the paths after deviation in the hori-
zontal and vertical planes. Fig. 8(a) shows the deviation in the
horizontal plane, and Fig. 8(d) shows the deviation in the ver-
tical plane.

Fig. 7. Illustration of the deviation process to avoid obstacles. (1) Path without
deviation (collision takes place); (2) collision avoided by deviation in the hori-
zontal plane; and (3) collision avoided by deviation in the vertical plane. Initially
�� �� � � ��� ��.

Fig. 8. Plane resolution for the scenario of Fig. 7. Top figures correspond to
path (2) in Fig. 7, where deviation is done in the horizontal plane. Bottom figures
correspond to path (3) in Fig. 7, where deviation is done in the vertical plane.

3) Example 3: This example illustrates the heading regula-
tion process. The scenarios for this example are shown in Fig. 9.
The horizontal and vertical planes are shown in Fig. 10. The ini-
tial and final positions of the robot are (12, 12, 12) and (0, 0, 5),
respectively. The initial values for flight path and heading angles
are , and . The vehicle
uses navigation parameters . The flight
path angle , the heading angle , and the line of sight an-
gles for this example are shown in Fig. 11. Clearly, from these
figures, it is easy to see that and , which
confirms the previous results stated in this brief.

VIII. CONCLUSION

We presented a new method for autonomous mobile robot
navigation in 3-D workspace. The vehicle moves according to
linear navigation functions, where the robot’s heading angle
and flight path angle are linear functions of the line of sight
angles in the horizontal and vertical planes, respectively. The
dynamic constraints on the flight path angle and the heading
angle rates are taken into account. The navigation law depends
on various navigation parameters. These navigation parameters
can be controlled to change the path of the robot and generate
non-straight paths to the goal. This property is used to avoid
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Figure 2.33: Illustration of obstacle avoidance on the horizontal and vertical planes [12]

have been encountered before. However, it may be disadvantageous to only consider such
field of view based reactions. That is, ideal reactive path planning methods should be able
to respond to changes in the environment as they are sensed and the knowledge of potential
collisions, without yet sensing the actual change in the environment. The advantage lies
in the fact that reactive path planning methods are required to avoid collisions and change
maneuvers quickly, so the path quality and the path objective may be compromised. That
is, the smoothness, length or any other metric chosen may be impacted due to the sudden
nature with which the collision avoiding maneuver is generated. Additionally, most reactive
path planning methods focus on avoiding the collision by following the boundary of the
obstacle and or turning away in a direction that is perpendicular to the obstacle, and then
pursuing the target location. If the knowledge that a deviation in path is required to be
planned earlier is available, then the path re-planning may be performed with a greater
focus on reaching the target location using a new path that need not have sudden collision
evasion segments. This topic will be revisited in the latter part of the chapter.

In [175], one can again see the use of VOS to determine the ideal velocity of the robot
for collision-free safe state. This work brings up an interesting and essential point about
invariant safe states, which will be discussed after a brief summary of the approach in [175].
As the first step, the authors of [175] compute the reachability sets in the physical PPS, which
are boundaries of those regions that result in collisions as a function of time. These regions
are characterized by the constraint’s upper bounded constant speed and path curvature [32].
These collision regions are grown further, to account for the robot’s shape/size (assumed to be
circular) and some space around the said collision regions. This final modified collision region
is called the simplified collision region. As a second step, the authors convert the simplified
collision regions in the physical space to the velocity space. The work in [49] introduces the
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concept of velocity obstacles as follows. Given a collision region in the physical space that
must not be entered at a given time period, then there exists a set of (constant) velocities
corresponding to this collision region that would drive the robot to arrive at the collision
region. This set of velocities to avoid, associated with collisions occurring at a specific future
time, is an instantaneous velocity obstacle [175]. Any velocity not belonging to the velocity
obstacle, would drive the robot away from that collision region. To account for multiple
such obstacles, the authors of [175] determine the union of all such velocity obstacles in the
velocity space, resulting in the final VOS. The third step involves determining the appropriate
velocities that lie outside the VOS, to drive the robot towards a safe state. This formulation
allows them to guarantee a collision-free path, as long as an appropriate time window is
chosen for the VOS. Then, in their formulation, even with the choice of an infinite time
window, the validity of the VOS is seen to lead to invariant safe states. That is, if a VOS
must be avoided at all times, then it may restrict the allowed movements of the robot and
possibly prevent it from reaching the goal. However, if the priority of the PPP is to first
avoid collisions and only then, to move towards the goal, then several definitions of an evasion
maneuver can be used. For example, safe invariant sets/states can be used to represent the
target location, an alternative collision-free path or simply no motion at all. These are
escape states with speed greater than the velocities of the obstacles, that eventually leave
all the obstacles behind the vehicle [175]. The authors make an important observation that
if the VOS was to be avoided for all time, a safe state could mean any of the aforementioned
alternatives. However, as long as the initial conditions of the robot can be solved for at least
one escape velocity away from the VOS, then a collision-free path is guaranteed to exist. The
authors explicitly mention that this approach is not complete. Velocity obstacle sets only
return single-velocity escape trajectories. There may exist a curved trajectory that extracts
the robot from a “surrounded” situation or brings it to the goal, but this method will not find
it. However, this method does guarantee that it will never put the robot in such a situation,
if the initial condition is not so.

Graph based approaches, such as A*, Dynamic A*, Theta* and other such variants seen
in [36] and [43] amongst other works, boast of their ability to be applied to any kind of
system. However the generality of the path may sometimes be seen as a disadvantage. This
is so, since the path may not entirely consist of segments that can be executed by the specific
robot used. MPC algorithms solve that exact problem. However, they are unable to use the
advantage of graph based methods to compute the shortest paths. A combination of both
such advantages is what is seen with the use of the Tangent Graph (TG), proposed in [149].
The TG roughly explained consists of defining specific tangents that fall in the direction of
the robot’s kinematic or admissible directions of motion. A collection of such predefined,
admissible directions of motion that are also tangent to the regions of interest such as the
initial path and obstacles in the path planning environment, form the TG. Before defining
a restricted set of such allowable directions of motion, the assumptions used by the authors
of [149] are mentioned. They assume a non-holonomic robot with a hard constraint on
angular velocity. The robot is equipped with a vision sensor that is able to detect obstacles,
tangents and the target so long as they are in line-of-sight. A tangent segment can only
be a segment of the path if it is approached by the robot in the correct direction. The
tangent lines may take any of the following forms: simultaneously tangent to two obstacle
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boundaries, tangent to the same obstacle boundary at two different points, tangent to a
an obstacle boundary and an initial circular path, tangent to an obstacle boundary and
crosses through the target and tangent to an initial circular path and crosses the target. The
individual segments of the completed TG can be seen in Figure 2.34. Such a graph is seen to
have a finite number of vertices, and thus the PPP is reduced to the problem of finding the
shortest target-reaching path to a search among all paths in the tangent graph. When the
line of sight does detect the target, there is a strategy of exit, depending on where the robot is
currently located. When the robot moves along the boundary of an obstacle or an initial circle
and reaches a tangent point, it can leave the boundary and move along the corresponding
straight line edge of the tangent graph if its heading is equal to the direction of this edge,
as seen in the top image in Figure 2.35. In this case, the robot has reached an exit tangent
point. Contrarily, a case when the robot cannot leave the boundary at a tangent point is
shown in the bottom image in Figure 2.35. The choice that determines what kind of exit
point to take (target pursuit or collision avoidance) is characterized systematically in [149].
In addition to exit-point selection strategies, the authors of [149] also group their primary
control strategies into three desired behaviours. The first is that of following an initial path,
the second deals with pursuit navigation (goal tracking) and the third behaviour is that of
boundary following. The important take away from this work is that of the need for exit
points from boundary following behaviour. Although not the same as the escape trajectories
seen in [175], the idea of requiring intermediate safe states in the form of boundary following
or simply staying still is commonly seen. The challenge in such a situation is to always have,
as a reliable invariant safe state, the shortest collision-free path.Shortest collision-free path of a mobile robot 325

Fig. 3. A (B)-segment.

Fig. 4. A (C)-segment.

2. The line L is tangent to a boundary ∂Di(d0) on two
different points.

3. The line L is simultaneously tangent to a boundary
∂Di(d0) and an initial circle.

4. The line L is tangent to a boundary ∂Di(d0) and crosses
the target T .

5. The line L is tangent to an initial circle and crosses the
target T .

Points of boundaries ∂Di(d0) and initial circles belonging
to tangent lines are called tangent points. Now we consider
only finite segments of tangent lines such that their interiors
do not overlap with any boundary ∂Di(d0) The segments of
tangent lines of types (1) and (2) are called (OO)-segments,
the segments of tangent lines of type (3) are called (CO)-
segments, the segments of tangent lines of type (4) are called
(OT )-segments and the segments of tangent lines of type (5)
are called (CT )-segments. Furthermore, we consider only
segments that do not intersect the interiors of the initial
circles.

Definition 3.2. A segment of a boundary ∂Di(d0) between
two tangent points is called (B)-segment if curvature is non-
negative at any point of this segment (see Fig. 3). A segment
of an initial circle between the initial robot position p(0) and
a tangent point is called (C)-segment (see Fig. 4).

Now we are in a position to present the main result of this
section.

Theorem 3.1. Suppose that Assumptions 2.1–2.6 hold.
Then there exists the shortest (minimum length) target-
reaching path with obstacle avoidance. Furthermore, the
shortest target-reaching path consists of n ≥ 2 segments
S1, S2, . . . , Sn such that if n = 2 then S1 is a (C)-segment
and S2 is a (CT )-segment. If n ≥ 3 then S1 is a (C)-segment,

Fig. 5. An example of the tangent graph, with a target point T .

S2 is a (CO)-segment and Sn is an (OT )-segment. If n > 3
and 3 ≤ k ≤ n − 1 then any Sk is either (OO)-segment or
(B)-segment.

The proof of Theorem 3.1 is given in Appendix.

Remark 3.1. Consider the graph whose vertices are the
robot’s initial position, the target T , and tangent points, and
whose edges are segments of (OO), (CO), (OT ), (CT ) and
(B) types. This graph has a finite number of vertices and
edges since according to Assumption 2.4 all the boundaries
∂Di(d0) are analytic. This graph is called the tangent graph.
The tangent graph is defined by robot’s initial position, target
position and obstacles geometry. Figure 5 shows an example
of a tangent graph. Theorem 3.1 reduces the problem of
finding the shortest target-reaching path to a search among
all paths in the tangent graph.

4. On-Line Navigation
In this section we consider a case when the robot does not
know the location of the target and the obstacles a priori.
The robot is equipped with a vision-type sensor, which is
able to determine coordinates of the target and points of the
boundaries ∂Di(d0) if the straight line segment connecting
the robot current coordinates and the point of interest does
not intersect any obstacle Di (see Fig. 6).

For the case of simplicity, we will introduce the following
assumption.

Assumption 4.1. Any tangent point belongs to only one
tangent line.

Definition 4.1. When the robot moves along the boundary
of an obstacle or an initial circle and reaches a tangent point,
it can leave the boundary and move along the corresponding

Figure 2.34: An example of a tangent graph with the target location T [149]

OA and SA aim to produce optimal paths, a combination of which is seen in [61]. The
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Fig. 6. The robot r is equipped with some type of vision sensor that
is able to detect obstacles, tangents and the target so long as they
are in line-of-sight.

(a)

(b)

Fig. 7. A tangent segment can only be a segment of our path if it is
approached by the robot r in the correct direction.

straight line edge of the tangent graph if its heading is equal
to direction of this edge (see Fig. 7(a)). In this case, we say
that the robot reaches an exit tangent point. (A case when
the robot cannot leave the boundary at a tangent point is
shown in Fig. 7(b)). Furthermore, if the straight line edge
corresponding to this exit tangent point is an (OT ) or (CT )
segment, then we call this point an exit tangent point of T -
type. Otherwise, if the straight line edge corresponding to
this exit tangent point is an (OO) or (CO) segment, we call
this point an exit tangent point of O-type.

Let 0 < p < 1 be a given number. To solve this problem,
we propose the following probabilistic navigation algorithm:

A1: The robot starts to move along any of two initial
circles.

A2: When the robot moving along an obstacle boundary
or an initial circle reaches an exit tangent point of T -type,
it starts to move along the corresponding (OT ) or (CT )
segment.

A3: When the robot moves along an obstacle boundary or
an initial circle and reaches an exit tangent point of O-type,
with probability p, it starts to move along the corresponding
(CO) or (OO) segment, and with probability (1 − p) it
continues to move along the boundary.

A4: When the robot moves along a (CO) or (OO) segment
and reaches a tangent point on an obstacle boundary, it starts
to move along the obstacle boundary.

Now we are in a position to present the main result of this
section.

Theorem 4.1. Suppose that Assumptions 2.1–2.6 and 4.1
hold. Then for any 0 < p < 1, the algorithm A1–A4 with
probability 1 defines a target-reaching path with obstacle
avoidance.

The proof of Theorem 4.1 is given in Appendix.

5. Computer Simulations
In this section we present computer simulations of the
reactive navigation algorithm A1–A4. This navigation
strategy was realized as a sliding mode control law
by switching between the boundary following approach
proposed in ref. [11] and the pure pursuit navigation
approach; see e.g. ref. [14]. Our navigation law can be
expressed as follows:

u(t) =
⎧⎨
⎩

±uM R1
�sgn [φtan(t)] uM R2

�sgn
[
ḋmin(t) + X(dmin(t) − d0)

]
uM R3

. (5)

R1 → R2 : CO or CT detected,

R2 → R3 : dmin(t) < dtrig, ḋmin(t) < 0, (6)

R3 → R2 :

{
OT detected
OO detected, probability p

.

This navigation law is a rule for switching between three
separate modes R1 − R3. Initially, mode R1 is active, and
transitions to other modes are determined by Eq. (6). Mode
R1 describes motion along the initial circle with maximal
actuation. Mode R2 describes pursuit navigation, where
φtan(t) is defined as the angle between the vehicle’s heading
and a line segment connecting the vehicle and currently
tracked tangent edge (see Eq. (8)). Mode R3 describes
boundary following behavior, where the control calculation
is based on the minimum distance to the nearest obstacle,
defined as dmin(t). This control law is subject to some
restrictions, which are inherited from ref. [11]; however,
these are satisfied due to the assumptions in Section 2. The
variable � is defined as +1 if the obstacle targeted is on the
left of the tangent being tracked, and −1 if it is on the right.

Figure 2.35: Top Image: Exit tangent point can be taken since the robot heading is appro-
priately aligned. Bottom Image: Exit tangent point cannot used since the robot heading is
not aligned with the exit tangent direction. [149]

algorithm used in [61] generates virtual particles around the robot, from which the ideal
direction of motion is chosen. The best direction of movement is determined by using a
distance-to-target function and an associated Gaussian repellent cost function. Depending
on the resulting cost error, the best particle is determined for further movement. Should
there be no obstacle, then of course the particle is chosen on its ability to traverse to the
target in the shortest amount of time. The best particle at every iteration is appended and
the path is a concatenated sequence of particles. The simulation handles low to medium
density obstacles, and produces paths of reasonably average path lengths. This approach is
generic and not robot specific. However, it approaches constraint avoidance with a repellent
function in a manner similar to that of APF. The authors of [33] propose the Dubin’s APF
(DAPF) to solve the path planning problem for docking in unknown environments based
on combination of the Dubin’s curves and the APF approach. The Dubin’s curve primarily
consists of a straight line segment and a circular segment, where the radius of the circular
segment is equal to the minimal turning radius of the robot. The authors of [33] aim to
generate such Dubin’s curves in 3D, a challenging problem since the path segments need to
be co-planar as opposed to the case in 2D. Additionally, they also aim to avoid obstacles,
which are both known and unknown. The authors use two steps to generate paths comprising
of Dubin’s curves, that also avoid obstacles. First, they propose a deterministic method
formulated as a least squares problem solved with the Levenberg-Marquardt algorithm, to
determine the parameters of the desired Dubin’s curve in 3D. Although the Dubin’s curves are
feasible paths, it is difficult to determine the collision free nature of the path and the safety
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of the robot without further processing. To overcome this shortcoming, the authors combine
the Dubin’s curves with the APF approach to avoid collisions with obstacles. The potential
field enables determining the feasible intermediate configuration for obstacle avoidance while
considering both the positions and velocities of the obstacles [33]; an illustration of its
effectiveness is seen in Figure 2.36. While the authors of [33] modify the potential field
function to produce intermediate movements better suited for Dubin’s curves, the generality
of APF based approaches is still seen to be used for different models of robots. For example,
the authors of [60] first connect the source and target locations using a sequence of parabolas
whose sequence is generated by A*. However, the general APF is used to handle any unseen
obstacles.

Journal of Advanced Transportation 9

Table 3: Results of scenario 1.

Approach Final pose Reach time ||Δ→𝑉||
APF [0.0051, 0.0564, −0.9984] 21.0000 1.4106
DAPF [0.9934, 0.1097, 0.0331] 24.5102 0.1148
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Figure 6: Scenario 1: path planning for docking in the environment
with static and moving obstacles.

4.2. Scenario 2. In scenario 2, the local minima problem
is considered and modeled as Figure 7 shows, where the
configurations of the obstacles are set as

𝑂1 = [7, −2, −2] ,
𝑂2 = [7, −2, 2] ,
𝑂3 = [7, 2, 2] ,
𝑂4 = [7, 2, −2] ,
𝑂5 = [7, −2√2, 0] ,
𝑂6 = [7, 0, 2√2] ,
𝑂7 = [7, 0, −2√2] ,
𝑂8 = [7, 2√2, 0] ,
𝑂9 = [9, 0, 0] ,
𝑅1 = 2,
𝑅2 = 2,
𝑅3 = 2,
𝑅4 = 2,
𝑅5 = 3,

(26)

and the velocities of these obstacles are all set as [0, 0, 0].
Therefore, these obstacles form a compound concave obstacle
together which will cause the local minima problem in the
traditional APF approach.

As Figure 7 and Table 4 show, the path planned by the
APF approach (cyan cross line) encounters the local minima

Table 4: Results of scenario 2.

Approach Final pose Reach time ||Δ→𝑉||
APF / ∞ /
DAPF [0.9999, 0.0000, 0.0001] 17.9533 0.0001
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Figure 7: Scenario 2: path planning for docking in environment
with concave obstacle.

problem and gets stuck at the local minima area while the
path planned by the DAPF approach (black solid line) is
free from the affection of the local minima and reaches the
docking station with feasible pose in spite of the fact that a
modified APF is utilized in path replanning.

5. Conclusion and Future Work

In this paper a path planning approach named DAPF is
presented for autonomous robot docking based on the com-
bination of the Dubins curves and the artificial potential field
approach. Firstly, the determination approach of the Dubins
curves is proposed and the collision prediction approach of
the planned path is realized based on this approach. Then
the path replanning strategy is proposed with the help of the
obstacle avoidance potential field. In the replanning strategy
the intermediate configuration is calculated based on the
obstacle avoidance potential field and adopted to determine
the new path. The path planning task is completed through
implementing the planning and replanning process in a
reactive mode to the changes of environment. Simulation
results are also presented to prove the feasibility of the
DAPF approach through comparison with the traditional
APF approach.

In this proposed approach, little prior knowledge about
the environment is required and the planned path is feasible
for autonomous robot to follow. As a kind of reactive path
planning approaches, this approach is easy to execute by
the CPU of the robot in practice. Better performance can
be achieved in the future work via adapting parallel com-
putation techniques to enhance the real-time capability of
this approach. Specific models of the autonomous robots

Figure 2.36: The comparison between APF and DAPF as illustrated in [33]
6936 IEEE ROBOTICS AND AUTOMATION LETTERS, VOL. 5, NO. 4, OCTOBER 2020

Fig. 3. Map examples. The black and colored nodes represent the static and
dynamic obstacles respectively. Map parameters can be found in Section V-B.

A. Model Parameters

In the experiments, we use the A* algorithm to generate the
global guidance. The default parameters are set as follows: robot
local FOV size Hl = Wl = 15, the length of input sequence
Nt = 4, the reward parameters r1 = −0.01, r2 = −0.1, and
r3 = 0.1. The convolutional block is repeated Nc = 3 times with
input batch size Nb = 32. The activation functions are ReLU.
We use 32 convolution kernels in the first convolutional block
and double the number of kernels after each block. After the
CNN layers, the shape of feature maps is 4 × 2 × 2 × 128. In
the LSTM layer and the two FC layers, we use 512, 512, and 5
units, respectively.

B. Environments

As shown in Fig. 3, we consider three different environment
maps to validate our approach, i.e., a regular map, a random map,
and a free map. The first one imitates warehouse environments
and contains both static and dynamic obstacles, where the static
obstacles are regularly arranged and the dynamic ones move
within the aisles. In the random map, we randomly set up a cer-
tain density of static obstacles and dynamic obstacles. In the free
map, we only consider a certain density of dynamic obstacles.
The default size of all the maps is 100 × 100. The static obstacle
density in each map is set to 0.392, 0.15, and 0, respectively,
and the dynamic obstacle density is set to 0.03, 0.05, and 0.1,
respectively. Dynamic obstacles are modeled as un-controllable
robots that are able to move one cell at each step in any direction.
Their start/goal cells are randomly generated, and their desired
trajectories are calculated through A* by considering the current
position of any other obstacles. During training and testing, each
dynamic obstacle continuously moves along its trajectory, and
when motion conflict occurs, it will: 1) with a probability of 0.9,
stay in its current cell until the next cell is available; 2) otherwise,
reverse its direction and move back to its start cell.

C. Training and Testing

We train our model with one NVIDIA GTX 1080ti GPU in
Python 3.6 with TensorFlow 1.4 [22]. The learning rate is fixed
to 3 × 10−5, and the training optimizer is RMSprop. We use
ε-greedy to balance exploration and exploitation. The initial
value is set to be ε = 1 and decreases to 0.1 linearly when
the total training steps reach 200,000. In training, we randomly
choose one of the three maps as the training map and configure

the dynamic obstacles by following the settings in Section V-B.
Then we randomly select two free cells as the start and goal
cells. During the training, we end the current episode and start
a new one if one of the following conditions is satisfied: 1)
the number of training steps in the current episode reaches a
maximum defined as Nm = 50 + 10 × Ne; 2) the robot can
not obtain any global guidance information in its local FOV;
3) the robot reaches its goal cell cgoal. In addition, after the
robot completes 50 episodes, the start and goal cells of all the
dynamic obstacles are re-randomized.

Before learning starts, one robot explores the environment
to fill up the replay buffer, which is comprised of a Sumtree
structure to perform prioritized experience replay [23]. Note
that Sumtree is a binary tree, which computes the sum of the
values of its children as the value of a parent node. In each
episode, the robot samples a batch of transitions from the replay
buffer with prioritized experience replay (PER) based on the
calculated temporal difference error by the DDQN algorithm.
During testing, all methods are executed on an Intel i7-8750H
CPU.

D. Performance Metrics

The following metrics are used for performance evaluation:
• Moving Cost:

Moving Cost =
Ns

||cgoal − cstart||L1
(4)

where Ns is the number of steps taken and ||cgoal −
cstart||L1 is the Manhattan distance between the start cell
and the goal cell. This metric is used to indicate the ratio of
actual moving steps w.r.t the ideal number of moving steps
without considering any obstacles.

• Detour Percentage:

Detour Percentage =
Ns − LA∗(cstart, cgoal)

LA∗(cstart, cgoal)
× 100%

(5)
where LA∗(cstart, cgoal) is the length of the shortest path
between the start cell and the goal cell, which is calculated
with A* algorithm by only considering the static obstacles.
This metric indicates the percentage of detour w.r.t the
shortest path length.

• Computing Time: This measure corresponds to the average
computing time at each step during the testing.

VI. RESULTS

In this section, we present comparative results for both the
single-robot and multi-robot path planning tasks. More de-
tails of our results can be found in the video https://youtu.be/
KbAp38QYU9o.

A. Single-Robot Path Planning Results

We compare our approach with dynamic A* based methods
with global re-planning and local re-planning strategies, and we
call these two methods Global Re-planning and Local
Re-planning respectively. For Global Re-planning,
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Figure 2.37: Figures (a), (b) and (c) show regular, random and free maps respectively, where
black and colored points represent static and dynamic obstacles respectively. [169]

In [14], a method called Headed Social Force Model (HSFM) is used for assistive robots.
Although not necessarily the same as fully autonomous robots, it is useful to see the parallels
of obstacle avoidance techniques in the field of assistive robotics, where collisions are seldom
catastrophic. The HSFM assumes that the agent using the assistive robot tend to move
in the environment under the influence of forces. It is seen that the movement of such
agents is usually in the direction of heading, much like non-holonomic systems. Thus, the
adoption of such a model gives a nice interpretation of the mechanism that leads to the
formation of human trajectories, i.e., the minimization of jerk, which is the derivative of path
curvature [14]. The authors of [14] propose a reactive planner using the HSFM to predict
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the possible future motion of obstacles (humans, in this case). The planner minimizes the
deviation from the originally planned path as the parameter to minimize. The probability
of collisions is computed analytically and the trajectory generated takes the form of clothoid
curves. When an obstacle is detected, the algorithm generates a number of possible clothoid
curves, each associated with a certain velocity profile and target location. Each curve is
associated with the probability of use, which in turn derives from the likelihood of its target
and velocity profile. By considering the probability associated with each of these curves, the
planner computes the total probability of a collision and identifies the trajectory with an
acceptable collision probability that minimizes the deviation from the original path. Clearly,
this application does not require a specific target location to be reached. However the general
idea of alternative safe paths that minimize the deviation from the collision ridden path is a
metric that will remain a common objective for several approaches throughout the literature.

A different variant of the APF is seen in [8], where the idea of an artificial current is
used instead of a potential. Seeking inspiration from the laws of electromagnetism where
a particle close to a current carrying conductor experiences a magnetic field, the authors
of [8] draw a parallel to robotics. The artificial current flowing on the obstacle surface
located at a certain distance from the robot is designed in such a way that a generated force
guides the robot away from a head-on collision and follows the obstacle boundary instead.
The authors of [8] tackle the problem of unknown obstacle geometry by assuming that the
sensed obstacle is perpendicular to that of the robot, in which case the desired motion is
perpendicular to the line connecting the robot and the obstacle. As such, the final motion
that is produced encourages the robot to travel parallel to that of the obstacle boundary,
thus performing boundary following at least momentarily. Similar to the local minima of the
APF, this algorithm may encounter a situation of zero robot speed, or even local oscillations.
Yet another similar approach is seen in [101], where the path planning problem of a mobile
robot is treated similar to that of heat conduction on a surface. The objective of [101] is
similar to that of [8], where path re-planning is the main focus. It is widely known that such
behaviour is associated with such attractive/repellent force exerting methods, and learned
behaviour may aid in avoiding such pitfalls. Authors of [169] use reinforcement learning to
compute path deviations from the originally planned global path. As inputs to the network,
the authors use the local segment of the global path, the current local observation and a
history of local observations until that time segment. The output is an action at every time
step that enables the robot to make the next move. Note that the authors use A* to plan
the global path initially and use the reinforcement learning only for path re-computation in
the case of collisions. Training on environments such as regular, random and free maps as
shown in Figure 2.37 helps emulate an environment such as a warehouse. This warehouse
example may contain a regular density of static and dynamic obstacles (regular map), random
density of obstacles (random map) or a fixed density (free map). The performance metrics
used are moving cost, detour percentage and computing time at every time step during the
testing phase. The moving cost indicates the ratio of actual moving steps with respect to
the ideal number of moving steps, without considering any obstacles. The detour percentage
is calculated with A* by only considering the static obstacles. This metric indicates the
percentage of detour with respect to the shortest the shortest path length. Performance in
unknown environments is seen to be fair, however, a learning based algorithm is only as good
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as its training data.

Authors of [52] use a different learning based approach called the Dynamic Movement
Primitives (DMP) in conjunction with APF. According to the authors of [52], DMPs learn a
trajectory from just one demonstration. They encode the trajectory in a system of second-
order linear ordinary differential equation (ODE), where a forcing term is learned as a linear
combination of predefined time-dependent functions. Some of the advantages of DMP are
the flexibility in learning trajectories, convergence of executed trajectory to the target and
the execution of trajectories at different speeds by changing only one parameter. For the
purposes of obstacle avoidance, the authors design a new potential function called the dy-
namic potential, such that it depends on the distance between the robot and the obstacle,
the angular and linear velocities of the robot and the heading of the robot with respect to
the obstacle. While the proposed dynamic potential formulation generates fewer oscillations
in the proximity of obstacles, the major drawback is that they do not guarantee convergence
to the goal, which is a typical issue with potential-based formulations [52]. With [168], the
representation of the relevant parts of the PPS are considered. The authors use two kinds
of spaces called the time layered and time augmented spaces. The former is a collection of
the path planning environment at different intervals of time, such that every interval con-
tains information about potential positions of obstacles. The time augmented path planning
space consisted of the time layered space, with just those time slices which would necessitate
path re-planning, as seen in Figure 2.38. State estimators, learning methods, optimization
and sampling algorithms are all equally opportunistic approaches to the problem of path
re-planning, and yet, all their individual demerits cannot be counteracted all at once. Some-
times, authors such as those of [6, 74], even propose a general but deeper investigation into
the high level sequence of obstacle avoidance, such that any subsequent choice of algorithm
may implement the path planning in a better and advantageous manner.

2.3.2 Homotopy Based Methods

Methods seen in Section 2.3.1 are adaptations of SAs, OAs and CDGTs methods to the
problem of DC avoidance during path planning. An alternative class of methods based on
concepts of homotopy and homology exists, which will be referred to as Homotopy Based
Methods (HBMs). HBMs rely on the fact that paths planned in a space with constraints
follow a certain structure. Roughly explained, the structure shows how the path crosses the
region between obstacles, i.e., the sequence in which it occurs and the kinds of turns the path
takes while traversing the environment. Knowing the structure of the path helps generate
other paths with the same structure or alternatively, can help choose a different structure
of paths. This structure that defines the nature or deformability of the path is called the
homotopy class of the path. With a basic understanding of the premise of using homotopy
classes, one can see that the literature in the area focuses on two main concepts. First, they
recognize and compute homotopy classes in the PPS, and second, they attempt to augment
existing SAs, OAs and CDGTs with homotopy classes.

The problem of testing for homotopy paths on the plane has existed as a problem in
computational geometry [27], and has only recently started moving into the world of robotics
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3. Time-layered C-spaces

When the current robot configuration and the goal con-
figuration with a specified time are given, the current and
predicted positions of the workers are updated. C-space
at each sampling time until the specified time at the goal
configuration is calculated as shown in Figure 4(a). The
TAC-space is then obtained by stacking the current and
predicted futureC-spaces along the time axis, as shown in
Figure 4(b). To make the trajectory search efficient in the
TAC-space using sampling-based methods, such as RRT
and PRM, we propose TLC-spaces in this section. TLC-
spaces comprise the C-spaces of the TAC-space selected
for trajectory planning. The C-spaces used for trajectory
planning are selected in the following three steps.

The first step is to remove similar, consecutive C-
spaces from the TAC-space, as shown in Figure 4(c).
When all the workers do not move from their cells for
a certain period, their C-spaces during that period will
be the same. To reduce the search space in the TAC-
space, we remove similar C-spaces that do not change

for a certain period. The second step is to select a search
area in each remaining C-space necessary for trajectory
planning. The area reachable by the robot from the cur-
rent configuration in each C-space is calculated using
constraints on robot velocity/acceleration.

Although theTLC-space can be applied to a robotwith
n degrees of freedom by considering the workspace as a
collection of square poles, we consider a planar manip-
ulator with two degrees of freedom for the sake of sim-
plicity. Table 1 shows a list of symbols which is using in
math formulas described below. Let the ith C-space be
the current or predicted C-space at time ti. Additionally,
let the jth C-space be the predicted C-space at time tj
(ti < tj). Consider a search area in the jth C-space when
we plan a trajectory in the TLC-space from a configura-
tion qi ∈ R2 in the ith C-space. Let qi,m denote the mth
element of qi ∈ R2 and q̇i,m denote the time derivative of
qi,m at time ti (m = 1, 2). Let qj,m denote themth element
of qj ∈ R2 and q̇j,m denote the time derivative of qj,m at
time tj (m = 1, 2). Let the maximum acceleration of qm

Figure 4. Construction of TLC-spaces.Figure 2.38: The time augmented and time layered environments as explained in [168]

for path planning. Works such as [18, 19, 82, 90] predominantly focus on identifying and
representing homotopy classes for path planning. Authors of [19] succinctly define homotopic
trajectories as the following. Two trajectories τ1 and τ2 connecting the same pstart and pgoal,
respectively, are called homotopic if and only if one can be continuously deformed into the
other without intersecting any obstacle, as seen in Figure 2.39. Then, sets of homotopic
trajectories form homotopy classes. The different homotopy classes are seen in Figure 2.40,
where the difference in the classes correspond to how they navigate through obstacles. So,
homotopy classes can have different implications when being evaluated for path planning.
That is, path planners may simply desire to generate a path that is constraint-free, in which
case any of the classes may be picked from. Alternatively, a path planner may also require to
avoid certain classes due to some heuristic measure, such as the probability of encountering
an increased number of DCs, general path length and the class distance from SCs that it
encounters along the way. Clearly, there is a benefit to using homotopy classes. One may
check if two arbitrary paths are homotopic, or equivalently, verify what homotopic class
the path falls into. This however is a challenging problem. One needs to construct such a
measure of deformability of every homotopy class, such that paths in the same class bear
the same measure, as opposed to paths from other classes.

The authors of [19] propose constructing a functional (linear one-form) for a trajectory,
such that its value uniquely identifies the homotopy class. This functional of the form H(τ)
is called the H-signature of the trajectory τ . It is beneficial that the H-signature take the
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Abstract

Homotopy classes of trajectories, arising due to the
presence of obstacles, are defined as sets of trajecto-
ries that can be transformed into each other by grad-
ual bending and stretching without colliding with ob-
stacles. The problem of exploring/finding the different
homotopy classes in an environment and the problem
of finding least-cost paths restricted to a specific ho-
motopy class (or not belonging to certain homotopy
classes) arises frequently in such applications as pre-
dicting paths for unpredictable entities and deployment
of multiple agents for efficient exploration of an en-
vironment. In (Bhattacharya, Kumar, and Likhachev
2010) we have shown how homotopy classes of trajec-
tories on a two-dimensional plane with obstacles can be
classified and identified using the Cauchy Integral The-
orem and the Residue Theorem from Complex Analy-
sis. In more recent work (Bhattacharya, Likhachev, and
Kumar 2011) we extended this representation to three-
dimensional spaces by exploiting certain laws from the
Theory of Electromagnetism (Biot-Savart law and Am-
pere’s Law) for representing and identifying homotopy
classes in three dimensions in an efficient way. Using
such a representation, we showed that homotopy class
constraints can be seamlessly weaved into graph search
techniques for determining optimal path constrained to
certain homotopy classes or forbidden from others, as
well as for exploring different homotopy classes in an
environment. 1

Homotopy Classes and Homology Classes of
Trajectories

Two trajectories τ1 and τ2 connecting the same start and end
coordinates, xs and xg respectively, are called homotopic
iff one can be continuously deformed into the other with-
out intersecting any obstacle (Figure 1). Sets of homotopic
trajectories form homotopy classes.

Give two trajectories, one may naively attempt to check
if indeed one can be deformed into the other. However, such

Copyright © 2012, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

1This is a condensed, non-technical overview of work pre-
viously published in the proceedings of Robotics: Science and
Systems, 2011 conference (Bhattacharya, Likhachev, and Kumar
2011).
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τ3

O1

O2
O3

O4

Figure 1: Illustration of homotopy and homology equiva-
lences in 2 dimensions. In this example τ1 and τ2 are both
homotopic (because of the existence of the sequence of tra-
jectories shown by the dashed curves) as well as homolo-
gous (because of the presence of the area shown by blue
hashing). But τ3 is not homotopic nor homologous to either.

a process is highly non-trivial and may be extremely diffi-
cult to automate. Even if one is able to check, using such
a method, whether of not two trajectories are homotopic, it
is extremely difficult to incorporate the method in search-
based planning algorithms to plan trajectories that are con-
strained to or avoid certain homotopy classes.

Thus, what one desires is to construct a functional of the
trajectories, H(τ) (which we will call the H-signature of
τ ), such that its value will uniquely identify the homotopy
class of the trajectory (i.e. a complete invariant of homotopy
classes of trajectories). We also desire thatH be of the form
of an integration, i.e., H(τ) =

∫
τ

dh (where dh is some dif-
ferential 1-form – a quantity that can be integrated along a
curve). This will let us compute least-cost paths in non triv-
ial configuration spaces with topological constraints using
graph search-based planning algorithms.

It is possible to find such desired 1-forms, dh, as we did
in our previous work for 2-dimensional configuration space
(Bhattacharya, Kumar, and Likhachev 2010), where we ex-
ploited some theorems from complex analysis. However, it
can be shown that by virtue of computing such integrals,
what we end up obtaining from H(τ) are complete invari-
ants for homology classes rather than homotopy classes. Ho-
mology, although a close relative of homotopy and similar
to it in many aspects, is subtly different from homotopy.
Two trajectories τ1 and τ2 connecting the same start and end

Figure 2.39: Homotopic and homologous paths [19]
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(b) In different Homotopy
classes, enclosing obstacles

Figure 2: Two trajectories in same and different homotopy
classes in 2 dimensions

coordinates, xs and xg respectively, are homologous iff τ1
together with τ2 (the later with opposite orientation) forms
the complete boundary of a 2-dimensional region embedded
in the configuration space not containing/intersecting any of
the obstacles (Figure 1).

It can in fact be shown that homotopic trajectories are al-
ways homologous (equivalently, trajectories that are not ho-
mologous are not homotopic either), but the converse may
not always be true. However, the difference between the two
appear infrequently in practical robot configuration spaces,
and as we demonstrate through our results, homology serves
as a fair analog of homotopy in most practical robotics prob-
lems.

H-signature as Topological Invariants

Background: H-signature in 2-D

The basic principle (Bhattacharya, Kumar, and Likhachev
2010) in solving the problem in 2-dimensions was based
on the Residue Theorem from Complex Analysis. We repre-
sented the two dimensional plane in which the robot’s path
is to be planned by the complex plane (i.e. a point (x, y) on
it is represented as z = x + iy). We hence defined the H-
signature (which we previously called the L-value in (Bhat-
tacharya, Kumar, and Likhachev 2010)) of a trajectory, τ ,
as a complex path integral of a complex vector function as
follows,

H2(τ) =

∫

τ




f1(z)
z−ζ1
f2(z)
z−ζ2

...
fM (z)
z−ζM




dz (1)

The quantity inside the integration (a complex vector) is an
analytic function everywhere in the complex plane, except
for distinct points, ζi, which we called representative points,
placed on the obstacles (Figure 2), where the function has
poles. As a consequence of this it could be shown using
Residue Theorem that for two trajectories τ1 and τ2 con-
necting the same start and goal points in a 2-dimensional
configuration space,H2(τ1) = H2(τ2) if the trajectories are
in the same homotopy class, but the values are different if
they are in different homology classes.
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vg

(a) A torus-shaped
genus 1 obstacle.
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vg

(b) A genus 2 obsta-
cle.

vs

vg

(c) A solid cube
does not induce
homotopy classes.

Figure 3: Examples of obstacles in 3-D. (a-b) induce homo-
topy classes, (c) does not.

Si

(a) Skeleton of a generic
genus 1 obstacle is modeled
as a current-carrying conduc-
tor, Si.

Si

vs

vg

Sj

(b) Theorems from electro-
magnetism then gives us ho-
motopy class invariants for
trajectories.

Figure 4: Skeletons of obstacles in 3-D are modeled as cur-
rent carrying conductor.

H-signature in 3-D
Just as we exploited theorems from complex analysis in 2
dimensions for constructing the homotopy class invariants,
we can exploit certain theorems from Electromagnetism to
achieve the same in 3 dimensions. In 3 dimensions multi-
ple homotopy classes can only be induced by obstacles with
genus 2 one or more, or with obstacles stretching to infinity.
Figure 3 shows some examples of obstacles that can or can-
not induce such classes for trajectories. A sphere or a solid
cube, for example, cannot induce multiple homotopy classes
in an environment.

Analogous to the representative points in the 2-
dimensional case, in 3 dimensions we need to consider
closed curves that represent the obstacles of genus 1 or
higher (Figure 4(a)). These curves are the skeletons of the
obstacles – 1-dimensional curves that are homotopy equiv-
alents (Hatcher 2001) of the obstacles. We represent these
skeletons by Si, where i = 1, 2, · · · ,M .

The key idea in designing a H-signature for solid obsta-
cles in 3-dimensions is to model these skeletons of the obsta-
cles as “virtual conductors” carrying unit current. Upon do-
ing so, using the Biot-Severts Law and Ampere’s Law (Grif-
fiths 1998), one can design the H-signature for trajectories
τ in 3-dimensions as follows,

H3(τ) =

∫

τ




B1(l)
B2(l)

...
BM (l)


 dl (2)

2The genus of an obstacle refers to the number of holes or han-
dles (Munkres 1999).

Figure 2.40: Paths in different homotopy classes as seen in [19]

form of an integration as such, H(τ) =
∫
τ
dh, where dh is also a linear one-form. This

way, the chosen one-form may be a heuristic, such as path length, and may be integrated
along the path. The authors of [19] compute one such H-signature in their earlier work [18]
using complex analysis. In fact, one may rely on the work from [18] to comprehend the
use of homotopy classes in path planning, and an excerpt of the work is explained. This
explanation is only meant to serve as a high level interpretation of homotopy classes and
their relevance to constraint avoidance, and not as a formal mathematical proof. Readers
are directed to [18,19,82,90] for any formal statements of the concepts explained here.

Across all their works, the authors of [18, 19, 82, 90] focus on the following three goals.
First, the homotopy and/or homology classes in a PPS are required to be detected. Second,
specific mathematical tools are required to represent constraints that need to be avoided and
a measure that indicates the homotopic class in which the test path currently lies. Third,
this homotopic measure of a path needs to be integrated with path planning for the path
planner’s needs. In order to accomplish the first goal, the authors of [18] use holomorphic
functions (analytic functions in the complex plane) to formulate the path and the PPS in
the complex domain. In the complex plane C, assume a simply connected region R within
which there is a closed and oriented contour γ that encloses a point z0 and a holomorphic
function f : C→ C. Then, the Cauchy Integral theorem affords the following:

∮

γ

f(z)dz = 0

∮

γ

f(z)

z − z0
dz = 2πif(z0)

That is, the effect of the holomorphic function f on every point of the path γ, around a
point z0, can be represented as a holomorphic function (acting on the path) with a pole at
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large number of homotopy classes, whereas we often may
only need to consider a few large obstacles for defining ho-
motopy classes. Moreover the cost function in triangulation-
based path planning is restricted to the Euclidean length of
the trajectory.

In this paper we propose a compact way of represent-
ing homotopy classes of trajectories which is independent
of the geometry, discretization, cost function or search al-
gorithm. Our method is based on Complex Analysis and
exploits the Cauchy Integral theorem to characterize homo-
topy classes. We show that this representation can be seam-
lessly weaved into the standard graph search techniques in
arbitrarily discretized environments and impose the desired
homotopy class constraints. It is to be noted that the method
we propose is independent of the discretization scheme of
the environment, the nature of the cost function that needs
to be optimized, or the search algorithm used. Hence this
method can be incorporated into many existing planners,
giving them the capability of imposing homotopy class con-
straints. Also, we can choose not to include certain obstacles
if their sizes are too small for them to contribute towards
creating homotopy classes. We have demonstrated our al-
gorithm on different environments of various sizes with grid
discretization as well as visibility graphs. Our experimental
results demonstrate the efficiency, scalability and applicabil-
ity of the method.

Complex Analysis
In this section we briefly review some of the fundamental
theorems of Complex Analysis (Gamelin 2001).

The Cauchy Integral Theorem The Cauchy Integral
Theorem states that if f : C → C is an Holomorphic (an-
alytic) function in some simply connected region R, and γ
is a closed oriented (i.e. directed) contour completely con-
tained inR, then the following holds,

∮

γ

f(z)dz = 0 (1)

Moreover, if z0 is a point inside the region enclosed by γ,
which has an anti-clockwise (or positive) orientation, and
F (z) = f(z)/(z − z0) has a pole at z0, then the following
holds ∮

γ

f(z)dz

z − z0
= 2πif(z0) (2)

The Residue Theorem A direct consequence of the
Cauchy Integral Theorem, the Residue Theorem, states that,
if F : R → C is a function defined in some simply con-
nected region R ⊆ C that has simple poles at the distinct
points a1, a2, · · · , aM ∈ R, and Holomorphic (analytic) ev-
erywhere else inR, and say γ is a closed positively oriented
Jordan curve completely contained in R and enclosing only
the points ak1 , ak1 , · · · , akm out of the poles of F , then the
following holds,

∮

γ

F (z)dz = 2πi
m∑

l=1

lim
ξ→akl

(ξ − akl)F (ξ) (3)
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Figure 1: Cauchi Integral Theorem and Residue Theorem

The scenario is illustrated in Figure 1(b).
It is important to note that in both the Cauchy Integral

Theorem and the Residue Theorem the value of the integrals
are independent of the exact choice of the contour γ as long
as the mentioned conditions are satisfied (see Figure 1(a)).

Representation of Homotopy Classes
Definition 1 (Homotopy Class of Trajectories). Two trajec-
tories (or paths), τ1 and τ2 are said to be in the same Homo-
topy Class iff one can be smoothly deformed into the other
without intersecting obstacles. Otherwise they belong to dif-
ferent Homotopy classes.

We represent the 2-dimensional configuration space of
a robot by a complex plane, C. The obstacles are as-
sumed to be simply-connected regions in C and are repre-
sented by O1,O2, · · · ,ON . We define one “representative
point” per connected obstacle such that they lie in the inte-
rior of the respective obstacles. Thus we define the points
ζi ∈ Oi, ∀i = 1, · · · , N . Figure 2(a) shows such repre-
sentative points inside three obstacles. As we will discuss
later, it is not necessary that we choose representative points
for all obstacles. We need to choose such points only on
the larger and relevant obstacles that contribute towards the
practical notion of homotopy classes. Smaller obstacles can
be disregarded.
Definition 2 (Obstacle Marker Function). For a given set
of “representative points”, we define the “Obstacle Marker
Function” function F as follows,

F(z) =
f0(z)

(z − ζ1)(z − ζ2) · · · (z − ζN )
(4)

where f0 is any analytic function over entire C.
Also, we define ∀i = 1, · · · , N ,

fi(z) =
f0(z)

(z − ζ1) · · · (z − ζi−1)(z − ζi+1) · · · (z − ζN )
(5)

Thus, fi(z) = (z − ζi)F(z), is analytic inside regions that
do not contain ζ1, · · · , ζi−1, ζi+1, · · · , ζN , but can contain
ζi.
Assumption 1. We note that for a given set of obstacles we
have significant amount of freedom in choosing the “repre-
sentative points” inside the obstacles and the function f0.
We assume that our choice of ζ1, ζ2, · · · , ζN and f0 satisfies

∑

u∈S
fu(ζu) 6= 0 (6)

Figure 2.41: The integral of F depends on the enclosed points [18]

z0. This pole indicates that the function is holomorphic everywhere except at the pole. The
Residue theorem provides an expression to quantify the effect of a holomorphic function F
with M poles, on a contour γ, enclosing only m < M poles.

∮

γ

F (z)dz = 2πi
m∑

l=1

lim
z→al

(z − al)F (z)

This shows that the value of the integral of F is solely dependent on the points that the path
γ encloses, as seen in Figure 2.41 [18]. This is of consequence in the context of the PPP,
since obstacles/constraints can be represented as such poles. The homotopy class within
which the path falls, is entirely dependent on the poles which the path encloses. Recall that
homotopic trajectories are defined as continuously deformable paths, without intersecting
obstacles. So, if one can define the obstacles as the poles of F (z), then the homotopic classes
can be defined. The authors of [18] do so by defining an obstacle marker function as follows:

F (z) =
f0(z)

(z − ξ1)(z − ξ2) . . . (z − ξN)
(2.8)

where f0 is analytic over C, and each of the N poles is a representative of each obstacle or
constraint to be avoided. The intuitive understanding of the obstacle marker function can
be seen with the function

fi(z) =
f0(z)

(z − ξ1) . . . (z − ξi−1)(z − ξi+1) . . . (z − ξN)
(2.9)

defined for each of the N poles. Using fi(z) in (2.8) results in fi(z) = (z − ξi)F (z), which
is analytic inside regions that do not contain the poles of (2.9). This, in conjunction with
the integral being influenced only by the poles that the path encompasses, provides a way to
identify the different homotopic classes of paths in the PPS. The authors of [18] define the
H-signature of the path as

L(τ) =

∫

τ

F (z)dz (2.10)

for a trajectory τ ∈ C. In this specific case, the authors refer to the H-signature as the L-
value of a trajectory. They define (2.10) as the unique descriptor of a homotopy class, since
the H-signature of trajectories (connecting the same two points) in same homotopy class are
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equal, while the H-signature of trajectories in different homotopy classes are different. Thus
far, the authors of [18] accomplish detecting homotopy classes and representing constraints,
initially described as the first two goals. The last goal was to combine such information with
path planning methods, for which the authors rely on a graph based representation. They
construct an exploratory graph, whose edges and vertices are augmented with the L-value.
The L-value of every edge e connecting vertices z1 and z2 in the L-Augmented Graph (LAG)
is computed either numerically or analytically (as seen in [18]).

As the LAG explores new nodes, the new edges are augmented with L-values, which is
illustrated in Figure 2.42. This LAG can be searched for a path using any standard graph
traversal technique. Since every homotopy class has a distinct complex number associated
with it, the LAG may be equipped with homotopy classes to either specifically navigate in,
or avoid. Figure 2.43, shows the impact of using A* on an exploratory LAG with three
cases: without specifying a homotopy class, choosing a specific class and avoiding all classes.
In the second case, blocking a homotopy class prompts the search for a solution in another
homotopy class. As the authors point out, the exploration of the homotopy classes can be
performed in a single run of graph search. Finally, in the third case, where both homotopy
classes are blocked, the search is biased towards finding paths in different homotopy classes in
the order of their path costs. Such paths may include non-Jordan (self-intersecting) curves.
More such examples are seen in Figures 2.44 and 2.45. It is important to note that the
H-signature computed in the LAG are complete invariants for homology classes as opposed
to homotopy classes [19]. For the purposes of path planning, homology and homotopy may
be considered to provide the same information. Two paths τ1 and τ2 (with an orientation
opposing that of τ1) are homologous if τ1 and τ2 together form the boundary of a 2-manifold
free of constraints. Referring to Figure 2.42, one can see that homotopic trajectories are
always homologous, and non-homotopic paths are non-homologous. While the converse may
not always be true, the authors of [19] note that homology serves as a fair analog to homotopy
in robotic path planning.
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{zg , Λ}
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L

Figure 4: The topology of the augmented graph, GL (right),
compared againt G (left), for a cylindrically discretized con-
figuration space around a circular obstacle

(i.e. the state, upon expansion of which we stop the graph
search) is any of the states {zg, α} for any α ∈ A (or
α /∈ B if B is provided instead of A). We can use the same
heuristic that we would have used for searching in G, i.e.
hL(z,Λ) = h(z). It is to be noted that GL is essentially an
infinite graph, even if G is finite. However the search algo-
rithm needs to expand only a finite number of states. Since
for a given z, the states {z,Λ} can assume some discrete val-
ues of Λ (corresponding to the different homotopy classes),
to determine if {z,Λ} and {z,Λ} are the same states, we can
simply compare the values of Λ and Λ.

In our experiments we used both numerical (equation
(10)) and analytical (equation (13)) approaches for comput-
ing the L-value of the edges. For the numerical integrations
we chose 0.01 cell units as the step-size. For checking the
equality of two L-values of a particular state, L1 and L2,
we check if ||L1 − L2|| < ε for some small ε. It is to be
noted that for a particular state there are only discrete (gen-
erally widely separated) L-values corresponding to the dis-
crete homotopy classes. Thus for all practical purposes we
can safely keep ε quite high.

Theoretical Analysis
Theorem 1. If P∗L = {{z1,Λ1}, {z2,Λ2}, · · · , {zP ,ΛP }}
is an optimal path in GL, then the path P∗ =
{z1, z2, · · · , zP } is an optimal path in the graph G satis-
fying the Homotopy class constraints specified by A and B
Sketch of Proof. By construction of GL, the path
{z1, z2, · · · , zP } (which is the projection of P∗L on G) sati-
fies the given Homotopy class constraints. Moreover by def-
inition, P∗L is a minimum cost path in GL. Since the cost
function in GL is the same as the one in G and does not in-
volve Λ, it follows that the projection of P∗L on G given by
P∗ = {z1, z2, · · · , zP } is an optimal path in the graph G
satisfying the Homotopy class constraints used to construct
GL.

Illustrative Example Figure 5 demonstrates an example
where we used a 50× 50 uniformly discretized environment
with a single obstacle (with ζ1 = 27.5 + 32.5i marked with
circle inside the obstacle). Each node in the graph, G, is con-
nected to its 8 neighbors. Thus the orientation of trajectory
segments are constrained to multiples of 45◦ only. Start is at
the bottom left point (1, 1) in the environment, and the goal
is on the top-right (45, 45).
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(b) B = {52.15 +
85.97i}.
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Figure 5: Paths found and states expanded by A* search
without and with homotopy class constraints

Figure 5(a) shows projection of the optimal path (shown
in solid color) returned by A* search in GL without any ho-
motopy class constraint. The tree in dashed color shows the
expanded states and their connection to the parent nodes.
The L-value of the trajectory is found to be 52.15 + 85.97i
and the total number of states expanded was 1011.

Next we block the homotopy class corresponding to L-
value of 52.15 + 85.97i (i.e. set B = {52.15 + 85.97i}
and plan the trajectory once again in GL. Thus we obtain a
solution in a different homotopy class 5(b). The L-value of
the new trajectory is found to be −105.77 − 65.57i and the
total number of states expanded was 1721.

As we can see from the figure, the blocking of a homotopy
class made the search algorithm expand some extra states to
find the solution in another homotopy class. However as
we observe, the number of extra expansions is small. This
is because during the exploration of states in the blocked
homotopy class a large proportion of states in the desired
homotopy class gets expanded as well.

Also, it is to be noted that the exploration of the homotopy
classes can be performed in a single run of graph search.
This can be achieved by keeping on expanding the states
in the L-augmented graph uninterruptedly, and noting down
the states in the graph that correspond to the goal coordi-
nates.

Figure 5(c) demonstrates what happens when we block
both homotopy classes of trajectories that reach the goal
from two sides of the obstacles. The trajectory we hence
obtain is a non-Jordan curve (the one that intersects itself)
that loops around the obstacle. If we keep searching while
blocking one homotopy class after another, we will obtain
least-cost trajectories in different homotopy classes in the
order of their pathcosts. This includes non-Jordan curves.

Now imagine the scenario when we have a ζi set inside
a very small obstacle near the start and far from the goal
state. The expansion of states will result in a large number
of loops around the small obstacle which will reduce the effi-
ciency of the algorithm. Hence it’s important that we choose
the ζi carefully only inside relevant (large) obstacles which
influence our notion of homotopy class of the trajectories.

Experimental Analysis
In all of the following examples, except for the one with vis-
ibility graph, the state graph, G, is generated by uniformly
discretizing a rectangular configuration space and then con-
necting each node with its 8 neighboring nodes. The search
algorithm used for searching in GL was A*. The heuristic

Figure 2.42: The graph on the left side as opposed to the LAG on the right side [18]

The authors of [18] extend their work in 2-dimensions to 3-dimensions in [90]. While
the work in 2-dimensions using complex analysis is a compact way of generating homotopy
classes that is independent of the geometry of constraints and robust to sensor noise [90], the
technique applies only to 2-dimensions. The extension predominantly deals with representing
obstacles or constraints as surfaces with genus-1 or more [19]. This is of importance, since
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Figure 4: The topology of the augmented graph, GL (right),
compared againt G (left), for a cylindrically discretized con-
figuration space around a circular obstacle

(i.e. the state, upon expansion of which we stop the graph
search) is any of the states {zg, α} for any α ∈ A (or
α /∈ B if B is provided instead of A). We can use the same
heuristic that we would have used for searching in G, i.e.
hL(z,Λ) = h(z). It is to be noted that GL is essentially an
infinite graph, even if G is finite. However the search algo-
rithm needs to expand only a finite number of states. Since
for a given z, the states {z,Λ} can assume some discrete val-
ues of Λ (corresponding to the different homotopy classes),
to determine if {z,Λ} and {z,Λ} are the same states, we can
simply compare the values of Λ and Λ.

In our experiments we used both numerical (equation
(10)) and analytical (equation (13)) approaches for comput-
ing the L-value of the edges. For the numerical integrations
we chose 0.01 cell units as the step-size. For checking the
equality of two L-values of a particular state, L1 and L2,
we check if ||L1 − L2|| < ε for some small ε. It is to be
noted that for a particular state there are only discrete (gen-
erally widely separated) L-values corresponding to the dis-
crete homotopy classes. Thus for all practical purposes we
can safely keep ε quite high.

Theoretical Analysis
Theorem 1. If P∗L = {{z1,Λ1}, {z2,Λ2}, · · · , {zP ,ΛP }}
is an optimal path in GL, then the path P∗ =
{z1, z2, · · · , zP } is an optimal path in the graph G satis-
fying the Homotopy class constraints specified by A and B
Sketch of Proof. By construction of GL, the path
{z1, z2, · · · , zP } (which is the projection of P∗L on G) sati-
fies the given Homotopy class constraints. Moreover by def-
inition, P∗L is a minimum cost path in GL. Since the cost
function in GL is the same as the one in G and does not in-
volve Λ, it follows that the projection of P∗L on G given by
P∗ = {z1, z2, · · · , zP } is an optimal path in the graph G
satisfying the Homotopy class constraints used to construct
GL.

Illustrative Example Figure 5 demonstrates an example
where we used a 50× 50 uniformly discretized environment
with a single obstacle (with ζ1 = 27.5 + 32.5i marked with
circle inside the obstacle). Each node in the graph, G, is con-
nected to its 8 neighbors. Thus the orientation of trajectory
segments are constrained to multiples of 45◦ only. Start is at
the bottom left point (1, 1) in the environment, and the goal
is on the top-right (45, 45).
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Figure 5: Paths found and states expanded by A* search
without and with homotopy class constraints

Figure 5(a) shows projection of the optimal path (shown
in solid color) returned by A* search in GL without any ho-
motopy class constraint. The tree in dashed color shows the
expanded states and their connection to the parent nodes.
The L-value of the trajectory is found to be 52.15 + 85.97i
and the total number of states expanded was 1011.

Next we block the homotopy class corresponding to L-
value of 52.15 + 85.97i (i.e. set B = {52.15 + 85.97i}
and plan the trajectory once again in GL. Thus we obtain a
solution in a different homotopy class 5(b). The L-value of
the new trajectory is found to be −105.77 − 65.57i and the
total number of states expanded was 1721.

As we can see from the figure, the blocking of a homotopy
class made the search algorithm expand some extra states to
find the solution in another homotopy class. However as
we observe, the number of extra expansions is small. This
is because during the exploration of states in the blocked
homotopy class a large proportion of states in the desired
homotopy class gets expanded as well.

Also, it is to be noted that the exploration of the homotopy
classes can be performed in a single run of graph search.
This can be achieved by keeping on expanding the states
in the L-augmented graph uninterruptedly, and noting down
the states in the graph that correspond to the goal coordi-
nates.

Figure 5(c) demonstrates what happens when we block
both homotopy classes of trajectories that reach the goal
from two sides of the obstacles. The trajectory we hence
obtain is a non-Jordan curve (the one that intersects itself)
that loops around the obstacle. If we keep searching while
blocking one homotopy class after another, we will obtain
least-cost trajectories in different homotopy classes in the
order of their pathcosts. This includes non-Jordan curves.

Now imagine the scenario when we have a ζi set inside
a very small obstacle near the start and far from the goal
state. The expansion of states will result in a large number
of loops around the small obstacle which will reduce the effi-
ciency of the algorithm. Hence it’s important that we choose
the ζi carefully only inside relevant (large) obstacles which
influence our notion of homotopy class of the trajectories.

Experimental Analysis
In all of the following examples, except for the one with vis-
ibility graph, the state graph, G, is generated by uniformly
discretizing a rectangular configuration space and then con-
necting each node with its 8 neighboring nodes. The search
algorithm used for searching in GL was A*. The heuristic

Figure 2.43: Impact of LAG and A* in non-blocked, some blocked and all blocked homotopy
classes [18]
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(b) B=
{−409.76+2557.70i}.
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(c) B={−409.76+

2557.70i,567.90+

2220.77i}.
Figure 6: Exploring homotopy classes by blocking the class
obtained from previous search
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(a) Key-point generated trajectory.
L-value = 1530.94 + 531.55i.
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(b) Optimal trajectory with
A = {1530.94+531.55i}.

Figure 7: Homotopy class constraint determined using sub-
optimal key-point generated trajectory.

used for the search was same as the heuristic for searching
in G. In our implementation the real and imaginary parts
of L-values are floating point numbers forming a 2-element
vector representing coordinates in the plane where we are
planning the trajectories.

The functional form of f0 was chosen as f0(z) = (z −
BL)a(z − TR)b, where BL and TR represent the complex
coordinates of the bottom-left and the top-right points of the
environment. We chose integer a and b such that |a− b| ≤ 1
and a + b = N − 1. This lets us use the analytical formu-
lation of (13) in computing L(e). (But we have also tested
the numerical integration of (10), and the results are identi-
cal except for longer run-time due to numerical integration).
This functional form of f0, which is analytic, is chosen so
that the function F (and hence the L-values) scale well with
the size of the environment and number of obstacles. More-
over such a function will almost always make sure that As-
sumption 1 holds. The ζi are chosen to be the points closest
to the centroid of Oi and lying inside it (shown as circles in
the figures 5-12).

Single robot trajectory planning

As described in the illustrative example section, Figures
5 and 6 demonstrate exploration of homotopy classes by
blocking them one after another. For the example in Fig-
ures 6 (a), (b) and (c) the number of states expanded in
the searches are 990, 1097 and 1622 respectively. Figure 7
demonstrates a similar example where we define homotopy
classes using a sample (suboptimal) trajectory specified by
key-points Figure 7(a). One can then compute the L-value
for such a trajectory. It can then be used to search GL for an
optimal path in the same homotopy class (or different) as the
sample trajectory (Figure 7(b)).
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bility constraint satisfied

Figure 8: 100 × 100 discretized environment with 2 repre-
sentative points on the central large connected walls

Multiple robot visibility problem
The problem of path planning for multiple robots with visi-
bility constraints can also make use of our approach. If one
robot needs to plan its path such that it is never obstructed
from the view of another robot by some obstacle, we can ap-
ply the homotopy class technique to obtain the desired tra-
jectories. In Figure 8(a)-(c) two robots plan trajectories to
their respective goals. The robot on the right needs to plan a
trajectory such that it is in the “visibility” of the robot on the
left, whose trajectory is given. Thus, in order to determine
theL-value of the desired homotopy class it first constructs a
suboptimal path by connecting its own start and goal points
to the start and goal of the left robot, such that the trajectory
of the left robot is completely contained in it (Figure 8(b))
as key points. The L-value of this path gives the desired
homotopy class, thus re-planning with that class as the only
allowed class gives the desired optimal plan (Figure 8(c)).

Path prediction by homotopy class exploration
In order to demonstrate the scalability of our algorithm we
constructed 10 large 1000 × 1000 environments using ran-
dom circular and rectangular obstacles. The implementation
was done in C++ running on an Intel Core 2 Duo proces-
sor with 2.1 GHz clock-speed and 4GB RAM. Figure 9(a)
shows how for such an environment we can determine tra-
jectories in different homotopy classes in order of their path
costs. All the different trajectories in different homotopy
classes were determined in a single run of graph search on
GL. Figure 9(b) and Table 9(c) demonstrate the efficiency
of the searches. The time indicates the cumulative time dur-
ing the search until a shortest-path trajectory in a particular
homotopy class is found. This is relevant to problems of
tracking dynamic entities, such as people, where one often
needs to predict possible paths in order to bias the tracker
or to deal with occlusion by anticipating where the dynamic
entity will appear. Since people can choose different paths
to their destinations, we need to be able to predict least cost
paths that lie in different homotopy classes.

Arbitrary cost functions
Our method is not limited to Euclidean length cost functions.
It can deal with arbitrary cost functions. For example, in
Figure 10 there are two large obstacles and a communica-
tion base to the left of the environment marked by the bold
dotted line, x = 0. An agent is supposed to plan its path
from the bottom to the top of the environment, while min-
imizing a weighted sum of the length of the trajectory and

Figure 2.44: Paths in different homotopic classes [18]

in a 3-dimensional PPS, constraint regions with genus-1 or more, can induce more than
one homotopy class. Figure 2.46 shows examples of such constraints that permit multiple
homotopy classes. This is opposed to the behavior of genus-0 surfaces, such as a sphere
or a solid cube, which cannot induce the same behaviour. Then, one can no longer use
a representative point for the constraint or obstacle in the obstacle marker function. The
authors of [90] propose representing such a constraint by its skeleton. They do so by relying
on Biot-Savart’s Law and Ampere’s Law to define a differential 1-form, the integration of
which along trajectories allow them to distinguish between different classes of trajectories.
By using skeletons of constraints, the authors of [90] are able to exploit the same objectives
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Hmtp. time ellapsed until ith states expanded
class hmtp. class explored (s) cumulative (106)
(i) min max mean min max mean
1 1.41 2.01 1.71 0.021 0.039 0.032
2 3.58 8.58 5.15 0.099 0.313 0.170
3 5.09 9.69 6.77 0.180 0.375 0.244
4 6.13 12.46 8.92 0.237 0.494 0.345
5 7.80 17.74 11.50 0.285 0.776 0.472
6 10.53 18.56 13.05 0.422 0.825 0.555
7 10.92 19.74 15.38 0.473 0.888 0.681
8 13.35 20.32 17.01 0.604 0.935 0.773
9 15.08 21.76 18.60 0.693 1.027 0.858

10 15.53 26.28 20.87 0.720 1.252 0.978
(c) Statistics of searching least-cost paths in first 10 homotopy
classes in 10 randomly generated environments. The numbers rep-
resent the cumulative values till the ith homotopy class is explored.

Figure 9: Exploring homotopy classes in 1000 × 1000 dis-
cretized environments to find least cost paths in each
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(b) w = 0.01, B = {}
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(c) w = 0.0, B = {−8.41 +

8.41i}
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(d) w = 0.01, B =

{−8.41 + 8.41i}

Figure 10: Planning with non-Euclidean length as cost as
well as homotopy class constraint

the distance of the trajectory from the communication base.
Thus, in this case, besides the transition costs of the states in
G, each state, z = x + iy ∈ G, is assigned a cost w · x, the
penalty on separation from the communication base. Thus
the net penalized cost of the trajectory, τ , that is being min-
imized is of the form c =

∫
τ
ds + w

∫
τ
x(s)ds, where x is

the x-coordinate of the points on the trajectory, parametrized
by s, the length of the trajectory. The trajectories in figures
10(a) and (b) with penalty weights w = 0 and w = 0.01
respectively have L-values of −8.41 + 8.41i. Blocking this
homotopy class, but having a small penalty over distance
from communication base gives the trajectory in 10(d) that
passes close to the communication base.

Planning with additional coordinates

In Figure 11, besides x and y, we have used time as a third
coordinate in G. There are two dynamic obstacles in the
environment - the one at the bottom only translates, while
one near the top both translates as well as expands in size.
We have two representative points on the two static obsta-
cles. Figure 11(a) shows the solution upon blocking the first
homotopy class in the environment without the dynamic ob-
stacles. Figure 11(b) shows the planned trajectory in the en-
vironment with dynamic obstacles (with the color intensity
representing the time coordinate). Figure 11(c-e) show the
execution of the trajectory at different instants of time of the
same. Figure 11(g-h) show the execution of the plan without
homotopy class constraint.

Implementation using Visibility Graph

To demonstrate the versatility of the proposed algorithm we
implemented it using a Visibility Graph as the state graph,
G. Figure 12 shows the visibility graph generated in an en-
vironment with polygonal obstacles and the shortest paths
in the first 9 homotopy classes. Obstacles were inflated in
order to incorporate collision safety and circular obstacles
were approximated by polygons. Representative points were
placed only on the large obstacles (determined by threshold
on diameter and marked by blue circles in the figure) and
visibility graph was constructed. A* search was used for
searching the L-augmented graph. The implementation was
made in MATLAB. The average run-time of the search until
the 9th homotopy class was explored was 0.4 seconds and
about 100 states were expanded.

Conclusion
In this paper we have proposed an efficient way of represent-
ing homotopy classes of trajectories using the line integral of
“Obstacle Marker Function” over the trajectory in a complex
plane. Using the proposed representation, we have shown
that homotopy class constraints can be directly weaved with
graph search techniques for determining optimal path con-
strained to certain homotopy classes or forbidden from oth-
ers. We have proved the optimality of the method and have
experimentally demonstrated its efficiency, versatility and
several applications.

Figure 2.45: Paths in more cluttered environments in different homotopy classes [18]
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from the 2-dimensional case but now in 3-dimensions, which are identification of different
homotopy classes and combining them with graph traversal algorithms to compute least-cost
paths. The resulting algorithm is still independent of geometry and sensor noise, and can
be integrated with graph traversal algorithms. A brief summary of their approach is now
explained.

(a) Skeleton of a generic genus
1 obstacle is modeled as a
current-carrying conductor.

(b) A torus-shaped
genus 1 obstacle.

(c) A genus 2 obstacle. (d) An infinite tube is a
genus 1 obstacle.

(e) A knot-shaped ob-
stacle with genus 1.

(f) A sphere does
not induce homotopy
classes and has genus 0.Fig. 1. Obstacles that do and do not induce homotopy classes in a 3-dimensional space.

B
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(a) Magnetic field due to current in S,
& its integration along closed loop Ci.
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(b) 2 trajectories, τ1 & τ2, connecting
the same points form a closed loop.

Fig. 3.

environment according to Construction 1, if there is
an obstacle with genus k (e.g. Figure 1(c)), we can
decomposed/split it into k obstacles, possibly overlapping
and touching each other, but each with genus 1 (Figure 2(b)).
This does not change the obstacles or the problem in any
way. This construction just changes the way we identify
obstacles. For example in Figure 2(b) the original obstacle O
with genus 2 is realized as two obstacles O1 and O2, each
with genus 1 and overlapping each other. The decomposition
of obstacles into SHIOs allows us define k skeletons for each
obstacle of genus k and simplify computations of h-signatures
of trajectories.

D. Biot-Savart Law
Consider a single hypothetical current-carrying curve (a

current conducting wire) embedded in a 3-dimensional space
carrying a steady current of unit magnitude (Figure 3(a)). It
is to be noted that such a steady current is possible iff the
curve is closed (or open, but extending to infinity, where we
close the curve using a loop at infinity. See Figure 2(a) and
Construction 1). We denote the curve by S . Then, according to
the Biot-Savart Law [7], the magnetic field B at any arbitrary
point r in the space, due to the current flow in S, is given by,

B(r) =
μ0

4π

∫

S

(x − r)× dx

‖x − r‖3
(1)

where, x, the integration variable, represents the coordinate of
a point on S , and dx is an infinitesimal element on S along
the direction of the current flow.

E. Ampere’s Law
While Biot-Savart law gives a recipe for computing the

magnetic field from a given current configuration, Ampere’s
Law [7], in a sense, gives the inverse of it. Given the magnetic
field B at every point in the space, and a closed loop C
(Figure 3(a)), the line integral of B along C gives the current
enclosed by the loop C. That is,

Ξ(C) :=
∫

C
B(l) · dl = μ0Iencl (2)

where, l, the integration variable, represents the coordinate of
a point on C, and dl is an infinitesimal element on C.

In Biot-Savart Law and Ampere’s Law one can conveniently
choose the constant μ0 to be equal to 1 by proper choice of
units. Moreover, by choice, the value of the current flowing
in the conductor is unity. Thus, for any closed loop C, the
value of Ξ(C) is zero iff C does not enclose the conductor,
otherwise it is ±1 (the sign depends on the direction of
integration performed on C). Thus in Figure 3(a), Ξ(C1) = 1
and Ξ(C2) = 0.

III. APPLICATION OF THEORY OF ELECTROMAGNETISM IN
IDENTIFYING HOMOTOPY CLASSES

A. Skeleton of SHIOs as Current Carrying Manifolds
Construction 3: (Modeling skeleton of a SHIO as a

current carrying manifold) This is the key construction:
Given m obstacles in an environment, O1,O2, . . . ,Om, with
genus k1, k2, . . . , km respectively, we can construct M =
k1 + k2 + · · ·+ km skeletons from M SHIOs (obtained using
Constructions 1 and 2), namely S1, S2, . . . , SM . Each Si is a
closed, connected, boundary-less 1-dimensional manifold. We
model each of them as a current-carrying conductor carrying
current of unit magnitude (Figures 1(a), 2(a)). The direction
of the currents is not of importance, but by convention, each
is of unit magnitude.

Definition 3 (Virtual Magnetic Field due to a Skeleton):
Given Si, the skeletons of a Simple Homotopy-Inducing
Obstacle, we define a Virtual Magnetic Field vector at a point
r in the space due to the current in Si using Ampere’s Law
as follows,

Bi(r) =
1

4π

∫

Si

(x − r)× dx

‖x − r‖3
(3)

where, x, the integration variable, represents the coordinates
of a point on Si, and dx is an infinitesimal element on Si

along the chosen direction of the current flow in Si.

B. h-Signature
Definition 4 (h-Signature): Given an arbitrary trajectory,

τ , in the 3-dimensional environment with M skeletons, we
define the h-signature of τ to be the following M -vector,

H(τ) = [h1(τ), h2(τ), . . . , hM (τ)]T (4)
where, hi(τ) =

∫

τ

Bi(l) · dl (5)

is defined in an analogous manner as the integral in Ampere’s
Law. In defining hi, Bi is the Virtual Magnetic Field vector
due to the unit current through skeleton Si, l is the integration

11
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Figure 2.46: Surfaces admitting and disallowing multiple homotopy classes [90]

In 2-dimensions, a finite sized obstacle can theoretically induce multiple homotopy classes
for trajectories joining two points. However, the notion of homotopy classes in three dimen-
sions can only be induced by obstacles with genus-1 or more, or with obstacles stretching to
infinity in two directions. This can be explained with Figure 2.47 from [90]. Note that a path
around surfaces without any genus, such as a sphere or a solid cube, can simply be shrunk to
a point beyond the size of the surface itself. That is, every path around the surface may be
deformed to a point, therefore multiple homotopy classes cannot exist. It is not the case for
surfaces with genus-1 or more, since there can exist paths that cannot be deformed into one
another. To simplify the concept of homotopy classes and obstacle surfaces in 3-dimensional
space, the authors of [90] perform two main tasks. First, they generate a representation in
the form of a skeleton for a surface that induces only one homotopy class, called the skeleton
of a Single Homotopy Inducing Obstacle (SHIO). A SHIO is defined as a bounded obstacle of
genus-1, such as a torus. Subsequently, as a second step, they convert generic obstacles with
genus-k into a collection of k SHIOs, each with genus-1. Since the skeleton of the SHIO is
used as an equivalent representative point for the obstacle marker in 3-dimensions, one must
ensure that the skeleton is a representation that does not alter the topology of the surface.
So, the skeleton of a surface is defined as follows. A 1-dimensional manifold, S, is called a
skeleton of a SHIO, O, if and only if S is homeomorphic to S1 (a circle), S is completely
contained inside O, and if S and O are homotopy equivalent. That is, if the obstacle O is
replaced by an equivalent obstacle S, then the homotopy equivalence between two arbitrary
trajectories, τ1 and τ2, connecting every pair of fixed points in the environment, will remain
unchanged [90]. The conversion of genus-k obstacles into k SHIOs, with overlap and each
being genus-1, allows k skeletons to be defined for the original obstacle of genus-k. This
simplifies the computations of H-signature of paths.

The general principle of H-signature remains the same irrespective of dimensions. The
only difference lies in the principle used to compute it. The authors used complex analysis in
the 2-dimensional case. They relied on laws of electromagnetism in the 3-dimensional case.
They model the skeleton S of SHIO as a current carrying manifold. This can be performed
for every genus-k obstacle, by converting it to k skeletons of SHIO obstacles of genus-1.
Next, given every skeleton Si corresponding to SHIOi, they define a virtual magnetic field
vector generated at a point in space, as a result of the current carrying conductor (skeleton).
Then, the H-signature for one skeleton is defined as the integral of the virtual magnetic field,
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(a) Two hoops. (b) A room with windows.
Fig. 6. Exploring homotopy classes in X − Y − Z space.

(a) Exploring 10 distinct homotopy
classes.

(b) Plan in the complementary homo-
topy class of the least cost path.

Fig. 7. An environment with 7 unbounded pipes.

dark violet trajectory). Trajectories in other homotopy classes
pass through the room.

2) Environment with Unbounded Pipes: Figure 7(a) shows
a more complex environment consisting of 7 pipes stretching
to infinity. The workspace of choice is 44×44×44 discretized,
with the start and goal coordinates at two opposite corners of
the discretized space. In Figure 7(a) we find the least cost
paths in 10 different homotopy classes.

3) Planning with Homotopy Class Constraint: Figure 7(b)
demonstrates a planning problem with homotopy class con-
straint. The darker trajectory is the global least cost path found
from a search in G for the given start and goal coordinates.
The h-signature for that trajectory was computed, and hence
we computed the signature of the complementary homotopy
class (Definition 6), and put it in A. The lighter trajectory is
the one planned with that A as the set of allowed h-signature.
This trajectory goes on the opposite side of each and every
pipe in the environment as compared to the darker trajectory.

4) Search Speed and Efficiency: We now present the run-
ning time for the case in Figure 7(a). The environment, as
described earlier, is 44 × 44 × 44 discretized, and hence G
contains 85184 nodes. Due to each node being connected to
26 of its neighbors, there are almost 13 times as many edges in
G. The program was run on a Intel Core 2 Duo processor with
2.1 GHz clock-speed and 3GB RAM. We first compute the
values of H(e) for all edges e ∈ E and store them in a cache,
which takes about 2273s. Then we perform the A* search in
GH , using the values from the cache whenever required. By
doing so we eliminate the requirement of re-computing the h-
signatures of the edges every time we perform a search, even
with changed start and goal coordinates. The search for the 10
homotopy classes in Figure 7(a) took about 30s and expansion
of 521692 nodes in GH . Figure 8 shows the cumulative time
required and the number of nodes in GH expanded.

0 2 4 6 8 10
0

10

20

30

40

50

Number of homotopy classes explored

nodes expanded (104)
time taken (s)

Fig. 8. Cumulative time taken and number of states expanded while searching
GH for 10 homotopy classes in the problem of Figure 7(a).

Fig. 10. An example where the trajectories are homologous, but not homotopic

B. Planning in Two-Dimensional Plane with Moving Obsta-
cles

The next 3-dimensional domain that we experiment with is
that of the two-dimensional plane, but with dynamic entities.
Thus the variables of interest are X, Y and time. The node
set was formed by uniform discretization of the domain of
interest. The connectivity of the graph is such that the time
variable can increase only in the positive direction (each node
connected to 9 neighboring nodes in next time step, including
the same x & y). The cost of an edge, e, with differences in
the coordinates of its end points Δx,Δy and Δt is computed
as c(e) =

√
Δx2 +Δy2 + εΔt2, where ε is a small value for

avoiding zero cost edges in GH . The skeleton of the moving
obstacles are the curves traced by their centers (yellow dots in
Figure 9) in the X−Y −T ime space. The skeletons are closed
outside and far from the discretized domain (Construction 1).
Note that in doing so, segments of the skeleton may point
along negative time. However that does not effect the planning
since the X − Y − T ime space itself can be treated no
differently from R3.

Figure 9 shows the screen-shots from exploration of 4
homotopy classes in X−Y −T ime domain. The environment
is 40 × 40 discretized in X and Y directions, and have 100
discretization cells in time. There are two dynamic rectangular
obstacles, O1 and O2, that undergo a known oscillatory motion
inside a narrow passage between other static obstacles. The
4 different trajectories in the different homotopy classes are
marked by different colors as well as different numbers at their
current locations. The trajectories in the non-trivial homotopy
classes go behind the obstacles, a region that would otherwise
not be visited by the least cost path without any homotopy
class consideration.

VI. HOMOLOGY AS AN APPROXIMATION OF HOMOTOPY

As discussed earlier, the Assumption 1 may not always hold
true. Strictly speaking, the h-signature is a homology invariant
rather than homotopy invariant. The study of homology theory
as a part of algebraic topology emerged in the fist place
because homotopy is difficult to deal with computationally
[10]. Although there is much similarity between homotopy
and homology, the later is more abstract in nature. However
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Figure 2.47: 10 distinct homotopy classes in 3-dimensions [90]

along the path τ . Should there be M skeletons, then the H-signature is a vector consisting
of M individual H-signatures. Post this step, the approach is similar to that of [18], where
an H-signature augmented graph is computed. This augmented graph contains allowed and
blocked homotopy classes, and any graph traversal algorithm may be used to find a path. The
results of the algorithm may be seen in Figure 2.47 and as applied to a dynamic environment
in Figure 2.48. The environment is 2-dimensional, with time as the third dimension. The
dynamic obstacles are assumed to move in an oscillatory manner, and their skeletons are
traced by the movement of their central representative points. Figure 2.48 shows that the
trajectories in the non-trivial homotopy classes go behind the obstacles, a region that would
otherwise not be visited by the least cost path without any homotopy class consideration [90].

(a) t = 0.4s (b) t = 8.6s (c) t = 23.7s (d) t = 29.6s (e) t = 37.0s (f) t = 43.1s

Fig. 9. Screen-shots from an example with two moving obstacles (O1 and O2) showing the exploration of 4 homotopy classes in a dynamic environment.
The trajectory ‘3’ passes above both O1 and O2. The trajectory ‘2’ passes above O2, but not O1. The trajectory ‘1’ passes above O1, but not O2. The
trajectory ‘0’ is the trivial shortest path.

homology is computationally favorable. Thus, very often ho-
mology is used as a modest substitute of homotopy. 2

The integrand in Ampere’s law that we used in defining
the h-signatures can be shown to be elements from De-Raham
cohomology groups [13, 15], which forms a dual to homology
groups of 1-dimensional manifolds (robot trajectories in our
case). Thus the h-signatures can be shown to be homology
invariants of the trajectories.

Without going into an in-depth discussion on homology the-
ory, we would like to emphasize a few important similarities
between homology and homotopy, especially in relation to the
application discussed in this paper:
(i) Two sub-manifolds are homotopic implies that they are
homologous [10, 15]. Thus, two trajectories that are homo-
topic will be in the same homology class, and hence their
h-signatures will be the same. Thus, in the problems where
we find least cost trajectories in different homotopy classes
in a configuration space using the proposed algorithm, we are
always guaranteed to obtain trajectories in distinct homotopy
classes even if we use h-signatures to find these trajectories.

(ii) The inverse of statement i. (i.e. homologous implies ho-
motopic) for robot trajectories is true for many practical path
planning problems as evident from the results in Section V
and the results in [1].

In our previous work [1], we have assumed an equivalence
between homotopy and homology for convenience (due to
Lemma 2 of the paper) since we were considering simple
examples. However, as we just discussed, the inverse of state-
ment (i) above is not necessarily true. To see this, consider the
example in Figure VI. One can observe that the two trajectories
are not homotopic when we consider both obstacles, but they
are homotopic with respect to individual obstacles. Hence
their h-signatures are the same (i.e. they are homologous).
Thus, if we were exploring different homotopy classes in this
environment using the described method, we would be finding
one trajectory for these two homotopy classes.

VII. CONCLUSION
In this paper we have proposed a novel and efficient way of

representing homotopy classes in 3-dimensional configuration
spaces by exploiting laws from theory of electromagnetism.
We have shown that this representation is well suited for
use with graph search techniques for finding least cost paths
respecting given homotopy class constraints as well as for

2We would like to thank Prof. Robert Ghrist and Dr. David Lipsky,
University of Pennsylvania, for providing valuable insights on homology
theory.

exploring different homotopy classes in an environment. The
method is independent of the discretization scheme or the cost
function. We have demonstrated the efficiency, applicability
and versatility of the method in our results. Although, in strict
mathematical sense the equivalence relation under considera-
tion is homology, we argued that it is very close to homotopy
in many practical robotic applications.
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Figure 2.48: Homotopic path planning in a dynamic environment [90]
2 Soonkyum Kim, Koushil Sreenath, Subhrajit Bhattacharya, and Vijay Kumar
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Fig. 1 (a) τ1 is homotopic to τ2 since there is a continuous sequence of trajectories representing
deformation of one into the other. τ3 belongs to a different homotopy class since it cannot be
continuously deformed into any of the other two. (b) Example where the trajectories (τ1 and τ2) are
homologous, but not homotopic. (c) An example of a trajectory with a word of T PUVWQLJHG.

homotopy class constraint consists of finding an optimal trajectory in the desired ho-
motopy class, specified by the given representative trajectory, that also respects the
kinematic constraints. One can think of applications ranging from multi-robot ex-
ploration, where it may be beneficial to deploy each robot in a different homotopy
class to ensure maximal coverage and minimal congestion, to single arm motion
planning where one may seek paths that go around obstacles one way or the other
way based on the specific task.

In this paper, we use mixed-integer quadratic programming [8] to partition the
configuration space and represent each partition by a letter. We use the notion of
words, constructed out of the letters, to coarsely represent trajectories and relate
them with their homotopy classes. First, all words corresponding to a particular
homotopy class are constructed. Then, for each word, a quadratic program (QP) is
solved to find a trajectory that spends equal amounts of time in each region specified
by the letters of the word. Finally, these trajectories are iteratively refined to obtain
the locally optimal trajectory in the specified homotopy class.

2 Preliminaries

Our objective in this paper is to design an optimal trajectory for a robot that mini-
mizes an integral cost functional (which depends on the trajectory), while also re-
specting kinematic constraints of the system, avoiding obstacles, and constraining
the trajectory to a particular homotopy class. Although several of these subproblems
have been solved separately, (see [4, 7, 10, 11, 1, 2]), there is no literature, to our
knowledge, that addresses the combined problem described above.

We will start by assuming that the required homotopy class is specified by an
initial representative trajectory in the homotopy class. Specifically, we will derive
locally optimal trajectory that are homotopic to the representative trajectory while

Figure 2.49: Word based homotopic path planning [82]

The shift towards discretizing the identification of homotopy classes for path planning
was beginning to be seen in the works of [18, 19, 90]. Their work in [82] is one of the first
that discretizes the H-signature of a homotopy class and then uses mixed integer linear
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J = 0.60234 J = 0.69267 J = 1.0091 J = 3.4522 J = 1.0612

(a)

itr = 0
J = 2.3135

itr = 1
J = 1.2395

itr = 3
J = 0.82416

itr = 4
J = 0.75962

itr = 6
J = 0.69267

(b)

Fig. 2 (a) Simulation result of trajectory generation without homotopy constraint (left plot) and
with four different homotopy class constraints (right four plots). The thick black plot is the optimal
trajectory in each homotopy class and thin gray plots are the suboptimal trajectories for each word.
The cost (J) for each case is specified on the upper left corners of plots. (b) Effect of varying the
time distribution in each region through iterations of the optimization (8). The number of iterations
(itr) and cost are also specified on the upper left corner of each plot. Note that the cost converges
to the local optimal cost in part (a) for the corresponding homotopy class in 6 iterations.

parity occurs due to restricting the trajectory to pass through certain regions and the
fact that it is hard to find global optimal time distribution in each region. The most
optimal trajectory with homotopy class constraints lies in a different homotopy class
from the global optimal one (second plot in Figure 2(a)). However, this is due to the
symmetric arrangement of initial/final location of the trajectory and arrangement of
obstacles.

With a fixed time distribution for each region, the optimization reduces to a
quadratic program for each word, which can be solved efficiently. To see the effect
of optimizing the time distribution, we begin with a trajectory in a particular homo-
topy class with equal time distribution over all the regions and iteratively optimize
time distribution. The plots of Figure 2(b) illustrate the changes in the trajectory
and the corresponding cost with each iteration. Although this nested optimization
is computationally expensive, with each iteration we get closer to the local optimal
solution, resulting in an algorithm with anytime properties.

5 Conclusion

In this paper, we have presented a method to find an optimal trajectory subject
to kinematic constraints, obstacle avoidance, and restricted to a specific homotopy
class. This has been achieved by suitably modifying a MIQP to partition the con-
figuration space and by constructing a coarser representation of the trajectory in the

Figure 2.50: Evolution of sub-optimal paths in grey to the optimal path in black [82]

programming to find the optimal path in the chosen homotopy class. They approach the
problem of trajectory generation in 2-dimensions, and divide it into two main parts, as
follows. The first part involves describing the homotopy class using a “word”, which is a coarse
representation of the trajectory, and in turn the homotopy class to which it belongs. In the
second part, they determine the most optimal path corresponding to the word describing the
homotopy class. Now, each of the aforementioned parts is explained in detail. To accomplish
the first part, the authors of [82] partition the PPS, and represent each partition by a letter,
as seen in Figure 2.49. It is easy to see that any path can be represented by a sequence
of letters indicating the parts of the environment that the path crosses, and in turn the
constraints/obstacles that the path encloses. Naturally, there can be more than one word
associated with a homotopy class, since more than the minimum number of partitions in the
same homotopy class can result in several non-unique words that describe that class. The
H-signature of the trajectory τ with respect to a representative point of obstacle j is

Hj(τ) =

∫
1

z − zj
dz =

∫ tf

t0

1

τx(t) + iτy(t)− zj
(τ̇x(t) + iτ̇y(t))dt (2.11)

Note that (2.11) considers time to evaluate the H-signature, as opposed to (2.10), which did
not do so. The H-signature for a trajectory encompassing n obstacles is given by H(τ) =
[H1(τ), H2(τ), . . . , Hn(τ)]T , similar to what is seen in the authors’ original works in [18,19,90].
Before the H-signature can be used to determine the optimal path, one must describe the
homotopy class of interest in detail. Given a source and target location, the resulting path
falls into a certain homotopy class, called the desired homotopy class. This initial trajectory
helps detect the homotopy class of interest, using which an optimal path in the class can be
determined. To find an optimal trajectory satisfying the given homotopy class constraint,
they first construct the set of words in the same homotopy class as the required one; this
set is denoted by Wh. Then, as part of the second step, every word in Wh undergoes an
optimization process that minimizes the time spent by the path in each letter or partition of
the PPS. In due course, the most optimal path corresponding to each word is returned such
that the path is made up of segments with the least amount of time in every partition. The
optimization process imposes the H-signature as seen in (2.11) as a constraint to be adhered
to; additionally, the time spent in each partition may also be imposed as a constraint. The
resulting problem is non-linear, so the global minimum for the optimized trajectory may
not be guaranteed. However, the iterative nature of the algorithm does produce a trajectory
whose cost is further minimized, as opposed to that of the initial solution. So, it is considered
as an anytime algorithm that provides better solutions with time. Consider Figure 2.50,
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which results from simulations in a planar environment. The authors use four homotopy
classes and generate optimal trajectories in these classes. The figure shows the impact of not
using a homotopy constraint on the left most subplot, whereas the remaining four subplots
show the imposition of four different homotopy constraints. The optimal trajectory is in black
in each homotopy class, and the gray lines depict the sub-optimal, iterated over trajectories
in that homotopy class. With this work, the authors of [82] have successfully introduced
systematic optimization of paths being generated.
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In [27], it has also been applied to plan the path and control a
flexible cable towed by two robots to separate two types of objects
in a planar environment.

Although these methods have the clear advantage of starting
with the computation of the global shortest path for robotic
applications, if we are interested in the solution of the k path it
requires computing all the previous paths.

2.3. Homotopy classes generation approaches

There is a small group of methods that first compute the homo-
topy classes and then search for a path that follows them. In order
to generate the homotopy classes, a data structure that encodes the
topology of the environment as a graph is required. Then, the ho-
motopy classes can be systematically generated by exploring the
graph with a graph-search algorithm.

Jenkins proposed a method to generate homotopy classes for
any 2d workspace with obstacles by turning the workspace into
a topological graph, which allows the systematic generation of
homotopy classes using graph-search algorithms [28]. Then, the
shortest paths for each homotopy class were generated assum-
ing circular obstacles in the workspace [29]. However, some con-
straints imposed by obstacles in the workspace are not taken into
account into the topological graph,which allows generating homo-
topy classes that cannot be followed back in the workspace.

In [30], homotopy classes characterized fixed routes topologi-
cally in a factory environment that allowed unmanned vehicles to
avoid collisions among them while keeping the topology and [31]
proposed to build a Probabilistic Road Map (PRM) [32] to take into
account topological constraints for motion planning.

These methods offer the flexibility of computing a path that
does not belong to the homotopy class of the global optimal path
without having to compute any previous paths. However, gen-
erating homotopy classes systematically can make the problem
intractable depending on the number of classes generated. This
issue can be overcome by using some restriction criteria during the
classes generation such as allowing only homotopy classes in their
canonical form and avoiding those that self-intersect or repeat cy-
cles.

3. Homotopy classes generation

Given a workspace with obstacles, in [9,10] we extended the
method proposed by Jenkins [28] to generate the homotopy classes
that can be followed in any 2d workspace. The method first builds
a reference frame which determines the topological relationships
between obstacles in theworkspace and is used to name the homo-
topy classes. The reference frame is then used to build the topo-
logical graph which allows the computation of homotopy classes
systematically.

3.1. Reference frame

Given a workspace with n obstacles, the reference frame deter-
mines, in the metric space, the topological relationships between
obstacles and is used to name the homotopy classes. The whole
construction process is summarized in three steps:

1. Select a randompoint inside each obstacle and label it bk, where
k = 1..n.

2. Select the central point c of the reference frame. This point
cannot be inside an obstacle or on the n(n − 1)/2 lines
determined by the pairwise choices of distinct bk.

3. Construct n lines lk joining c with each bk. Each line is parti-
tioned into m + 1 segments, where m is the number of obsta-
cles that intersect with lk in the workspace. The segments from

(a) Reference frame. (b) Topological graph.

Fig. 1. Topological path represented in: (a) the reference frame as p = β11α10
α20α10α20α20α10α1−1 (solid line) and one possible representation of its canonical
sequence p′ = β11α10α20α1−1 (dashed line); (b) representation of its canonical
sequence in the topological graph.

bk and away from c are labeledwithβks , and the segments in the
opposite direction are labeled αks , where s = 0..u with u ∈ Z+
for the segments of lk from c that pass through bk and s = 0..v
with v ∈ Z− for the segments in the opposite direction.

Using the reference frame, any path p can be defined topolog-
ically by the sequence of labels of the segments crossed in or-
der from the start to the end point. Fig. 1(a) depicts a reference
frame for a scenario with two obstacles. The path p is labeled
β11α10α20α10α20α20α10α1−1 . There are two special cases when
defining paths in the reference frame: when p does not cross any
rays then p = ∅; and when p crosses through c meaning that all
the αk0 ’s are simultaneously crossed, all αk0 are added in subindex
order to the sequence.

3.2. Computation of the canonical sequence

It is possible to know whether the paths that do not follow
the same crossing-ray order in the reference frame are homotopic
through their canonical sequence [33]. The canonical sequence
is the simplest representation of a path without changing its
topology, and only one canonical sequence exists for each
homotopy class, but each canonical sequence can be represented
by infinite trajectories in the workspace. With the notation used
in the reference frame, it is computed by first sorting the αk0 ’s
substrings according to the subindex of the path in non-decreasing
order. Then, all the elements of the sequence that have the same
character by pairs are removed. This process is repeated until
no changes are made in the sequence. For instance, once path
β11 α10 α20 α10 α20 α20 α10 α1−1 gets its αk0 ’s substring sorted, it
becomes β11 α10 α10 α10 α20 α20 α20 α1−1 . At this point the α10
and α20 pairs can be canceled β11 ✘✘✘α10α10 α10 ✘✘✘α20α20 α20 α1−1
obtaining β11 α10 α20 α1−1 . Since it cannot be shortened, it
represents the canonical sequence of the path. Fig. 1(a) depicts one
possible solution in the workspace of this canonical sequence.

3.3. Topological graph

The reference frame is used to compute a topological graph G,
providing amodel to describe the relationships between regions of
the metric space. Its construction can be divided into three steps:

1. The lines in the reference frame divide themetric space into re-
gions orwedges and the obstacles that intersect withmore than
one line at the same time split these wedges into sub-wedges.
Each sub-wedge represents a node of G.

Figure 2.51: Topological path in the context of reference frame on the left, and in terms of
the topological graph on the right [56]
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(a) α21α11β41α31α51 . (b) β22α11β41α31α51 .

Fig. 5. Paths generated with HA∗ (solid-red), HRRT (dashed-cyan) and HBug (dashed-green) algorithms for the two homotopy classes with the smaller lower bound in the
cluttered environment. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)

Table 2
Homotopy classes with the cost of the paths of Fig. 5 scenario sorted by their lower
bound.

N° Idx Homotopy class LB HA∗ HRRT HBug

1 2 α21α11β41α31α51 0.89 1 1.32 1.35
2 8 β22α11β41α31α51 0.90 1.03 1.37 1.32
3 3 α21α11β41α31β52 0.97 1.28 1.64 1.62
4 9 β22α11β41α31β52 0.99 1.30 1.69 1.58
5 1 α50α30α40α10α20 1.05 1.11 1.42 1.31
6 11 β22β12β42α32β52 1.06 1.36 1.74 1.63
7 10 β22β12β42α32α51 1.08 1.26 1.61 1.55
8 13 β22β12β43β33β52 1.12 1.18 1.45 1.36
9 5 α21β12β42α32β52 1.24 1.71 2.31 2.23

10 4 α21β12β42α32α51 1.26 1.61 2.18 2.13
11 12 β22β12β43β33α51 1.27 1.45 1.93 1.81
12 7 α21β12β43β33β52 1.33 1.53 2.03 1.95
13 6 α21β12β43β33α51 1.45 1.80 2.49 2.40

10 cells. Path costs and lower bounds have been normalized with
respect to the A∗ path cost. The HA∗ generates the optimal path for
each homotopy class.Most of the solutions obtainedwith theHBug
have a lower cost than the HRRT solutions, however, the difference
is very small.

Fig. 5 depicts the paths of the two homotopy classes with
smaller lower bound in Table 2 generated with the HA∗, the HRRT
and the HBug path planners. Fig. 6 depicts the accumulated com-
putation time for each path, which takes into account the compu-
tation of the reference frame, the topological graph, the homotopy
classes with their lower bound and the paths generation. The gen-
eration of the paths for the whole set of homotopy classes took al-
most 4.5 s using the HA∗. The path of the fifth class (index 1) was
the fastest to be generated (94.4 ms) and the path of the eleventh
class (index 12) the slowest (603.8ms). The total computation time
with the HRRT was reduced to 0.6 s with the fifth class (index 1)
being the fastest one to be generated (12.2 ms) and the ninth class
(index 5) the slowest (88.1ms). Finally, the total computation time
using the HBug was only 8.5 ms. The fastest path (class 7, index
10) was generated in 32 µs and the class 13 (index 6) path was the
slowest one to be generated with only 76µs. These low values jus-
tify the almost flat line for this path planner when compared with
the HA∗ and the HRRT in Fig. 6.

Whenoperating under time restrictions, it is possible to stop the
path search when the lower bound of the next homotopy class to
be computed is higher than theminimum cost of the paths already
computed. In such cases, it is ensured that the best path has already
been computed because it is not possible to obtain a path with a
lower cost than its lower bound. For instance, in Table 2 the HA∗

Fig. 6. Accumulated computation time of the paths using HA∗ , HRRT and HBug
algorithms for each homotopy class on Table 2 sorted according their lower bound.

would stop before computing a path for the fifth homotopy class
(index 1) since its lower bound (1.05) is higher than the path length
obtained with the first class (index 2, cost 1). The accumulated
computation time would be 1.54 s (see Fig. 6). On the other hand,
the HRRT and HBug algorithms would stop before computing the
path of the two last classeswith a lower computation time than the
HA∗ (0.53 s for the HRRT and 8.4 ms for the HBug) at the expense
of higher path costs.

5.2. Large scenario

The scalability of our method has been tested in a 1000 ×
1000 pixels bitmap scenariowith 15 irregular obstacles (see Fig. 7).
The construction of the reference frame, the topological graph and
the generation of 112 homotopy classes with their lower bound
computation took 0.304 s. Table 3 shows the five homotopy classes
with the smaller lower bound. Fig. 8 depicts the normalized cost
obtainedwith the HA∗, HRRT andHBugwith respect to the optimal
path cost for each homotopy class sorted by their normalized lower
bound.

Fig. 9 shows the computation time for each path represented in
log scale. The paths computed with the HA∗ took between 7.49 s,
for the class of the optimal global path (class 1, index 25), and
53.69 s for the class 75 to be generated with a cost 1.6 times of the
global optimal solution. The mean computation time was 30.99 s.
The HRRT computed the best solution in 0.069 s (class 1, index
25) with a cost 1.4 times the global optimal solution. However,
the fastest path was generated in 0.038 s (class 14, index 93) with
a path cost 1.83 times the global optimal solution. On the other

Figure 2.52: Paths generated with HA* (red), HRRT (cyan) and HBug (green) algorithms
for the two homotopy classes [56]

Other works also focused on combining homotopy with with other graph based methods,
SAs and OAs. The study in [56] is one such work that uses homotopy classes to guide path
planning algorithms topologically. The objective of [56] is exploration as opposed to path
planning in a known environment, so they guide their algorithms to explore the environment
confined to a specific homotopy class as opposed to the entire space. The authors of [56]
exploit three popular algorithms in conjunction with homotopy, which are the Homotopic
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Fig. 7. Paths of the five homotopy classes with the smaller lower bound computed with the HBug. The class associated to the index can be found in Table 3.

Table 3
The homotopy classes of the Fig. 7 environment with the smaller lower bound.

N° Idx Homotopy class

1 25 α15−1α90α120α10α40α60α50α81α3−1α112α132β72α2−2α142β102
2 26 α15−1α90α120α10α40α60α50α81α3−1α112α132β72α2−2β143β102
3 5 α10−1α14−1β21α7−1α13−1α11−1α30α80β51α61α4−1α1−2α122β92α152
4 1 α10−1α14−1β21α7−1α13−1α11−1α30α80α50α60α40α1−2α122β92α152
5 41 α15−1α90α120α10β41α6−1α5−1α81α3−1α112α132β72α2−2α142β102

Fig. 8. Normalized cost and normalized lower bound for paths of each homotopy
class.

hand, the slowest (class 70, index 19) took 1.248 s with a cost of
2.19 times the global optimal solution. Themean computation time
for each path was only 0.239 s, almost 130 times faster than the
HA∗ at the expense of computing higher cost solutions. The HBug
computation time goes from 1.12× 10−4 s (class 1, index 25) with
a path cost only 1.05 times the optimal solution to 1.98 × 10−4 s
with a cost 2.24 times above the global optimal solution (class 110,

Fig. 9. Computation time for paths of each homotopy class.

index 102). Themean computation per pathwas only 1.50×10−4 s,
almost 1600 times faster than the HRRT and 2 × 105 times faster
than the HA∗. In this environment, the paths for the whole set
of homotopy classes were computed in 16.8 ms, which is almost
negligiblewhen comparedwith the 304ms spent in the generation
of the reference frame, topological graph and the homotopy classes
with their lower bound.

Figure 2.53: HBug and homotopy classes [56]

A* (HA*) [57], the Homotopic RRT (HRRT) [58] and the Homotopic Bug (HB) [59]. They
ensure completeness, because in case the goal is not reachable, no homotopy class exists
and, consequently, no paths will be generated. The homotopy class of the global optimal
path is guaranteed to be generated by the algorithm [56]. A prime advantage of driving
exploration in the regions favoured by homotopy classes is that it allows generating good
solutions at a fraction of the computation time taken by exhaustive search methods [56].
The authors generate homotopy classes by following the approach outlined in [69] for any
2-dimensional workspace with obstacles by turning the environment into a topological graph,
which allows the systematic generation of homotopy classes using graph-search algorithms.
The method first builds a reference frame which determines the topological relationships
between obstacles in the workspace and is used to name the homotopy classes. The reference
frame is then used to build the topological graph which allows the computation of homotopy
classes systematically. Similar to the word generation seen in [82], this approach involves
determining a canonical sequence of operations or transformations that correspond to every
partition of the environment. Then, paths in different homotopy classes can be seen to
have a different sequence of operations with respect to the origin of the reference frame.
Such a representative path is called the canonical sequence. The canonical sequence is the
simplest representation of a path without changing its topology, and only one canonical
sequence exists for each homotopy class, but each canonical sequence can be represented by
infinite trajectories in the workspace [56]. Figure 2.51 represents one such canonical sequence.
Having understood the canonical sequence, the aim of the work is to systematically determine
canonical sequences for every homotopy class. For this, the authors construct the topological

70



graph. In the original reference frame, a path is defined according to the segments it crosses,
whereas in the graph, it turns into traversing the graph from the source to target nodes.
The graph on the right in Figure 2.51 depicts the same canonical sequence seen on the left
side in Figure 2.51, in the topological graph. Following the construction of the topological
graph, a breadth-first algorithm is used to traverse the graph. Starting from the source
node, it explores every neighbouring node until the goal is found. The difference between
the standard breadth-first algorithm and the one used here is that the former stops when all
vertices have been visited; the latter however, continues until there are no more homotopy
class candidates to explore or the length of the last homotopy class candidate is larger than
a given threshold [56].

The number of homotopy classes generated by the algorithm highly depends on the
number of the nodes in the topological graph. To set up a ranking system for the classes, the
authors use a modified version of the funnel algorithm. It computes a quantitative measure
for each homotopy class estimating its quality, by estimating the lower bound of the optimal
path in the region of the selected homotopy class [56]. Once the sorting of homotopy classes is
complete, three path planning algorithms are used to compute a path in the homotopy class
of choice- A*, RRT and Bug. This process implies that the topological graph is converted
into a metric path, with the reference frame being the key and only link between the graph
and the original environment. The HA* is a graph-based search algorithm based on the
A* which only explores the zones in the workspace that satisfy a given homotopy class, as
opposed to the entire space. It does so by checking the intersections with the reference frame
before taking into consideration the node as a candidate to be explored. The advantage of
HA* is that it is complete. The second variant used is that of the HRRT is based on the
RRT. HRRT allows a constrained growing of the tree only in those directions that satisfy a
given homotopy class. Similar to HA*, adding a new node into the tree is done only if the
topological path traversed belongs to the homotopy class. It can be seen that the HRRT is
probabilistically complete for a given homotopy class.

The final algorithm used is that of the HB, based on Bug 2 from [106]. The opportunistic
algorithm exploits the already computed lower bound path generated by the funnel algo-
rithm, which was used to determine the preference of homotopy classes based on their lower
bound path estimates. The segments in the reference frame constrain the regions the paths
can go through, but do not take into account the shape of the obstacles. So should a collision
be imminent, the HB performs boundary following according to the homotopy class until the
lower bound path leaves the obstacle. The authors note that the HB is complete; however,
no explicit assumptions about the obstacles are made. In that case, it is safe to assume that
their conclusion may be based on convex obstacle regions only. The efficiency and scalabil-
ity of the proposed methods have been tested in synthetic scenarios mimicking a cluttered
environment. Figure 2.52 depicts the paths of two homotopy classes and a clearer example
of the HB is seen in Figure 2.53. When the authors made an explicit comparison between
the homotopic set of three algorithms, i.e., HA*, HRRT and HB, with their original coun-
terparts, the following was observed. The homotopic variants returned an optimal solution
typically faster than their original variants. Additionally, they generated an optimal path in
all of the computed homotopy classes, and each variant took a certain fraction of time that it
took to compute the optimal path. While this time is longer than the original counterparts’
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performance for optimal paths, note that the original counterparts cannot accomplish this
task at all. The HB offered the best performance among the homotopic variants, with a
mere cost of 1.05 times the optimal path cost.

Hðf ðxÞ; kÞ ¼ f ðxÞ � ð1� kÞf ðx0Þ ¼ 0; ð4Þ

where x0 is the starting point (arbitrarily chosen) of the trajectory.
If k ¼ 0, the homotopy map is reduced to the trivial problem

Hðx;0Þ ¼ f ðxÞ � f ðx0Þ ¼ 0: ð5Þ

When k ¼ 1, the sought solution is achieved

Hðx;1Þ ¼ f ðxÞ ¼ 0: ð6Þ

This process is a continuous deformation from k ¼ 0 to k ¼ 1, transforming the trivial problem f ðxÞ � f ðx0Þ ¼ 0 into the
original problem f ðxÞ ¼ 0. The continuations deformation can create paths c like the ones shown in Fig. 1. It can be noticed
that trajectory c2 is a successful case going from starting point A (k ¼ 0) to solution B where k ¼ 1, while the rest of the paths
are cases of failure for the HCM method.

In general terms, numerical continuation methods follow the next steps:

� We choose a starting point ðk0; x0Þ ¼ ð0; x0Þ.
� Solve Hðk1; xÞ ¼ 0 for x to obtain x1. Here, k1 ¼ k0 þ Dk; with Dk small enough to prevent an accidental divergence from the

trajectory. This step usually involves predictor and corrector steps. There are many algorithms that can be chosen here,
among them, we can mention a typical Euler predictor step and a Newton based corrector step. k can increase and
decrease adapting to the turning points of the trajectory. To read a detailed explanation of these methods the reader
can refer to [64,65].
� The last step is updated and repeated until k ¼ 1. Now, the sought solution is found.

The success of finding the sought solution depends of several factors:

� Find a methodology to establish the NAES that describes the physical behavior of the problem under study. The properly
formulation of NAES can help to guarantee or increase the probability of success of the homotopy simulation [35].
� The behavior of different homotopy maps change for specific problems.
� Constructing a properly numerical continuation algorithm. Even if the homotopy map and NAES are established with the

guarantee of global convergence [35,67], a poor numerical continuation scheme may lead to a failure [51,64,65,62].

The path tracking of the homotopy trajectory is not a trivial task. Therefore, this process can find several issues to deal
with, like:

� Optimal path tracking. The step size Dk can be adapted to the nature of the trajectory. On one hand, when the curve is
‘‘flat’’ the step size can be increased to reduce the number of iterations. On the other hand, when the curve is near a turn-
ing point, in particular for sharp turning points, it is recommended to reduce Dk in order to circumvent the possibility of a
failure of the path following. Reducing or increasing the value of Dk is a trade off between the speed of the numerical
continuation and the accuracy of the path tracking of c.
� Curve jumping [29,30]. This issue is related to the optimal path tracking; if Dk is increased in the vicinity of a nearby tra-

jectory, it can produce an accidental jump from one trajectory to another. In [29,30] is reported a strategy to deal with
curve jumping based on reduction of the step size in terms of the number of Newton correction steps and the separation
of two consecutive iterations of the predictor–corrector step.
� Bifurcation and Singularities [68,62]. These issues are usually due to the physical phenomena and can be treated using

artificial parameter homotopies [35].

Fig. 1. Possible homotopy paths.
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Figure 2.54: Different path solutions to the NAES problem [165]

H1ðx; y; zÞ ¼ xþ yþ z� 3þ 3ð1� kÞ ¼ 0;
H2ðx; y; zÞ ¼ 3x� 2yþ z� 2þ 2ð1� kÞ ¼ 0;

H3ðx; y; zÞ ¼ 2xþ y� z� 2þ p1

d1
þ p2

d2
þ p3

d3
� 1:11111111p1 � 0:57803468p2 � 7:69230769p3

� ð1� kÞð�2þ 0:317460317460p1 þ 7:114273010227p2 � 7:114273010227p3Þ ¼ 0:

ð43Þ

Considering a step size with value of Dk ¼ 0:02, the execution time and iterations of numerical continuation were
[0.444 s, 112 steps] and [0.544 s, 128 steps] for T1 and T2 trajectories, respectively. The resulting collision free trajectories
are shown in Fig. 6.

6.5. Several configuration spaces with several obstacles

In order to show the collision free trajectories and isolate paths, we will use implicitplot command from Maple 13 for the
rest of case studies of this section.

Figs. 7–9 show several configuration spaces (with several obstacles depicted as solid black lines) and collision free trajec-
tories from point A to B. The configuration parameters are presented in Tables 1 and 2.

On one side, Fig. 7(a) and (b) present two different scenarios successfully treated by the HPPM method. On the other side,
the scenario in Fig. 8 was resolved using the EHPPM method. In Fig. 7(a) it can be seen that T1 path is the optimum (shortest
path) having the lowest value for p; in general terms, lower values of p makes straight paths, and higher values creates
curved paths.

Fig. 5. (a) and (b) Represents successful collision free trajectories for HPPM (p ¼ 1eð�5Þ) and EHPPM (½p1 ¼ 0:001;p2 ¼ 0:0001�), respectively. (c) and (d)
Represents collision trajectories (using different step size) for HPPM and EHPPM, respectively. Solid line represents obstacles and trajectories are
represented by dots. The number inside the obstacle represents the number of object. Each dot represents an iteration step from the numerical
continuation.
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Figure 2.55: Illustration of curve jumping [165]

Yet another approach to discretize the homotopic PPP is by using Non-linear Algebraic
Equation System (NAES), which can be solved iteratively for a valid path. Works such
as [38, 39, 44, 165] use different variants of NAES to model the ability to determine a path
using homotopic constraints. Since the environment is not discretized in the same manner
as was seen with the usage of words in a homotopy class, techniques that rely on NAES
are often referred to as Homotopy Continuation Methods (HCM). As the authors of [165]
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For the EHPPM method, the control is more precise given the fact that each ith obstacle has its own repulsive parameter
pi; therefore, it is possible to regulate, individually, the repulsion level for each obstacle (see Fig. 8). In Fig. 7(a) we can see EIP
paths (obstacles 1, 2, 3, 4, and 5) and IIP paths (obstacles 6 and 7). In addition, Figs. 7(b) and 8 show their corresponding EIP
and IIP paths. EIP paths serve to create new connections, thus, new paths as we modify the value of p. For instance, in Fig. 7(a)
objects 2 and 5 have their own contour and EIP path which belongs to the T1 path; when the value of p is increased to obtain
T2 path, the EIP path aforementioned connects to the main path and becomes part of the T2 path. Moreover, IIP paths do not
create connections, for instance, the IIP for object 6 in Fig. 7(a) does not play a relevant role for the creation of new paths.
Hence, it is necessary to perform deeper study to determine how to eliminate or find a use for IIP paths.

Fig. 9(a) and (b), show a configuration space treated with HPPM method. The value of p parameters is the same for both
cases. Nevertheless, an interchange of auxiliary equations l1ðxÞ and l2ðxÞ, unchained a drastic change of behavior of the col-
lision free homotopy paths. In fact, the EIP and IIP paths interchanged roles, creating a new set of trajectories. Therefore, this
phenomenon deserves deeper investigation in order to take advantage of this characteristic.

Fig. 6. 3D configuration space for paths T1 ¼ ½p1 ¼ 0:001;p2 ¼ 0:01;p3 ¼ 0:01� and T2 ¼ ½p1 ¼ 0:01;p2 ¼ 0:01; p3 ¼ 0:01�, from two viewpoints ((a) and (b)).
Resolved by using EHPPM method.
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Figure 2.56: Paths seen in 3D using NAES [165]

explain, HCMs are a continuous transformation from one trivial problem (simple to solve)
to the problem at hand (hard to solve). The general process of the HCM is briefly described
first, before explaining how the PPP can be adapted to it. In the general HCM problem,
the first step to formulate a homotopy is to establish a nonlinear equation that models the
problem to be solved. It is defined as f(x) = 0, where f : Rn → Rn, consisting of n
total variables of the problem, denoted by x. A homotopy map may be written in this
form as H(f(x), λ) = 0, where H : Rn+1 → Rn, and λ is the homotopy parameter. In
this homotopy formulation, the value of the homotopy parameter λ determines whether a
solution to the NAES has been found. When λ = 0, the solution to H−1(0), is either known
or can be found using numerical methods, and when λ = 1, it implies that the solution/s
to H(f(x), 1) = f(x), can be found. The homotopy map therefore is a continuous function
of 0 ≤ λ ≤ 1. The resulting solution set of H−1(0), forms an initial homotopy path, that
can then be traced by numerical continuation techniques. The next step involves setting
a specific homotopy denoted by g(x), which is combined with H(f(x), λ) to augment the
existing NAES. This new set of NAES can be solved by continuously varying λ, resulting in
paths, as seen in Figure 2.54. Details about the numerical continuation method for NAES
are provided in [165]. It is interesting to note that in Figure 2.54, trajectory γ2 is a successful
case from the starting point A (λ = 0) to solution B (λ = 1), while the remaining paths
are cases of failure for the HCM. This matter of incorrect solutions, did not occur so far in
the original and discretized forms of homotopic path planning, and must be noted for their
reliability in path planning in dynamic environments.
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Having obtained a perfunctory understanding of HCM, its application to path planning is
now seen. The authors of [165] formulate all parts of the PPS as algebraic equations. Obsta-
cles modeled as circular or rectangular structures are modeled as their respective algebraic
counterparts. The PPS is planar and normalized so that the source and target locations
can also be represented algebraically. The homotopic constraint is chosen in the form of a
repellent behaviour, and an attraction towards two specific initial solutions. As the authors
themselves note, this represents some sort of force fields around the real obstacles. The
homotopy path cannot cross those fields, however it can pass close to them. This, along
with the possibility of multiple solutions must be considered, in the efficacy of using NAES
for homotopic path planning. Though the authors show that this method returns paths in
static 2-d and 3-d environments, there exists a problem of curve jumping, when parameters
of the NAES are non-optimal. An example of the paths generated in 2-d and an example
of curve jumping is seen in Figure 2.55. Paths in 3-d are seen in Figure 2.56. Works, such
as [38, 39, 44], also rely on NAES to solve the homotopic Path Planning Manifold (PPM).
The individual algorithms vary either based on how the robot is represented and the nature
of the initial paths used as initial best guesses. The authors of [44] use guiding parameters,
such as auxiliary lines, that help keep the path deformation under control. The effect of
auxiliary lines essentially adjusts the repulsion parameter, and thus adjusts the deformation
of the path, as seen in Figure 2.57. The more auxiliary lines there are, the better the defor-
mation of the path and its resulting quality, as seen in Figures 2.57 and 2.58. The caveat
with such methods however, is that the algebraic equations representing the PPS and the
robot appear to lie on a plane. In such a case then, there is not much of a vast advantage
over original homotopic methods using complex analysis or discretized methods using words
to represent homotopy classes.

Energies 2020, 13, 2623 10 of 31

(a) Two auxiliary lines. (b) Three auxiliary lines.

(c) Four auxiliary lines. (d) Five auxiliary lines.

(e) Ten auxiliary lines. (f) Fifteen auxiliary lines.

Figure 4. Analysis of auxiliary lines.

Figure 2.57: Impact of auxiliary lines [44]

One such successful example of discretized homotopic path planning in dynamic environ-
ments in a 2-d polygonal space is presented in [124]. The authors of [124] use a combination
of cell decomposition and graph theory to effectively create representations of homotopy
classes. Similar to earlier works in the field, once the homotopy classes have been found,
mixed integer quadratic programming is used to determine an optimized trajectory within
a preferred cell sequence associated to a specific homotopy class. The algorithm is seen to
comprise the following general steps. First, the PPS is decomposed into convex polygons
using well known convex decomposition algorithms. This is of use eventually, since adja-
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(a) Two auxiliary lines. (b) Three auxiliary lines.

(c) Four auxiliary lines. (d) Five auxiliary lines.

(e) Ten auxiliary lines. (f) Fifteen auxiliary lines.

Figure 4. Analysis of auxiliary lines.

Figure 2.58: Impact of increased auxiliary lines [44]

cency relationships between decomposed polygons can be employed to represent adjacencies
as a graph. Eventually, graph based methods can be used to search the adjacency graph
for an optimal path connecting the source and target locations. Adjacencies in the form
of adjacent cells or polygons, contain valuable information related to homotopy classes. In
the second step, they refine the construction of convex polygons in the interest of creating
a minimal vertex graph. This step creates partitions of the space in the form of vertices of
convex polygons, such that new vertices are created only if they represent new homotopic
information. The third step sees the construction of the adjacency graph, where adjacency
of cells is recognized by virtue of shared edges, as opposed to vertices. This is useful to
determine sequences of cells, that the path takes and thus determine the homotopy class.
The fourth step involves determining what sequences of cells signify a homotopy and how
that information can be extracted from the graph. The authors exploit the loop properties
of the adjacency graph to determine homotopy classes, similar to the creation of words as
seen in previous discretized homotopy algorithms.

Once they partition the infinite trajectories into finite sets of trajectories, they show
that there exists a one-to-one correspondence of loop-less cell sequences with homotopy
classes. In other words, a feasible trajectory is homotopic with any other feasible trajectory
corresponding to the same loop-less sequence of cells on the graph, and not homotopic with
all feasible trajectories in different sequences of cells in the graph. Figure 2.59 illustrates
these properties. The most important and defining statement of the work is seen with the
correlation between the cell sequence and homotopy class, which is as follows. If two feasible
trajectories correspond to two different cell sequences, which are loop-less in the adjacency
graph constructed through a convex decomposition with the minimal vertex set, they are not
homotopic. With this information, the algorithm now proceeds to the final step, which now
has the information about which homotopy class is required to be used as a constraint. The
algorithm then uses mixed integer programming to optimize the trajectory segment in each
convex cell of the homotopy class. The successful use of this algorithm in simulated dynamic
environments on a model with non-linear vehicle dynamics can be seen in Figure 2.60.

The clear advantage of such discretized graph based approaches of homotopic path plan-
ning over NAES is the one-to-one correspondence between the cell sequence and the homo-
topy class. The issue of incorrect or multiple solutions across homotopy classes, experienced
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Fig. 3. Relations between trajectories, cell sequences, and homotopy class. (a) All feasible trajectories can be mapped to sequences of cells on adjacency graph.
(b) Sequence of cells represents a partitioned set of feasible trajectories. All feasible trajectories within a partitioned set are homotopic. (c) Loopless sequences
have a one-to-one correspondence with homotopy classes.

Fig. 4. (a) All feasible trajectories corresponding to the same sequence of cells
are homotopic. (b) Two feasible trajectories corresponding to different loopless
sequences of cells are not homotopic: one-to-one correspondence is formed
between loopless sequences and homotopy classes. (c) Singularity of decom-
position with nonminimum vertex set: two trajectories in the same homotopy
class correspond with different loopless sequences.

to be solved. A generic method to achieving this is to assign
heuristic costs to paths on the adjacency graph, then cost-rank
potential paths and compare to a pre-defined cost threshold.

This approach is practically useful in the following senses.
1) It allows us to explicitly consider geometric properties (e.g.,
path width, length, and curvature) of fields of travel, as well
as properties of specific trajectories. For instance, a heuristic
measure of desirableness of fields of travel is also provided in
previous work by Anderson et al. [9]. 2) It is possible to assign
a heuristic likelihood of containing the global optimal trajectory
to each cell sequence, in order to quickly choose a sequence
containing the global optimal trajectory. However, such heuris-
tics are often problem-specific depending on the given objective
function and dynamics. We here propose a generic approach to
utilize the existence of loops in the cell sequences to prioritize
local problems to solve.

1) Strategy of Focusing on Loopless Cell Sequences: We
propose to focus on loopless sequences on the graph, as a
means to eliminate inefficiency arising from repeated visits of
the same cells of candidate trajectories. In addition, loopless
cell sequences have a desirable property of one-to-one corre-
spondence with homotopy classes, as demonstrated in the pre-
ceding section. We can partition the entire set of all possible
cell sequences {SCj} into a set of sequences having repeated
cells, {SCj

cycle}, and a set of sequences without repeated cells,
{SCj

nc}; note that {SCj
nc} is a finite set.

The limitation of this strategy is that some feasible trajec-
tories are unavoidably eliminated when we restrict our scope
to loopless sequences, as shown in Fig. 3(c). The trajectories
that are not considered during optimization are those having

Fig. 5. Elimination of feasible trajectories and benefits of line-sweep decom-
position. (a) qA (τ ) and qB (τ ) are homotopic, but qB (τ ) is excluded from
the search space of loopless sequences since it corresponds to a sequence with
a loop. (b) Line-sweep decomposition is efficient in a sense that feasible trajec-
tories that are monotonically increasing in sweeping direction are preserved in
the search space.

cycles in corresponding sequences of cells, {T rajcycle
j }. Note

that these trajectories have loops in cell sequences, but do not
necessarily have loops in trajectories themselves, as shown in
Fig. 5(a). Despite the small likelihood of occurrence, if an opti-
mal trajectory in a homotopy class happens to correspond to a
cell sequence with loops, it is not found by restricting ourselves
to loopless cell sequences; an example class of problems where
this may occur is nonholonomic robots. Clearly, it would be
desirable to ensure that the optimal trajectory is not included
in {T rajcycle

j }, although it is still possible to find the optimal
trajectory by considering cell sequence with loops as well.

It is difficult to guarantee that the optimal solution corre-
sponds to a loopless cell sequence before trajectory planning
or optimization, for problems with general dynamics and ob-
jective functions. However, given knowledge about a potential
optimal trajectory in a specific problem domain, we are able to
utilize this knowledge in the decomposition procedure. Here,
we suggest a specific type of cell decomposition based on its
intuitive tendency to preserve optimal trajectories in loopless
cell sequences. The motivation is an empirical observation that
for cases where desirable trajectories exhibit a tendency to move
monotonically in a certain direction (i.e., toward a goal region),
it is useful to perform trapezoidal decomposition (rather than
other decompositions such as triangulation) with parallel edges
normal to this direction of movement.

Trapezoidal decomposition is one of the most popular types of
exact cell decomposition [19]. In trapezoidal decomposition, an
imaginary line is swept through the space in a principal direction
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Figure 2.59: Different homotopy classes based on different cells [124]
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Fig. 14. Vehicle model for control. (a) Slip bicycle model. (b) Front and rear
side slip angles.

approach where the optimal input sequence is solved online
with a designed cost function and required constraints. Linear
MPC is frequently used due to its computational benefits, since
optimization problems with quadratic cost function and convex
polygonal constraints reduce to QP problems, a convex opti-
mization.

Due to the nonconvexity of collision-free constraints, most
linear MPC-based vehicle navigation frameworks are decom-
posed into two stages. In a high-level stage, a desirable ref-
erence trajectory is generated with motion planning algorithms
that often employ a simple vehicle model. In the low-level stage,
deviation from this reference trajectory is penalized via a cost
function without imposing nonconvex constraints. In this decou-
pled approach, it is common to use a simple vehicle model in the
motion planning stage to reduce computational burdens for han-
dling nonconvex collision-free constraints. However, simply pe-
nalizing deviation from the reference trajectory computed based
on the simple model does not guarantee collision avoidance for
the controlled vehicle.

In contrast, we here show an efficient way of incorporating
nonconvex constraints into the optimization problem, specifi-
cally an MIQP formulation for running linear MPC with non-
convex collision-free constraints.

Fig. 14 shows the states of bicycle model with slip, and defi-
nition of side slip angles. The dynamics of the vehicle model is
computed as follows, where the two inputs are the longitudinal
tire force for braking Fx and steering δ. It is assumed that the
braking force is distributed at a fixed ratio b, i.e., Fxf = bFx ,
Fxr = (1 − b)Fx :

Ẋ = vx cos ψ − vy sin ψ (22)

Ẏ = vx sinψ + vy cos ψ (23)

ψ̇ = ω (24)

v̇x =
1

m
(Fxf cos δ − Fyf sin δ + Fxr ) + vyω (25)

v̇y =
1

m
(Fxf sin δ + Fyf cos δ + Fyr ) − vxω (26)

ω̇ =
1

Izz
{lf (Fxf sin δ + Fyf cos δ) − lrFyr )}. (27)

Normal tire forces are assumed to be constant, and lateral
tire forces are assumed to be linear with respect to the side slip

Fig. 15. Single time step results of optimization with nonconvex safe region
constraint detected by a visibility sensor model with the snap shot of CarSim
visualization.

Fig. 16. Resulting trajectory of the vehicle controlled in MPC framework with
nonconvex collision-free constraints.

angles. The side slip angles are approximated as follows:

Fyf (αf ) = μFzf Cf αf (28)

Fyr (αr ) = μFzrCrαr (29)

αf (δ, vx , vy , ω) ≈ δ − vy + lf ω

vx
(30)

αr (vx, vy , ω) ≈ −vy − lrω

vx
(31)

Fzf = mg
lr

lf + lr
(32)

Fzr = mg
lf

lf + lr
. (33)

The nonlinear vehicle dynamics is discretized and linearized
about current states and previous inputs. The resulting dynamics
is represented as a linear system in the following form [23]:

xk+1 = Axk + Buk + g. (34)

Figs. 15 and 16 illustrate a snapshot and a resulting trajec-
tory of a vehicle controlled in CarSim based on the proposed
MPC framework for an obstacle-avoidance maneuver. The ve-
hicle is assumed to have low-resolution visibility sensors with
limited range of 30 m and tries to change the lane without
collisions as soon as it detects the obstacle ahead. The initial
speed of the vehicle was 80 km/h. A standard passenger vehicle
(i.e., sedan) model was employed in CarSim.3 Collision-free

3m = 1650 kg, Iz z = 3234 kg·m2 , lf = 1.4 m, lr = 2.1 m, Cf = 10, Cr =
10, μ = 1, b = 0.7.
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Figure 2.60: Paths to avoid dynamic obstacles [124]

as curve jumping in NAES is not encountered here. Authors of [180] also use a variant of such
discrete representations of homotopy classes to guide their SA of choice, which in this case
is the RRT. They propose an algorithm called the Homotopic Aware RRT*, or HARRT*.
As seen in previous similar works, the authors of [180] partition their PPS based on vari-
ants of partitioning algorithms used previously, such as those based on reference frames,
as seen in [56]. Consequently, they use the canonical representation for every homotopy
class, similar to previously described works. The main contribution of this study is the use
of homotopic groups to drive a biased exploration using the RRT*. The authors propose
an algorithm called the Recursively Embedded Palindrome (REP) to trim newly generated
strings or paths, to their minimum representative lengths or sequence. This allowed the
authors to identify homotopic equivalence of path segments or branches generated thus far,
and allow the expansion to take place in restricted homotopy classes. The authors also show
its impact on both the single and bi-directional RRT, as seen in Figure 2.61. The authors
do recognize the challenge of combining RRT with the REP trim algorithm, since there is a
possibility that potentially optimal paths in a homotopy class may be prematurely discour-
aged from being explored. While it was resolved by using a bi-directional RRT, the authors
point out that there may be other configurations of environments that potentially still have
the same problem. Figure 2.62 shows the optimal solutions returned by HARRT* for six
different homotopy classes in another 2-dimensional environment with planar obstacles. Con-
sistent improvements to graph construction and representation of homotopy classes can be
seen through works, such as [70, 71]. The study in [71] shows the direction of improvement

specific regions. In this case, the algorithm simply seeks to
find the path that minimizes the Euclidean distance between
two points subject to the path belonging to a homotopy class.

(a) Example A (b) Example B

Fig. 5: Optimal paths with hard constraints.

Figure 5 shows results for two different worlds. In Exam-
ple A, the authors sketched the fuzzy red path, turned that path
into a single homotopy constraint, and then used the HARRT*
algorithm to find the shortest path that connected the points
subject to the constraint. The green radial lines indicate the
reference frames, the yellowish lines indicate the branches of
the forward tree of the RRT, the turqoise lines indicate the
backward tree of the RRT, and the orange line represents the
path found by the algorithm. Inspection shows that that the
path is indeed the shortest path within the homotopy class.
Further inspection shows that the algorithm concentrated its
search effort in the homotopy class, abandoning branches of
the tree either when costs became high or when the path
crossed a reference frame that deviated from the non-repeating
string pattern. Example B shows a similar result but with the
human input suppressed to help improve clarity.

Figure 5 also illustrates that the current implementation
of HARRT* is an approximation. The theoretic results show
that we can determine when any two paths are in the same
homotopy class by removing REP substrings, but where we
check for homotopic consistency in the RRT implementation
has a big impact on how big the trees grow in the algorithm. At
one extreme, future work should explore whether it is possible
(a) to check the homotopy class of the path returned by the
RRT-based exploration once a complete path from start to
finish has been found and (b) to reject paths that do not satisfy
the homotopy constraint. In the current version of HARRT*,
the STRINGCHECK() method prevents the extension of the
branches into a string that does match the non-repeating string.
This is an “early check” on the path that can reject potentially
optimal paths within a homotopy class if the optimal path
would naturally generate some REP substrings.

As illustrated by the simple examples in this section, this
“early check” avoids exploring a lot of the state space, result-
ing in search efficiency and producing acceptable paths, but it
is possible to construct examples where this early check would
prevent the discovery of the optimal path. Future work should
explore variations of the STRINGCHECK() method that allow
a budgeted amount of deviation from a path that generates a
non-repeating string. For example, the algorithm could allow
a two character palindrome to be part of the string, allowing
exploration of paths that leave a subregion to avoid an area

of high cost and then return to the subregion once they have
circumvented the high cost area. Certainly, this future work
would need to explore tradeoffs in the deviation budget, the
spacing of sample points that generate the radial structure, and
the structure of the cost function.

We conclude this subsection with an example world that ex-
poses a problem that is avoided by the bi-directional approach
we have taken but which a single direction RRT encounters.

(a) Single directional tree (b) Bidirectional tree

Fig. 6: Search results from different structures.

Figure 6 gives the results from the single directional and
bidirectional tree structures for a problem where multiple
homotopy classes are allowed. Each tree structure finds an
optimal path in each of several homotopy classes (though the
optimal path is shown for only one homotopy class) optimal
paths in several homotopy classes but only one of them is
illustrated, but the single directional tree structure could not
find an optimal path that swings by the left side of the left-most
obstacle; see Figure 6a. By contrast, the via-point constraints
in the bidirectional tree structure enforce the exploration of all
the possible homotopy classes; see Figure 6b.

Although this result is encouraging, it exposes a challenge
in combining RRT* with the Palindrome Trim algorithm or
a related heuristic. Stated simply, it is possible for RRT*
to “rewire” nodes in such a way that homotopy constraints
are violated. Using bidirectional search fixed the problem for
this world, but it is easy to construct other worlds for which
bidirectional search won’t work. Future work will address this
challenge.

B. Multiple Homotopy Classes

This section considers the second way of expressing intent:
Quickly go from point A to point B making sure to visit some
regions and avoid other regions. In this case, the set of regions
to visit and regions to avoid create a set of possible homotopy
classes.

This section gives an example of the kinds of possible
solutions that can be generated when multiple homotopy
classes are explored simultaneously. Figure 7, which will
be referenced again in the next section, shows the optimal
solutions returned by HARRT* for six different homotopy
classes. Observe that each path is optimal for the homotopy
class given that the cost function is Euclidean distance. (As
an aside, when the cost function is Euclidean distance the
heuristic implementation of the REP trim algorithm won’t
cause problems since the shortest path is also a path that
generates a non-repeating string.) For this second type of
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Figure 2.61: Impact of Recursively Embedded Palindrome strings in single and bi-directional
RRT [180]
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human intent expression, the path with the lowest cost would
be returned.

Fig. 7: Optimal paths in six homotopy classes.

C. Soft Constraint and Tradeoffs

This section considers the third way of expressing intent:
In going from point A to point B, I prefer some types of paths
over others, but I recognize that tradeoffs may be needed.
This method is actually quite different than the two previous
methods because it treats path shape not as a hard con-
straint but rather as an objective to be optimized. Fortunately,
HARRT* can support a human trying to find tradeoffs between
preferences among homotopy classes and the costs associated
with choosing a path from a specific homotopy class.

The algorithm for finding these tradeoffs would use
HARRT* to find the optimal path from the set of all relevant
homotopy classes, as was done in the previous subsection.
Recall that HARRT* can simultaneously search in different
homotopy classes and returns the solutions in one run. The
output of the algorithm would then change its what it presents
to the human; rather than returning the best path across
homotopy classes as in the previous subsection, the algorithm
would find the minimum cost path for each homotopy class
and then output both the path and the cost of the path for each
homotopy class. This generates a tradeoff space that can be
evaluated by the human.

For example, Figure 7 shows the optimal paths in six
different homotopy classes found by HARRT*. Associated
with each class/path pair is the cost of the optimal path. If
the cost is displayed for each class/path pair, a human could
determine which shape/cost pair provides the best tradeoff.

VI. CONCLUSION AND FUTURE WORK

It is possible to create a computationally efficient algorithm
that uses strings to determine when two continuous paths are
homotopic. This algorithm can be used as a heuristic in a bi-
directional RRT* algorithm to prune paths from the search that
are not compatible with an intended homotopy class. Further-
more, the algorithm seems compatible with various degrees
of approximation, allowing for tradeoffs between computation
speed and quality of the path found by the algorithm, but future
work must confirm this.

The paper did not explore the usability, workload, or nat-
uralness of the interactions between the human and the robot
afforded by the algorithm, but the empirical results suggest

that efficient interactions are plausible given the properties of
the algorithm. Future work should explore how natural lan-
guage or a graphical user interface can be combined with the
algorithm, and whether resulting interactions are compatible
with human workload bounds and situation awareness needs.

Finally, future work should explore how the homotopy-
aware RRT* algorithm can be extended to problems with
multiple performance objectives, enabling either hard shape
constraints or tradeoffs between a set of objectives and the
shape of the resulting path.
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Figure 2.62: Paths in six different homotopy classes obtained by HARRT* [180]

catering to dynamic environments, where road map construction and path generation need
better efficiency, in terms of the next sampled point or direction of growth. In environments
with narrow corridors, discovering all such narrow spaces and redundantly connecting them
with the road map plays an important role towards the optimality and completeness of the
solution. The objective is that the road map must consist of the least number of vertices and
edges (for minimizing road map construction and query time), while leading to discovery of
all possible homotopic groups of paths between all possible sources and goals. Discovery of
all homotopic groups guarantees a path for every pair of valid source and goal locations, or
in simple words, the approach is complete [71].

562 J Intell Robot Syst (2016) 82:555–575

Fig. 3 Generation of
Roadmap a Generation of
vertices in the proposed
approach. The sampled
vertices are coloured red.
The vertices produced by
the local roadmap are
colored green. The
corresponding edges of the
local roadmap are coloured
green. b Generation of
edges in the proposed
approach. The edges added
between different local
roadmaps are coloured blue (a) Generation of vertices in the (b) Generation of edges in the

proposed approach proposed appraoch

and thus the algorithm can be made biased to expand
along better paths. The focus of these techniques is
to empower node selection and expansion, and not
sample generation which is the focus of the proposed
work.

4 Algorithm

The algorithm follows the general methodology of
PRM [5] wherein the stages are modified to suit
the motivations as detailed in Section 2. The general
methodology includes the use of a sampler to gener-
ate samples which become the vertices of the roadmap
(V ), computing edges (E) between the roadmap ver-
tices and using the roadmap G(V, E) so formed for
query phase which for this paper corresponds to the
problem of multi-robot motion planning. Each step is
detailed in the following sub-sections. The roadmap
for a synthetic test case after the generation of vertices
is shown in Fig. 3a and the same roadmap after the
generation of edges is shown in Fig. 3b.

4.1 Sampling

The base sampler is a uniform sampler, which uni-
formly samples the configuration space, x ←U(C),
where x is a random sample. Since the aim is to focus
the samples towards obstacles, the base sampler is
modified to produce an obstacle biased sampler given
by Eq. 5.

x ← O(C) =
{

U(Cobs) with probability η

U(C) with probability 1- η
(5)

The strategy produces approximately η percent
samples in the obstacle prone configuration space
Cobs. Gaussian [23], bridge [22] and related sam-
pling techniques aim to concentrate on obstacle or
obstacle boundaries and hence suggest use of η as
100 %. However such methods may not well sample
out environments with wide open free spaces, plac-
ing no sample in such areas. Hence the approach uses
a large value of η, largely (η percent) focussing on
obstacles with a small focus (1-η percent) on open
spaces as well.

The obstacle prone samples are then promoted to
the nearest point in the free configuration space, given
by Eq. 6, which is similar to obstacle based sampling.
It is attempted that they further maintain a minimum
clearance of Cmin, in which case they are moved even
further by a small value given by Eq. 7.

xf ree =
{
x + r (θ) :x+r (θ)∈Cf ree, x+r ′ (θ) /∈ Cf ree∀0≤ r ′< r, x /∈Cf ree

x x ∈Cf ree

(6)

y = xf ree + c (θ) :
c = arg max

0≤c′≤Cmin

Clearance
(
xf ree + c′ (θ)

)
(7)

Here xf ree is sample promoted to the free config-
uration space (if needed) and y is the sample which
further maintains a minimum clearance of Cmin. θ is
the direction of movement of the point, r(θ) denotes a
vector of magnitude r and direction θ . Clearance(x) is
the clearance function which returns the distance from
the configuration x to the closest obstacle.

The number of vertices (|V |) in the roadmap need
to be limited so as to invest the least computation in

Figure 2.63: Generation of vertices and edges [70]
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below. k is taken to be 10 to avoid an overly-connected
graph. η can be fixed to any convenient large value,
which is taken as 0.9. δ is taken as 100, while the
number of vertices are limited to lie between 1 and
5. Minimum distance allowed between vertices can
be fixed to any convenient small value, taken as 25
for experiments. The minimum clearance is a design
parameter and does not affect this algorithm perfor-
mance, which is fixed to a very small value of 5. The
factor α for lazy collision checking is also not directly
related to the algorithm and is kept such that sam-
ples at a distance of 40 are generated. The factor was
experimentally studied in [43].

The performance of the algorithm is judged against
a standard implementation of PRM using a uniform
sampler and a PRM using an obstacle based sampling
technique [20]. Note that Gaussian [23] and bridge
test [22] were excellent algorithms against which the
performance could be tested. However obvious limita-
tions on scenarios as noted in Section 2.3, as opposed
to the requirement of performance over a wide vari-
ety of scenarios, discouraged their use. Further manual
metric computation limited the number of algorithms
that could be tested and only the most competing ones
were retained.

Three scenarios are discussed here. Note that in all
experiments, due to the size of the robot, the widths
shown in the environment are smaller than the ones
available. The first scenario mostly consisted of wide
open spaces with some obstacles around. However
there was a small region between two obstacles where
the space was less. Further, for too less samples, it
may be difficult to connect between obstacle corners
and the environment boundary. The aim behind the
scenario was to test if all homotopic groups can be dis-
covered for a very small number of vertices, yielding
roadmap construction in small computational times.
The roadmap constructed with only 50 samples by the
algorithm is shown in Fig. 4a.

The second scenario had 3 small narrow corridors
which had to be discovered while the rest of the envi-
ronment had wide open spaces. All the three corridors
should be found as well as connected to each other
for a success. The scenario is shown in Fig. 4b with
the performance of the algorithm with 75 samples.
The last scenario consisted of multiple narrow corri-
dors with barely any open space with the rest of the
environment. Each of these corridors had to be con-
nected to all the neighbouring ones, while some space
was available for the connections to happen. The envi-
ronment and the performance of the algorithm for
100 samples is shown in Fig. 4c. It can be seen that
while the algorithm succeeded in discovering all the
corridors, it was unable to connect one of those and
hence connection is an equally important problem as
discovering.

The stopping criterion of the algorithm was kept
as the total number of vertices in the roadmap |V |.
The performance against a number of limiting values
was tested. Both the fully connected and k-connected
variants were tested separately. The performance was
tested over 100 cases and the results were averaged.
The computation time in each of the cases was also
noted. The results noting the algorithm performance
are given in Fig. 5 and the results giving the compu-
tational time are given in Fig. 6. For the last scenario
testing was not done with 50 samples as they were
clearly insufficient to discover all the corridors in the
scenario.

Figure 5a, b and c show the results for the three sce-
narios for the k-connected variant while Fig. 5d, e and
f show the results for the fully connected variant. It can
be easily seen that the proposed approach performs
best for all the scenarios followed by the obstacle
based sampling, while the uniform sampling approach
performs the worst. The results are an experimental
conformation to the fact that the proposed approach
can adjust to the different types of scenarios, very

Fig. 4 Maps and roadmaps
for various scenarios

(a) Scenario 1 (b) Scenario 2 (c) Scenario 3

Figure 2.64: Different environments and their road maps [70]

To achieve the objective, [71] thus focuses on different ways to manipulate graphs to
reduce redundant cycles and yet, provide better paths in narrow areas. The author of [71]
therefore proposes a better sampling strategy to enable a homotopy conscious road map to be
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constructed. An extension of this work is seen in [70], which better outlines the contributions
in the area of homotopy conscious road maps.

The work in [70] focuses on devising a road map generation method using PRM, such
that most homotopic groups are represented in small computation times. The key difference
between this approach and other homotopic variants of sampling techniques, is that this
approach changes the sampling strategy to detect homotopy classes in an unstructured en-
vironment, and possibly unknown as well. Additionally, the work also proposes a difference
in the kind of local road maps constructed depending on the nature of the region being
sampled. The local road map facilitates redundant connectivity to the rest of the road map,
which is an advantage, because it can simultaneously cater to narrow corridors, congested
environments and otherwise difficult areas. An example of such a local roadmap can be seen
in Figure 2.63. In order to connect these sampled points, an edge connection strategy is
formulated. This strategy discounts the connectivity of an edge based on the sizes of the
road maps that it is directly or indirectly connected to. It saves computational time while
simultaneously maintaining nearly the same connectivity of the road map as a k-connected
PRM.

The design of the algorithm aims to suit a variety of cases including narrow corridors, open
spaces, multiple pathways between obstacles of multiple widths and narrow corridors amidst
wide open spaces. Figure 2.63 shows the different environments and their associated road
maps. Yet another work that attempts to combine efficient sampling with homotopy is [80].
A combination of modified sample generation and discard is used to generate points of the
Volumetric Tree* (VT*). Hyperspheres around the robot are used to generate new samples,
from which vertices of VT* are created. The authors of [80] claim that the points generated
in the hypersphere are homotopic to other points in the same hypersphere, and use this as a
justification of generating sufficient points in the VT*. They use the Dynamic Shortest Path
Tree to compute paths and also perform homotopy exploration. One must note that [80]
does not establish homotopy classes as established in previous works on the subject. Since
random sampling and dropout techniques do not explicitly lead to identification of homotopy
classes in the entirety of the PPS, previously described works may serve as better references
on the matter.

W. Yao et al. / Robotics and Autonomous Systems 97 (2017) 217–229 225

Fig. 6. Length coverage of (a) SH-basedmethod, (b) Turning radius varying, (c) Path segment deforming, (d) Path segment transferring, (e) Circling. 1–6 indicates six direction
conditions. Euclidean distances between starting point and end point are set to be (f) 20 m and (g) 100 m.

Fig. 7. (a) Vector bundle of the target manifold. (b) Path planning with target point
transference for reaching three extreme points on the annulus.

8.2. Target point transference

The target point transference for reducing length deviation is
simulated. In the simulation scenario, the vehicle is expected to
enter a target manifold, i.e. to reach an annulus area with specific
vectors stuck at each point heading towards the center of the
annulus (see Fig. 7(a)). Although the vehicle can pick any point
within the area as its target point, some selected points may
result in better mission execution, and we clarify the formula of
comprehensive value as

R(p) = γ (y)− λ|lE − L(p)| (24)

where λ is the uniform coefficient. The value map attaching to the
annulus can be expressed as

γ (θ, r) =
Q∑

q=1

a(q)exp

[
b(q)

(
θ − θ(q)

2(q)

)2

+ c(q)

(
r − r(q)

ρ(q)

)2
]

. (25)

Q is extreme point number, θ and r are polar coordinates rel-
ative to the center of the annulus and x axis, and {a(q)}

Q
q=0,

{b(q)}
Q
q=0, {c(q)}

Q
q=0, {θ(q)}

Q
q=0, {r(q)}

Q
q=0, {2(q)}

Q
q=0 and {ρ(q)}

Q
q=0 are

parameters.
Fig. 7(b) shows the simulation results of path planning with

target point transference for reaching three extreme points on
the annulus. In the simulation setting, the vehicle starts from the
point [−150,−10] with direction angle π/4, the expected path
length lE = 190, and the parameters of value map are set as
follows: extreme point number Q = 3, {a(q)}

Q
q=0 = {15, 15, 20},

{b(q)}
Q
q=0 = {−5,−3,−5}, {c(q)}

Q
q=0 = {−5,−3,−5}, {θ(q)}

Q
q=0 =

{3π/4,−π/9,−π/2}, {r(q)}
Q
q=0 = {50, 51, 49}, {2(q)}

Q
q=0 =

{π/2, π/3, π/2}, and {ρ(q)}
Q
q=0 = {10, 10, 10}. The extreme points

are set as three initial end points in the beginning of optimization.
Herein, two of them can be directly reached with paths of the
expected path length, and their positions are not adjusted (i and
iii in Fig. 7(b)). The other one cannot be directly reached with
expected path length, therefore the end point is adjusted along the
conjecture gradient of the comprehensive value (ii in Fig. 7(b)).
As can be seen, path i belongs to the �LSL, path ii belongs to
the �RSL, and path iii is just the RSL path. The path lengths of i,
ii and iii are 190.06, 190.36 and 190.11, and the corresponding
comprehensive values are 14.82, 12.54 and 19.89. Therefore, path
iii is an optimal path for entering the targetmanifold. Note that the
uniform coefficient λ = 3 in Eq. (24).

8.3. Dynamical cases

The performance of the proposed method is tested in a 2-D
scenariowith a Dubins vehiclewhich is assumed to bemass points.
The kinematics model of the vehicle is established as⎧⎨⎩ẋ = V cos θ

ẏ = V sin θ

θ̇ = uθ

(26)

Figure 2.65: Change of Dubin’s paths directed towards different locations on an annulus [179]

Authors of [179] show that integrating homotopy classes with path planning is indeed
a structured process. They propose Structured Homotopy (SH) based path planning for a
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Dubin’s vehicle model, which is assumed to have an upper bound on the linear and angular
velocities. Such bounds force the Dubin’s model to produce paths that are a combination of
straight lines and/or circular segments, each of whose length and curvature is bounded by
the linear and angular velocities. Yet another work that combines homotopy and Dubin’s
curves can be seen in [105]. These curves are referred to as the Dubin’s curves, and are the
kind of paths being used and generated in [179]. Using these curves, a homotopy class called
the curvature bounded homotopy class is constructed. This homotopy class constitutes
an envelope of the path planning region, where segments of the Dubin’s curves can be
continuously deformed into other curvature bounded Dubin’s path segments. The aim of
this is to have a dedicated region in which the initial guess of the Dubin’s curve path can be
optimized for path length, while still being homotopically the same. In order to do so, the
authors choose a specific set of Dubin’s curves to work with, for the following reason. The
path deformation of such curves when discretized, is a recursive function of the intermediate
segments’ end points. Called the Structured Homotopy based path planning, this is what
finds the solution to a new path in the homotopy class with desired length characteristics.
To demonstrate the effectiveness of SH based planning with Dubin’s curves, the authors
simulate a case where the target locations lie on a manifold, which in this case is that of the
annulus. This is of use, since an annulus’ vector bundle induces different kinds of Dubin’s
curves (due to change in curvature), as opposed to a plane. This change of paths is clearly
seen in Figure 2.65 with the different colored paths indicating different target locations on
the annulus.

900 Auton Robot (2018) 42:895–907

In the sequel, we will present a control scheme that
satisfies the above requirements. We remark that the pre-
sented scheme combines advantages of planning and reactive
approaches in that it guarantees liveness and in the same time
retains freedom of action allowing robots to deviate from the
planned trajectory and handle the disturbance thanks to the
freedom of action within the homotopy class.

3.2 Control law

We now introduce a control law, referred to as robust multi-
robot trajectory tracking (RMTRACK), that ensures that the
actual trajectory in the coordination space under disturbances
remains in the homotopy class of planned path δ. As stated in
Theorem 1, this is equivalent to remaining within χδ , which
is a deadlock-free space (cf. Theorem 2).

Themulti-robot control lawG(x1, . . . , xn) is decomposed
into collection of control laws {Gi (x1, . . . , xn)}, each gov-
erning the advancement of robot i . The control law for single
robot i is defined as

Gi (x1, . . . , xn) :=
⎧
⎨

⎩

0 if xi = T or if [∃ j : xi > x j and
Ci j ∩ ({xi + 1} × {x j , . . . , xi + 1}) �= ∅]

1 otherwise.
(7)

As we can see, the control law allows robot i to proceed only
if the line segment from (xi + 1, x j ) to (xi + 1, xi + 1) does
not go through Ci j for every other robot j . The mechanism
is illustrated in Fig. 4. The effect of the application of such a
control law is illustrated in Fig. 5.

Intuitively, the reader can interpret the control scheme as
follows : let every robot proceed at any time, unless it is about
to cross an intersection area before another robot that was
supposed to cross the area first according to the initial plan.
The hierarchy of the initial plan is conserved. In the example
of Fig. 1, it means in particular that robot 2 should not enter
the corridor before robot 1 exits the corridor, which clearly
avoids the presented deadlock situation. This research work
provides this intuitive approach with a theoretical framework
and proofs.

In the sequel, we show that under certain technical
assumptions, the RMTRACK control law satisfies collision-
freeness and liveness properties, i.e., the robots are guaran-
teed not to collide and eventually reach their goal.

3.3 Properties

3.3.1 Collision-freeness

In order to show collision-freeness we make the following
technical assumption. We assume that there is a 1-margin

Fig. 4 Illustration of the control law computation for robot i with
respect to single other robot j . Left: the segment {xi +1}×{x j , . . . , xi +
1} is collision-free with Ci j at time t1, therefore the robot i is com-
manded to proceed, i.e., ai (t1) = 1. Right: the segment is not
collision-free with Ci j at time t2, therefore the robot i is commanded
to stop, i.e., ai (t2) = 0

Fig. 5 Trajectory of the robots in the coordination space under control
law G. At time t = t0, a disturbance makes robot j stop (d j (t0) = 0).
The system leaves the diagonal path, and the control law allows robot
i to proceed until time t = t2 where robot i is commanded to stop, i.e.,
ai (t2) = 0 (see Fig. 4). Finally, disturbance for robot j goes away, and
robot j proceeds. It’s only at time t = t3 that the control law allows robot
i to proceed. Robot i reaches its goal at time t = t4 and robot j right
after. No collision occurred and note how the control law ensured that
the actual trajectory in the coordination space remains on the same side
as the diagonal path with respect to each connected component of the
obstacle region. This is what enables to guarantee liveness, as changing
the homotopy class may lead to a deadlock configuration with respect
to other robots

between the diagonal path and the obstacle region in the coor-
dination space, i.e.,

∀t ∈ {0, . . . , T − 1}, ∀i �= j,

⎧
⎨

⎩

(t + 1, t) /∈ Ci j

and
(t, t + 1) /∈ Ci j

(8)

123

Figure 2.66: Diagonal path guides steering away from constraints [53]

In [53], homotopy is used for multi-robot path planning, such that no deadlock is en-
countered when the multiple robots track their paths. They do so by accomplishing two
goals. First they show that coordinated trajectories computed by an arbitrary multi-robot
motion planner can be used to derive a maximal set of homotopic solutions forming a ho-
motopy class. This was obtained by translating the problem into the coordination space.
This set of solutions is composed of all paths in the coordination space that are homotopic
to an initial path called the diagonal path. This diagonal path is a path in the coordination
space that steers clear of any constraints, as seen in Figure 2.66. Viewed from a different
perspective, the diagonal path serves as a different method to partition the coordination
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Empty hall with 25 robots Office corridor with 25 robots Warehouse with 30 robots

Fig. 7 Maps used for experimental comparison. The figures show an example problem instance in each environment. The filled circles represent
robots. The arrows indicate the desired destination of each robot

4.1 Experiment setup

The comparison was performed in three environments:
Empty hall, Office corridor and Warehouse as shown in
Fig. 7. A single problem instance in one of the environments
consists of n robots attempting to move from randomly gen-
erated origins to randomly generated destinations. We first
find collision-free multi-robot trajectories from the origins
to the destinations and then let each robot follow the given
trajectory while randomly disturbing its advancement with
specified intensity. More precisely, every second we decide
with probability corresponding to the disturbance intensity
whether during the following second the robot will be pre-
vented from moving.

To ensure that the initial coordinated trajectories can be
found in a reliable and tractable fashion, the test environ-
ments satisfy so-called well-formed infrastructure property3

(Čáp et al. 2015). This allowed us to use revised prioritized
planning approach (Čáp et al. 2015) to efficiently find the
initial trajectories for the robots to follow.

In Empty hall and Warehouse environment we generated
10 instances with 10 robots and 10 instances with 50 robots;
In Office corridor environment we generated 10 instances
with 10 robots and 10 instances with 35 robots. Note that
a single instance represents a specific assignment of origins
and destinations to the robots.

An illustrative video, the source codes of all algorithms
and benchmark instances are available at: http://agents.fel.
cvut.cz/~cap/rmtrack/.

4.1.1 Comparision of RMTRACK and ALLSTOP

First, we compare two liveness-preserving control laws to
handle disturbances: (1) ALL-STOP: the baseline law that
makes entiremulti-robot team stopwhenever a single robot is
disturbed and (2) RMTRACK: the law proposed in Sect. 3.2.

3 In a well-formed infrastructure a start and destination of each robot
is constrained to lie at a position where it does not completely prevent
other robots from reaching their goals - most man-made infrastructures,
e.g., a national road network system, satisfy the property.

For each instance and disturbance intensity ranging from 0 to
50%, we run both algorithms and measured the time it took
for each robot to reach its destination.

In order to isolate the effect of each control law on the
travel time from the effect of disturbances and the effect of
the quality of the initial plan, we compute a lower-bound on
the travel time of each robot assuming fixed disturbance and
fixed initial plan. Such a lower bound is obtained by simulat-
ing the robot such that the inter-robot collisions are ignored
and thus all robots always command to proceed at maximum
advancement rate along their initial trajectory. Then the aver-
age advancement rate of the robot and consequently the travel
time is affected solely by disturbances. In fact, for uniformly
distributed random disturbance with equal intensity q for all
robots, this corresponds to robots advancing on expectation
at 1−q fraction of the original advancement rate 1. Thus, the
lower bound on expected travel time under disturbance inten-
sity q can be also computed as E(t f )/(1 − q), where E(t f )
denotes expected travel time in the absence of disturbance.

It is easy to see that this lower bound represents the best
possible travel time that can be achieved by RMTRACK, for
instance, the travel time when the paths of the robots do not
overlap. On the other hand, it is not difficult to construct a
combination of problem instance and disturbances for which
the behavior ofRMTRACKdegenerates to that ofALLSTOP.
Curiously, since ALLSTOP proceeds only when none of the
robots is disturbed, which for uniformly distributed distur-
bance with intensity q at each robot happens with probability
(1−q)n , the expected travel time for ALLSTOP strategy can
be consequently computed as E(t f )/(1 − q)n , where E(t f )
is again the expected travel time without disturbance and n
is the number of robots in the system.

Consequently, we expect the average traveltime under
RMTRACK strategy to be bounded from below by the lower-
bound travel time and by the ALLSTOP travel time from
above. The actual travel time under RMTRACK will then
depend on the “interdependency” of initial trajectories and
the level of disturbance. Given these two bounds, an inter-
esting question is how will RMTRACK strategy perform in
characteristic real-world environments.
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Figure 2.67: Deadlock free paths with multiple robots in different settings [53]

space. Then, the authors derive a collision and deadlock free region in the coordination
space, which is also comprised of the maximal set of solutions in the homotopy class. The
second contribution involves devising a controller that the system remains in the homotopy
class once it has entered it. That is, the homotopy class is formulated as an invariant set.
Successful results from their experimental validation are seen with several robots, as seen in
Figure 2.66. Though multi-robot coordination is out of the scope of this thesis, this work
is yet another example of how homotopy classes can be discretized, and that they may be
robust to perturbations or noise. Original HBMs and their discretized variants may be seen
to have an advantage over this method, due to their robustness towards 3-d spaces. The
method outlined here, is catered to planar 2-d environments, which are realistic for office
like environments, but may not be truly robust as a generic homotopic path planner.

Online Motion Planning Over Multiple Homotopy Classes with
Gaussian Process Inference

Keshav Kolur*, Sahit Chintalapudi*, Byron Boots, and Mustafa Mukadam

Abstract— Efficient planning in dynamic and uncertain envi-
ronments is a fundamental challenge in robotics. In the context
of trajectory optimization, the feasibility of paths can change
as the environment evolves. Therefore, it can be beneficial
to reason about multiple possible paths simultaneously. We
build on prior work that considers graph-based trajectories
to find solutions in multiple homotopy classes concurrently.
Specifically, we extend this previous work to an online setting
where the unreachable (in time) part of the graph is pruned
and the remaining graph is reoptimized at every time step. As
the robot moves within the graph on the path that is most
promising, the pruning and reoptimization allows us to retain
candidate paths that may become more viable in the future
as the environment changes, essentially enabling the robot
to dynamically switch between numerous homotopy classes.
We compare our approach against prior work without the
homotopy switching capability and show improved performance
across several metrics in simulation with a 2D robot in
multiple dynamic environments under noisy measurements and
execution.

I. INTRODUCTION & RELATED WORK

Motion planning is a core problem for robotic systems
that must successfully navigate their surroundings. In un-
certain and dynamic environments, the planning problem
becomes especially challenging since a previously feasible
solution can quickly become infeasible and must be recom-
puted. Broadly speaking, motion planning approaches can
be grouped into the categories of search, sampling, and
optimization.

Search-based algorithms, such as A* [1] guarantee com-
pleteness and optimality, but quickly succumb to the curse
of dimensionality as discretization of the environment is
necessary. Sampling-based algorithms, including PRM [2]
and RRT [3], are probabilistically complete, generalize better
to higher dimensional problems, and have been extended to
provide (asymptotic) optimality [4]. While these methods are
well suited to solve complex problems in environments like
2D mazes, in practice they tend to be very computationally
expensive for high dimensional systems and require addi-
tional post-processing to smooth the solutions. Conversely,
trajectory optimization algorithms initialize a trajectory from
start to goal state and then optimize the path by minimizing
some cost function [5], [6]. GPMP2 [7] represents smooth,
continuous trajectories as samples from a Gaussian Process
(GP) and solves the motion planning problem by perform-
ing probabilistic inference on a factor graph. While these

*Equal contribution.
The authors are with the Robot Learning Lab, Georgia Institute of Tech-

nology, USA. Email: {kkolur3, schintalapudi}@gatech.edu.

(a) (b)

Fig. 1: POSH being used in a dynamic environment where the
robot (gray circle) is tasked to reach the goal (green circle) while
avoiding obstacles (gray squares). At some time step i In (a) the
robot has traveled along the green path when POSH returns a
new best (lowest-cost and feasible) trajectory (red). This represents
a homotopy switch from the previous best trajectory (black). It
executes the first step of this new trajectory and then at the next
time step i + 1 in (b) POSH again returns a new best trajectory
(red) that is in a different homotopy class.

methods are much faster for high dimensional systems, they
are sensitive to initialization and can get stuck in poor local
optima. In practice, straight-line initializations have been
shown to work well and random restarts are performed if
that fails [5], [6]. Initializing with a feasible solution from a
sampling-based planner is also an option [5], but this incurs
extra computational burden.

Recently, hybrid approaches to planning have attempted
to combine the complimentary benefits of different planning
schemes. For example, BIT* [8] combines graph-based and
sample-based planning by using a heuristic function to guide
a series of random geometric graphs towards the goal state.
Its successor, RABIT* [9] performs BIT* while running
trajectory optimization when constructing edges between
samples, thus reducing sampling complexity by decreasing
the number of samples discarded. GPMP-GRAPH [10], an
extension of GPMP2 [11], constructs a graph of intercon-
nected trajectory initializations, similar to the one shown in
Fig. 1, on a factor graph that when optimized can simul-
taneously evaluate an exponential number of initializations.
After optimization, any path through this graph provides a
feasible trajectory. Thus, it has the ability to find solutions
in multiple unique homotopy-classes all at once.

While these planning approaches are typically employed in
static environments, a number of algorithms [12] have been
proposed to handle navigating dynamic environments. Life-
long Planning A* [13], D* lite [14] and comparable online
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Figure 2.68: Illustration of Planning Online by Switching Homotopies (POSH) [86]

planning algorithms outperform repeatedly replanning from
scratch by incrementally finding shortest paths on a graph
with changing edge costs. RRT-X [15] an extension of RRT
is suited to environments with moving obstacles and provides
comparable runtime performance. RAMP [16] draws from
evolutionary computation by maintaining a population of tra-
jectories and evaluating their respective quality (fitness) with
respect to a cost function and has been shown to discover and
exploit new homotopies. Since solutions can go in and out
of feasibility as the environment changes access to solutions
in multiple homotopy classes is beneficial. However, there
exists a gap in current research with respect to solving the
online planning problem by leveraging trajectories across
different homotopy classes.

In this work, we present a novel trajectory optimization al-
gorithm, Planning Online by Switching Homotopies (POSH),
to handle such scenarios. We build on GPMP-GRAPH [10]
where multiple trajectories are inter-connected and repre-
sented as a factor graph upon which probabilistic inference is
performed to optimize the entire graph. However, instead of
retaining the same optimized trajectory from the initial time
step for execution as GPMP-GRAPH does, POSH maintains
and updates the entire graph at every time step. Specifically,
at any time step the graph is pruned to remove unreachable
(in time) states and is then reoptimized considering changes
in the environment to find the new optimal trajectory. This
grants our algorithm the unique ability to dynamically switch
between different homotopy classes as illustrated in Fig. 1
and allows it to better contend with dynamic environments
as demonstrated by our experiments.

II. BACKGROUND

In this section we review GPMP-GRAPH, closely follow-
ing the explanation of Huang et al. [10], as well as other
concepts, such as homotopy classes and their application to
motion planning, necessary to explain our approach.

A. GPMP-GRAPH

GPMP-GRAPH is a graph-based trajectory optimization
algorithm designed to address the local minima problem
by evaluating an exponential number of initializations si-
multaneously and, as a consequence, finding solutions in
multiple homotopy classes. The graph is constructed as
a series of chains between the start and goal state, with
connections between the chains. Optimization happens over
the entire graph, yielding improvements in planning time
over sequentially optimizing a single chain with different
initializations [10].

GPMP-GRAPH treats the motion planning problem as
probabilistic inference. Given desired events e, it finds the
maximum a posteriori (MAP) trajectory x∗

x∗ = arg max
x

p(x|e) = arg max
x

p(x)l(x; e)

where p(x) is the prior distribution over trajectories and
l(x; e) is the likelihood.

Continuous-time trajectories are represented as samples
from a vector-valued Gaussian process (GP) x(t) ∼

t0 t1 t2 t3 t4

Fig. 2: Factor Graph consisting of three Gauss-Markov Chains as
illustrated in [10]. The white circles represent support states. Black
squares are collision factors and black circles are GP priors factors.
Interpolated collision factors are omitted for clarity.

GP(µ(t),K(t, t′)) where µ(t) is a vector-valued mean func-
tion and K(t, t′) is a matrix-valued covariance function. Fol-
lowing the definition of GP, trajectories can be parameterized
at discrete times t = {t0, . . . , tn} to be jointly Gaussian
distributed

x = [x0, . . . , xn]T ∼ N (µ,K)

where:

µ = [µ(t0), . . . , µ(tn)], K = [K(ti, tj)]i,j,0≤i,j≤n

The values x0, . . . , xn are referred to as support states and
correspond to x(0), . . . , x(n). This defines a prior distribu-
tion over trajectories

p(x) ∝ exp

{
− 1

2
||x− µ||2K

}
In practice, this distribution can be constructed from robot
dynamics, for example, modeled as a linear time-varying
stochastic differential equation (LTV-SDE)

ẋ(t) = A(t)x(t) + u(t) + F (t)w(t)

where A, F are system matrices, u is a known control
input, and w(t) ∝ GP(0, Qcδ(t − t′)) is a white noise
process with Qc being the power spectral density matrix
of the system and δ being Dirac delta function. The first-
and second-order moments of the solution to this SDE yield
the mean and covariance of the GP, respectively. The prior
penalizes the trajectory from deviations from the mean to
maintain smoothness in the solutions. The likelihood l(x; e),
handles costs like obstacle avoidance and any other motion
constraints.

The posterior distribution p(x|e) can be represented as
a factor graph. A factor graph is a bipartite graph G =
{Θ, F, E}, where Θ is a set of variables, F is a set of factors,
and E is the set of edges connecting F to Θ. Then the
posterior can be factorized as

p(x|e) =
∏
ti

fgpi (xi, xi+1)fobsi (xi)
∏
τ

f intpi,τ (xi, xi+1)

where fgpi is a binary factor connecting consecutive states,
fobsi is a unary collision likelihood factor, and f intpi,τ is a
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Figure 2.69: An example graph construction with three chains and interconnections [86]

The authors of [86] offer an interesting perspective on homotopy based path planning,
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(a) (b) (c) (d)

Fig. 3: In (a), the gray circle and green circle represent the robot and goal state respectively. The graph is warm-started from its previous
state. In (b), the graph is reoptimized and then A* is used to find a low-cost trajectory (red) on the graph. In (c), edges that will no
longer be traversable (dashed blue lines) after executing the first control are pruned. Finally in (d), the robot executes its first control as
the environment changes. We see that POSH finds a trajectory in a new homotopy class (red) after reoptimizing.

Algorithm 1 POSH

1: SDF ← initial obstacle poses
2: factor graph← {parameters, robot states, SDF}
3: for t = 1, . . . , T do
4: factor graph.optimize()
5: x← A∗(factor graph)
6: factor graph.prune unreachable()
7: execute step(x)
8: SDF.update(obstacle poses)
9: end for

trade-off between smoothness and collision avoidance) and
ratio of interconnections (ranges from 0 i.e. no connections
to 1 i.e. every state is interconnected). Given a number
of desired trajectories (chains) to be interconnected and a
number of time steps, the locations of the initial support
states are computed by constructing a series of ellipses with
the major radius stretching from the start state to the goal
state and varying minor radii as shown in Fig. 4a. Based
on the desired ratio of interconnections, states in spatially
nearby chains are then interconnected to allow switching
between them (see Fig. 4b and Fig. 4c). In line 4, given
the initial graph and SDF, POSH employs the Levenberg-
Marquardt algorithm to optimize the factor graph.

Up to this step, POSH has executed the same steps
as GPMP-GRAPH would in solving the motion planning
problem. Following this, GPMP-GRAPH simply executes the
steps in the most feasible trajectory initially obtained and re-
optimize this same trajectory at every time step until the goal
configuration is reached. However, as discussed earlier this
is insufficient to successfully plan in a stochastic, dynamic
environment. POSH reoptimizes the entire graph with an
updated SDF and re-calculates the most feasible trajectory.
These steps, shown in lines 4-8 in Algorithm 1, are executed
at every time step until the goal state is reached.

We use the example in Fig. 3 to illustrates the process
POSH follows. Fig. 3a shows the graph before an iteration
of optimization. The robot is the gray circle in the bottom
left and the green circle in the top right is the goal state. The
graph’s current state represents the optimal graph configura-

(a) (b) (c)

Fig. 4: Possible graph initializations with (a) no connection be-
tween chains, (b) connections between chains at every other state,
and (c) fully connected chains. The robot is the gray circle and the
goal state is the green circle.

tion found given the SDF at the last time step. In Fig. 3b,
POSH re-optimizes the factor graph based on the updated
SDF. Then, as shown in line 5 of Algorithm 1, A* is run
on this updated, optimized factor graph to return the lowest
cost trajectory (plotted in red). Because A* is complete and
optimal, and the graph connects the start and goal states, it
is guaranteed that the returned solution will be the lowest
cost solution out of possible feasible trajectories encoded in
the graph.

This is followed by line 6, in which POSH runs depth first
search (DFS) to prune away a subgraph of the factor graph to
only maintain the reachable states. Given the current state as
the root and the goal state, DFS determines which support
states are unreachable in time and are therefore irrelevant.
In Fig. 3c, the pruned away subgraph is shown with dashed
blue lines. By executing the first step (line 7 of Algorithm
1) in the trajectory returned by A* in Fig. 3c, the robot
arrives at its new position depicted in Fig. 3d. At the next
time step, the obstacle moves closer to the trajectory the
robot was planning to take as Fig. 3d shows. Then in line 8
the SDF is updated given changes in the environment. After
running another iteration of optimization and A*, the robot
now identifies a new trajectory in a different homotopy class
that is lower cost and feasible. By doing so, POSH avoids
the local minima problem that GPMP-GRAPH is unable to
contend with as seen in Fig. 5, resulting in a collision. On
the other hand, POSH successfully adapts to the dynamic
environment by switching homotopies. This process repeats
until the robot has reached the goal.
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Figure 2.70: Different desired levels of inter-connectivity [86]

(a) (b) (c) (d)

Fig. 3: In (a), the gray circle and green circle represent the robot and goal state respectively. The graph is warm-started from its previous
state. In (b), the graph is reoptimized and then A* is used to find a low-cost trajectory (red) on the graph. In (c), edges that will no
longer be traversable (dashed blue lines) after executing the first control are pruned. Finally in (d), the robot executes its first control as
the environment changes. We see that POSH finds a trajectory in a new homotopy class (red) after reoptimizing.

Algorithm 1 POSH

1: SDF ← initial obstacle poses
2: factor graph← {parameters, robot states, SDF}
3: for t = 1, . . . , T do
4: factor graph.optimize()
5: x← A∗(factor graph)
6: factor graph.prune unreachable()
7: execute step(x)
8: SDF.update(obstacle poses)
9: end for

trade-off between smoothness and collision avoidance) and
ratio of interconnections (ranges from 0 i.e. no connections
to 1 i.e. every state is interconnected). Given a number
of desired trajectories (chains) to be interconnected and a
number of time steps, the locations of the initial support
states are computed by constructing a series of ellipses with
the major radius stretching from the start state to the goal
state and varying minor radii as shown in Fig. 4a. Based
on the desired ratio of interconnections, states in spatially
nearby chains are then interconnected to allow switching
between them (see Fig. 4b and Fig. 4c). In line 4, given
the initial graph and SDF, POSH employs the Levenberg-
Marquardt algorithm to optimize the factor graph.

Up to this step, POSH has executed the same steps
as GPMP-GRAPH would in solving the motion planning
problem. Following this, GPMP-GRAPH simply executes the
steps in the most feasible trajectory initially obtained and re-
optimize this same trajectory at every time step until the goal
configuration is reached. However, as discussed earlier this
is insufficient to successfully plan in a stochastic, dynamic
environment. POSH reoptimizes the entire graph with an
updated SDF and re-calculates the most feasible trajectory.
These steps, shown in lines 4-8 in Algorithm 1, are executed
at every time step until the goal state is reached.

We use the example in Fig. 3 to illustrates the process
POSH follows. Fig. 3a shows the graph before an iteration
of optimization. The robot is the gray circle in the bottom
left and the green circle in the top right is the goal state. The
graph’s current state represents the optimal graph configura-

(a) (b) (c)

Fig. 4: Possible graph initializations with (a) no connection be-
tween chains, (b) connections between chains at every other state,
and (c) fully connected chains. The robot is the gray circle and the
goal state is the green circle.

tion found given the SDF at the last time step. In Fig. 3b,
POSH re-optimizes the factor graph based on the updated
SDF. Then, as shown in line 5 of Algorithm 1, A* is run
on this updated, optimized factor graph to return the lowest
cost trajectory (plotted in red). Because A* is complete and
optimal, and the graph connects the start and goal states, it
is guaranteed that the returned solution will be the lowest
cost solution out of possible feasible trajectories encoded in
the graph.

This is followed by line 6, in which POSH runs depth first
search (DFS) to prune away a subgraph of the factor graph to
only maintain the reachable states. Given the current state as
the root and the goal state, DFS determines which support
states are unreachable in time and are therefore irrelevant.
In Fig. 3c, the pruned away subgraph is shown with dashed
blue lines. By executing the first step (line 7 of Algorithm
1) in the trajectory returned by A* in Fig. 3c, the robot
arrives at its new position depicted in Fig. 3d. At the next
time step, the obstacle moves closer to the trajectory the
robot was planning to take as Fig. 3d shows. Then in line 8
the SDF is updated given changes in the environment. After
running another iteration of optimization and A*, the robot
now identifies a new trajectory in a different homotopy class
that is lower cost and feasible. By doing so, POSH avoids
the local minima problem that GPMP-GRAPH is unable to
contend with as seen in Fig. 5, resulting in a collision. On
the other hand, POSH successfully adapts to the dynamic
environment by switching homotopies. This process repeats
until the robot has reached the goal.
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Figure 2.71: In (a), the gray circle and green circle are the robot and goal states. In (b), A* is
used to find a low-cost trajectory (red) on the graph. In (c), edges that are no-longer viable
(dashed blue lines) after the first movement are pruned. These can include the collision-
free segment currently chosen as the direction of movement and segments that currently
or potentially intersect with obstacles. Finally in (d), as the robot executes its chosen
direction of movement, the environment changes with the lower square moving further along
the positive x-axis. Post re-optimization, POSH finds a trajectory in a new homotopy class
(red). [86]

that one could consider as an application for dynamic environments. The main contribution
of the paper is a switch from one homotopy class to another, should one class no longer be
favorable to traverse in. They do so by proposing an algorithm called the Planning Online by
Switching Homotopies (POSH). An illustration of this is seen in Figure 2.68. POSH builds
on inference based trajectory optimization techniques to plan online and dynamically switch
homotopy classes. POSH can extract information about multiple homotopy classes, and in
light of updated information of the dynamic environment, the appropriate homotopy class
can be selected as the new optimal class. This prevents the algorithm from stagnating at a
class that recently became sub-optimal due to a new constraint. The authors use Gaussian
Process Motion Planning (GPMP) to enable a probabilistic update to the representation of
the environment in the form of a graph. Instead of retaining the same optimized trajectory
from the initial time step for execution as does GPMP, POSH maintains and updates the
entire graph at every time step. Specifically, at any time step the graph is pruned to remove
unreachable (in time) states. The graph is then re-optimized with the changes in the en-
vironment, and is now equipped to find the new optimal trajectory. The details of GPMP
may be seen in [86]. They are summarized briefly here. GPMP constructs a factor graph
with multiple initial trajectories (chains), each with its own set of path segments, called
support states. Adjacent chains have interconnected support states with a prior factor and
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(a) t = 1 (b) t = 6 (c) t = 10 (d) t = 21

Fig. 6: POSH successfully returns a collision free trajectory utilizing 4 chains. At each consecutive time-step t, the robot (gray circle)
prunes away unreachable portion of the graph and reoptimizes the remaining graph until it reaches the goal state (green circle). The path
the robot has traveled so far is shown green and the lowest-cost trajectory going forward is shown in red.

V. DISCUSSION

In this paper, we introduced POSH, a novel online graph-
based trajectory optimization planning algorithm. It builds
on recent inference based trajectory optimization techniques
to add capability to plan online and dynamically switch
homotopies. We found that POSH can leverage knowledge
of distinct trajectories across different homotopy classes
to dynamically select a low cost solution in light of new
information about the environment. In dynamic environments
with moving obstacles, previous trajectory-optimization ap-
proaches are collision-prone as they become stuck in a local
minima. Rather than committing to a low-quality trajectory
in a local minima, POSH successfully generates smooth
and collision-free trajectories by maintaining and optimizing
multiple interconnected solutions to the planning problem.

Our work is currently limited to a finite time horizon
setting i.e. the number of discretized time steps we are
planning over is fixed. For long range tasks in dynamic
environments, occasionally a receding horizon formulation
is more beneficial to avoid wasting computation on latter
portions of the plan far ahead in the future. Extending our
approach to such settings can further improve its capability
and applicability. POSH (and GPMP-GRAPH) can some-
times suffer from different trajectories collapsing into the
same homotopy class. To contend with this problem it will be
beneficial to further investigate principled ways of integrating
sampling strategies for new support states such that POSH
not only prunes unreachable states, but also add new states
at every time step to allow for diversity and exploration.
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Figure 2.72: Another illustration of POSH [86]

interpolated factors between two states from two different chains. This allows the robot to
switch between chains. An example graph construction with three chains and interconnec-
tions is shown in Figure 2.69. Note that such interconnecting support states and factors
are what represent the multiple paths in the same homotopy class and in different classes,
without which deliberate class switching is not possible. The H-signature is used as the
unique identifier for the homotopy class and is applied to identify the frequency at which
the robot changes the homotopy class of its trajectory. The POSH algorithm consists of the
following steps. First, using the signed distance field, the obstacle pose is initialized. Next,
by computing a factor graph, one can determine the extent to which the nodes are required
to be interconnected for better switching or faster solution times; refer to Figure 2.70. In
the third step, A* is employed to generate the initial best cost path, which will be followed
until new information about the environment changes the graph. The fourth step executes
the motion planned thus far, and performs an update of the support nodes using the signed
distance field. This will help prune useless support states or nodes that are no longer valid.
On this graph, A* is then used again to produce the next best path, and the algorithm is
recursive, until the goal is reached. Figure 2.71 illustrates the algorithm pictorially, while
Figure 2.72 shows the results. The latter shows the response of the algorithm in the dynamic
forest environment consisting of numerous objects exhibiting random 2D motion. The dy-
namic forest shown in Figure 2.68 is employed to benchmark the ability of the algorithms to
contend with a challenging re-planning problem [86].

lenge for sampling-based planning algorithms. For every sce-
nario, each version of the algorithms is executed 100 times.
Consistent with the previous box plot, the horizontal axis is
the query time of paths, and the vertical axis is the normalized

path length obtained by two versions of the algorithms. The
only difference is that the time scale in the horizontal axis is
different, because the time required for the convergence of

each scenario is different. From the experiment result, we
can see that when the algorithm running time exceeds a small

threshold, the HIP involved algorithm has better performance
in the mean, the median and the variance. Moreover, the mean
and median value of HIP involved algorithm change more
drastically in the early period, which means that the HIP algo-

rithm accelerates the convergence speed of planning
algorithms.

Here, we show an example of how HIP prunes search

spaces in Fig. 11. Fig. 11(a) represents the expanding tree gen-
erated by the original RRT* algorithm, and Fig. 11(b) repre-

Fig. 10 Typical scenarios and performance comparison
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Figure 2.73: Path as a result of sampling and pruning candidate paths [104]
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sents HIP involved result. In the figure, the expanding tree
consists of nodes and edges in green, and rays of words are
bold segments labeled in orange. Rays in the figure show

how to reveal unrecognized useless samples and edges. In gen-
eral, HIP preprocessor prunes the useless search space, which
would consume lots of computational resources in the original

algorithm. In this way, focusing more computational resources
on the space that needs to be exploited makes the algorithm
achieve higher precision in the same running time. HIP indi-

cates the optimal collection as the empty word, which is
regarded as a necessary criterion for the optimal path. The cri-
terion is that no edge could go across any ray. If the edge con-

tains the new sampling against the criteria, the HIP involved
algorithm is able to abandon the new sampling. Therefore,
useless sampling is avoided, and better performance is
achieved.

5.3. Overhead analysis

Last but not least, it is common knowledge that any preproces-

sor has an overhead problem. Any preprocessor gains its ben-
efit with time consumption. For this reason, in Fig. 10(b), the
HIP involved algorithm performs worse with 0.4 seconds. On

one hand, in this scenario, the preprocessor consumes 63.25
milliseconds on average, which influences the path distance

in a short time. On the other hand, the subsequent running
result shows that the benefits brought by the HIP algorithm
are well worth the effort. To present the time consumption

of HIP, the Probability Density Function (PDF) of the prepro-
cessing time for 100 previously generated scenarios is illus-
trated in Fig. 12. A kernel-density estimation using Gaussian

kernels is utilized to estimate the distribution of preprocessing
time. Statistics are listed in Table 2. The average execution
time of HIP is 42.84 ms, which is acceptable to deal with any-
time problems.

In general, HIP performs better than the original version at
each comparative moment. Even though Fig. 10(b) shows that
the preprocessing version is not as good as the original one due

to overhead at the first moment, HIP performs better in terms
of the medium, mean and variance in the following moments.
From the experimental statistics above, HIP can improve con-

vergence speed with an overhead of approximately 42 millisec-
onds for preprocessing.

6. Conclusions

Sampling-based anytime algorithms face a problem in finding
a better path to prune useless candidates while introducing

unrecognized useless candidates by sampling. In this paper,
we propose a Homotopy class Informed Preprocessor (HIP)
to break the paradox. HIP is able to check whether words of
path candidates belong to the optimal collection. In this

way, HIP reveals wasteful edges of the sampling-based graph
before a better path is obtained. To obtain the optimal collec-
tion, the multiple jump point search algorithm is proposed to

Fig. 11 Expanding trees generated by original RRT* and HIP involved RRT*

Fig. 12 PDF of preprocessing time

Table 2 Statistics of preprocessing time for all experimental

scenarios.

Medium Mean Variance

40.0000 ms 42.8419 ms 483.7781
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Figure 2.74: Additional pruning through HIP in conjunction with RRT* [104]

The authors of [104] also use word based homotopic path planning. They propose the
Homotopy Informed Preprocessor (HIP) algorithm to find the subset of the PPS containing
the optimal path and prune those path candidates that fall outside the subset. The three
steps of the HIP are as follows. The first step is to use homotopic invariants to obtain disjoint
homotopy classes as a partition. The second step uses the Multiple Jump Point Search (Mul-
tiple JPS) algorithm to obtain all shortest paths locally in the discrete grid representation of
the PPS. From this, they are able to correlate those homotopy classes that produce optimal
paths, and these classes are called the optimal collection. The remaining non-optimal classes
are filtered during the pruning process. The third step constructs words of the homotopy
classes of the optimal collection. The word requirement forms an additional pruning cri-
terion in rejecting those path candidates that do not satisfy the word requirement. This
work’s primary contribution is in the qualifier used for pruning and sampling. Figure 2.73
illustrates results from this algorithm. Figure 2.74 shows the use of the additional pruning
through HIP in conjunction with RRT*.

One of the most recent works in the field of path planning using manifold theory is seen
in [21]. The authors of [21] solve the problem of obstacle avoidance by interpolating points
on the PPS, which is assumed to be either a Riemannian manifold or a space described by
Lie groups. While the method does not explicitly deal with generating paths in homotopy
classes, it focuses on admitting only such variations to path segments that comply with the
local tangent space. Therefore, the deformations agree with the underlying manifold, and
are seen to be C1), which is not just continuous as required for homotopic classes, but also
once continuously differentiable. In the absence of any obstacles, the resulting path is shown
to be a geodesic, which satisfies the requirement of the shortest path on a manifold. The
quality of deformation of paths is comparable to that of deformations experienced by paths
in a homotopic class, since the resulting path still respects the topology of the underlying
manifold. Recall from [90] that a homotopy group was induced in the ambient space of the
PPS; however, that is not the only homotopy class that can be deduced from the situation.
Homology groups that are innate to the surface may also be considered, and these are
irrespective of the ambient space, as seen in Figure 2.75. This implies that paths or cycles
that lie in these groups may be transformed to other non-canonical cycles in the same
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2 distinct homology 
groups- blue and red

Figure 2.75: The two distinct homology groups of a torus

groups. The resulting cycles or paths still lie on the surface of interest. This digression
from the content in [21], is to show that the deformation of path segments therein ensures
that the resulting path segment lies on the tangent space of the manifold, and thus is as
important to consider as are other works on homotopic classes of paths. The work in [21] is
now briefly explained. The premise of the general problem being solved here, is the dynamic
interpolation of path segments on the tangent space of a Riemannian manifold. Therefore,
it is assumed that a standard metric on the tangent space is defined, and the path segments
conform to being C1) piecewise smooth curves. The path segments obeying the boundary
conditions on the tangent space of the manifold are identified as a class of curves, which
collectively admits a manifold structure, called the admissible manifold ω. The deformation
or interpolation of these path segments are explained with the help of the curvature tensor
defined as follows. On a given Riemannian manifold, the influence of a vector field on a
curve is given by the covariant derivative of that vector field on the curve. When there are
several vector fields acting on the curve, the combined influence of all these vector fields on
the curve is given by the curvature tensor, which is a function of all the covariant derivatives
of the vector fields and their lie brackets.

For the class of curves in ω, the authors of [21] introduce the notion of a C1 piecewise
smooth one-parameter admissible variation α of a curve x ∈ ω. The admissible variation α is
characterized infinitesimally by the C1 piecewise smooth vector field along the curve x, called
the variational vector field. Due to the boundary conditions imposed, the variational vector
field belongs to the tangent space of the curves, as originally defined. This one-parameter
variation satisfies a relationship involving the curvature tensor. Then, the authors define a
functional J to be minimized to solve the problem defined. The functional J is given by a
weighted combination of the velocity and covariant acceleration of the curve x regulated by a
parameter ρ, together with an artificial potential function V used to avoid the obstacle. The
obstacle is described by a region in the manifold bounded by S, a regular level set of some
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Figure 1. Smooth trajectory generation for two obstacle avoidance problem and two interpolation points, given boundary points.

The interpolation points are γ (0.74) = (R1, r1) and γ (1.43)
= (R2, r2), where

R1 =

⎡
⎢⎢⎢⎣

√
3
2

0 −1
2

0 1 0
1
2

0
√
3
2

⎤
⎥⎥⎥⎦ , R2 =

⎡
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−1
2

0 −
√
3
2

0 1 0√
3
2

0 −1
2

⎤
⎥⎥⎥⎦ ,

r1 = (−1, 2, 1) and r2 = 1
2 (−3, 11, 1).

3.3 Dynamic interpolation for obstacle avoidance
problems on compact and connected Lie groups

Next, we derive the equations for the dynamic interpolation
problem obtained in the previous subsection in the case when
the Lie group is compact and connected.

Assume G is a connected and compact Lie group. Therefore
G is endowedwith a bi-invariant Riemannianmetric thatmakes
G a complete Riemannianmanifold. In this context the Rieman-
nian distance between two points in G can be defined by means
of the Riemannian exponential on G, that is,

d(g, h) = ‖exp−1
h g‖ = d(g, h), g, h ∈ G.

We need to guarantee that the exponential map exph is a local
diffeomorphism, so we assume that the point g must belong to
a convex open ball around h. If we consider the geodesic from g
to h given by γg,h(s) = expg(s exp

−1
g h), s ∈ [0, 1], then, because

‖ dγg,h
ds (s)‖ is independent of s, we can write

d2(g, h) =
∫ 1

0

∥∥∥∥dγg,hds
(s)
∥∥∥∥
2
ds.

The obstacle is represented by an elementh inG and the artificial
potential function, used to avoid the obstacle, is defined by

Vh(g) = τ

d2(h, g)
.

If we consider a map α : r → α(r) verifying α(0) = g and
the family of geodesics from g to α(r) given by γ (s, r) =
exph(s exp

−1
h α(r)), then we have

d
dr

d2(g,α) =
〈
∂γ

∂r
,
∂γ

∂s

∣∣∣∣
s=1

〉
= −

〈
dα
dr

, exp−1
α h
〉

and we obtain the expression of the gradient vector field as
follows:

grad Vh(g) = τ

d4(h, g)
exp−1

g h. (24)

The Levi-Civita connection and the curvature tensor ofG, when
restricted to the Lie algebra g of G, are defined by

g
∇w u = 1

2 [w, u], (25)

R(w, u)z = − 1
4 [[w, u], z]. (26)

Consider as before the body velocity v of a curve x on the Lie
group G with respect to a basis {e1, . . . , en} of the Lie algebra g.
Using (25)–(26), Equation (24) and Corollary 3.5, the equations
describing first-order optimality conditions for problem 2 on a
connected and compact Lie group are obtained as follows:

Corollary 3.7: Let x be a C2-curve on a connected and com-
pact Lie group G with body velocity v with respect to the basis
{e1, . . . , en} of g. If the curve x is an extremiser of the functional
(6) over the class �̄, then x verifies

v′′′ − σv′ + [v, v′′] + τ

2‖ exp−1
x h‖4TxLx−1(exp−1

x h) ≡ 0

(27)
on each interval [Ti−1,Ti], i = 1, . . . ,N where exp is the expo-
nential map on G and h ∈ G.

Example 3.8 (Dynamic interpolation for obstacle avoidance
problem on SO(3)): Motivated by the fact that obstacle avoid-
ance problems defined on the special orthogonal group SO(3)

Figure 2.76: Illustration of admissible variation based path deformation in 3-dimensions [21]
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Figure 2. Left: Smooth trajectory generation for two obstacle avoidance problem and two interpolation points and given boundary points. Right: evolution of θ (mod
2π ) along the time.

5. Final discussion and future research

We studied the problem of dynamic interpolation for obsta-
cle avoidance on Riemannian manifolds and derived necessary
optimality conditions for the trajectory planning problem of
mechanical systems specified by a kinetic energy given by a
Riemannian metric.

Such optimallity conditions specify a motion of a system
along theworkspace, interpolating specific points at given times,
satisfying boundary conditions, and minimising an energy
functional which depends on an artificial potential function
used to avoid static obstacles. Different scenarios were stud-
ied: the problem on a Riemannian manifold, the corresponding
sub-Riemannian problemwhere additional nonholonomic con-
straints are imposed, systems defined on Lie groups endowed
with a left-invariant or bi-invariant Riemannian metrics. Sev-
eral examples were discussed including left-invariant systems
on SE(3), an example on SO(3), and a sub-Riemannian prob-
lem on SE(2). All these examples are chosen to cover different
aspects of the motion planning problem for several applica-
tions in engineering sciences involving Lie group configuration
spaces.

The proposedmethod provides amotion planning algorithm
for a class of mechanical control systems that does not require
the use of local coordinates in the configuration space.While we
cannot claim rigorously that Equation (7) has a solution, given
boundary conditions we provide a numerical solution based
on Euler’s symplectic method which gives a curve that satisfies
the necessary and boundary conditions, and between interpo-
lation points, we solve a boundary value problem by using a
shooting method.

The variational approach proposed in thiswork for the obsta-
cle avoidance problem allows us to further study second-order
optimality conditions for the dynamic interpolation problem
and therefore it may be possible to use the approach presented
in this work for necessary (first-order) conditions to find suf-
ficient (second-order) optimality conditions. The existence of
global minimisers for the dynamic interpolation problem with
an obstacle avoidance can be analysed using similar techniques
to the ones developed in Giambó et al. (2002), and Giambó
et al. (2003).

It is well known that the Pontryagin maximum principle
(PMP) can give first-order conditions for optimality. As far as
we know, such an approach for obstacle avoidancewith dynamic
interpolation does not exist in the literature. We believe that
the study of such a dynamic interpolation problem from the
point of view of PMP, as well as the comparison between both
approaches, provides an interesting analysis of the problem
discussed in this work.

The study of higher-order variational problems on symmet-
ric spaces and reduction theories for variational problems has
attracted considerable interest and has been carried out sys-
tematically by several authors. In future work, we intend to
introduce interpolation points into such problems and extend
the main results presented in this paper to this setting. We will
also intend to extend our work to dynamic interpolation for
obstacle avoidance with moving obstacles.
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Figure 2.77: Illustration of admissible variation based path deformation in 2-dimensions [21]

scalar valued smooth function f . Examples are circles, spheres and ellipsoids. The potential
function V is an artificial smooth (or at least C2 ) function aimed to produce a fictitious
force inducing a repulsion from S. Now that all aspects of the functional J are defined, it
is minimized on the admissible manifold ω to produce path segments. Illustrations of the
method are seen in Figure 2.76 and Figure 2.77. The interesting aspect of this work is to
observe the nature of the path, if the notion of an obstacle was eliminated from the functional
J . That is, when the repulsive force V becomes 0, the resulting path is a geodesic. This shows
that using structured approaches to path modifications guarantee a return to definitions of
the underlying space, which is of consequence when the PPS is non-Euclidean.

2.4 Summary

The PPP is diverse, both in the kind of environments encountered and how they can be
represented. This chapter addressed these two diversities by focusing on static versus dy-
namic environments and, the different algorithms/mathematical tools used to represent and
manipulate the PPS. A brief summary of the chapter is provided, where the PPP is first
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discussed in the perspective of SCs, followed by that of DCs.

A PPS can be viewed either as a set of points or a characterized surface. The former
facilitates the use of SAs, like PRMs, RRTs and CDGT methods. Alternatively or in con-
junction, OAs such as APFs and EAs, can be used to solve the path planning problem. Such
methods are robust to change in robot models and do not require an explicit description of
Pconstraint. Since sampling enables collection of data that represents the PPS, the frequency
at which data is collected needs to be analyzed. A higher sampling frequency is assumed
to better suited for environments with many distinct or dynamic features. However, it is
computationally expensive for PPSs that do not have such features. Conversely, an environ-
ment that requires a higher sampling rates may suffer from infrequent sampling. Therefore,
sampling frequency is an important, but volatile parameter whose change affects the true
representation of the PPS in SAs and OAs. Map resolution or the total number of points
required to represent a smallest area of the map can be an independent parameter or a direct
consequence/factor of sampling frequency.

In either case, map resolution behaves similarly to sampling frequency. That is, cluttered
areas may require higher map resolution as opposed to regularly spaced areas. However,
map resolution is typically fixed, and a dynamic change in resolution to account for a chang-
ing environment is a complex predict-behave process, that needs tuning. On the note of
cluttered environments, the sampling strategy also plays a major role in how well the envi-
ronment is perceived. For example uniform sampling in a PPS with several narrow corridors,
may completely avoid sampling the entirety of the narrow space, thus building an inaccurate
representation of the cluttered space. Therefore, a non-uniform sampling strategy needs to
adopted as the PPS changes to a cluttered setting. Additionally, other parameters that gov-
ern the constraint avoidance scheme may require tuning, especially when avoiding mishaps
native to the optimization algorithm, such as local minima. The consequences listed above
are viewed as disadvantages, since their ability to represent the environment with constraints
needs intervention in the form of parameter tuning.

These disadvantages are characteristic to the absence of a structured representation of
the PPS, which was handled in the second form of representation, i.e., as a manifold. Global
representations of realistic PPSs, i.e., representing PPSs as PPMs, are seldom easy to create.
However, the properties that such formulations offer include continuity, smoothness, neigh-
bourhood relationships, metrics and equivalence classes. Such properties can help determine
paths that follow the underlying curvature of the space and aid in producing better quality
paths that closely resemble the true nature of the path in the original space. Using this as a
foundation, one may then progress towards discretizing the representation of the PPS into a
PPM, and formulating the constraint-free path as a geodesic on the discretized PPM. Thus,
the definition of the PPP involves finding a constraint-free path (geodesic or a segment of a
geodesic) from pstart to pgoal on the PPM.

Viewing the PPP in the context of avoiding DCs in the PPS, showed that there are three
main factors to consider, which are as follows: defining DCs, characterizing the response
of the algorithm to DCs and the kinds of mathematical tools used to define the chosen re-
sponse. DCs could be moving objects or the sudden presence/absence of stationary objects.
This means that the knowledge of such constraints may be evanescent, thus characterizing
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the nature of the response provided by the algorithm. Fleeting information about dynami-
cally appearing constraints may require the algorithm to reactively provide a local, remedial
solution. This is opposed to global, deliberative approaches, that preemptively steer clear
of constraints (assuming their knowledge is at least partially known apriori) and prioritize
navigating towards the destination. Global, deliberative approaches and local, reactive algo-
rithms typically induce slightly different path variations and maneuvers. The former aims to
steadily and seamlessly modify the path such that the potential constraint is not encountered
at close quarters, whereas the latter aims to generate immediate collision-free movements,
such as a blatant turning away or termination of movement. While both kinds of algorithms
modify the path either as a whole or in part, the operation involved is that of constructing a
deviation in the original, pre-constraint path. This deviation is what divides the approaches
of the PPP with DCs, into MBMs and HBMs.

In order to produce the desired modification of the path, MBMs may rely on all or some of
the following: models of the robot, environment and expected constraints. Some examples
of MBMs include a combination and/or variants of MPC (Dubin’s curves, VOSs), OAs
(diffusion, conductivity and APF based methods), SAs (reactive RRTs, PRMs) and CDGT
(tangent graphs). The primary advantage of producing path deviations especially suited to
the robot model, also means that the algorithm is not model independent. Robustness to
different environments and robot models is seen as a desirable feature, since there is minimal
modification required to use the algorithm in a new PPP. The other demerit experienced
by MBMs is that they inherit the same disadvantages as were originally experienced in the
context of SCs. So, issues of sampling affecting the representation of the environment and
encounters with non-optimal solutions in the form of oscillations and local minima, still arise.
The alternative therefore, is a generic solution that minimizes the pitfalls seen with MBMs,
and that group of solutions is called HBMs. HBMs are able to distinguish categories of paths
based on how many constraints the path encloses. The knowledge not only allows identifying
desired homotopy classes within which ideal paths should lie, but also the deformations that
will allow the path to fall into the desired class. When combined with graph traversal based
algorithms or used on their own, the original and discretized HBMs are seen to effortlessly
identify homotopy classes in environments with several obstacles. Their robustness to noise
(although still a function of sensor data), independence of robot model and avoidance of
ambiguous solutions (such as local minima or oscillations) serve as important advantages
over MBMs.

A high-level comparison of the different types of path planning algorithms, including the
CFDMPP algorithm proposed in this thesis, is summarized in Table 2.1 and Table 2.2. The
former compares them in the perspective of SCs and the latter focuses on DCs. More details
about the CFDMPP algorithm are covered in the following chapters.
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Table 2.1: Comparison of path planning algorithms in the context of SCs

Algorithms

Characteristic SA OA Manifold-Based CFDMPP

Requires
environment map

No No Yes Yes

Limitations on dof No No Yes Yes

Single/multiple
query

Both Single Both Both

PPS representation
affected by
sampling

Yes Yes No No

Path quality
affected by
sampling strategy

Yes Yes No No

Robust to
stationary and
mobile robots

Yes Yes Yes Yes

Completeness Probabilistically complete Probabilistically complete Complete Complete
(resolution-
complete
after dis-
cretiza-
tion)

Explicit path
evaluation for
violation of
constraints

Required iteratively Required iteratively Not
required

Not
required

Vulnerable to local
minima

No Yes No No

Shortest path
guarantee

No. A smoothing
function is needed to
shorten generated path.

No. A smoothing
function is needed to
shorten generated path.

Yes if
PPS is
parametrized,
or if it is
charted
and an
atlas
exists.

Yes
(shortest
dis-
cretized
path)

Flexibility to work
in subsets of Cfree
or W free

No (works only in the
sampled space and its
subsets)

No (works only in the
sampled space and its
subsets)

Yes Yes

Equivalence of
working in Cfree
and W free

No No Yes Yes
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Table 2.2: Comparison of path planning algorithms in the context of DCs

Algorithms

Characteristic MBM HBM CFDMPP

Requires
robot/constraint
models

Yes No No

Single/multiple
query

Both Both Both

Anytime algorithm Possibly; depends on the variant chosen. Yes Yes

Robust to noise No Yes Yes

Robust to
stationary and
mobile robots

Yes Yes Yes

Completeness Probabilistically complete Complete
(resolution-complete after
discretization)

Complete
(resolution-
complete after
discretization)

Vulnerable to local
minima

Yes No No

Multiple possible
alternative
solutions

No Yes Yes

Manifold based
path planning

No No Yes
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Chapter 3

Methodology

Chapter 2 provided three main approaches to solve the general PPP which are SA, OA and
the use of manifold theory. This chapter lays down the foundation of the proposed CFDMPP
method to solve the PPP. The CFDMPP provides a solution to the generalized PPP, i.e
with static and dynamic constraints, in a single framework that encompasses manifold theory.
The working mechanism of CFDMPP can be briefly explained as follows. Once a PPS is
chosen for the application at hand, a subset of the PPS is formulated into P free using a
global parametrization. Following this step, a discretization procedure is performed and
the discretized constraint-free manifold is queried for paths. The algorithm performs multi-
query, constraint-free path planning. It combines global parametrization from Section 2.2.1
and the creation of discrete charts, from Section 2.2.2, to pave the manifold. Exploiting
manifold theory in robotic path planning is motivated by the advantages that it offers. The
main advantages inherited by CFDMPP include the following:

1. A path generated using CFDMPP is guaranteed to be constraint-free. As such, the path
never has to be evaluated for constraint violation against constraints modelled out of the
Constraint-Free Manifold (CFM).

2. CFDMPP natively accommodates both static and dynamic constraints via homotopic
path planning. The constraints can include static and dynamic obstacles, singularities
and artificial constraint regions, such as joint limits or workspace no-go zones.

Having understood a brief breakdown of CFDMPP and its primary motivation, the re-
maining sections establish the notation and definitions required to formulate the problem
and lay down the proposed CFDMPP algorithm in Section 3.1 and Section 3.2, respectively.

3.1 Notations and Definitions

This section provides an introduction to concepts used in topology and elementary differ-
ential geometry that will be used to define the proposed solution CFDMPP, in section 3.2.
CFDMPP uses the manifold approach to solve the PPP. To help define the points that make
up the PPS and eventually the PPM, one uses a tuple.

90



Definition 3.1 (Tuple). An n-tuple is an ordered set of n elements, where n ≥ 0. It is
represented as such: z = {z1, z2, .., zn}, where zi is the ith element of the n-tuple.

Tuples are the fundamental forms of representation of points and vectors in space. Vectors
in the generalized n-dimensional PPS thus take the form of an n-tuple. Spaces can then be
defined as union of all such tuples, as can be seen below for C, W and P .

Definition 3.2 (Configuration Space). A system’s generalized coordinates is an n-tuple, with
every element representing a DOF that can be actuated or controlled. This n-dimensional
configuration vector q of a system is represented as

q =
[
q1 q2 · · · qn

]T
; qi ∈ [qmini , qmaxi ] = qspani

Then, the n-dimensional configuration space C of that system is the set of all configurations
that the system can assume. It can be represented as

C = qall =
∏

i=1:n

qspani (3.1)

Definition 3.3 (Workspace). A system’s workspace W represents that portion of the envi-
ronment, that the system’s EE can access [154]. Consider an m-tuple that represents a point
in W as

x =
[
x1 x2 · · · xm

]T
;xi ∈ [xmini , xmaxi ] = xspani

Then, the m-dimensional workspace W of that system is given by

W = xall =
m∏

i=1

xspani (3.2)

An example of C and W of the 2LPM are seen in Figures 2.22 and 2.23, respectively.
Generally, the mapping from q to x, and thus from C to W , is given by (3.3) and (3.4),
respectively. The inverse mappings (if exist) are defined in (3.5) and (3.6).

x = f fwd(q) (3.3)
W = xall = f fwd(qall) (3.4)

q = f inv(x) = f fwd
−1

(x) (3.5)

C = qall = f inv(xall) = f fwd
−1

(xall) (3.6)

In general, the PPS can take several forms, such as the configuration space C, the
workspace W , the joint velocity space, the force space, and so forth. To that end, we
denote the set of all points in the PPS by P . A point p in l-dimensional P is denoted by an
l-tuple

p =
[
p1 p2 · · · pl

]T
pi ∈ [pmini , pmaxi ] = pspani (3.7)
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Therefore any PPS P can be expressed as:

P = pall =
l∏

i=1

pspani (3.8)

Equation (3.8) can also be used to express any other region associated with path planning.

Having understood the relationship between tuples and the space that their union can
represent, one is now interested in assessing the relationship between and amongst such points
in the space. Such relationships can be observed by applying certain rules of compatibility
in that space, and a topological space is one such example. Informally, a topological space
is a set of points on which rules of compatibility are imposed. Typically, rules are applied to
subsets of the original space. For the purposes of this work, an intuitive understanding of
topology aids in defining a topological manifold, which will be used later to define the PPS.

Definition 3.4 (Topological space). A topology on a set S is a collection T of subsets
containing both the empty set ∅ and the set S such that T is closed under arbitrary unions and
finite intersections. In other words, if Uα ∈ T for all α in an index set A, then ⋃α∈A Uα ∈ T
and if U1, ..,Un ∈ T , then

⋂n
i=1 Ui ∈ T . The elements of T are called open sets and the pair

(S, T ) is called a topological space [163].

The topology (set of compatibility rules) as described in Definition 3.4 is the general
definition of topology. It imposes such a relationship that an arbitrary union and intersection
of subsets must still belong in the original space. Topology can be defined using different
tools, such as neighbourhoods, open sets and closed sets, thus resulting in different kinds of
topologies. The following example aims to provide a simple understanding of a topological
space, before proceeding to understand the topology that will be used henceforth, called the
standard topology.

Example 3.1 (Topological space). Consider the set S = {1, 2, 3} and suppose that the
chosen topology T = {∅, {1, 2, 3}}. Then, all unions and intersections are closed in T ,
thus making (S, T ) a topological space. Contrarily, T = {∅, {1, 2, 3}, {1, 3}, {1, 2}} is not a
topological space, since {1, 2} ∩ {1, 3} = {1} /∈ T , for example.

While several variants of the topology to be imposed exist, the most commonly used one
is the standard topology. In this topology, a set U is open in Rn if and only if ∀p ∈ U ,
there is an open ball B(p, ε), with center p and radius ε, that is contained in U . Generally,
point-set topology is concerned with properties that remain invariant under homeomorphisms
(continuous maps having continuous inverses) [163]. This invariance in the PPS is eventually
what will help in planning constraint-free paths in a space whose constraint-free nature
remains invariant when transformed to another, similarly equipped topological space.

As a topological space, one can see that P is a union of constrained and constraint-free
subsets

P = P free ∪ Pconstraint (3.9)

By defining the PPS P as a topological space, one can define its associated subsets as well.
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Definition 3.5 (Constraints). A constraint can be defined as a set of all points in the topo-
logical PPS P that have to be avoided by the robot during path planning. The different cate-
gories of constraints are robot’s mechanical limits, singularities, no-go zones and obstacles.
The constraints of a robotic system may be defined as the union of the above categories.

Pconstraint = Pmechanical limits ∪ Psingularities ∪ Pno-go zones ∪ Pobstacles

Definition 3.6 (Constraint-free Space). The constraint-free space is the subset of the topo-
logical PPS P which the robot is capable to access. It can be formally written as

P free = P \ Pconstraint

The associated spaces can be seen in Figure 2.18. Thus far, all spaces relevant to the PPP
have been defined as topological spaces. While the topology enables intrinsic relationships
amongst members of the space, it does not aid in defining the entire space or its subsets
using more than just the imposed rules. That is, one must be able to characterize either the
entire topological space or its subsets by an explicit or implicit description. The example of
a sphere, which is a Topological Manifold (TM), can be used to differentiate the explicit and
implicit representations. An explicit description describes the nature of the space as viewed
from outside the space, such as the equation of a sphere, which is a global representation
from the perspective of the ambient space in which the sphere lives. The implicit description
on the other hand, describes the nature of the space as viewed by being on the space, i.e., by
not having an idea of what the entire space looks like globally. This is done by describing
how one subset of the space can be related to or stitched to its neighbouring subset; for
example, by describing the relationship between the Northern and Southern hemispheres of
a sphere.

While topological spaces can be globally Euclidean in nature, like Rn, most topological
spaces are not so, as seen with the sphere. Therefore, the main binding agent that allows
globally Euclidean and globally non-Euclidean topological spaces to be locally and globally
defined, is their locally Euclidean nature. TMs describe such topological spaces either glob-
ally or locally. That is, they can either be described by a characterization of the entire space
or by maps that relate its subsets. Since the PPS will eventually be defined as a PPM,
the TM will be formally defined. Defining a TM involves showing that every subset of the
space is locally Euclidean or that there exists a local relationship between the subset of
m-dimensional tuples and Rm. A homeomorphic map is used to describe that relationship.
A homeomorphic map f is bijective, continuous and has a continuous inverse.

Definition 3.7 (Topological Manifold). A topological manifold is a topological spaceM that
is locally Euclidean of dimension m if every point p in M has a neighborhood U such that
there exists a homeomorphism γ from U to an open subset of Rm. The pair (U , φ : U → Rm)
is a chart, U is a coordinate neighborhood or a coordinate open set, and φ is a coordinate
map or a coordinate system on U . [163]

Some examples of manifolds are: a point, which is a 0-manifold, a line or circle, which
is a 1-manifold; and a surface such as sphere, which is a 2-manifold, etc. The notation
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n-manifold implies that the manifold is locally homeomorphic to Rn. Illustrations of a 1-
and 2-manifolds are seen in Figures 3.1 and 3.2. Definition 3.7 addresses the need to show
that the TM is indeed locally mapped to Rm, and by virtue of using a homeomorphic map,
the inverse mapping back to the TM also exists. The inverse mapping establishes the local
similarity to the Euclidean space.

R1

-∞ ∞

Locally 
homeomorphic 
to R1

a.

b.

curve
circle

Figure 3.1: Example of a 1-manifold: a. The Euclidean space R1 is covered by a single chart
(R1, IR1), where IR1 : R1 → R1 is the identity map. b. A curve and a circle are examples of
a 1-manifold.

98 5. Examples of surfaces

(i) Ellipsoid: x
2

p2 + y2

q2 + z2

r2 = 1.

(ii) Hyperboloid of one sheet: x
2

p2 + y2

q2 − z2

r2 = 1.

(iii) Hyperboloid of two sheets: z
2

r2 − x2

p2 − y2

q2 = 1.

(a) An ellipsoid

4.2 Smooth surfaces 81

4.2.6 A helicoid is the surface swept out by an aeroplane propeller, when

both the aeroplane and its propeller move at constant speed (see the

picture below). If the aeroplane is flying along the z-axis, show that

the helicoid can be parametrized as

σ(u, v) = (v cosu, v sinu, λu),

where λ is a constant. Show that the cotangent of the angle that

the standard unit normal of σ at a point p makes with the z-axis is

proportional to the distance of p from the z-axis.

4.2.7 Let γ be a unit-speed curve in R3 with nowhere vanishing curvature.

The tube of radius a > 0 around γ is the surface parametrized by

σ(s, θ) = γ(s) + a(n(s) cos θ + b(s) sin θ),

where n is the principal normal of γ and b is its binormal. Give a

geometrical description of this surface. Prove that σ is regular if the

curvature κ of γ is less than a−1 everywhere.

(b) A torus

Figure 3.2: Examples of 2-manifolds [128]

In order to define the implicit representation of a TM, the relationship between its subsets
must be established. Expressed by a map, this relationship imposes two qualities on the
subsets. The first property imposes that the subsets lie on a TM, i.e., they are locally
Euclidean. The second property imposes that the subsets lie on the “same” TM. This means
that the subsets of the TM share some points via an intersection, and these shared points are
also locally Euclidean. Establishing that the subsets indeed neighbour each other requires a
diffeomorphic map. This is a stronger requirement than that of a homeomorphic map.

Diffeomorphisms are defined with the help of smooth maps. A map or function f that is
once continuously differentiable is denoted as a C1 map. Subsequently, n-times continuously
differentiable maps are Cn maps. C∞ maps are infinitely continuously differentiable and are
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called smooth maps. A diffeomorphic map f is a homeomorphism, whose inverse f−1 is at
least C1. Smooth diffeomorphisms have inverses that are C∞.

Proposition 3.1 (Composition of diffeomorphisms). Every composition of diffeomorphisms
is a diffeomorphism. [97, Proposition 2.15(a)].

Proposition 3.1 shows that diffeomorphic maps applied to diffeomorphic maps result in
diffeomorphisms. That is, irrespective of the number of diffeomorphic transformations ap-
plied, they may always be reversed, and one can always go back to the first pre-image/domain
of the map. This quality is essential in determining if neighbouring subsets do indeed lie on
the same TM. As seen in Definition 3.7, subsets of a TM are represented by their mapping
to the Euclidean space, which are otherwise called charts. Thus, the adjacency relationship
shared by subsets of a TM can also be defined using the respective charts of each of the
subsets. Such charts are called compatible charts.

To explain compatible charts, one must first check that the charts satisfy the underlying
topology of the TM. Suppose (U , φ : U → Rn) and (V , ψ : V → Rn) are two charts of a
topological manifold. Since U ∩V is open in U and φ : U → Rn is a homeomorphism onto an
open subset of Rn, the image φ(U ∩V) will also be an open subset of Rn. Similarly, ψ(U ∩V)
is an open subset of Rn [163]. This shows that the charts respect the underlying standard
topology, as seen in Definition 3.4. Compatible charts can now be formally defined.

Definition 3.8 (Compatible Charts). Two charts (U , φ : U → Rn), (V , ψ : V → Rn) of a
topological manifold are C∞-compatible if the two maps

φ ◦ ψ−1 : ψ(U ∩ V)→ φ(U ∩ V)

ψ ◦ φ−1 : φ(U ∩ V)→ ψ(U ∩ V)

are C∞. These two maps are called the transition functions between the charts [163].

Definition 3.8 is illustrated in Figure 3.3 and will be explained later in an example. The
compatibility of two charts and their operating sets means two things. First, both charts
must be able to act on the intersection of the operating sets, since the intersection is what
connects the two sets. Second, results of the charts’ operation on the intersection should be
quantifiable using a map. The second step is what defines the transition step. Note that such
C∞-compatibility is automatic when the intersection of sets (U ,V) is empty, since ∅ is part of
the standard topology. From here on, since only C∞-compatible charts are focused on, in an
abuse of notation, the label “C∞” will no longer be explicitly mentioned and C∞-compatible
charts will be referred to simply as charts. These charts help identify a specific subset of the
manifold, and by being compatible with another chart on the manifold, they help relate one
subset of the manifold to another (usually neighbouring) subset of the manifold. If one were
to find all such relationships in the TM, then one has a set of relationships that can enable
traversing from one subset to another in the TM. In other words, the implicit description of
the TM is accomplished by a set of compatible charts. Compatible charts impose restrictions
on what kind of maps to and from the manifold are smooth and eventually enable defining
continuity and smoothness, i.e., the fundamentals of calculus, on the entire manifold.
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U V

ɸ Ψ

ɸ(U ∩ V) Ψ(U ∩ V)

Figure 3.3: Illustration of Definition 3.8 shows that the transition function ψ ◦φ−1 is defined
on φ(U ∩ V).

Definition 3.9 (Atlas). A C∞ atlas, or simply an atlas, on a locally Euclidean space M
is a collection U = {(Uα, φα)} of pairwise C∞-compatible charts that cover M. That is,
M =

⋃
α Uα [163].

Thus, a set of compatible charts, together as an atlas, pave the manifold. The following
example illustrates some of the concepts introduced above.

Example 3.2 (Compatible Charts). Consider a unit circle S1, as seen in Figure 3.4. The

U1 = (e0.i, e2πi) U1 = (e-iπ/2, eiπ/2)

Figure 3.4: Open subsets of the circle, a 1-manifold from whom charts

set of points that make up the unit circle is given by U = {eit ∈ C|0 ≤ t ≤ 2π}. In order
to create an atlas of this 1-manifold, one can consider two open sets U1 and U2 such that
U1 = {eit ∈ C|0 < t < 2π} and U2 = {eit ∈ C|−π

2
< t <

π

2
}. To show that these points are

indeed locally homeomorphic to R1, one must find charts that map the open sets to R1. The
following charts φ1 and φ2 of the form:

φ1 :




U1 → R1

(u = eit) 7→ t =
1

i
log(u)

φ2 :




U2 → R1

(u = eit) 7→ t =
1

i
log(u)

Both charts (U1, φ1) and (U2, φ2) are homeomorphisms. To check if they form compatible
charts, they must satisfy Definition 3.8. First, define U1 ∩ U2 =

(
0, π

2

)
t
(−π

2
, 0
)
, where
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t represents the disjoint union. Note from Definition 3.8 and Figure 3.3, that transition
functions are only defined on the region of set intersection U1 ∩ U2. The transition function
is found if a map from φ1(U1∩U2)→ φ2(U1∩U2) is found (along with its inverse). φ1(U1∩U2)
can be computed as follows:

φ1(U1 ∩ U2) = φ1

((
ei 0, ei 2π

)
∩
(
ei
−π
2 , ei

π
2

))
= φ1

((
ei 0, ei

π
2

)
t
(
ei
−π
2 , ei 0

))

= φ1

(
ei 0, ei

π
2

)
t φ1

(
ei
−π
2 , ei 0

)
=

(
0,
π

2

)
t
(

3π

2
, 0

)
(3.10)

Similarly, define φ2(U1 ∩ U2):

φ2(U1 ∩ U2) = φ2

((
ei 0, ei 2π

)
∩
(
ei
−π
2 , ei

π
2

))
= φ2

((
ei 0, ei

π
2

)
t
(
ei
−π
2 , ei 0

))

= φ2

(
ei 0, ei

π
2

)
t φ2

(
ei
−π
2 , ei 0

)
=

(
0,
π

2

)
t
(−π

2
, 0

)
(3.11)

Now, one finds a map ftransition that relates (3.10) and (3.11), i.e., ftransition : φ1(U1∩U2)→
φ2(U1 ∩ U2) or ftransition ≡ φ2 ◦ φ−11 (U1 ∩ U2). For ftransition to exist,

ftransition ≡ φ2 ◦ φ−11 (U1 ∩ U2) :

φ1(U1 ∩ U2) =

((
0,
π

2

)
t
(

3π

2
, 0

))
→ φ2(U1 ∩ U2) =

((
0,
π

2

)
t
(−π

2
, 0

))

Thus, ftransition is found to be

ftransition =

{
t− 2π, for t ∈

(
3π
2
, 0
)

t, for t ∈
(
0, 3π

2

)

Similarly, f−1transition : φ2(U1 ∩ U2)→ φ1(U1 ∩ U2) is found as follows:

f−1transition ≡ φ1 ◦ φ−12 (U1 ∩ U2) :

φ2(U1 ∩ U2) =

((
0,
π

2

)
t
(−π

2
, 0

))
→ φ1(U1 ∩ U2) =

((
0,
π

2

)
t
(

3π

2
, 0

))

Thus, f−1transition is found to be

f−1transition =

{
t+ 2π, for t ∈

(−π
2
, 0
)

t, for t ∈
(
0, π

2

)

Since both ftransition and f−1transition exist, the charts φ1 and φ2 are compatible over U1 and U2.
Since ftransition and f−1transition are smooth, (U1, φ1) and (U2, φ2) form C∞ compatible charts.
U1 ∪ U2 results in the entire manifold, and since both U1 and U2 have compatible charts,
(U1, φ1) and (U2, φ2) form a C∞ atlas.
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Definition 3.10 (Maximal Atlas). An atlas M on a locally Euclidean space is said to be
maximal if it is not contained in a larger atlas. In other words, if M is maximal and U is
an atlas containingM, then U =M [163].

Thus far, definitions of the manifold (space locally homeomorphic to Rn), compatible
charts and the union of all compatible charts that cover a topological space have been
seen as stand alone concepts. Used together, the compatible charts of the maximal atlas
introduce additional structure to the TM that allows properties of continuity, smoothness
and invertibility invariant on the TM. It is referred to as a Smooth Manifold (SM).

Definition 3.11 (Smooth Manifold). A C∞ manifold, or simply SM, M is a TM together
with a maximal atlas. The maximal atlas is also called a differentiable structure on M .
[163].

Definition 3.12 (Manifold Dimension). A manifold is said to have dimension n if all of its
connected components are of dimension n [163].

Thus to summarize, a TM is a SM if all transition maps in the atlas are C∞ diffeomor-
phisms, i.e., all partial derivatives exist and are continuous. In such a case, the atlas is a
smooth atlas [118,119,174]. For more details, the reader is advised to refer to [163, Proposi-
tion 5.10]. Stated simply, a smooth atlas has at least two charts that are smoothly compatible
with each other [97]. Having defined a manifold and its atlas, one now define interactions
between manifolds, such as creating a new manifold from two or more manifolds and map-
ping between two or more manifolds. Product manifolds and maps between manifolds will
eventually help define the spaces and the relationship between the manifolds in C and W as
manifolds.

Definition 3.13 (Product Manifold). SupposeM1, . . . ,Mk are TMs of dimensions n1, . . . , nk,
respectively. The product space M1 × · · ·×Mk is a TM of dimension n1 + · · ·+ nk. [97]

The n-torus is an example of a topological n-manifold. For a positive integer n, the
n-torus is the product space Tn = S1 × · · ·× S1 [97]; see Figure 3.2(b) for a genus-1, 2-torus
which is a 2-manifold. A similar extension can be afforded to smooth product manifolds.

Definition 3.14 (Smooth Product Manifold). IfM1, . . . ,Mk are SMs of dimensions n1, . . . , nk,
respectively, then the product space M1 × · · ·×Mk is a TM of dimension n1 + · · ·+nk, with
charts of the form (U1 × · · ·× Uk, φ1 × · · ·× φk). Any two such charts are smoothly com-
patible. This defines a natural smooth manifold structure on the product, called the Product
Smooth Manifold (PSM) structure. [97]

This implies that if {Uα, φα} and {Vi, ψi} are C∞ atlases for the manifolds M and N of
dimensions m and n, respectively, then the collection of charts

{(Uα × Vi, φα × ψi : Uα × Vi → Rm × Rn)}

is a C∞ atlas on M × N . Therefore, M × N is a C∞ manifold of dimension m + n [163].
Using the example of the n-torus, this yields a SM structure on the n-torus product manifold
defined by Tn = S1 × · · ·× S1 [97].
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So far, one has seen how a new manifold with a larger dimension can be constructed
from two smaller dimensional manifolds. The next step is to be able to traverse from one
SM to another using a smooth map and subsequently using a diffeomorphism. A smooth
map between manifolds is defined in Definition 3.15 and illustrated in Figure 3.5.

Definition 3.15 (Smooth Maps between Manifolds). Let M and N be SMs. Then, the map
F : M → N is a smooth map, if for every p ∈M , there exist smooth charts (U , φ) containing
p and (V , ψ) containing F (p), such that F (U) ⊆ V and the composite map ψ ◦ F ◦ φ−1 is
smooth from φ(U) to ψ(V) [97].

M
NF

U
V

p
F(p)

ɸ(U) Ψ(V)
Ψ ० F ० ɸ-1 

ɸ Ψ

Figure 3.5: Illustration of a smooth map between manifolds as seen in Definition 3.15

Having defined a smooth map between two manifolds using charts, a diffeomorphic map
between two manifolds can be understood. If M and N are SMs, a diffeomorphism from
M to N is a smooth bijective map F : M → N that has a smooth inverse. That is, M
and N are diffeomorphic if there exists a diffeomorphism between them. It is symbolized by
M ≈ N . The following example explains this concept.

Example 3.3 (Diffeomorphic SMs). Consider the two maps F : X → Y and G : Y → X,

such that F (x) = x
/√

1− |x|2 and G(y) = y
/√

1 + |y|2. Both F and G are smooth. Since
they are inverses of each other, they are both smooth inverses. Thus, they are diffeomorphic.

Since manifolds are usually defined by charts and open sets, it is natural to check for
a local diffeomorphism between manifolds by using the chart representation. Theorem 3.1
helps determine when a local diffeomorphism exists between two manifolds.

Theorem 3.1 (Inverse Function Theorem for Manifolds (IFTM)). Let F : M → N be a
C∞ map between two manifolds of the same dimension, and p ∈ M . Suppose for some
charts (U , φ) = (U , x1, . . . , xn) about p ∈ M and (V , ψ) = (V , y1, . . . , yn) about F (p) ∈ N ,
F (U) ⊂ V . Set F i = yi ◦ F . Then, F is locally invertible at p if and only if its Jacobian
determinant det(δF i/δxj(p)) is nonzero [163].
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An interesting consequence of diffeomorphisms between manifolds is that both manifolds
must be of the same dimension. This is made explicit in Theorem 3.2.

Theorem 3.2 (Diffeomorphism Invariance of Dimension). A nonempty SM of dimension m
cannot be diffeomorphic to an n-dimensional SM unless m = n [97].

This dimensional invariance that is imposed using diffeomorphisms later allows for clear
definition of mapping to and from constraint-free manifolds.

It was noted earlier that TMs are topological spaces with additional structure that could
be represented implicitly and explicitly. As seen for TMs and SMs, charts and the associated
atlas accomplish the implicit definition of manifolds. The global or explicit representation
of the manifold is seen from its ambient space. As seen previously, manifolds exist in many
dimensions, such as the 0-manifold (e.g., a point), 1-manifold (e.g., a line or circle), and 2-
manifold (e.g., surfaces such as a sphere, cylinder, torus, etc.). Since the global representation
is from the perspective of the ambient space, it must be noted that global representations
are possible only if the dimension of the ambient space within which the manifold lives is
greater than the dimension of the manifold. So, the aforementioned examples can be globally
represented provided that an n-manifold lives in an (n+ 1) or higher-dimensional space. For
example, a 2-manifold, such as a sphere or cylinder, lies in Rn, where n ≥ 3. Thus, it is easy
to see that any manifold of greater dimension is not easy for humans to perceive. Hence,
only manifolds of dimensions 0, 1 and 2 can be visualized, and thus perceived for the PPP.
For the purpose of this thesis, only dimensions of 2 or less will be considered to represent
the manifolds associated with the PPP. The PPS will be defined as a 2-manifold whenever
possible and the path generated will be defined as a 1-manifold. Thus, the focus for global
and explicit representation will be defined for a 2-manifold, from the perspective of a surface
in space, followed by the parametrization of a 1-manifold.

Definition 3.16 (Surface). A subset Ssurface of R3 is a surface if, for every point p ∈
Ssurface, there is an open set U in R2 and an open set W in R3 containing p, such that
Ssurface∩W is homeomorphic to U . A subset of surface Ssurface of the form Ssurface∩Wsubset,
whereWsubset is an open subset of R3, is called an open subset of Ssurface. A homeomorphism
ρ : U → Ssurface ∩Wsubset as in this definition, is called a surface patch or parametrization
of the open subset Ssurface ∩Wsubset of Ssurface. A collection of such surface patches whose
images cover the whole of Ssurface is called an atlas of Ssurface [128].

Examples of a surface include a plane, disc, cylinder, annulus, sphere, ellipsoid, and torus,
to name a few. Figures 3.2, 3.6 and 3.7 show a few such examples. The hole-like region of
a torus is referred to as a genus. A surface with n hole-like regions is generally called an
n-genus surface.

To define a path in the PPM, we formally define a 1-manifold or any variant of a curve
using the following definition.

Definition 3.17 (Parametrized curve). A parametrized curve in Rn is a map γ : (α, β) →
Rn, for some α, β, such that −∞ ≤ α ≤ β ≤ ∞ [128].
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Figure 3.6: Common examples of surfaces
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(iv) Elliptic paraboloid: x
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p2 + y2

q2 = z.

(v) Hyperbolic paraboloid: x
2

p2 − y2

q2 = z.

(vi) Quadric cone: x
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p2 + y2

q2 − z2

r2 = 0.

(b) Elliptic Paraboloid

Figure 3.7: Examples of surfaces [97]

The symbol (α, β) denotes the open interval (α, β) = {t ∈ R | α < t < β}. An example
is that of the unit circle, where γ(t) = (γ1(t), γ2(t)) : t→ (cos(t), sin(t)) for t ∈ (0, 2π + δ),
with δ being an arbitrarily small number. A parametrized curve of 1-manifold, whose image
is contained in a level curve LC, is called a parametrization of (part of) LC [128]. The LC
representation is analogous to the surface Ssurface represented by a level set function. The
goal of the proposed CFDMPP is to generate the shortest constraint-free path on the PPM.
The shortest path on a manifold is called a geodesic. In order to understand a geodesic on
a surface/manifold, one requires the definition of the tangent space on a surface.

Definition 3.18 (Tangent Space). A tangent vector to a surface Ssurface at a point p ∈
Ssurface is the tangent vector at p of a curve in S passing through p. The tangent space TpS
of Ssurface at p is the set of all tangent vectors to Ssurface at p [128].

When the TpS is a plane, it is referred to as the tangent plane.

Definition 3.19 (Geodesic). A curve γ(t) on a surface Ssurface is called a geodesic if for
every value t0 of the parameter t, γ̈(t0) is zero or perpendicular to the tangent plane of the
surface at that point γ(t0), i.e, parallel to its unit normal [128].

The proposed CFDMPP is based on generating geodesics as constraint-free paths. That
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is, the aim is to generate the shortest path possible on the PPS, while considering its underly-
ing curvature. Some examples of geodesics are shown in Figure 2.17. However, modifications
to the generated shortest paths may be necessary to overcome dynamic constraints. To this
end, concepts known as homotopy and homology, are applied. Before providing formal def-
initions associated with both concepts, let us look at how they can be linked to the path
planning problem.

Topological spaces lay the foundation for defining metrics, which in turn formalize notions
of continuity and differentiability. At this stage, with the help of more definitions, one can
define a surface, manifold or in its most basic form, a space. In the path planning context, it
helps define the PPS. A path between two points in that PPS is then defined as the image of
a map, whose pre-image lies in some space, for example, the control input space. In a PPS
devoid of constraints, i.e. P = P free, the desired path between pstart and pgoal, is typically
the shortest path. This assumes that the metric to evaluate path quality is that of path
length. Then, geodesics allow us to generate the shortest path on a surface, as defined by
the metric on that surface. Therefore, the metric of minimizing path length can be held as
a reliable metric across PPSs.

p1 
start

p2 
start

p2 
goal

p1 
goal

p1 
start

p1 
goal

p2 
start p2 

goal

Figure 3.8: Potential paths for different start and goal pairs. The trivial case with one
missing region is on the left hand side, and the non-trivial case with three missing regions is
on the right hand side.

If however, the PPS is no longer pristine, that is, P 6= P free, then some mathematical
element has disturbed the PPS. An exclusion of a region (as small as a point) from the PPS
has occurred, such that the space can no longer be defined as it was before. Naturally, in
path planning, an intrusion by a constraint renders a region of the PPS inaccessible for path
planning. This exclusion of free space changes the original definition of the PPS, to now
reflect a missing region. Note that the term missing region is not simply a visual marker, but
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eventually forms the basis of understanding homotopy and homology. This causes a change
in the topological property of connectedness of the space, which is formally defined later.
Roughly speaking however, a space is simply connected if every closed curve in the space
can be shrunk to a point [115]. In the example considered thus far, points that previously
could have been connected with a line segment, may no longer be able to satisfy that. So
in the path planning parallel, the shortest path may no longer be mathematically correct,
if it appears to cut across the missing region. In such a case, a new shortest path must
be planned. But, there may now exist alternative paths, each satisfying the metric of path
length.

This can occur as a consequence of the path having to divert itself around the missing
region, so as to still lay on the new PPS and also reaching its destination. One missing region
can result in two possible diversions, and thus result in two alternative paths. Determining
the optimal path first involves recognizing that there exist two alternative paths. Doing
so is trivial in the case of one missing region. However, it is non-trivial when there exist
more than one constraint or missing region. Figure 3.8 illustrates the trivial case with one
missing region and a non-trivial case with three missing regions for two different start-goal
pairs. The differently coloured lines represent unique path types between their respective
start (blue square) and goal (red square) locations.

The number of possible paths in a space with several missing regions, depends on two
attributes: the locations of pstart and pgoal, and the number of missing regions, as seen in
Figure 3.8. Figure 3.8 shows that even for the trivial case, the resulting paths are different
for different start-goal pairs. It also shows that for the non-trivial case, the number and
type of possible paths can be dramatically different, with a change in start-goal pair and the
number of missing regions. Clearly, the number of possible paths is directly proportional to
the number of missing regions in the space. So, path planning in a P free which is littered
with missing regions, can now present multiple constraint free paths between the requested
pstart and pgoal. In order to evaluate each one for its compliance with the chosen metric,
a list of possible paths needs to be created. The list requires distinguishing paths that are
different from one another. It also requires that we identify paths that are simply a variant
(for example, longer or shorter version) of another path, so that they are grouped together.
This important requirement of being able to group paths into one, or separate them into
different groups, is what leads us to homotopy and homology.

Roughly speaking, homotopy and homology give us a tool to uniquely characterize a
path, by determining how many missing regions the path encloses. Consequentially, paths
that are of different lengths but still enclose the same missing regions can be characterized
as being the same kind of paths. Inversely, paths of the same path lengths that enclose
different missing regions will be classified as being different kinds of paths. The combined
use of homology and homotopy endows us the capability of making the same judgements on
paths, even when they do not fully enclose the missing region. This is typical of paths in the
path planning context, when shortest paths are contours located between missing regions,
but not necessarily winding around the entirety of the missing region.

In such a case, homology equips us with another trait that further aids in uniquely
characterizing the path. The trait marks the direction that the path takes when it encloses
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some or all of the missing region. The direction of enclosure, in conjunction with the number
of missing regions enclosed, now provides a complete measure of the uniqueness of a path
kind. Using this as an indicator of path type, a generated path may now be classified as
belonging to or being different from, a path type. Paths belonging to the same type may be
evaluated for a metric so that the best path can be used as an ideal representative for that
path type. Representative paths across different path types may then finally be evaluated
for a metric, so that the best path type may be chosen as the ideal path type. This process
then returns best path across path types, and within the chosen path type. Now that we
intuitively understand the importance of homology and homotopy in the context of path
planning, we shall progress towards their associated definitions.

Definition 3.20 (Homotopy). If f and f ′ are continuous maps of from spaces X → Y , f
is homotopic to f ′ if there is a continuous map F : X × I → Y such that

F (x, 0) = f(x) and F (x, 1) = f ′(x)

where I = [0, 1] is the unit-interval. The map F is called a homotopy between f and f ′ and
the relationship between the two maps are written as f ' f ′ [115].

In other words, homotopy can be thought of as a one-parameter family of maps from
X → Y . If that single parameter was interpreted as time, for instance, then homotopy can
be viewed as follows. As time is varied from 0 to 1, the homotopy F correspondingly deforms
the map from f to f ′.

Homotopy as defined above applies to maps in general. We are interested in homotopy as
specifically applied to paths in a space, so we shall first define a path. A path in X from x0
to x1 is a continuous map f : I → X such that f(0) = x0 and f(1) = x1, where I = [0, 1] is
the unit interval [98]. Then, x0 and x1 are termed as the initial and final points, respectively.

We now define homotopy specifically for paths, called path-homotopy, which is a stronger
relation than mere homotopy [115].

Figure 3.9: Path homotopy with the unit plane on the left hand side and the resulting
homotopic paths on the right hand side. The divisions of the unit plane are mapped to X
as homotopic paths, with the same initial and final points [115]

Definition 3.21 (Path Homotopy). Two paths f and f ′ from I → X, where I = [0, 1], are
said to be path homotopic, if they have the same initial point x0 and the same final point x1

104



and if there is a continuous map F : I × I → X such that:

F (s, 0) = f(s) and F (s, 1) = f ′(s) (3.12)
F (0, t) = x0 and F (1, t) = x1 (3.13)

∀s ∈ I and ∀t ∈ I. Then, F is called the path homotopy between f and f ′ and the homotopic
paths are expressed as f 'p f ′. [115].

The two conditions in the definition can be explained as follows. The first condition
states that F is a homotopy between f and f ′ as per Definition 3.20. The second condition
now imposes that the above deformation take place, all while keeping the initial and final
points constant. Figure 3.9 illustrates exactly this. Path homotopy is of consequence for
the path planning context, essentially for the second condition. This is so, because in the
event of encountering a constraint, the start and goal locations still remain the same, but an
alteration of the path is necessary.

Lemma 3.1. The relations ' (homotopy) and 'p (path homotopy) are equivalence rela-
tions. [115].

This lemma aids us with a significant tool for path planning, because we are now able
to categorize different paths as equivalent, if they are homotopic. Formally, if f is a path,
its path-homotopy class is denoted by [f ]. The formal proof of the lemma is seen in [115].
We shall informally explore the three requirements for path homotopy to be an equivalence
relation. In the process, its implications in the context of path planning are seen.

Figure 3.10: If F : f 'p f ′ and F ′ : f ′ 'p f ′′, then G : f 'p f ′′.

The first requirement of showing that f 'p f is trivial. The second shows that f 'p f ′
implies that f ′ 'p f . This is important because it establishes that irrespective of the
sequence in which paths of a class are computed, homotopy between them can be established.
The next requirement imposes that if f 'p f ′ and f ′ 'p f ′′, then f 'p f ′′. This now
shows that irrespective of how many paths are computed, one can show their equivalence by
relating all paths to one representative path. Such a situation can occur when path planning
algorithms produce numerous tentative paths based on their current point of exploration.
Figure 3.11 illustrates straight line homotopy, where the homotopy between paths is carried
across through straight line segments. The illustration on the right hand side has a missing
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region at the origin, shows three different paths. Paths g and f are (straight line) path
homotopic, but h is not homotopic to f . It is intuitively clear that there exists no homotopy
in that case, one cannot deform f past the missing region at the origin. Otherwise stated,
one cannot continuously shrink f to a point in that space, because the smallest shrunk
contour will wind around the origin, and not at it. One now starts to see how the concept
of a missing region relates to path homotopy, and eventually, different homotopic classes. In
the context of path planning, this aids in representing constraints as missing regions around
which path classes are defined.

Figure 3.11: Straight line homotopy. Left hand side: Path homotopy between f and g. Right
hand side: Path homotopy between g and f , but not between f and h; [115].

Subsequent definitions find important use for path planning in a discretized PPS.

Definition 3.22 (Product of paths). If f is a path in X from x0 to x1, and if g is a path
in X from x1 to x2, the product of f and g is the path h. It is denoted by h = f ∗ g and is
given by the equations( [115]):

h(s) =




f(2s) for s ∈ [0,

1

2
]

g(2s− 1) for s ∈ [
1

2
, 1]

The function h is continuous and well defined on the unit interval, and it represents a
path in X from x0 to x2. The path h initially travels from x0 to x1 via path f , and then
from x1 to x2 via g. Both segments of the final path are now being traversed at twice the
"speed" of the parameter s ∈ I, so that the final path still satisfies the definition of being a
path from I → X. Definition 3.22 equips us with the ability to deal with incremental path
planning. That is when a path is planned, it is typically generated incrementally, segment
wise. Path homotopy was defined for a path between an initial and final point; however in
path planning situations, that path itself is a composition of path segments. So, it is of great
use to know that the composition of path segments can still undergo the same analysis as
opposed to the global, unified representation of the path. Armed with the product operation
on paths, one can now appreciate the induced product operation on path-homotopy classes
as defined in [115]:

[f ] ∗ [g] = [f ∗ g] (3.14)
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Figure 3.12: The product operation of two path-homotopy classes [115].

Figure 3.12 shows the significance of the product operation on path-homotopy classes.
The figure illustrates that the product of two path-homotopy classes is the path-homotopy
class of the product of paths. The operation ∗ satisfies properties of associativity, right and
left identities and the inverse, referred to as the groupoid properties. One notes that these
properties are satisfied only when f(1) = g(0), i.e. when the product operation is defined on
the paths themselves. A remarkable consequence of the groupoid properties, shows that the
product operation on path-homotopy classes is not restricted to simply two classes as seen
in equation (3.14). Intuitively, the result shows that associativity of path-homotopy classes
holds for any finite product of classes. Which in turn means that, the path-homotopy class of
the resulting path remains the same, irrespective of how many intermediate path segments,
the product is applied to. Stated formally as a theorem as seen in [115]:

Theorem 3.3. Let f be a path in X and let a0, ..., an be numbers, such that 0 = a0 < a1 <
..., an = 1. Let fi : I → X be the path that equals the positive linear map of I = [0, 1] onto
[ai−1, ai] followed by f . Then, [f ] = [f1] ∗ · · · ∗ [fn].

Theorem 3.3 is of prime significance for the purposes of path planning, and specifically
so, in the context of discretized path planning. This thesis proposes discretizing the PPS
and then commencing path planning. That is, path segments are generated incrementally
and their composition is what needs to be evaluated for the path-homotopy class. The
number of path segments generated is proportional to the map resolution. So with the help
of theorem 3.3, one is confident that theoretically, discretized path segments and the map
resolution has no detrimental effect on the path-homotopy class. Therefore, generated path
segments can be evaluated to see if they belong to the same or different classes.

One now understands the significance of homotopy classes with respect to possible paths
navigating an environment with constraints. It is easy to see that the constraints are what
give rise to the different homotopy classes in the first place. That is, the number and
placement of constraints/missing regions have an impact on the number of type of homotopy
classes. With this in consideration, one now approaches the concept of homology.

Homology theory is quite detailed, and beyond the scope of this thesis. However, the
important take away from homology is that the use of a specific kind of homology group
(singular homology group) uses singular chains to detect holes [98]. Any chain that closes up
on itself (like a closed path) but is not equal to the “boundary value” of a chain of one higher
dimension must surround a hole in X [98]. These homology groups are topological invariants
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and are also homotopy invariants [98]. Intuitively speaking, homology allows detection of
missing regions/ holes in a topological space. This is observed with the help of cycles or
closed contours on that space. The cycles are shrunk to see if they can be collapsed to a
point, or their inability to be shrunk beyond a certain point. In the latter case, it implies
that the shrunk cycle has reached the boundary of a missing region. In a manner similar to
homotopy classes, cycles can be deformed within the same homology class. Homology has
computation tools that make it easier to first compute homology classes, and then use it to
determine homotopic classes. As the authors of [19] (on whose work this section of the thesis
is based) state, homology serves as a fair analog of homotopy in most robotics problems. We
will now explain why that is so.

Since homology depends on a closed contour or a cycle, we relate the latter to paths,
and express homology as a function of paths. Given a path f : I → X with x0 and x1 as
the initial and final points, one defines the reverse path from x1 and x0 as f̄(s) = f(1 − s)
where s ∈ I [98]. Figure 3.13 shows both such paths around a missing region. Recall
that the product of paths is also a path, and such is the case for f and f̄ , resulting in a
contour that surrounds the missing region. Thus, this cycle or closed contour will define the
homology class surrounding the missing region. The next step is to imbue meaning to this
contour in the context of path planning, so that computations of paths in different classes
have a physical meaning. In the process, we will use tools from complex analysis; therefore,
definitions will be introduced for clarification.

x0

x1

f

f(1-s)

Figure 3.13: Connection between homology and homotopy

One way to characterize a contour around a missing region is by looking at its winding
number around that missing region. The winding number v(L, p) of a closed loop or contour
about the point p ∈ C is the net number of revolutions of the direction of z as it traces out
L once in its given manner [117]. A simple loop does not self intersect. For loops that are
not simple, the winding number is determined by the number of partitions the sub-loops of
the loop break the space into. For example, Figure 3.14 shows the partition of the space into
partitions Di where i ∈ [1, 4]. Here, each partition is assumed to have one representative
point pi, so that the winding can be counted. The winding numbers vi as seen in the figure,
indicate the number of times the loop L winds around Di. Partitions that have a non-zero
winding number vi are defined as the inside of the loop, and vice versa. This is helpful to
understand because of our interest in the presence of poles/constraints/missing regions. The
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computations of winding numbers depend on where the poles are located with respect to
the contour- inside or outside. The demonstration of this requires some definitions, so we
proceed. The following definitions deal with functions on the complex plane denoted by C.

Figure 3.14: Non-simple loop: Winding number of its partitions [117]

Definition 3.23 (Holomorphic Function). Let Ω be an open set in C and f a complex-valued
function on Ω. The function f is holomorphic at the point z0 ∈ Ω if the quotient

f(z0 + h)− f(z0)

h
(3.15)

converges to a limit when h → 0. In the above, h ∈ C and h 6= 0 but can approach 0 from
any direction. Furthermore, z0 + h ∈ Ω, such that the quotient is well defined [156]. When
the limit of the quotient or the derivative of f at z0 exists, it is denoted by:

f ′(z0) = lim
h→0

f(z0 + h)− f(z0)

h
(3.16)

The function f is said to be holomorphic on Ω if f is holomorphic at every point of Ω.
If D is a closed subset of C, f is holomorphic on D if f is holomorphic in some open set
containing D. If f is holomorphic in all of C, then f is entire [156]. The term holomorphic
function is synonymous with complex differentiable; however, holomorphic functions satisfy
much stronger properties. Holomorphic functions functions are smooth (infinitely complex
differentiable) and are analytic (power series expansion at every point). Holomorphic func-
tions are of significance to path planning because their properties allow computations of
integrals involving contours that enclose poles.

Consider figure 3.15, which has loop K and a singularity. Cauchy’s theorem states
that if a holomorphic mapping has no singularities inside a loop, its integral around a loop
vanishes [117]. Using partitions as defined above, one can see that loop K does not encircle
the singularity, and thus its integral around the loop should vanish. Now stated formally:

Theorem 3.4 (Cauchy’s theorem for a disc). If f is a holomorphic function in an open disc,
then ∫

γ

f(z) = 0 (3.17)

for any closed curve γ in that disc given by Dr(z0) = {z ∈ C : |z − z0| < r}. [156].
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Figure 3.15: Non-simple loop winding around one pole [117]

The above definition for a disc is generalized to other spaces via open sets as follows.
Cauchy’s theorem states that if f is holomorphic in an open set Ω and Γ ⊂ Ω is a closed
curve whose interior is also contained in Ω, then (3.17) holds true. Theorem 3.4 establishes
the conditions under which the value of the integral is independent of the contour. The
integrals of two mappings between x0 and x1 will agree, provided that the mapping is analytic
(holomorphic in C]) everywhere in the region lying between the two contours [117]. This
agreement of integral values can be used to determine equivalence of paths in homology
and homotopy classes. That is, if two contours γ1 and γ2 acted on by the same holomorphic
function have the same integrals along the contours, they represent the same kind of contour.
For our purposes, they represent the same kind of path. The theorem as seen above, sets a
baseline for when there are no missing regions, or poles on the inside of a contour. Subsequent
explanations handle the situation when poles are on the inside of the contour.

Theorem 3.5 (Cauchy’s Integral Formula). Suppose f is holomorphic in an open set that
contains the closure of a disc D. If C denotes the boundary circle of this disc with the positive
orientation, then

f(z0) =
1

2πi

∫

C

f(z)

z − z0
dz (3.18)

for any point z0 ∈ D [156].

Of course, this can be extended to f being holomorphic everywhere inside a contour or
loop γ, with z0 being a point inside γ [117]. With theorem 3.5, one obtains an expression for
the integral of a holomorphic mapping on a contour that surrounds a pole. The interpretation
is as follows. Since f(z) is holomorphic inside γ, the function f(z)/(z−z0) is also holomorphic
there, except that it has a singularity at z = z0. One such example is that of f(z) = 1/z
applied on the unit circle, i.e. eiθ. Since f(z) has a pole at z0 = 0, according to (3.18):

f(0) =
1

2πi

∫ 2π

0

ieiθ

eiθ
dθ = 1

That is, the net revolution of the circle around the point at the origin is 1. This is so,
since the value of the integral or net direction of revolution is positive for the length of the

110



contour C, i.e. 2πi. Since we know that the circle encloses the pole at the origin, the integral
can now be interpreted as a function of the winding number. This can be done with the
help of the complex Riemann Sum. Consider the curve K in C; since the integration takes
place along K as f acts on it, K will serve as the interval of integration. The complex
integration

∫
K
f(z)dz may be discretized to RM =

∑
i f(zi)∆i. That is, the image of K

under the mapping f is being evaluated. Every segment i has a term associated with it in
the Riemann Sum, which is given by f(zi)∆i. This term is a complex number, connecting
the beginning and end of segment i. Thus the Riemann Sum, i.e. the value of the integral is a
complex number connecting the start and end points of image of K under f . It is essentially
the sum of relative angular displacement of every segment, which is in line with the winding
number definition that talks about the net revolution as seen in Figure 3.16. Since the result
of the integral is the connecting arrow, notice that it is irrespective of the type or length of
contour. It simply means that longer, convoluted contours will take a longer detour to get
the same final resulting complex number of net revolutions.

Figure 3.16: Riemann Sum and Winding number [117]

Theorem 3.6. If a contour sweeps only through analytic points as it is deformed, the value
of the integral does not change [117].

Thus, (3.18) shows that, the value of the integral will not change if the contour γ is
deformed into its interior, without crossing the pole at z0. Similarly, two loops may be
continuously deformed into one another without ever crossing the point p, iff the two loops
have the same winding number around p. Imaginably, this characteristic is what we aim to
recreate for homology classes.

The Residue Formula provides a numerical method to compute the integral seen in the-
orem 3.5.

Theorem 3.7 (Residue). If a holomorphic function f has a pole of order n at z0 then

Res[f(z), z0] = resz0f = lim
z→z0

1

(n− 1)!

( d
dz

)n−1
(z − z0)nf(z) (3.19)
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is the residue of f at z0 [156].

Theorem 3.8 (Residue Formula). Suppose that f is holomorphic in an open set containing
a closed contour γ and its interior, except for poles at z1, ..zn inside C. Then

∫

γ

f(z)dz = 2πi
n∑

k=1

Res[f(z), zk] (3.20)

for any point z ∈ D [156].

Recall that Theorems 3.4, 3.5 and 3.8 are being examined for their relationships to
winding numbers around poles. Ultimately, we would like to use some function of the winding
number as the unique marker for a homology class. So, we will now show that winding
numbers in conjunction with the poles, are related to the contour that encloses them via the
value of the integral seen in theorem 3.4. This is explained for an example with one pole,
and then with several poles. This progression shows that homology classes are applicable to
the path planning problem with several constraints/obstacles.

Generally, if a closed loop does not encircle a pole, then the complex inversion mapping
is holomorphic everywhere inside it. Thus, according to Cauchy’s theorem, the integral
vanishes. This makes sense because there is nothing to wind around. However, if the pole is
encircled, then according to Cauchy’s theorem, the integral no longer needs to vanish. This
is because the mapping is holomorphic everywhere except at the pole, so there is something
to wind around. Now, consider the Residue Formula applied to a contour K, acted on by
a holomorphic function f with a pole z0 inside the contour given by f(z) = 1/(z − z0) as
demonstrated in Figure 3.17 and given by (3.21).

z0
z0

K
L

Figure 3.17: Contours surrounding one pole

∮

K

1

(z − z0)
=

∮

K

f(z) = 2πi Res[f(z), z0] (3.21)

The value of the integral in (3.22) is determined by two factors. The first is the winding
number of the loop itself and the second is the contribution to the winding number by the
pole. This correctly assumes, that the loop winds around the pole only once, which is correct
as per Figure 3.17. That is:
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∮

K

1

(z − z0)
= 2πi v(K, z0) Res[f(z), z0] (3.22)

where v(K, z0) = 1.

From (3.22), the second factor is seen to be a function of the residue of f at z0 or the
amount of complex inversion contained in the decomposition of the mapping. Since this is the
only part of the function that remains after the integration via the Cauchy Integral Formula,
it is called the residue [117]. We have now established a connection between the pole in
the Cauchy’s Integral formula and the residue in the Residue Formula. Clearly, the residue
occurs because of the presence of a pole and is unique to the pole (for a given holomorphic
function). Different residues are thus indicative of the contour enclosing different poles.
Therefore, one can now deduce that the value of the integral of f acting on K which encloses
a pole at z0 is a function of the contour’s winding number (net revolution) around the pole
z0 and the residue of f at z0. This combination of values provides a unique marker that
identifies whether a contour encloses a pole on its inside.

This combination of values provides a unique marker that identifies whether a contour
encloses a pole on its inside.

This understanding holds for any contour such as loop L in Figure 3.17, since it simply
means that a longer contour takes more detours before arriving at its destination. Since
the winding number accounts for the net revolution around the pole, detours do not impact
it. Therefore, a longer contour simply means that it meanders about its journey to its net
revolution around the pole. Therefore, as seen in Theorem 3.6 what really matters is not the
shape of the loop, but rather the location of the pole and the winding around it. So in light
of path planning, we can now represent a constraint as a pole, and determine a marker for a
class of contours around it. We will now explore the situation in which there exist multiple
poles, some of which are wound around more than once. This segment of explanation focuses
on how the winding number and residues are related to a contour surrounding many poles.
The following explanation uses an example seen in [117]. Consider the general problem
of evaluating

∮
K
f(z)dz, where K is a general and possibly self-intersecting loop, and f

possesses several singularities s1, s2, ..sn inside K.

Figure 3.18: Contour surrounding several poles [117]
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In this case, we know that the inside of loopK consists of two simply connected regionsD1

and D2. The loop K can be written as a sum of its component curves, that is: K =
∑

j vjCj.
So in this case, we have K = 1.C1 + 2.C2, since K winds once round the poles in C1 and
twice around the poles in C2. Now, isolating the poles such that a contour σj was drawn
surrounding the individual pole sj, we can define the integral of that contour as:

Ij =

∮

σj

f(z)dz (3.23)

Theorem 3.6 shows that integral Ij has a characteristic value that does not depend on
the size or shape of σj. Furthermore, if a simple loop contains several singularities, then the
integral around that loop is the sum of I-values of the singularities that it contains. In this
example:

∮

C1

f(z)dz = I1 + I2 + I5
∮

C2

f(z)dz = I3 + I4

=⇒
∮

K

f(z)dz =

∮

C1

f(z)dz + 2

∮

C2

f(z)dz = I1 + I2 + I5 + 2(I3 + I4)

in which each I-value has been multiplied by the number of times K winds around the
corresponding singularity. Since it is valid for arbitrary loops, it follows that this conclusion
may be generalized to the following form:

∮

K

f(z)dz =
∑

j

v(K, sj)Ij (3.24)

Of course, each Ij is nothing but the result of Theorem 3.8 applied to σj, given by Ij =
2πiRes[f(z), sj]. Thus the General Residue Theorem is given by:

∮

K

f(z)dz = 2πi
∑

j

v(K, sj)Res[f(z), sj] (3.25)

Thus, the General Residue Theorem provides a comprehensive relationship between the in-
tegral of a non-simple contour enclosing several poles and, the winding numbers and residues
of the poles. The Residue formula as seen in Theorem 3.8 is a special case of the General
Residue Theorem seen in Equation (3.25), when every pole is wound around once. In the
context of this thesis, we do not produce self-intersecting contours as paths. Therefore our
use of the General Residue Theorem is the visualization of how several poles contribute to the
integral of one simple contour acted on by f . Figure 3.19 illustrates the General Residue
Theorem for two poles. This is synonymous with determining the markers of path types
around constraints, which was the main motivation to delve into homology. The summary
therefore, is that a contour on whose inside lies several poles, can be marked with a char-
acteristic value as obtained via the Cauchy’s Integral Formula. Alternatively, an equivalent
numerical computation of the marker is obtained via the General Residue Theorem. By the
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Figure 3.19: Decomposition of a contour enclosing two singularities [117]

deformation theorem, only those contours with the same value obtained via the Cauchy’s
Integral Formula/ General Residue Theorem may be deformed continuously. That is the
deformation presumes holomorphicity in the area of a deformation, which means the defor-
mation can never cross poles. Therefore, we can use this as a measure of homology. Since
homology classes are homotopy invariants, we can use it for line segments. In light of this
connection between contours and homology class markers, we shall borrow the definition
of homologous paths from [15] to indicate a relationship between contours in a homotopic
class and those in the homology class, around a constraint/pole or obstacle. It is important
to note that the use of Complex Analysis is simply as a tool, that is specifically conve-
nient for 2-dimensional planar surfaces or 2-manifolds. Other tools may be explored on a
per-application basis, but is not the focus of the thesis.

Definition 3.24 (Homologous Paths). Two paths τ1 and τ2 connecting the same start and
end coordinates, pstart and pgoal, respectively, are homologous if and only if τ1 together with
τ2 (the latter with opposite orientation) forms the complete boundary of a 2-dimensional
manifold embedded in C and not containing or intersecting the constraint space Pconstraint.

Geodesics, homotopic, and homologous paths are directly reliant on the nature of the un-
derlying topology. That is, the nature of the PPM influences the kind of geodesics produced
and whether paths can be transformed using homotopy and homology. This section defined
the fundamental concepts required to characterize the PPS and its associated sub-spaces,
along with tools to transform between different spaces. These definitions enable formulating
the shortest path on a non-Euclidean PPS, called a geodesic. Concepts of homology and
homotopy further aid in analyzing an existing path and finding equivalent paths in the same
PPS. Together, all the aforementioned concepts are used to propose the CFDMPP to solve
the PPP in hand.
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3.2 Methodology for Algorithm Formulation: Constraint-
Free Discretized Manifolds-based Path Planner (CFDMPP)

This section discusses the proposed CFDMPP. A high level view of the planner is revealed in
Algorithm 3.1. As can be seen, the algorithm takes four main steps to achieve the goal, each
of which is described in detail in a designated subsection. Line 1 constructs a Constraint-Free
Manifold (CFM) on the map of the PPS, by accounting for locations and bounds of the SCs.
The PPSs associated with robotic systems are usually not purely Euclidean spaces. Thus, to
represent the connectivity of the space as accurately as possible, a manifold representation
of the PPS is formulated. The manifold is constructed such that it is free of SCs, so that
the shortest path generated on it, is constraint-free. Line 2 discretizes the CFM from Line 1
to produce a graph based representation of the manifold. A graph traversal algorithm can
then be used to compute the shortest path from pstart and pgoal. Line 3 allows the generated
constraint-free path to be transformed to an alternative PPS, if necessary.

The path following of the generated constraint-free path is out of the scope of the thesis.
At Line 6, the algorithm goes into path re-planning mode to circumvent DCs, should any
prevent the robot from following the global path computed earlier (in the offline stage).
Two kinds of situations can render an existing path invalid. The first is the presence of DCs
through moving obstacles, the sudden appearance or dislocation of an object (falling item) or
human beings. The second situation involves the requirement of an alternative path, based
on a human decision after assessing current conditions of the path. For example, a fluid spill
on the floor that renders the original path invalid or the anticipation of human activity along
the planned path. These situations constitute valid triggers for path re-planning.

Algorithm 3.1 CFDMPP
Input:

Map of path planning environment
Bounds of static constraints
Source and target locations in PPS: pstart and pgoal

Output:
Shortest constraint-free path between pstart and pgoal

1: Formulate a CFM on the path planning environment . Section 3.2.1
2: Discretize the CFM and generate a path from pstart to pgoal . Section 3.2.2
3: Transform the obtained path to another space, if necessary . Section 3.2.3
4: Robot starts following the computed path

5: while Existing path is rendered inaccessible do . Reactive (online) mode begins
6: Modify path to avoid DC . Section 3.2.2
7: end while

8: return followed path

This section is broken down into four subsections, such that each subsection reflects
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the same sequence of steps seen in Algorithm 3.1. Thus, CFM formulation is detailed in
Section 3.2.1, discretized path planning is described in Section 3.2.2, path transformation is
seen in Section 3.2.3, and path modification due to DCs is seen in Section 3.2.2.

3.2.1 Formulation of a Constraint-Free Manifold (CFM)

The first stage of the CFDMPP algorithm is the formulation of a CFM as a viable constraint-
free space on which path planning can be performed. This section formulates the CFM for a
given PPP. This is necessary since the PPS in which the problem is originally defined usually
contains constraint regions that must be avoided. As such, the initial PPS is converted to a
PPM. To that end, one must define all the necessary parameters that can define the PPM.
The following subsections explain the steps undertaken to infer information specific to the
PPP at hand. The CFDMPP assumes that the following information can either be inferred
or obtained via pre-processed data about the path planning environment. Along the way,
Stationary Robots (SRs), such as the OCM and CCM; and Mobile Robots (MRs), such as
the UGV, UAV and Unmanned Underwater Vehicle (UUV), are used as examples to clarify
the steps described.

3.2.1.1 Primary and Secondary Path Planning Spaces (PPSs)

Robotic systems may have multiple PPSs, depending on what aspects of the system can
be controlled to produce a desired output. When more than one potential PPS exists,
one of them is designated as the Primary Path Planning Space (PPPS). The remaining
alternative PPSs are understood to be the secondary equivalents of the PPPS, referred to
as the Secondary Path Planning Space (SPPS). Let |PPSs| and |SPPSs| denote the numbers
of PPSs and SPPSs, respectively. Then, |PPSs| = |SPPSs| + 1 (the one is for the PPPS).
SPPSs are indexed as SPPS1, SPPS2, . . . , SPPS|SPPSs|.

For example, in the case of a MR, one would consider its W as the main and only PPS.
Thus, PPPS = W , |SPPSs| = 0, and |PPSs| = 1. As an alternative example, a SR, such as
a CCM or an OCM, could have two potential PPSs, with the PPPS being its C-space and
an SPPS being SPPS1 =W . Hence, PPPS = C, |SPPSs| = 1, and |PPSs| = 2.

3.2.1.2 Dimensions of Path Planning Spaces (PPSs)

As noted in Definition 3.4, the PPSs can be defined as topological spaces, and their dimen-
sions play an essential role in the kind of maps that can be applied to them. Therefore, the
dimensions of all associated PPSs need to be determined. The dimensions of the PPPS and
the SPPS vary with the kind of robot and application at hand. For example, a UAV or a
UUV can have a 3-dimensional W . Contrarily, a UGV has a 2-dimensional W . Considering
it to be its primary and unique PPS, and denoting the dimension of PPSi of by dPPSi , we
get dPPS1 = dPPPS = 2. Likewise, if we consider a 2LPM, for instance, with C and W as
PPS1 ≡ PPPS and PPS2 ≡ SPPS, respectively, then dPPS1 = dPPPS = dPPS2 = dSPPS = 2.
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3.2.1.3 Bounds of Path Planning Spaces (PPSs)

The operational limits of all PPSs are accounted for in this step to define the extent of each
PPS available. Understanding the bounds of operable space in every PPS will later enable
defining either the PPS or a subset of it as a manifold. Using (3.1), (3.2), and (3.8), one
can define the bounds of any PPS P . Generally however, the bounds may take a different
form than simply satisfying an upper and lower bounds, and can require satisfying a set of
constraints. This is especially so when the bounds of a PPS are determined with the help of
a mapping from another PPS. The mapping may cause the resulting bounds to be no longer
Euclidean, and thus bounds, as defined by (3.8), may hold insufficient information about the
bounds of the PPS.

For example, the PPPS of a UGV may be easily defined in the form of (3.2) as

W = ({x, y}|{x, y} ∈ (xmin, xmax)× (ymin, ymax))

while that of a 2LPM can be conveniently defined in the form of (3.1) as

C = ({q1, q2}|{q1, q2} ∈ (qmin1 , qmax1 )× (qmin2 , qmax2 ))

for some given bounds

(xmin, xmax) = (0, 10) m (ymin, ymax) = (0, 10) m

(qmin1 , qmax1 ) = (0, 360◦) (qmin2 , qmax2 ) = (0, 180◦)

However, it is less obvious to define the limits of the 2LPM’s SPPS W , for instance. When
there exist multiple PPSs, one can typically define the limits of at least one of them based
on operational limits. Nonetheless, to define the bounds of the remaining PPSs, a mapping
is required. This is discussed in Section 3.2.1.4.

3.2.1.4 Mapping Between Path Planning Spaces (PPSs)

When a PPP has multiple equivalent PPSs, it implies that the PPPS can be transformed
to any of the other SPPSs, and vice versa, under the condition that such transformation
mappings exist. This transformation is what enables transforming the bounds of the PPPS
to those of a SPPS. We will denote the continuous mapping (if it exists) from PPSi to
PPSj, i, j ∈ {1, 2, . . . , |PPSs|}, as fPPSj

PPSi : PPSi → PPSj. Obviously, the existence of such a

mapping does not guarantee the existence of its inverse
(
f

PPSj
PPSi

)−1
. It is also worth specifying

that the mapping of a point on the boundary of a PPS may not be on the boundary of the
mapped space. Consequently, the mapping of a Euclidean PPS (in the form of (3.8)) may
not be Euclidean.

For instance, going back to the 2LPM example with C andW being the PPPS and SPPS,
respectively, then fSPPS

PPPS ≡ fWC : C → W , which is the forward kinematic mapping. Despite
the simplicity of this type of robots, one does not immediately recognize that the Euclidean
C-space does map to a Euclidean W-space (which is subset of the Euclidean space), as
illustrated in Figures 2.22 and 2.23. A non-planar SR will typically have a W-space, which
may or may not be globally expressed as a subset of Rn.
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3.2.1.5 Information About Static Constraints (SCs)

The environment may contain constraints, as defined in Definition 3.5, which have to be
avoided by the path planner. Thus, their information must be accounted for in the algo-
rithm. This section deals with SCs, i.e., constraints whose presence is known apriori. Five
parameters are used to process SCs and they are: classification of SCs, the total number of
SCs, the PPSs native to each SC, the span of the SCs and finally, how several SCs can be
grouped together into one set. These five parameters defining the constraints are derived
through the following five pre-processing steps, which are performed by the user, unless oth-
erwise indicated by a proposed algorithm. As done before, the examples of the 2LPM and
UGV are used to illustrate each step.

1. Classification of SCs present in the PPP:
The SCs are classified into the categories defined in Definition 3.5, i.e., the robot’s me-
chanical limits (ML), singularities (SG), no-go zones (NG) and obstacles (OB). Note that
at this juncture, all possible static constraints are accounted for, irrespective of which of
the multiple PPSs they may lie in. Common robotic systems can experience several re-
gions that are not compatible for path planning. Depending on the specific PPP, one can
classify those regions of inoperability into the aforementioned categories of constraints.
the classification of constraints enables a better understanding of the kind of inoperable
regions that the PPP is dealing with.

For example, in the case of the UGV, the most common kind of constraints is in the form of
stationary objects blocking its free motion in the environment. Considering PPPS =W ,
then the SCs in this case are classified as obstacles (OB).

In the second example of the 2LPM, assume that it contains inoperable regions only in the
form of joint limits, which are obviously defined in its PPPS = C. Additionally, assume
that there exist prohibited regions of access in its SPPS = W . In this case, the SCs are
classified as the union of mechanical limits (ML) defined by the robot joint limits in the
PPPS and the no-go zones (NG) represented by the prohibited regions of access in the
SPPS.

2. The total number of SCs:
After classifying the SCs into their respective categories, the total number of SCs in each
category is determined. This is the cardinality of each category set, which are denoted
by nML, nSG, nNG, and nOB. We will also denote the total number of SCs by nSC.

Applying this pre-processing step to the UGV, for instance, and assuming that there exist
two obstacles in its PPS = PPPS =W , then we get

nML = 0 nSG = 0 nNG = 0 nOB = 2 ⇒ nSC = 2

Likewise, applying the same principle on the 2LPM, for instance, with two mechanical
limit regions, two singularities, and one no-go zone, yields

nML = 2 nSG = 0 nNG = 1 nOB = 0 ⇒ nSC = 3
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3. Identifying the native PPS of each SC:
This step explicitly recognizes the PPS in which every SC is defined. Each SC is only
originally defined in one particular PPS (i.e., either the PPPS or any of the SPPSs),
which is known as the native space of that constraint (see Figure 3.20). By default,
such a constraint may have no equivalence in another PPS. For it to have one, a bidi-
rectional mapping is required, as shown in Figure 3.21 and as shall be formally defined
in Section 3.2.1.4. The mapping is bidirectional in the sense that it is invertible at least
locally, on a restriction of the space. Determining the native PPS of each SC helps defin-
ing the required maps to correlate the different PPSs. Let nPPSi

SC be the number of SCs
in PPSi ∈ {PPS1,PPS2, ..,PPS|PPSs|}. Likewise, let nPPSi

ML , nPPSi
SG , nPPSi

NG , nPPSi
OB , be the

(non-negative) number of SCs of their respective category in PPSi. Therefore,

nSC =

|PPSs|∑

i=1

nPPSi
SC = nPPPS

SC +

|SPPSs|∑

i=1

nSPPSi
SC (3.26)

nPPSi
SC = nPPSi

ML + nPPSi
SG + nPPSi

NG + nPPSi
OB (3.27)
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       ≠

Figure 3.20: Each uniquely defined static constraint may lie in any of the PPSs identified
for a robotic system; therefore, that PPS becomes the native space of the constraint, and
the constraint has no meaning in another PPS.

Now, one can correlate the above, with the examples developed so far. Since the UGV has
only one PPS and it is faced with only two obstacles in its workspace, it can be concluded
that nPPS1

OB = nPPPS
OB = 2 and nSC = nPPS1

SC = nPPPS
SC = 2, which is consistent with the result

found in Step 2. As for the 2LPM example, the PPPS = C is the native PPS for the
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Figure 3.21: In order for the original constraint to have an equivalence in another PPS, a
mapping is required. Only after mapping the original constraints in their native space to the
alternative PPS, is equivalence of constraints in both spaces established.

two mechanical limits (nML = nPPPS
ML = 2). As a result, nPPS1

SC = nPPPS
SC = nPPPS

ML = 2. In
addition, the robot has one no-gone zone which lies exclusively in the SPPS =W . Hence,
nPPS2

NG = nSPPS
NG = 1, and so nSC = nPPPS

SC +nSPPS
SC = 2 + 1 = 3, which is also consistent with

Step 2. Both cases are illustrated in Figure 3.22. In the example of the UGV, there exists
only one PPS which is the PPPS. Therefore, all constraints are native to that space.

4. The bounds of SCs:
The limits or size of every constraint is determined in the native PPS. The SCs may be
defined in a manner similar to defining the bounds of the PPSs by using (3.8). They may
also be defined as an equation or simply as a point. This step of determining the expanse
of each SC is essential for two reasons. First, if there exist multiple PPSs, then in order
to map the constraint space to the alternative PPS, the bounds of the original definition
of the constraints are required. Second, even if there exists only one PPS, then defining
the bounds of the static constraints enables defining the CFM in the subsequent steps.

Continuing with the examples from previous steps, it was seen that the UGV requires its
nSC = nPPPS

SC = nPPPS
OB = 2 obstacles to be defined. Denote the two obstacles as OB1 and

OB2. Using (3.8) as a general guideline, one can define OB1 and OB2 as:

OB1 = {(x, y) | (x, y) ∈ [4 m, 5 m]× [4 m, 5 m]} (3.28a)
OB2 = {(x, y) | (x, y) ∈ [3 m, 6 m]× [3 m, 6 m]} (3.28b)

As seen in Step 3, each SC is defined with respect to its native PPS. That is, the values
seen as bounds of OB1 and OB2 in (3.28a) and (3.28b) are defined with respect to the
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Figure 3.22: The 2LPM example as seen in step 3. The native PPS for static constraints
present in the PPP is seen here. Note that, the constraints in their originally defined form
do not have an equivalence in the alternative PPS.

origin of its native PPS=W . Naturally, they inherit the same units as the native PPS,
which in this case is metres. This applies to all SCs whose bounds are defined further.

As for the 2LPM example, the bounds for its SCs are defined similarly (recall that nSC = 3
in this case). The nPPPS

ML = 2 mechanical limits, ML1 and ML2, and the nSPPS
NG = 1 no-go

zone NG1 (respecting the bounds of the PPSs given in Section 3.2.1.3), can be expressed
as

ML1 = {(q1, q2) | (q1, q2) ∈ X × (0◦, 1◦]} (3.29a)
ML2 = {(q1, q2) | (q1, q2) ∈ X × (0◦, 2◦]} (3.29b)
NG1 = {(x, y) | (x, y) ∈ [0 m, 2 m]× [1.9 m, 2 m]} (3.29c)

The “don’t care conditions” denoted by “X” refers to the irrelevance of the value of the
corresponding variable. For instance, the interpretation ofML1 is that q2 cannot be in the
interval (0◦, 1◦] regardless of the value of q1. The rest of the SC bounds can be interpreted
similarly. Note that its perfectly fine for the SC bounds to overlap, as in the case of ML1

and ML2, for example.

It is well known that the 2LPM jas two singularities at

SG1 = {(q1, q2) | (q1, q2) ∈ X × 0◦}
SG2 = {(q1, q2) | (q1, q2) ∈ X × 180◦}
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However, since they are not within the PPS bounds specified in Section 3.2.1.3, they are
dropped out of the example.

5. Constructing the disjoint constraint sets:
Once the bounds for all nSC SCs have been established, one now computes the Disjoint
Constraint Sets (DCSs). The term Constraint Set (CS) is explained first, following which
the term DCS is explained. After the explanation of how and why the computation is
performed, the algorithm to determine the DCSs is detailed.

A CS, CSrPPSi , associated to a specific PPSi, is a union of constraints satisfying two re-
quirements. First, all constraints in the set must belong to PPSi. Second, each constraint
of the set must be located within a certain (user-defined) distance/proximity ∆CS from all
the other constraints in the set. To that end, one needs to define a function f(SCi, SCj)
to measure the proximity ∆ij

CS between two SCs SCi and SCj in the same constraint set.

∆ij
CS = f(SCj, SCj) (3.30)

where i, j ∈ {1, . . . , nPPSi
SC } and δSCi denotes the boundary of SCi. There are many

possible ways in which such a function may be defined depending on the user preference.
In this work, we use the minimum Euclidean distance between the boundaries of the two
SCs. The distance is considered zero if the two SCs are touching or overlapping. Such
a choice of proximity measure is quite modular. It is tailored to suit every PPP, its
associated spaces and the bounds of the SCs. For example, should SCj be a point, then it
employs a point-set difference instead of computing the proximity from the boundary of
of both sets. In summary, a CS, CSrPPSi , corresponding to PPSi can be formally defined
as

CSrPPSi =
{
SCj | SCj ∈ PPSi, and ∀ SCj, SCk ∈ CSrPPSi , ∆jk

CS ≤ ∆CS

}

Let lminuk and lmaxuk be the respective lower and upper limits of the kth dimension of SCu ∈
CSrPPSi for an n-dimensional PPSi. If CSrPPSi = {SC1, SC2, . . . , SCm}, then CSrPPSi is
an n-dimensional Cartesian space in PPSi, where the lower and upper limits of the kth
dimension are, respectively

min
(
lmin1k , lmin2k , . . . , lminmk

)
max (lmax1k , lmax2k , . . . , lmaxmk )

Such limits, for k = 1, . . . , n, are what define the boundary δCSrPPSi of CSrPPSi . The set
CSrPPSi may contain SCs of different categories as per Definition 3.5.

A CS can be viewed as a union of constraints that involves the least amount of inclusion of
constraint-free PPS. It is a building component of the CO-space. Let the constraint-free
region that is included by virtue of the union of SCs be denoted by ∆CS. Ideally, the value
of ∆CS is 0, to signify no inclusion of constraint-free space as part of the CS. However,
non-zero user defined values can be used, to permit the inclusion of narrow, constraint-
free passages within the CS. This flexibility allows users to decide whether narrow areas
that lie in between SCs, are truly navigable. While such passages are constraint-free, they
may fail to allow the robot to physically traverse the passage. In that case, it is counter
effective to account that space as a navigable, constraint-free space by the path planning
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algorithm. Additionally, different ∆CS values may be adopted for different PPSs. Hence,
to account for this possibility of varying needs, the user-defined ∆CS is introduced as part
of the definition of the CS.

A DCS, DCSrPPSi , associated with PPSi, is a complete CS in PPSi, in the sense that it
includes all the SCs of PPSi which satisfy the proximity requirement. In other words, if
SCk ∈ DCSrPPSi , then @SCj ∈ PPSi, such that ∆jk

CS > ∆CS. Let DCSsPPSi be the set of
all DCSs corresponding to PPSi and DCSs be the set of all DCSs of all PPSs. Then,

DCSs =

|PPSs|⋃

i=1

DCSsPPSi (3.31)

|DCSs| =
∣∣DCSsPPPS

∣∣+

|SPPSs|∑

i=1

∣∣DCSsPPSi
∣∣ (3.32)

Algorithm 3.2 outlines the iterative procedure to compute DCSsPPSi . α(j) denotes the
jth element of the set α.

Algorithm 3.2 Computing DCSsPPSi

Input:
α = {SC1, SC2, . . .} . Set of all SCs in PPSi
∆CS . User-defined proximity threshold for PPSi

Output:
DCSsPPSi . Set of all DCSs in PPSi

1: k ← 0 . Number of DCSs
2: while α 6= ∅ do
3: k ← k + 1
4: DCSk ← α(1) . DCS gets first SC available
5: α← α \ α(1)
6: SCremove ← ∅
7: for j = 1 to |α| do . Compare with remaining CSs
8: Compute the proximity ∆ between SCj and DCSk using (3.30)
9: if ∆ ≤ ∆CS then
10: DCSk ← DCSk ∪ α(j)
11: SCremove ← SCremove ∪ α(j)
12: end if
13: end for
14: α← α \ SCremove

15: end while
16: return DCSsPPSi = {DCS1,DCS2, . . . ,DCSk}

We now illustrate the concept of DCSs on the UGV and 2LPM examples. Recall that
the UGV has one PPS, PPS1 = PPPS = W , and 2 SCs OB1 and OB2 (nPPS1

SC = 2)
whose bounds are specified in (3.28a) and (3.28b). In this example, we take ∆CS = 1 m,
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meaning that SCs within 1 m or less of each other are grouped in the same DCS. This is
an exagerated value but simple enough for clarifying the procedure. Line 1 starts with
α = {OB1,OB2}. Then, it begins forming the first DCS (corresponding to PPS1), DCS1,
by moving the first element of α to DCS1, which makes

DCS1 = {OB1} α = {OB2}

After that, the algorithm iterates over the remaining elements of α. Each element whose
proximity to DCS1 is less than or equal to ∆CS is moved to α. As it is the case for OB2,
the algorithm terminates with

DCS1 = {OB1,OB2} α = ∅

Since the UGV has only one PPS, there is no need to apply the algorithm to process
any more PPSs. Consequently, DCSs = DCSsPPS1 = {{OB1,OB2}} and |DCSs| =∣∣DCSsPPS1

∣∣ = 1. This means, that the total number of disjoint regions to be avoided
during path planning for this example is one.

In the same fashion, Algorithm 3.2 can be applied to the 2LPM example. As seen in (3.29),
the robot has a total of three SCs and two PPSs. Hence, Algorithm 3.2 is applied to each
PPS. Let ∆CS = 0 for the PPPS. Applying Algorithm 3.2 on the PPPS = C = PPS1,
which contains two SCs, {ML1,ML2}, yields one DCS,

DCS1 = {ML1,ML2}

and so, DCSsPPS1 = {{ML1,ML2}} whose cardinality is 1. Now, applying the algorithm
on the SPPS =W = PPS2, which contains only one SC, {NG1}, leads to one DCS,

DCS1 = {NG1}

Therefore, DCSsPPS2 = {{NG1}} whose cardinality is 1. Note that for PPSs with only
one SC, the value of ∆CS is irrelevant. In aggregate,

DCSs = DCSsPPS1 ∪DCSsPPS2 = {{ML1,ML2}, {NG1}}

whose cardinality is 2. This means that, in total, there are 2 disjoint regions to be avoided
by the path planner.

3.2.1.6 Potential Dynamic Constraints (DCs)

The DCs are defined to be constraints whose presence or absence in the environment is not
known apriori. Examples of such DCs include falling objects or a sudden encounter with an
unknown agent such as a human or another robot. Naturally, information about potential
DCs is not known apriori and is obtained on the fly using an appropriate sensing algorithm.
The sensing algorithm is not part of the CFDMPP, so some basic assumptions about the
sensor and the processing algorithm are mentioned here. The PPS is assumed to have a
sensor system, with sensors such as cameras, to detect DCs.
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The sensors mounted to the robot typically have a limited sensing range and the process-
ing algorithm can perform object recognition and depth estimation, producing a bounding
box around the object. This provides an estimate of the size of the DC to avoid and its
location with respect to the robot. The limited sensing range allows this stage of the path
planning to be reactive, i.e., the original path is re-planned at this stage, purely as a reaction
to a DC. The centralized nature of the sensing system also allows for global path re-planning,
as opposed to simply being reactive. Obtaining any additional attributes about potential
DCs is dependent on the sensing algorithm used.

Now, we view potential DCs in the context of triggering path re-planning. In this context,
DCs comprise of those constraints that are not initially accounted for during the construc-
tion of the CFM. These constraints can be grouped into two kinds for the purposes of the
CFDMPP. The first group may be any of the following. Some may take the form of SCs whose
numbers and/or locations are unknown during CFM construction or are subject to change
until before path planning commences. Examples include the presence of DCs through mov-
ing obstacles, the sudden appearance or disappearance of objects or human beings. Other
examples include movable shelving units and crates, whose locations can change. Therefore,
they are not accounted for as constant SCs to account during CFM phase. The second
group of DCs involve anticipatory DCs, with the intention of triggering path re-planning.
Examples include situations that necessitate an alternative path, such as a fluid spill on the
floor that renders the original path invalid or the anticipation of human activity along the
planned path.

This section thus far aids in completing the definition of the PPS in Section 3.2.1.7, by
anticipating the PPS in which potential DCs may be located. DCs will be re-introduced
after the construction of the CFM before path planning commences.

3.2.1.7 Choosing the Appropriate Space Where to Commence Path Planning

Section 3.2.1.1 shows that a PPP can have several PPSs, as seen through the 2LPM, for
example. Subsequently, Sections 3.2.1.3 to 3.2.1.6 obtain information about the PPSs and
of constraints that lie in the PPSs. With such information at hand, one has the ability
to choose the appropriate PPS where to commence path planning. The PPSs will later
be constructed as PPMs, thus allowing for transformation of paths amongst the manifolds.
Therefore, the choice of the PPS to work in, may seem unnecessary. However, it is essential
and advantageous to do so, because of three reasons. But before that, further notation is
defined here. We previously divided the PPSs into a PPPS and none or more SPPSs, where
the former refers to the most commonly used PPS, without any previous evaluation of the
PPS with respect to formulating a PPM for it. This section provides evaluative factors to
choose the appropriate PPS for manifold formulation. By doing so, only one PPS is adopted
as the ideal choice. To that end, we denote the PPS chosen for path planning as PPSchosen
and any of the rest of PPSs as PPSalt (alternative PPS). The set containing all the alternative
PPSs is denoted by PPSsalt. Now, the independent evaluative factors and reasons for their
use are provided, followed by their order of application.

1. First Evaluative Factor:
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The first factor involves the choice of the PPS based on the PPS in which the robot’s
physical tasks require to be accomplished. In a PPP with multiple PPSs, the robotic
system typically requires to perform tasks in only one PPS, say PPStasks. Then, PPStasks
is a natural choice to commence path planning, since the resulting path may directly affect
the performance of the robotic application at hand. Should one choose the PPS where
the control inputs of the robot lie, the justification is that the path in the control space
may be directly applied to the robot. This factor is application- and user-dependent.

Consider the example of the UGV. Since W = PPPS is the only PPS, there is no further
evaluation to choose the appropriate PPS to work with. Contrarily, in the 2LPM example,
there exist two PPSs, which are the PPPS = C and SPPS = W . The space in which
the end-effector physically accomplishes tasks is SPPS = W . Thus, based on the first
evaluation factor, SPPS =W should be the PPS where to commence path planning.

2. Second Evaluative Factor:
The second factor evaluates the suitability of the PPS based on the number of DCSs it
contains. This factor favors choosing the PPS in which the maximum number of DCSs is
located. This is so, because of the process used to formulate the PPM. Once a suitable
PPS is chosen as the PPSchosen, it is formulated into a constraint-free PPM. The latter
requires the PPSchosen to be completely defined, as will be seen in Section 3.2.1.8. The
complete definition of the PPSchosen involves transforming the DCSs present in PPSalt
to PPSchosen. The transformation is accomplished by applying the mapping between
PPSchosen to PPSalt, to the DCSs in PPSchosen. Assume that DCSsPPSchosen and DCSsPPSalt

are the sets of DCSs in PPSchosen and PPSalt, respectively, and
∣∣DCSsPPSchosen

∣∣ >
∣∣DCSsPPSalt

∣∣;
then it is computationally less intensive to transform the DCSs in PPSalt to PPSchosen,
rather than the other way around. It is therefore, advantageous to choose the PPS that
requires the least transformations of DCSs from other PPSs.

Foe instance, since the UGV has only one PPS, this second evaluative factor does not
influence it. The case of the 2LPM however, has multiple PPSs, where

∣∣DCSsC
∣∣ = 1 and∣∣DCSsW

∣∣ = 1. Since both PPSs have the same number of DCSs, either PPS would qualify
as PPSchosen.

3. Third Evaluative Factor:
The third factor evaluates the candidacy of the PPS based on its potential to house DCs.
For the same reason as the second factor, transformations of potential DCs from their
PPS of origin to the PPS of choice, now need to be accounted for. The aim is to minimize
the number of transformations of DCs while still accounting for their presence. Choosing
a PPS is heavily dependent on where the DCs may be located. Thus, it is advantageous
to choose the PPS, which is most likely to encounter DCs.

For example, if the UGV had alternative PPSs apart from the PPPS = W , then the
PPPS has the most potential to house DCs. Applying the third factor of evaluation to
the 2LPM, results in SPPS =W as PPSchosen. This is so, since it is more likely that the
2LPM encounters dynamic obstacles in the W , such as falling objects and interactions
with other robots or humans.
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In summary, one chooses the PPS on which to commence path planning, by evaluating the
three factors described above. But used individually, they produce conflicting results and
additionally may result in multiple PPSs as results. To resolve that conflict, the factors are
ranked in the following order of precedence (strongest to weakest):

Second Evaluative Factor > Third Evaluative Factor > First Evaluative Factor (3.33)

That is, the Second Evaluative Factor is the primary influencing factor of the decision and
ideally, is the only factor necessary. However, should it fail to produce a unique PPS, then
the next, weaker factor is necessary to resolve the conflict. So, only when there is a tie
of results in the Second Evaluative Factor, will the Third Evaluative Factor be necessary.
Similarly, unless there is a tie using the Third Evaluative Factor, the First Evaluative Factor
is not necessary. Should the First Evaluative Factor also yield a tie, any PPS may be chosen
from the last set of results.

Using this order of precedence to pick PPSchosen, one can revisit the examples of the
UGV and 2LPM. Clearly, the UGV example needs no evaluation because of its singular
PPS. The 2LPM example, however, does require the use of (3.33) to pick an appropriate
PPSchosen. Applying the Second Evaluative Factor leads to a tie between the two PPSs, C
andW , since they contain one DCS each. Following the chain of precedence (3.33), the Third
Evaluative Factor qualifies W to be PPSchosen. Since a decisive result has been reached, the
First Evaluative Factor need not be invoked. In aggregate, W is the winning candidate for
PPSchosen. This implies that any other PPS becomes PPSalt. Only one PPS satisfies this
condition in this case, which is PPPS = C.

3.2.1.8 Complete Definition of Chosen Path Planning Space (PPS)

Once the appropriate PPSchosen is selected as the space on which to commence path planning,
one must ensure that it is completely defined. This is accomplished by the following two
tasks, each of which can be performed by a dedicated algorithm.

1. First, all unmapped DCSs from all the alternative spaces in the set PPSsalt, are mapped
to PPSchosen. This can be done systematically using Algorithm 3.3.

Taking the UGV as an example, it contains only one DCS in the entire PPP, which is
located in its only PPS =W , which is picked as PPSchosen. Thus, no additional processing
of DCSs is required and the PPSchosen is completely defined up to this point.

In the 2LPM example, there exist distinct PPSchosen = W and PPSalt = C. The latter
has only one DCS, DCSsC = {ML1,ML2}

DCSsC = {ML1,ML2} = ML1 ∪ML2

= {(q1, q2) ∈ (X × (0◦, 1◦]) ∪ (X × (0◦, 2◦])}
= {(q1, q2) ∈ X × (0◦, 2◦]}

Next, the mapping fPPSchosen
PPSalt from PPSalt = C to PPSchosen =W must be defined. It was

seen in Section 3.2.1.4 that this mapping is the robot’s forward kinematics mapping ffwd.
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Therefore, fPPSchosen
PPSalt = ffwd. The mapping of DCSsC onto W is

ffwd(DCSsC
)

=
{

(x, y) = ffwd(q1, q2), ∀(q1, q2) ∈ DCSsC
}

With this, it is concluded thatW contains two DCSs: a native one, {NG1}, and a mapped
one, ffwd(DCSsC

)
. It was noted earlier that an additional structure would be imposed to

describe W as a manifold. The same topological representation can be applied to also
represent the mapped

(
DCSsC

)
as it is contained in W . Even if the DCS is Euclidean

while the PPS is not, one can accommodate for that. As long as the dimension of the
DCS is less than or equal to the dimension of the PPS, the topological representation can
be chosen to allow for compatibility. This will be detailed in Section 3.2.1.9.

2. Second, re-evaluate the mapped DCSs in the PPSchosen to see if they can be merged
with the old or new DCSs. That is, in the case of any mapped DCSs, Algorithm 3.2 is
applied on all the native and mapped DCSs to ensure that all the CS are actually disjoint.
This gives the user yet another chance to define a new value for the previously defined
proximity measure ∆CS.

Back to the UGV example, since it needed no additional mapping of DCSs to PPSchosen,
no re-evaluation of the DCSs is necessary. In the case of the 2LPM, the re-evaluations of
the DCSs in PPSchosen is necessary. The result depends on ∆CS and fPPSchosen

PPSalt , which are
not defined here, for generality. Instead, we will assume that the process yields a single
DCS.

3.2.1.9 Constructing a Constraint-Free Manifold (CFM) in the Chosen Path
Planning Space (PPS)

This section focuses on redefining the PPSchosen and PPSsalt of the PPP as topological spaces.
So far, all PPSs involved have accounted for the bounds of DCSs. In the process of defining
the PPS as a topological space, the regions corresponding to DCSs are considered as part
of the topological space. The removal of such regions from the topological space results in
a constraint-free topological representation of the PPS. Therefore, the final topological PPS
on which any further structure may be imposed, is automatically constraint-free. With this
basic structure in place, one can now define or even construct a manifold on this space,
to allow for path planning. Following the construction of a CFM on PPSchosen, it is then
discretized, as explained in Section 3.2.2.

This section demonstrates three main steps required to construct a CFM. First, a topo-
logical representation of the PPSchosen is formulated. Second, using information about
the DCSs, an equivalent constraint-free topological representation of the PPSchosen is con-
structed. Third, a constraint-free manifold on the PPSchosen is constructed, such that it is
suitable for discretized path planning. Equivalence between the constraint-free PPSs are
also shown with the help of the concepts introduced earlier in Section 3.1.

First, the topological representation of the PPS is obtained using Definition 3.4. While
one can start with any PPS, it is recommended to start with PPSchosen for the subsequent
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Algorithm 3.3 Mapping all unmapped DCSs to PPSchosen
Input:

PPSchosen
PPSsalt =

{
PPS1, . . . ,PPS|PPSs|−1

}

DCSsPPSi and fPPSchosen
PPSi , ∀ PPSi ∈ PPSsalt . DCSs and mapping information

Output:
PPSchosen containing the native DCSs and those mapped from PPSsalt

1: α← PPSsalt . All alternative PPSs whose DCSs need processing
2: DCSmapped ← ∅
3: while α 6= ∅ do
4: PPScurr ← α(1) . Alternative PPS whose DCSs are currently processed
5: for i = 1 to

∣∣DCSsPPScurr
∣∣ do . Transform every DCS in the alternative PPScurr

6: DCSa ← DCSsPPScurr(i)
7: DCSm ← fPPSchosen

PPScurr (DCSa)
8: DCSmapped ← DCSmapped ∪DCSm . Store transformed DCS
9: end for
10: α← α \ PPScurr . Remove the PPS whose DCSs have been processed
11: end while
12: return PPSchosen

steps. The following explanation uses the general notation of PPS, not to compromise
generality. Basic information about the PPS is given in (3.7) and (3.8). The topology
assigned to the PPS, as defined by (3.8), is that of the metric topology. Generally speaking,
for a metric space (M , d), d is the metric defined on M , such that d : M × M → R.
One can define an open ball B of radius r > 0 and r ∈ R around any point m in M ,
i.e., B(m, r) = {n ∈ M : d(m,n) < r}. The set of all such open balls are subsets of M ,
and are open in the sense of the metric space. Therefore, this is a topology and is called the
metric topology on M , or the topology generated by d [98]. A topological space is said to be
metrizable if its topology happens to be the metric topology generated by some metric on the
space. If the space is metrizable, then the metric that generates its topology is not uniquely
determined, because many different metrics can give rise to the same topology (meaning that
the same sets are open with respect to several metrics) [98]. Therefore, choosing the metric
topology allows the usage of any metric and multiple metrics. One may begin by considering
the PPS as a subset of Rn when appropriate, since subsets of Rn are always considered T Ss
with this topology [98]. If not a subset of Rn, the metric topology may still be defined on
the PPS. Both options are now explained.

Formally, the set of tuples in PPS is denoted by its span, i.e., SPPS =
∏l

i=1 p
span
i . Each

of the l dimensions is treated as a separate topological space. The set of points in ith

dimension is denoted by Si = pspani and is assigned the metric topology Ti, induced by
d = ‖.‖∞ and for some small r > 0. Then, Ti = {∪B(p, r)} where, B(p, r) is defined ∀p ∈ Si,
such that ∃q ∈ Si satisfying d(p, q) = ‖p, q‖∞ < r. Similarly, all l dimensions are equipped
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with the same topology. Then, the Cartesian product of all l topological spaces results in the
product topological space representing PPS. That is, SPPS = S1×· · · Si×· · · Sl =

∏l
i=1 p

span
i ,

on which the product topology is thus induced [98]. The product topology is given by
TPPS = {T1×· · · Ti×· · · Tl}. In the above deduction, if each of the l dimensions is a subset of
R, then the SPPS is a subset of Rl with the metric topology as defined. Then, the topology
defined consists of l-dimensional open balls of radius < r. Alternatively, one may directly
define SPPS as a subset of Rl, and define a preferred metric on it. The `p-norm is used to
represent the metric in a general form and is defined for an l-dimensional vector p as

‖p‖p =

(
l∑

i=1

|pi|p
)1

p

In either case, we choose to define additional metrics on SPPS. Metrics, such as d = ‖.‖1,
d = ‖.‖2 and d = ‖.‖∞ are useful tools to demonstrate homeomorphisms. Defining topologies
induced by different metrics helps to view the topological space as a breakdown of smaller,
open subsets (finer) as opposed to that of a few, bigger open subsets (coarse). Given two
topologies T1 and T2 on a set X, T1 is finer than T2 if T1 ⊇ T2, and coarser than T2 if
T1 ⊆ T2 [98]. Then, the topology induced by the different metrics ‖.‖1, ‖.‖2 and ‖.‖∞
on SPPS may be compared and referred to as the finest, coarse and coarsest of the three
topologies. Using the above, every PPS whose bounds are available in the form of (3.8), can
be defined as a topological space. For PPSs whose information is unavailable, the mapping
f

PPSj
PPSi is used to determine the span of such spaces. As such, their topology is also deduced
in the same manner as specified above. The topological space for PPSi is denoted by the
pair (SPPSi , TPPSi) = T SPPSi . This step describes the PPS as a topological space using its
span, but without removing the DCSs from it. Removing the DCSs is explained in the next
step.

In this second step, the equivalent constraint-free topological representation of the PPSs is
now extracted. The PPSchosen is the first PPS that requires this step. Section 3.2.1.8 showed
that PPSchosen now contains mapped and native (unmapped) DCSs in DCSPPSchosen , i.e., all
possible regions to avoid during path planning. In the following discussion, the superscript
“PPSchosen” is dropped, since only the DCSs lying in PPSchosen are tackled. The native DCSs
are considered first, before passing on to the mapped DCSs. Every native DCS has bounds
as defined in (3.7) and (3.8) with respect to PPSchosen. That is, it is a subset of T SPPSchosen .
Removing it from T SPPSchosen results in a set of points that are free of constraints. Every
subset of a topological space is a topological space, by virtue of the subspace topology [98].
That is, the subset can still be expressed using the topology of the original topological space.
In such a case, the subset is called a subspace of T SPPSchosen . Therefore, the constraint-free
set of points is represented as a subspace of T SPPSchosen , as follows. The DCS can be described
as a Cartesian product, union of Cartesian products, or by using any other mechanism of
defining a set of points. For simplicity purpose, and for the sake of illustration, assume
that the DCS’s general form is

∏l
i=1 p

DCSspan
i where pDCSspan

i ∈ (pDCSmin
i , pDCSmax

i ). Thus,
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SDCS =
∏l

i=1 p
DCSspan
i . The constraint-free set of points is given by:

SfreePPSchosen = SPPSchosen \ SDCS

=⇒ SfreePPSchosen =
l∏

i=1

pspani \
l∏

i=1

p
DCSspan
i

=⇒ SfreePPSchosen =
l∏

i=1

p
freespan
i ; where pfreespani ∈ (pfreemini , pfreemaxi )

The subspace topology T freePPSchosen is now that subset of TPPSchosen , that is applicable to
SfreePPSchosen , which is a subset of SPPSchosen . The constraint-free topological space of PPSchosen
is thus denoted as T SfreePPSchosen . Therefore, every native DCS may be defined and removed
this way to produce a constraint-free topological space. Any remaining DCS is a mapped
DCS, which has been mapped to PPSchosen from PPSalt. Note that, should the DCS’s
bounds in its native PPS be non-invertible by virtue of singularities, the bounds must be
slightly modified to ensure consistent, invertible mapping to PPSchosen. That is, any or all
l-dimensions may be modified by εmini and εmaxi , for i = 1, . . . , l, such that the new bounds
become (pDCSmin

i − εmini , pDCSmax
i + εmaxi ). In fact, every DCS can be modified as such, giving

the user ample flexibility to define the PPS as necessary for the application, while still re-
taining topological properties. That is, this gives the user freedom in defining the clearance
from the DCS, while planning a path.

Naturally then, the mapped DCS is a subspace of T SPPSchosen . Thus, it can be removed
from T SPPSchosen in the same manner as the unmapped DCSs. A topological representation
of the PPS is completely constraint-free, if and only if all DCSs have been removed from
it. A similar process can be undertaken to construct equivalent topological spaces for the
PPSalt, denoted by T SfreePPSalt . At this juncture, the topological representations of all PPSs
are equivalent. That is, all topological spaces are free of exactly the same number of con-
straints and constraints have been mapped to each space, when needed. It can be noted
that the original map fPPSalt

PPSchosen , relating PPSchosen and PPSalt, may not be invertible at
singular points. But, such non-invertible points in the form of DCS, containing singularities,
mechanical-limits, no-go zones and obstacles, have been removed from every space. There-
fore, the map fPPSalt

PPSchosen restricted to the now constraint-free topological space, is invertible.
If this invertibility is continuous everywhere on the constraint-free topological space, the
map is a homeomorphism. Continuity of maps between topological spaces is ensured by
the topology chosen, whereby pre-images of maps are open in the topology [98, Proposition
2.19]. Thus, all constraint-free topological spaces are topologically equivalent to each other,
by virtue of the homeomorphisms that relate the spaces.

In the third and final step, a manifold is constructed on the constraint-free topological
space. By virtue of lying in the constraint-free space, the manifold is also be constraint-free.
As usual, one commences with PPSchosen, specifically T SPPSchosen . Using Definition 3.7, a
manifold can be constructed on a subset of T SPPSchosen , where the manifold needs to satisfy
two requirements. First, its shape must be such that the region representing a DCS is
absent; and second, only the constraint-free region is navigable on the manifold. Utilizing
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Definition 3.16, one could use a torus or an annulus as a possible choice. A torus is a closed
surface without a boundary, and has one genus, which is suitable to represent one DCS. The
issue with the torus however, is that it is not well suited for planar navigation. In such cases,
an annulus is a better solution. It can be open or closed, i.e., one can choose to include points
on the boundary. Additionally, by definition, it has an absence of region that can represent
the DCS, while representing the navigable region around the DCS. Most importantly, the
annulus is a planar, 2-dimensional surface and manifold in R3. This makes it the ideal choice
as a constraint-free manifold to be constructed on T SPPSchosen .

Choosing the manifold to be constructed is an essential evaluation, since a path needs to
be computed on it. Section 3.2.2 computes a path by first discretizing the manifold, i.e., by
creating a polygonal mesh of the manifold. Every compact surface admits a polygonal
presentation [98], therefore, it is preferred that the chosen manifold be compact. It can
be seen that the closed annulus (i.e., with boundary) is compact and an open annulus can
be made compact. To create a representation of the environment with all its DCSs, one
annulus is constructed for one DCS and the local region around it. Then, an environment
with several DCSs can be constructed using the concept of connected sums of manifolds. In
order to use connected sums, the manifolds must themselves be connected. The annulus can
be shown to be connected. Therefore, the annulus is the manifold of choice on T SPPSchosen .
Now, the construction of an annulus corresponding to one DCS and its surrounding area is
shown. Properties such as connectedness and compactness of the annulus are also shown
along the way.

The construction of an annulus on T SfreePPSchosen can be accomplished through homeomor-
phisms. We show that the topological space of finite dimensions with the DCS removed is
homeomorphic to the punctured unit plane. This punctured unit plane is shown to be home-
omorphic to a punctured unit disk. The punctured unit open disc is then homeomorphic
to the annulus of finite radii. Using this sequence of steps, a sequence of homeomorphisms
is established. Since every composition of a homeomorphism is also a homeomorphism, one
can show that the either all or a subset of T SPPSchosen can be mathematically deformed into
an annulus. This annulus then, still adheres to the original topology that was attributed to
T SPPSchosen . This is so, since every homeomorphism is a local homeomorphism [98, Proposi-
tion 2.31(a)] and every local homeomorphism is continuous and open. So, every open set in
the original topological space is mapped to an open set by virtue of the open map, i.e., the
homeomorphism. Thus, the topological properties remain intact.

To demonstrate the steps, a few assumptions are made about the T SPPSchosen , without
loss of generality. T SPPSchosen is 2-dimensional whose span is (−r2, r2) × (−r2, r2), where
(r2, r2) ∈ SPPSchosen . The resulting region is an open square (boundary not included) centered
at the origin of T SPPSchosen , and whose sides are of length u 2r2. This T SPPSchosen is assumed
to contain one DCS, also centered at the origin, whose span is [−r1, r1] × [−r1, r1], where
[r1, r1] ∈ SPPSchosen and r2 > r1 > 0. The DCS is then a closed square (boundary included)
centered at the origin, whose sides are of length 2r1. To create T SfreePPSchosen , when the DCS
is removed from T SPPSchosen , one is left with a square from whose interior, another square
has been removed. This topological space can be defined with the help of previously induced
metrics for the space, as such: SfreePPSchosen = {p ∈ SPPSchosen : r1 < ‖p‖∞ < r2}. The resulting
space is devoid of internal and external boundaries by virtue of how a DCS was defined.
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Boundaries may be factored in, but have been left out for simplicity. Since it is known
that the same metric topology is inherited by virtue of the subspace topology, an abuse of
notation will now be used. The notation T S will be used inter-changeably with S and T .
Since all homeomorphisms are operated on T SfreePPSchosen , the reference to T SfreePPSchosen will no
longer be made. Only the deformation of shapes describing the space will be referred to.
The shape as defined so far, i.e., {p ∈ SPPSchosen : r1 < ‖p‖∞ < r2}, will be referred to as
representation-1 or R-1.

R-1 ≡ {p ∈ SPPSchosen : r1 < ‖p‖∞ < r2}
In Figure 3.23, R-1 is the area shown in gray, with dashed edges to show that boundaries
are excluded.

R-1

R-2

hR-2R-1

r1r2

1

Figure 3.23: Homeomorphism hR-2
R-1 from R-1 to R-2

The first homeomorphism shows that R-1 is homeomorphic to the punctured unit-plane
in R2. The punctured unit-plane denoted by R-2 is defined as

R-2 ≡ {p ∈ R2 \ {0, 0} : 0 < ‖p‖∞ < 1}
Define the homeomorphism from R-1 to R-2 as

hR-2
R-1(p

R-1) = pR-1

∥∥pR-1
∥∥
∞ − r1

(r2 − r1)‖pR-1‖∞
= pR-2
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where pR-1 ∈ R-1 and pR-2 ∈ R-2. Note that the homeomorphism is taking place in the
same topological space; the notation pR-1 and pR-2 are simply indicative of the domain
and image of the map. The same distinguishing notation will be used for the remaining
homeomorphisms as well. The inverse map, i.e., from R-2 to R-1 is defined as

hR-1
R-2(p

R-2) = pR-2

∥∥pR-2
∥∥
∞(r2 − r1) + r1

‖pR-2‖∞
= pR-1

Recalling that a homeomorphism is a continuous and bijective map with a continuous
inverse, one can view the homeomorphism between R-1 and R-2 in exactly the same way.
Now, we show that hR-2

R-1(pR-1) does satisfy the definition of a homeomorphism. hR-2
R-1(pR-1) is

continuous, i.e., pre-images of open sets are open in the defined topology of T SfreePPSchosen , and
is also bijective. One can verify, that hR-2

R-1(pR-1) does indeed map R-1 to R-2 by mapping
representative points within R-1. Denote the representative point as (r1 + ε, r1 + ε). Then,

hR-2
R-1(r1 + ε, r1 + ε) = (r1 + ε, r1 + ε)

(r1 + ε)− r1
(r2 − r1)(r1 + ε)

takes the following values:

hR-2
R-1(r1 + ε, r1 + ε)





→ (0, 0) as ε→ 0

= (pR-2
1 , pR-2

2 ) = (a, a) for a ∈ (0, 1) as ε = c where 0 < c < r2 − r1
→ (1, 1) as ε→ r2 − r1

The above verification shows a subset of the upper right half quadrant of R-1 being mapped
to the equivalent quadrant of R-2. Similar checks performed on representative points for the
remaining quadrants of R-1, such as (−r1− ε, r1 + ε), (−r1− ε,−r1− ε) and (r1 + ε,−r1− ε),
show that R-1 is successfully mapped onto R-2. The effect that hR-2

R-1 on a point pR-1 can
be seen in Figure 3.23, where the gray region or R-1 is deformed to the green region, that
is the punctured unit-plane, R-2. Next, one checks if the inverse mapping from R-2 to R-1
exists. Through hR-1

R-2(pR-2), the existence of the inverse is also established. To check that
R-2 does indeed get mapped to R-1, use a representative point denoted as (ε, ε) and check

that hR-1
R-2(ε, ε) = (ε, ε)

ε(r2 − r1) + r1
ε

becomes

hR-1
R-2(ε, ε)





→ (r1, r1) as ε→ 0

= (pR-1
1 , pR-1

2 ) = (b, b) for b ∈ (r1, r2) as ε→ c where 0 < c < 1

→ (r2, r2) as ε→ 1

Clearly, the above exercise shows the inverse of a subset of the upper right quadrant of R-2
being mapped to its equivalent area in R-1. This is the same region whose inverse was checked
using hR-2

R-1(r1+ε, r1+ε). Other quadrants can be verified in a similar manner as well. It can be
seen that this inverse is also continuous. Therefore, hR-2

R-1(pR-1) is indeed a homeomorphism,
and consequently, R-1 and R-2 are homeomorphic or topologically equivalent. Showing that
R-1 is homeomorphic to the punctured unit plane aids in achieving two goals. First, it is the
first map that is required to construct the final homeomorphism to the annulus. Second, and
more importantly, by showing that R-1 is topologically the same as the punctured-unit plane,
properties of the latter can now be utilized. A topology (and thus its associated properties) is
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precisely the information preserved by homeomorphisms [98], of which connectedness is one
such property. Recall that, to create a representation of the environment with multiple DCSs,
connected sums of manifolds is proposed. Since the manifold used needs to be connected,
connectedness is a topological property of interest. An intuitive explanation of connectedness
is as follows: a space is connected, if and only if it is not homeomorphic to a disjoint
union of two or more nonempty spaces. A stronger variant of connectedness, called path-
connectedness, is defined since it is easier to verify and is equivalent to connectedness for
manifolds [98].

Path-connectedness of a T S X, where p, q ∈ X, is defined as follows. Recall that a path
in X from p to q is a continuous map f : I → X such that f(0) = p and f(1) = q, where
I = [0, 1] is the unit interval. Then, X is path-connected if for every p, q ∈ X , there is a
path in X from p to q. Path connectedness implies connectedness [98, Theorem 4.15]. Also,
every continuous image of a path-connected space is path-connected [98, Proposition 4.13].
The space Rn \ {0}, for n ≥ 2, can be shown to be path-connected, and thus connected (out
of the scope of this thesis). The notation “0” denotes a vector of zeros. We showed that R-1
is homeomorphic to R2 \ {0}, which is known to be connected. Since hR-1

R-2 is continuous, it
implies that R-1, which is the image of a continuous map, is also connected. Therefore, by
showing that R-1 is homeomorphic to a path-connected space, we have shown that R-1 is
also path-connected. Further, homeomorphisms also preserve this property, which is known
as the Topological Invariance of Connectedness, where every space that is homeomorphic to
a connected space is connected.

The second homeomorphism shows that R-2 is topologically equivalent to the punctured
open unit disc. Denoted by R-3, it is defined as

R-3 ≡ {p ∈ R2 \ {0, 0} : 0 < ‖p‖2 < 1}

It can be seen in Figure 3.24 as the area within the dashed green perimeter. The homeo-
morphism from R-2 to R-3 is seen as

hR-3
R-2(p

R-2) = pR-2

∥∥pR-2
∥∥
∞

‖pR-2‖2
= pR-3

The inverse map, i.e., from R-3 to R-2 is defined by

hR-2
R-3(p

R-3) = pR-3

∥∥pR-3
∥∥
2

‖pR-3‖∞
= pR-2

Once again, hR-3
R-2 can be seen to be continuous and bijective, with a continuous inverse in

the form of hR-2
R-3. One can confirm that R-2 is indeed mapped to R-3 using a representative

point (ε, ε), i.e., hR-3
R-2(ε, ε) = (ε, ε)

ε√
2ε2

becomes

hR-3
R-2(ε, ε)





→ (0, 0) as ε→ 0

= (pR-3
1 , pR-3

2 ) ∈ (0, 1) × (0, 1) such that ‖.‖2 < 1 as ε = c where 0 < c < 1

→ (
1√
2
,

1√
2

) as ε→ 1
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R-2

R-3

hR-3R-2

1

Figure 3.24: Homeomorphism hR-3
R-2 from R-2 to R-3

This homeomorphism can be seen with the help of arrows in Figure 3.24. Other quadrants
yield the respective regions in R-3. A check of the inverse may also be seen using hR-2

R-3(ε, ε) =

(ε, ε)

√
2ε

ε
, such that

hR-2
R-3(ε, ε)





→ (0, 0) as ε→ 0

= (pR-3
1 , pR-3

2 ) ∈ (0, 1) × (0, 1) such that ‖.‖∞ < 1 as ε = c where 0 < c <
1√
2

→ (1, 1) as ε→ 1√
2

The third and final homeomorphism maps R-3 to the desired annulus. Denoted by R-4,
this annulus with desired inner radius ri and outer radius ro, is defined as

R-4 ≡ {p ∈ R2 \ {0, 0} : ri < ‖p‖2 < ro} (3.34)
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The inner radius defines the expanse of the DCS that needs to be avoided. The difference
between the inner and outer radii defines the expanse of the constraint-free region. R-4 can
be seen in Figure 3.25 as the gray region. The homeomorphism from R-3 to R-4 is seen as

hR-4
R-3(p

R-3) = pR-3

∥∥pR-3
∥∥
2
(ro − ri) + ri

‖pR-3‖2
= pR-4

The inverse map, i.e., from R-3 to R-2 is defined as

hR-3
R-4(p

R-4) = pR-4

∥∥pR-4
∥∥
2
− ri

(ro − ri)‖pR-4‖2
= pR-3

11

ro

ri

R-3

R-4

hR-4R-3

Figure 3.25: Homeomorphism hR-4
R-3 from R-3 to R-4

One can verify that hR-4
R-3 is continuous and bijective, with a continuous inverse in the

form of hR-3
R-4. Using the representative point (ε, ε), R-3 is seen to map to R-4 by checking

that hR-4
R-3(ε, ε) = (ε, ε)

√
2ε(ro − ri) + ri√

2ε
obeys the following:

hR-4
R-3(ε, ε)





→ (
ri√
2
,
ri√
2

) as ε→ 0

= (pR-3
1 , pR-3

2 ) ∈ (ri, ro) × (ri, ro) such that ‖.‖2 < 1 as ε = c where 0 < c <
1√
2

→ (
ro√

2
,
ro√

2
) as ε→ 1√

2

138



Other representative points, such as (ε, 0), may be checked by expecting that as ε tends
to 0, the image tends to (

ri√
2
, 0), and so on. The inverse may be checked similarly by

hR-3
R-4(ε, ε) = (ε, ε)

√
2ε− ri√

2ε(ro − ri)
.

hR-3
R-4(ε, ε)





→ (0, 0) as ε→ ri√
2

= (pR-3
1 , pR-3

2 ) ∈ (0, 1) × (0, 1) such that ‖.‖2 < 1 as ε = c where
ri√
2
< c <

ro√
2

→ (
1√
2
,

1√
2

) as ε→ ro√
2

Naturally, other regions can be shown to be mapped as well. The composition of the three
homeomorphisms, hR-4

R-3 ◦hR-3
R-2 ◦hR-2

R-1 = hR-4
R-1 shows that R-1 is topologically equivalent to R-4,

which is an annulus defining the constraint-free navigable space. We have shown that an
annulus is constructed from the given path planning space with the original topology, by
using homeomorphisms. Now, showing that this annulus is a topological manifold requires
showing that the annulus is locally homeomorphic to R2.

Recall that a homeomorphism on a restriction of the R2 was used to arrive at the annulus,
namely hR-4

R-1. Then, one can use this to show that every small open ball of the annulus is
homeomorphic to some open ball in R2. This is because every homeomorphism is also a
local homeomorphism [98, Proposition 2.31]. Formally, one can define charts and an atlas,
similar to Example 3.2. And in fact, since R-4 as defined is already an open subset of R2, we
simply show this using one chart. The chart is given by {Uα, φα} = {R-4, Id} is simply the
identity map. That is, Id : R-4→ R2 such that p = (x, y). It is clearly continuous, bijective
and continuously invertible. Thus, it is a homeomorphism. Since φα = Id, covers the entire
annulus given by R-4, one may want to conclude that the atlas on R-4 contains exactly one
chart, which is φα = Id. However, before such a conclusion is reached, two factors must be
considered. First, not every surface can be covered with just one chart. If one was to choose
other variants of R-4, such as a torus, sphere or cylinder, as the constraint-free manifold
depending on the application, then more than one chart would be required. Second, it is
desirable to show that the manifold is smooth for the purpose of generating geodesics later
on. Then, defining it as a surface aids in defining the atlas of the manifold. If the manifold
admits a smooth structure, then concepts of derivatives are possible on the surface. It is
because of this, that shortest paths or geodesics that respect the underlying curvature can be
defined. Even though this work discretizes the manifold before path planning, the manifold
to be discretized is shown to be smooth. We do so to show that a constraint-free space can
indeed be represented by a smooth manifold of choice. Additionally, a manifold equipped
with the tools to house geodesics will be guaranteed to produce discretized shortest paths
(equivalents of geodesics in the discrete representation). Generally speaking, if there exists
a chart for an open subset of a manifold, then the inverse of the chart is a parametrization
of that subset [174]. Therefore, we can now check if the atlas of patches forms a smooth
structure. If it does, it implies that one has a smooth atlas of charts on the manifold.

So, we now show that R-4 as an annulus, from the perspective of a surface and then,
show that it admits a smooth structure. The annulus can be shown to be a surface using
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Definition 3.16 by choosing the following parametrizations/patches. To define a surface
patch, one recalls the definition of parametrization from Definition 3.17. The first patch is
defined by γα(u, v) : R× R→ R2 = (γ1(u)× γ2(v)) for −ro < u < ro and −ro < v < ro.

γ1(u) = u (3.35)
γ2(v) = v (3.36)

This patch covers all of R-4. Therefore, a second patch is not needed. One now proceeds
to check that the homeomorphic parametrization is C∞ by verifying that it has partial
derivatives of all orders. In this case, γα is C∞, and thus is a smooth patch. Next, one
checks if the patch is indeed diffeomorphic, i.e., whether the inverse is at least C1. In order
to do so, we invoke Definition 3.8 locally on the patches. However, it can be quite tedious if
there exist several patches. So, one invokes the following corollary from [97]:

Corollary 3.1. Suppose U ⊆ Rn is an open subset, and F : U → Rn is a smooth function
whose Jacobian determinant is non-zero at every point in U . Then,

1. F is an open map.

2. If F is injective, then F : U → F (U) is a diffeomorphism.

Using this corollary then, one can check that the determinant of the Jacobian of γα is 1.
This determinant value is non-zero for all values of (u, v), as defined above. Therefore the
patch is a diffeomorphism. Additionally, the inverse of the patch is also C∞. Therefore, the
inverse is also smooth. Now, one can formally say that the atlas containing the patch, or
equivalently its smooth inverse (chart), is a smooth structure on R-4, i.e., a smooth manifold,
as defined in Definition 3.11. If there were more charts, then, similar to Example 3.2, one
would check that the transition maps were indeed smooth.

Thus far, we showed that a PPS with one DCS can be represented as an annulus. The
circumference marked by the inner radius ri represents the expanse of the DCS to be avoided.
Similarly, the circumference of the outer radius ro can also be used to represent the bound
beyond which there exist constraints as well. For this reason, the former and the latter
will be referred to as the Inner Constraint Edge (ICE) and Outer Constraint Edge (OCE),
respectively. When the PPP contains more than one DCS, several such R-4s may be con-
nected to represent the entire path planning environment. To do so, one uses the concept of
connected-sums of manifolds. Applying the concept of connected sums for the planning of a
viable path is one of the future milestones towards the completion of the thesis.

The discretization of the constructed manifold as a step towards the path planning pro-
cess is described in Section 3.2.2. Compact manifolds admit polygonal representations or
discretization. Discretization algorithms may be complex enough to handle variants of com-
pact and non-compact manifolds. However, for completeness, a brief introduction to com-
pactness is provided here. Therefore, the compactness of T freePPSchosen in the form of R-4, the
annulus, will now be briefly discussed. Compactness can be thought of as the finite-ness of
open sets used to represent the topological space. Formally, it may be explained with the
help of open covers of a topological space, as seen in [98]. The open cover of a space X is a
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collection U whose union is X , and a subcover of U is a sub-collection of elements of U that
still covers X . A topological space X is said to be compact if every open cover of X has a
finite subcover; or in other words, if given any open cover U of X , there are finitely many
sets U1, · · ·Uk ∈ U such that X = U1 ∪ · · · ∪ Uk [98]. In other words, if a space contains its
supremum and infimum, the space can be understood to be compact. To do so, one invokes
the Heine-Borel theorem.

Theorem 3.9 (Heine-Borel). The compact subsets of Rn are exactly the closed and bounded
ones. [97].

R-4, as defined thus far in (3.34), is not closed, by definition. That is, it does not contain
its boundary points. Then by Theorem 3.9, R-4 is not compact. In order to use R-4 as a
compact space, one can choose a closed subset of R-4, such as the following:

{p : ri + ε ≤ ‖p‖2 ≤ ro − ε}
Now, by Theorem 3.9, R-4 is closed and contains its boundary points. Therefore, it is
compact. An alternative solution is to use the one-point compactification method, which
populates an open set with a boundary point at ∞, thus making the set compact. However,
this technique will not be covered here.

3.2.2 Discretizing the Constraint-Free Manifold (CFM) and Path
Planning

Section 3.2.1.9 demonstrates the construction of a CFM in PPSchosen and shows that op-
erating in PPSchosen is equivalent to operating in PPSalt, if and only if there exists a dif-
feomorphism between them. This section uses existing algorithms and tools for discretizing
the manifold constructed in PPSchosen, resulting in the Constraint-Free Discretized Manifold
(CFDM). The discretization process applies mesh generation procedures to create a polyg-
onal mesh of the CFM in PPSchosen. Then, graph traversal algorithms are used to perform
path planning on the CFDM. The implementation of the discretization process using a mesh
generator is not elaborated in this work for two reasons. First, existing mesh generating
algorithms that can be used to discretize a CFM are readily available in the literature. The
differences in such algorithms are due to the construction methods, efficiency, memory, res-
olution and other attribute-related computational geometry. Analysis of such details are
out of the scope of this work. Second, the choice of a mesh generator, in general, is user-
dependent. Specifically in this work, the mesh generator chosen is simply to demonstrate
a proof of concept for path planning on the CFDM. Therefore, no other justification is at-
tributed to the choice and details of the mesh generator. One may also note, that the same
flexibility is true for the path planning algorithm used on the CFDM. Since mesh generators
store information about the CFDM using graph theory, any graph-based path planner can be
used to compute the paths. For the purposes of this work, the shortest path on the CFDM
is desired, therefore A* is used.

Once discretized, the polygonal mesh representation of the CFDM is analogous to a graph.
Each graph node is an n-tuple of the CFM in PPSchosen, which was shown to be constraint-
free. Therefore, a path on the CFDM is analogous to a path on the original CFM. Note that
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this analogy is possible due to the choice of a compact, connected 2-manifold, such as an
annulus, in conjunction with Proposition 3.2.

Proposition 3.2. Every compact surface admits a polygonal presentation. [98, Proposi-
tion 6.14].

With a CFDM at hand, one can now focus on factoring the presence of DCs as described
in Section 3.2.1.6. Recall that the first group of DCs includes SCs whose locations and/or
numbers are unknown up until after the CFDM has been constructed. Thus at this stage,
it is assumed that the locations and number of such constraints is available. From here, the
constraints in the first group will be processed to extract representative points. These points
will then be defined as the poles of the chosen holomorphic function that acts on contours
in the CFDM.

Let there be n SCs defined and grouped into m DCSs using (3.2.1.5). Each DCS is now
assigned a representative point, to represent it as a pole. The representative point may be
computed as the centroid of the DCS. Thus, representative points for all DCSs located in
the first group are as follows:

poles =
[
p1 · · · pi · · · pm

]
(3.37)

Recall, that by virtue of using complex analysis to determine homology classes, the poles are
now denoted as complex numbers. At this stage, any further processing such as transforma-
tion of the poles and their associated DCSs to the CFDM is performed, need be. Note that
one is free to depict these constraints in either space, since they can be transformed between
R-1 and the discretized R-4. After transformation to R-4, the poles take the same form as
in (3.37), simply transformed to lie on the CFDM. So far, the PPP has the CFDM that is
free of SCs and other DCSs now represented as poles. So, in order to be fully equipped to
determine homology classes, one needs a holomorphic function f . Note that any holomor-
phic function may be chosen, provided that the function is holomorphic everywhere on the
CFDM. This means that the only poles of the holomorphic function chosen, should be the
poles specified by the PPP seen in (3.37). That is f takes the following form:

f(z) =
f1(z)

(z − p1)..(z − pi)..(z − pm)
(3.38)

where f1(z) is simply a placeholder for the numerator of the function. Then for a straight
lined contour between points z1 and z2 represented as z = (1− λ)z1 + λz2, one can compute
the following:

Le =

∫

e

f(z)dz =

∫ 1

0

f((1− λ)z1 + z2)(z2 − z1)dλ (3.39)

where e denotes an edge of the graph. The above expression has borrowed notation from [18],
and denotes the value of the integral of the holomorphic function acting on a contour segment
as L(e). In this thesis, L(e) referred to as the class marker value. Thus, for a path consisting
of n edges, the class marker value of the path is the sum of the class marker values of the
edges, i.e.

∑n
i=1 L(ei). Consider Figure 3.26 which provides the operational workflow of the
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Figure 3.26: Flowchart of the CFDMPP during the class marker value computation

CFDMPP during the computation of the class marker value. The inputs to this stage of
the algorithm (and thus the flowchart) are CFDM, pstart, pgoal and the poles representing
the DCs in the first group. The point cloud representation that describes the expanse of
the latter are also passed in as inputs to the CFDMPP originally. However, for the purpose
of computing class marker values and determining classes, they are not of consequence; the
poles are. Thus, the poles are significant inputs for this stage. The flowchart aims to exhibit
four important sections of this stage of the algorithm.

The first section involves computing the class marker value of the path from nodestart

(discretized pstart) to a node that is currently being encountered via the graph traversal
algorithm. The aforementioned node is encountered via its parent node, referred to as the
current node and denoted by curr. Thus, the encountered node is the neighbour node,
denoted by nbr. Now, the path from nodestart to nbr is the contour being subject to
evaluation. But this contour whose class marker value is being computed, has materialized
by virtue of nbr. So, it is nbr’s presence that is being evaluated in different homotopy
classes. To mark the via-point node of the contour and to avoid tedious notation, denote
the class marker value of a path by virtue of nbri as L(nbri). A node can be in several
classes at once, since paths in different classes may share a node. That is, several contours
may share a physical location. In order to differentiate which class this specific encounter
of the node happens in, we compare the L(nbri) to what was computed before. Recall that
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the class marker values are different for different classes. In Figure 3.26, this stage initiates
at the decision point denoted by "C" and its associated blocks are represented in blue. If
the computed L(nbri) and its previously stored values differ by a user defined threshold ε1,
then it is understood that this encounter of the node is via a different homotopy class. If the
difference is below ε1, then nbri is encountered in one of the previously encountered classes.
A weighted update between the previous and current values of L(nbri) may be performed
to maintain consistency of the class marker value of a class. Once this stage is complete for
all n nbrs of curr, the processing moves to the second section.

The second section involves the different possibilities of paths that occur by virtue of
curr having multiple nbrs. The edge connecting nodestart and nbri augments the existing
contour from nodestart to curr. However, since curr may have several nbrs, the existing
contour may now experience n detours, caused by the respective n nbrs. Then, each of
the n detoured contours must now be evaluated to check if they are simply deformations of
each other, or if they lie in different classes. Recall that the Deformation theorem states
that contours may be continuously deformed only if they are holomorphic in the region of
deformation. If the detour is indeed a deformation, then it will be holomorphic. If it fails to
be holomorphic, then a pole is being encountered. In Figure 3.26, this stage initiates at the
decision point denoted by "B" and its associated blocks are represented in green. Similar to
the first stage, the class marker values of paths via nbri is denoted as L(nbri). Now, all such
n class marker values corresponding to n nbrs are evaluated against a user-defined threshold
ε2. If the values lie within the threshold, then they are simply deformations of each other.
Such nbrs are now updated so that their class numbers are the same. Their node numbers
are updated to reflect their presence in the class. Should the values exceed the threshold, it
is understood that these nbrs lie on distinct, new classes. Their class and node numbers are
also updated. With this, the path and its detours via curr and its nbrs are fully explored.

The third section involves the second group of DCs as explained in Section 3.2.1.6, which
trigger path re-planning. It involves the deliberate avoidance of certain path classes, while
retaining all other path planning parameters such as pstart, pgoal, CFDM and the poles. So
this stage aims to reject path classes constructed on the CFDM without augmenting the
existing constraint data. Since a certain path class is deliberately rejected, it is referred to
as blocking [18]. In Figure 3.26, this stage initiates at the decision point denoted by "D" and
its associated blocks are represented in yellow. The path class to be blocked is represented
by its class marker value and denoted by Lblkd and is provided by the user. Lblkd is obtained
by running the algorithm and keeping track of the class marker values. Then, every nbr’s
corresponding L(nbri) is compared with Lblkd. If the difference lies within a user-defined
threshold of ε3, then the contour from nodestart to nbri belongs to the blocked path class.
Therefore, it must be terminated from being explored further. Once all nbrs are checked to
see if they are homotopically blocked, the algorithm moves to section four.

The fourth section comprises of updating the map based on the most recent encounter
of nbrs via curr. In Figure 3.26, this stage initiates at the decision point denoted by "E"
and its associated blocks are represented in orange. All corresponding class increments and
respective node number changes are recorded. This section stores different path classes, i.e.
different versions of the same map of CFDM. Here, nodes in path classes share the same
physical coordinates, but different class and node numbers. One can imagine it as a multi-
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layered map, where every layer carries node and path information solely corresponding to
that path class. This representation therefore enables different path variants of the same
path class to be stored, and eventually evaluated against a metric for the best path. After
this multi-class map has been updated, the graph traversal algorithm (A* in this thesis) of
choice chooses the next curr according to its heuristic.

The algorithm progresses until the final section denoted by decision point “Z” in red is
arrived at. The graph traversal algorithm, which in this case is A* returns the shortest path
denoted by ppath:

ppath =
[
pstart · · · pi · · · pgoal

]
(3.40)

where pi is the ith point in the path. By virtue of using A*, this path is the shortest
constraint-free path on the CFDM. Since the metric that we optimize for is path length, the
representative path of every class is the shortest path in its class. Homotopically speaking,
this path belongs to a class with the least residues or smallest number of detours. Therefore,
the final path returned is the shortest path within the shortest path class. The path seen
in (3.40) is guaranteed to be constraint-free since it lies in CFDM, thus inherently staying
clear of all constraints.

Before we conclude, a few notes are mentioned about the thresholds used in Figure 3.26
and the above explanation. The three thresholds i.e. ε1, ε2 and ε3, aid in determining classes
and deformations. Ideally, these values are tuned such that they produce ideal results based
on the input map and poles. That is, one aims to tune these values such that the number
of path classes and the allowed deformations appear visually correct. However, tuning these
thresholds is effort intensive, as they are related to each other conceptually. The thresholds
are also dependent on the map resolution, number of poles and proximity to poles in a
discretized map, and thus is a subject for future research. For the moment, it must be noted
that the final number of path classes is dependent on these tuned parameters. Therefore,
the final number of path classes generated are usually less than expected. In cases when
the tuning parameters are tight, too many classes are generated, i.e. the existence of false
positives in terms of a path class. In either case, the desired shortest path is still returned;
it is the blocking that is affected positively or adversely. Therefore, the tuning parameters
have a significant impact on the number of alternative paths generated.

3.2.3 Path Transformation Between Path Planning Spaces (PPSs)

We now describe the transformation of paths between PPSs. The notation of ppath with
respect to its PPS of origin must be defined. A path located in PPSchosen is represented as
ppath

PPSchosen . Paths in other PPSs follow the same notation pattern.

The path formulated in (3.40) is located in PPSchosen. The transformation of the path
to any PPSalt, can be done by using the map defined by fPPSalt

PPSchosen . That is, ppath
PPSalt =

fPPSalt
PPSchosen(ppath

PPSchosen). The mappings fPPSalt
PPSchosen were defined to avoid problems caused by

SCs, especially that of invertibility. The maps must at least be homeomorphic, although
diffeomorphisms are preferred, since they imply dimensional invariance of the manifolds, as
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seen in Theorem 3.2. Therefore, the path obtained in any PPS can be transformed to another
PPS without any loss of information.

3.2.4 Summary

The CFDMPP can be simply summarized as formulating a CFM by removing DCSs, dis-
cretizing the CFM into the CFDM, planning a path on it and transforming the path to
another PPS, if necessary. The DCs include entire path classes that can be avoided. The
CFDMPP, as formulated, offers advantages that can be seen as follows. First, the navi-
gable space is guaranteed to be constraint-free by virtue of how it is formulated. Second,
the user has flexibility in defining the clearance threshold away from the constraint regions.
Third, either all or a subset of the constraint-free navigable space may be formulated as the
CFM. Formulating it as a topological space and as a manifold allows us to utilize properties
of path-connectedness, compactness and discretization abilities. This theoretical basis also
enables defining the concepts of shortest path on a manifold (geodesic), and modification
of paths using homotopy and homology for DCs. The fourth advantage is the equivalence
of all the constraint-free topological spaces (and eventually as manifolds). This enables the
user to choose the space in which to plan a path, and alternatively, transform the path to
any topologically equivalent space. The next advantage is the discretization of the CFM
resulting in the CFDM. With the formulation of path classes using homology and homotopy
on the CFDM, one now has a clear description of the different kinds of paths that may be
generated. This presents the final, tremendous advantage of generating alternative paths on
CFDM without the need to augment the map with or process constraint data. Homotopic
path planning on a discretized manifold combines the advantage of graph theory, user-defined
underlying topology and practical use of generating alternative paths. It avoids the need
to solve complex geodesic equations, while working on a polygonal representation of surface
known to house geodesics; thus using the best of theoretical and discrete formulations.

146



Chapter 4

Results and Analysis

In this chapter, we present results from simulations conducted using the proposed CFDMPP
as described in Chapter 3. The results are categorized into three incremental stages, as
introduced below.

The first stage of results is seen in Section 4.1. Here, the CFDMPP is demonstrated
on a simple environment containing SCs, which are known apriori. The PPM is formulated
to avoid such SCs. Path planning is then performed on the resulting CFDM. The aim
of this stage of results is to establish proof of concept of the CFDMPP and demonstrate
its fundamental advantages. The second stage of results is seen in Section 4.2. Here, the
PPS contains SCs as factored apriori and other SCs that can appear on the PPS, after the
formulation of the original PPM. This stage demonstrates the capabilities of the proposed
CFDMPP, when DCSs are encountered on the originally formulated CFDM. Additionally,
the performance of the CFDMPP is bench marked against those of the PRM and RRT. The
performance metrics used for bench marking are defined. The final stage of results is seen in
Section 4.3 and is accumulated from simulations on a warehouse type of environment. The
design of the CFDMPP is primarily motivated to perform in such an environment. This
category demonstrates the ability of the CFDMPP to generate paths in typical autonomous
warehouse settings such as surveillance, stocking and cleaning. Furthermore, the results
demonstrate the ability of CFDMPP to generate alternative constraint-free paths, should
the originally generated constraint-free paths either be rendered invalid, or simply not be
desired as the current path.

In each result category, the simulation parameters and set-up are described. Then, the
obtained results are illustrated and analyzed. Finally, an interpretation of the significance
of the experiment is provided.

147



4.1 Stage 1: Path planning on the CFDM

4.1.1 Setup

The example considered is that of a UGV with an on board manipulator for retrieve-and-
place operations, navigating on a planar environment, such as a warehouse floor. In this
example, the PPP considers only a planar warehouse floor. The preliminary simulations
conducted so far only deal with SCs. DCs will be dealt with after the proposal defense.
Path planning is performed by following the sequence of steps detailed in Section 3.2.

With its singular PPS = W = PPPS, |PPSs| = 1. Since the workspace is planar in
nature, the dimension of the PPPS is dPPPS = 2. The PPPS is taken as the chosen PPS and
is set as

PPSchosen = {(x, y) | (x, y) ∈ (−11 m, 10 m)× (−10 m, 10 m)} (4.1)

There exists no mapping to any alternative PPS, so we proceed to analyze the information
about SCs. The SCs consists of a storage box on top of a shelving unit, and a glass wall
on one edge of the PPS. In general, shelving units are classified as obstacles rather than
no-go zones. This is so, since the manipulator may still need to get close to the shelving unit
for any retrieve-and-place operations, while still maintaining sufficient clearance to prevent
collision. Classifying it as an obstacle therefore, implies that a less stringent clearance may
be used by the user. On the other hand, the glass wall is classified as a no-go zone, implying
that the user must signify a higher clearance value. Then, the total number of SCs in each
category and the total number of SCs are

nNG = 1 nOB = 2 ⇒ nSC = 3

All the SCs are native to the PPPS and their corresponding bounds are

OB1 = {(x, y) | (x, y) ∈ [0 m, 1 m]× [−1 m, 0 m]}
OB2 = {(x, y) | (x, y) ∈ [−2.414 m, 2.414 m]× [−2.414 m, 2.414 m]}
NG1 = {(x, y) | (x, y) ∈ [−11 m,−10.75 m]× [−10 m, 10 m]}

Applying Algorithm 3.2 with a ∆CS= 1 m leads to two DCSs in PPSchosen.

DCS1 = {(x, y) | (x, y) ∈ [−2.414 m, 2.414 m]× [−2.414 m, 2.414 m]} (4.2a)
DCS2 = {(x, y) | (x, y) ∈ [−11 m,−10.75 m]× [−10 m, 10 m]} (4.2b)

If one were to account for DCs in this example, PPPS would be the native PPS for all such
DCs. By default, the PPPS becomes the PPSchosen. Since PPSchosen is already completely
defined, no further processing is necessary.

One can now proceed to develop the topological representation of PPSchosen. PPSchosen
may be defined as the set SPPSchosen in (4.1), with the metric topologies associated with the
‖.‖1, ‖.‖2 and ‖.‖∞ metrics. The set SPPSchosen together with the topologies induced by the
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metrics define T SPPSchosen . Now, the constraint-free topological representation is extracted.
Both DCSs are native to PPSchosen, so they can be removed in any order. It is up to the user
to include clearance values either as part of the bounds of the SCs, as part of the bounds of
the DCSs, or even during the construction of the CFM. Here, the clearance value is added
to the bounds of only one DCS originally seen in (4.2b). The new DCSs become

DCS1 = {(x, y) | (x, y) ∈ [−2.414 m, 2.414 m]× [−2.414 m,−2.414 m]} (4.3a)
DCS2 = {(x, y) | (x, y) ∈ [−11 m,−10 m]× [−10 m, 10 m]} (4.3b)

The bounds of DCS1 remain unchanged, and can be changed during the construction of the
CFM. The clearance value of ε2 = 0.75 m has been used to increase the clearance from the
glass wall in DCS1, only along one dimension. Removing the sets of points constituting
DCS1 and DCS2, as defined in (4.3), yields

SfreePPSchosen = SPPSchosen \ (SDCS1 ∪ SDCS2)

Then, the resulting constraint-free set of points can be expressed as

SfreePPSchosen = {p = (x, y) | r1 < ‖p‖∞ < r2} for r1 = 2.414 and r2 = 10 (4.4)

SfreePPSchosen inherits the metric topology of SPPSchosen . This topological space is denoted by
T SfreePPSchosen . (4.4) shows that the constraint-free region takes the form of R-1 as defined in
Chapter 3, as seen in Figure 4.1. Using the same set of homeomorphisms, we can formulate
the annulus, which is this application’s CFM of choice on T SfreePPSchosen . Section 3.2.1.9 showed
that each homeomorphism in the composition of hR-4

R-3◦hR-3
R-2◦hR-2

R-1 = hR-4
R-1 transformed from R-

1 to the punctured plane, then to the punctured disc and finally to the annulus of the desired
size. Thus, here, all that is left to do is to simply choose ri and ro that define the annulus.
In the context of the annulus, ri defines the radius of DCS1’s region to be avoided. Thus,
one can introduce an additional clearance here, if necessary. In this example, the corners of
DCS1 in R-1 must be avoided, therefore ri is chosen to account for that. Utilizing the metrics
defined, ri can be expressed as a function of r1. So, ri = r1 × ‖(1, 1)‖2 = 1.414r1 = 3.414 m,
is the minimum ri that encompasses DCS1 with its corners. An additional clearance may
now be defined if chosen, such as ri + εc. In this example, no such additional clearance is
defined. Next, choose ro = 10 m to cover as much of the constraint-free space as possible.
Then, the CFM as defined by the annulus and denoted by R-4 is given by:

R-4 = {p = (x, y) | ri < ‖p‖2 < ro} ri = 3.414 m ro = 10 m (4.5)

The ICE and OCE of this R-4 space are shown in Figure 4.2.

The annulus is now discretized into a meshed CFDM, as the one shown in Figure 4.3(a)
(ignore the path in the figure for now as it is not yet computed). The mesh generator
adopted in this work is DistMesh [125,126], which comes with an open source MATLAB code.
DistMesh triangulates implicitly defined geometry using distance functions and uses Delau-
nay triangulation to reset the topology periodically [126]. Although DistMesh is adopted
here, any other mesh generator to produce graphs can be used. Once a polygonal representa-
tion of the manifold is generated, a graph based algorithm is applied to compute the path on
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DCS1 DCS2

User defined Clearance

R-1

Figure 4.1: R-1 space

this discretized representation of the manifold. In this discretized manifold, the equivalent
of a tuple is what represents a node on the graph. This work uses A* as the path planning
algorithm to compute the shortest path between the start and goal nodes. A* is chosen for
computational ease and for proof of concept of path planning on a CFDM. One may choose
other alternatives to A* as graph-based path planners. The resulting path, ppath, generated
by A*, takes the form of an ordered sequence of nodes, as defined in (3.40).

4.1.2 Results

Four cases are used for illustration, as shown in Figures 4.3 to 4.6. All four figures mark
pstart and pgoal by blue and red squares, respectively. The final path is indicated in green,
with green circles representing intermediate nodes. The large size of green circles are used
for visibility and do not convey any physical meaning of the UGV positions or encroachment
of nodes on un-meshed regions. Note that DistMesh produces different numbers of nodes
and different physical locations for the respective node numbers every time it is run.

4.1.2.1 Case 1

In the first case, pstart = [−9.7029 m,−2.4193 m] and pgoal = [10.0000 m, 0.0205 m]. Running
DistMesh produces a total of 432 nodes, where pstart and pgoal correspond to nodestart = 1
and nodegoal = 432, respectively (i.e., their corresponding node numbers on the graph). The
resulting path is shown in Figure 4.3.

This case shows the nature of a path that crosses from one side of the OCE to the
other, while traveling through the interior of R-4 and along the ICE. Such a case is impor-
tant to consider because, the path originates and ends at the borders of constraint regions,
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OCE

Figure 4.2: R-1 and R-4 of the warehouse example with a glass wall, shelving unit and a box
atop the shelving unit

and even travels along the border for a part of the path. Boundaries of constraint regions
are problematic, because of undesirable behaviour that may result from interacting with
them. While SAs would have to periodically evaluate the sampled points for SC evalua-
tion, the CFDMPP completely avoided that. Given that the environment to sample spans
approximately 100 m2, the issue of periodic constraint-evaluation is a pertinent one. This
is especially so, since this path borders the constraint edges and regeneration of samples is
necessary. Comparing with variants of OAs, local minima and stagnation of paths are not
encountered here. This is so, because the CFDMPP avoids the constraints by default, and
no additional potential/navigation functions need to be formulated to avoid constraints. To
accomplish a robot position that is not in the vicinity of the starting point, the shortest
path as indicated by A* involves traveling along the ICE, whose clearance from the actual
constraint region is defined by the user. That is, the shortest path by definition involves
finding nodes that may border the constraint space. However, since the CFM on which A*
is operating, is constraint-free by definition as seen in Chapter 3, there is no necessity to
evaluate the individual nodes to check for constraints. The OCE and ICE of R-4 and its
discretized counterpart may resemble and border the actual constraint spaces. But, the orig-
inal definition of the space combined with the additional user-defined clearance guarantees
that the path generated will always be constraint free. This is clearly seen in Figure 4.3(b),
where the path generated by the CFDMPP is shown, as it looks in the original PPS, i.e. R-1.
One can clearly see how this path can be visualized in a warehouse setting, where the path
must border the shelving unit (at a preferred proximity) and traverse the rest of the space
as necessary. Note that, the transformed path does not appear to be the shortest, since path
length is a function of discretization resolution; it can be changed using parameters of the
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(b) Robot workspace (R-1)

Figure 4.3: Case 1: Generated path. (a) Path on R-4, starting at the OCE, bordering the
ICE and terminating at the OCE. (b) Equivalent path in the robot workspace.

meshing algorithm used. In this case, the default discretization topology has been used as
suggested in DistMesh, for demonstration purposes.

4.1.2.2 Case 2

In Case 2, we take pstart = [3.3929 m, 0.3789 m] and pgoal = [9.9994 m,−0.1080 m]. Executing
DistMesh produces 448 nodes, where pstart and pgoal correspond to nodestart = 400 and
nodestart = 448, respectively. This case displays the ease with which one can compute the
shortest path while traversing regions that stay clear of constraints. The algorithm does
not need to check for constraints at every step (node). It just computes the path with no
additional resources or unnecessary computational overhead. The generated path is revealed
in Figure 4.4. This case shows that the CFDMPP handles multi-query, constraint-free path
planning with ease. Even in this simple case, where constraint edges only house the source
and target locations, variants of the OA would have re-calibrated their cost functions for the
new target and source locations. Depending on the variant of SAs used, any of the following
may happen. Either the tree is built again to account for the new target location or, if the
learning phase does not contain points close to the source and target locations, then new
points must be learnt, and finally, evaluation of constraints still occur. The CFDMPP’s
multi-query and non-cost based nature, does not encounter the above situations, and the
resulting path from the CFDMPP transformed to R-1 is seen in Figure 4.4(b).

4.1.2.3 Cases 3 and 4

Cases 3 and 4 are presented and analyzed together, to show the effectiveness of using topo-
logical tools to manipulate spaces and the invariance of topological properties up to home-

152



(a) Annulus (R-4)

-10 -5 0 5 10
-10

-8

-6

-4

-2

0

2

4

6

8

10
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Figure 4.4: Case 2: Generated path. (a) Path on R-4 traversing through the interior.
(b) Equivalent path in the robot workspace.

omorphisms. In Case 3, pstart = [−3.4139 m,−0.0206 m] and pgoal = [3.4133 m, 0.0709 m].
Applying DistMesh leads to 496 nodes, with pstart and pgoal being nodestart = 52 and
nodegoal = 445, respectively. The resulting path is depicted in Figure 4.5.

Case 4 produces 459 nodes, with pstart = [−9.8827 m, 1.5271 m] at nodestart = 1 and
pgoal = [−8.9154 m−4.5294 m] at nodegoal = 4. The resulting path is shown in Figure 4.6.

The paths of both cases originate and end along the constraint borders. Case 3 produces
a path that lines the OCE while Case 4’s path lines the ICE. The topological transforma-
tion, i.e. the homeomorphism, shows that R-1 transforms to R-4 and vice versa. Path-
connectedness is an important topologically invariant property under homeomorphisms, and
it is clearly illustrated in these cases. A path bordering the constraint edge in R-4 is still a
path bordering the equivalent constraint edge in R-1. That means, no accidental encounter
with a previously accounted for SC occurs, irrespective of which space, i.e. R-1 or R-4,
the path is computed on. This is of prime importance for consistent constraint avoidance
and is the main strength of the CFDMPP. Using topological tools provides the underlying
connectivity of the space, which, once discretized serves as a reliable source of information.
Typical path planning applications for robotic systems experience discrepancies in velocities
commanded and experienced, when operating close to the constraint space, and thus need to
be consistently checked to see whether the robot is in such a configuration. By pre-defining a
set clearance threshold from both ICE and OCE of the manifold, the two cases demonstrate
the absence of computing a new cost function and the evaluation of constraints. While the
paths may appear to trace the inner and outer edges, these edges are pre-determined to
guarantee that even nodes on these edges stay well clear of the constraint spaces. Since the
paths shown are in T Sfreechosen, one can transform them to T Sfreealt , as seen in Section 3.2.3, if
necessary. However, such a transformation is not necessary here.
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Figure 4.5: Case 3: Generated path. (a) Path on R-4 traveling purely on the ICE. (b) Equiv-
alent path in the robot workspace.

4.1.3 Analysis

The example used shows how a realistic PPP can make use of the proposed CFDMPP.
The goals of using such an example are to show the following points. First, it shows the
feasibility of the CFDMPP on a subset of the Euclidean space. This is necessary, since the
algorithm aims to construct a manifold in a topological space. The Euclidean space is a
topological space, and all/subsets of it may be formulated as a manifold, as was done in
the example. The sequence of steps that show the construction of the topological space
and that of the manifold are generally the same for non-planar manifolds. So, by showing
that one can indeed mathematically construct a manifold from a space and plan a path
on it, we show the feasibility of the CFDMPP. As such, one becomes familiar with the
tools that come with manipulating manifolds and topological spaces. The tools can help
with representing the same PPS using different manifolds, representing a PPS with multiple
DCSs and continuously deform paths on the manifold.

Chapter 3 and the example above used homeomorphisms to construct an annulus. The
composition of homeomorphisms was a tool to represent the same PPS using different rep-
resentations, i.e., punctured plane/disc and annulus. The advantage of this flexibility is not
obvious because this is a planar case. So dilations/contractions and smoothing of corners
may not be significant. However, it can be of great value if the surface to navigate on was a
cylinder, for example. It can be shown that a cylinder is homeomorphic to an annulus, which
is in turn homeomorphic to the punctured disc. Recall that a path-connectedness is invari-
ant up to homeomorphisms. A homeomorphism maps every point from one surface to some
point on the target surface. Then, any path computed on one surface can be transformed
to the target surface using the homeomorphism. So now, let us revisit the example from
the simulation and the cylinder, side by side. In the simulated example, the path generated
on the final annulus can be transformed to any of the intermediate manifolds. In this case,
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Figure 4.6: Case 4: Generated path. (a) Path on R-4 traveling purely on the OCE. (b) Equiv-
alent path in the robot workspace.

R-1 and R-4 are what represent the PPS in its true dimensions. So, the transformation
merely shows the capability to represent the same space and path differently. However, in
the case of a cylinder, one can show that a path on the cylinder is now homeomorphic to
a path on the annulus. This can present itself as an advantage, when the PPM needs to
be represented as a cylinder around a constraint. Hence, rather than planning a path on
a three-dimensional surface, one can compute the path on its equivalent homeomorphism,
i.e. annulus, and transform the path back to the original PPM. It is important to know
that most surfaces can be represented as some function/modification of a few fundamental
topological spaces. Two such fundamental spaces are Rn and Rn \ 0. We have already seen
that the punctured plane Rn \ 0 may be used to construct the annulus and a cylinder. Ad-
ditionally, it is also equivalent to a sphere with its North and South poles removed. So, one
can see how the fundamental space can eventually, through manipulation, becomes topo-
logically equivalent to another space. By demonstrating a tool that creates a manifold by
manipulating another manifold on a subset of the Euclidean space, we show that there are
several uses for such manipulation.

Homeomorphism is a fundamental concept. However, it is not the only tool that builds
new spaces from old. Concepts of subspaces, quotient spaces and connected sums are exam-
ples of tools that enable constructing new spaces. Each comes with a variety of restrictions
and advantages. Subspaces were used previously in Chapter 3 and in this chapter, and are
useful in inheriting the topology for a restricted subset of the original topological space.
Quotient spaces and connected sums go hand in hand. They enable connecting either parts
of the same manifold or different manifolds together. Apart from requiring manipulation
tools to change the surface of computation, one may also use such tools to create a complete
representation of the environment. Consider a torus, which may be used for non-planar nav-
igation, such as for a UAV. One such application can be aerial surveillance and monitoring
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in a warehouse with high shelving units separated by aisle space, very similar to a Costco
warehouse, for instance. Then, in a manner similar to how the annulus was used to circum-
vent the SC, the torus may also be used such that the SC slots into its genus. There exists
several kinds of geodesics on a torus, allowing the UAV to take multiple smooth paths on
the surface. An example of such paths computed on a discretized torus (using DistMesh) is
seen in Figure 4.7. When there exist multiple SCs, the connected-sum technique is used to
create an equivalent representation. For example, consider Figure 4.8, where two tori have
been manipulated to become one connected manifold. This new surface, can now be used
to generate paths that are guaranteed to stay clear of two SCs. A similar analogy for annuli
may be used to represent a PPS with multiple DCSs. This is part of the future work which
will be included in the thesis.

Figure 4.7: Geodesic on the Constraint-Free Discretized Manifold (CFDM) of a torus
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type, that is:

X ≈ Y =⇒ f (X) = f (Y) (3.2)

f (X) �= f (Y) =⇒ X �≈ Y (contrapositive) (3.3)

f (X) = f (Y) =⇒ nothing (in general) (3.4)

Note that an invariant is only useful through the contrapositive. The trivial invariant assigns the
same object to all spaces and is therefore useless. The complete invariant assigns different objects
to nonhomeomorphic spaces, so the inverse of the implication (3.2) is true. Most invariants fall in
between these two extremes. A topological invariant implies a classification that is coarser than, but
respects, the topological type. In general, the more powerful an invariant, the harder it is to compute
it, and as we relax the classification to be coarser, the computation becomes easier. In this section,
we learn about several combinatorial and algebraic invariants.

3.3.1 Topological Type for Manifolds

For compact manifolds, the homeomorphism problem is well understood. In one dimension, there
is only a single manifold, namely S1 in Figure 3.1a, so the homeomorphism problem is trivially
solved. In two dimensions, the situation is more interesting, so we begin by describing an operation
for connecting manifolds. The connected sum of two d-manifolds M1 and M2 is

M1 # M2 = M1 − Dd
1

⋃
∂Dd

1=∂Dd
2

M2 − Dd
2, (3.5)

where Dd
1 and Dd

2 are d-dimensional disks in M1 and M2, respectively. In other words, we cut out two
disks and glue the manifolds together along the boundary of those disks using a homeomorphism,
as shown in Figure 3.5 for two tori. The connected sum of g tori or g projective planes (Figure 3.1d)
is a surface of genus g, and the former has g handles.

Using the connected sum, the homeomorphism problem is fully resolved for compact two-
manifolds: Every triangulable compact surface is homeomorphic to a sphere, the connected sum of
tori, or the connected sum of projective planes. Dehn and Heegaard (1907) give the first rigorous
proof of this result. Rado (1925) completes their proof by showing that all compact surfaces are
triangulable. A classic approach for this proof represents surfaces with polygonal schema, polygons
whose edges are labeled by symbols, as shown in Figure 3.6 (Seifert and Threlfall, 2003). There are
two edges for each symbol, and a represents an edge in the direction opposite to edge a. If we glue the
edges according to direction, we get a compact surface. There is a canonical form of the polygonal
schema for all surfaces. For the sphere, it is the special 2-gon in Figure 3.6a. For orientable manifolds

(a) Torus minus disk (b) Torus minus disk (c) Double torus

FIGURE 3.5 Connected sum. We cut out a disk from each two-manifold and glue the manifolds together along the
boundary of those disks to get a larger manifold. Here, we sum two tori to get a surface with two handles.

Figure 4.8: Connected sum of two genus-1 tori [111]

The second goal of the UGV example presented in this chapter, is that it shows the
systematic sequence of steps to apply for any kind of PPS. That is, one constructs the
topological space with the necessary metrics, and then uses any of the aforementioned tools
to construct manifolds for path planning. There exist other manifold surfaces which can
be similarly utilized, such as the sphere S2. Consider an example, where the PPP involves
a UAV equipped with a sensor to gather 3-D point cloud data-set about an object. Then,
one expects the UAV to be able to traverse around the object, with a change in elevation
periodically while not colliding with object itself. For that, we propose modeling a sphere
enveloping the object as the manifold to traverse on. Every great circle on the sphere is a
geodesic, and every segment of a geodesic is also a geodesic. While parallel circles of latitude
and longitude are not geodesics, the shortest path between any two points on a sphere can
be obtained by a segment of a great circle. In conclusion, smooth and length-minimizing
paths can be produced for the sensor equipped UAV to collect data about the object from
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all angles and elevations of interest. Another example is that of automated quality control,
where unmanned systems use sensors, such as cameras, to collect data about the finished
product. Paths generated on this surface are smooth and collision-free by virtue of defining
the clearance, which in this case is the radius of the sphere. A path on a discretized sphere
(using DistMesh) is seen in Figure 4.9.

Figure 4.9: Geodesic on the Constraint-Free Discretized Manifold (CFDM) of a sphere

Finally, a systematic construction of a topological space along with tools to modify man-
ifolds establishes the basis required for techniques used to modify paths on the surface. As
previously mentioned, concepts of homology and homotopy enable deforming a specific path
on a surface. In the event that a DC is encountered, the path may be deformed to avoid it.
This is far less computationally intensive as opposed to re-modeling the manifold to account
for the newly seen DC. This is another proposed area of future work to be added in the final
thesis.

In summary, the proposed CFDMPP introduces the benefits of combining knowledge
of surfaces that are known to have favorable properties, and then applying computational
geometry to compute paths on such surfaces. This conglomeration has the potential to
be exploited in environments where the map is known, and the priorities are path length
minimization and constraint avoidance.

4.2 Stage 2: Path planning with DCs on the CFDM

4.2.1 Setup

The example considered here is similar to the planar example of Section 4.1 with a UGV. This
example however, considers a PPM of a bigger scale and the presence of point representations
of DCs on the formulated PPM. Therefore, formulating the CFM follows the same sequence
of steps as outlined in Section 3.2, similar to what was done in Section 4.1.

With its singular PPS = W = PPPS, |PPSs| = 1. Since the workspace is planar in
nature, the dimension of the PPPS is dPPPS = 2. The PPPS is taken as the chosen PPS and

157



is set as

PPSchosen = {(x, y) | (x, y) ∈ (−102.5 m, 102.5 m)× (−102.5 m, 102.5 m)} (4.6)

There exists no mapping to any alternative PPS, so we proceed to analyze the information
about SCs. This example is assumed to have observation chambers along all edges of the
PPS. Additionally, there exists a freight elevator located adjacent to two wide stairwells,
all of which are placed within close proximity of the central support column, as seen in
Figure 4.10.

R-1

200 m

7.07 m

2.5 m 2.5 m

Figure 4.10: Simulation environment for stage 2

The two staircase decks are classified as no-go zones, since the UGV is assumed to not
handle elevation changes that occur in a staircase. The elevator is considered a no-go zone, as
it is restricted for human/freight access and the central column is considered as an obstacle.
The observation chambers (one along each edge) are classified as no-go zones. No additional
clearance has been chosen to demarcate the SCs from its surroundings. Then, the total
number of SCs in each category and the total number of SCs are:

nNG = 2 + 1 + 1 + 4 ⇒ nSC = 8

All the SCs are native to the PPPS and their corresponding bounds are mentioned in the
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order as introduced above.

NG1 = {(x, y) | (x, y) ∈ [−3.5361 m,−1 m]× [−3.5361 m,−1 m]}
NG2 = {(x, y) | (x, y) ∈ [1 m, 3.5361 m]× [−3.5361 m,−1 m]}
NG3 = {(x, y) | (x, y) ∈ [−2.667 m, 2.667 m]× [−0.1215 m, 3.5361 m]}
OB1 = {(x, y) | (x, y) ∈ [−0.5 m, 0.5 m]× [−1.25 m,−0.25 m]}
NG4 = {(x, y) | (x, y) ∈ [−102.5 m, 102.5 m]× [−102.5 m,−100 m]}
NG5 = {(x, y) | (x, y) ∈ [−102.5 m, 102.5 m]× [100 m, 102.5 m]}
NG6 = {(x, y) | (x, y) ∈ [−102.5 m,−100 m]× [−100 m, 100 m]}
NG7 = {(x, y) | (x, y) ∈ [100 m, 102.5 m]× [−100 m, 100 m]}

Applying Algorithm 3.2 with a ∆CS= 0.7 m leads to two DCSs in PPSchosen.

DCS1 = {p = (x, y) | ‖p‖∞ ≤ 3.5361 m} (4.7a)
DCS2 = {p = (x, y) | 100 m ≤ ‖p‖∞ ≤ 102.5 m} (4.7b)

Naturally, PPPS would be the native PPS for any potential DCs. By default, the PPPS
becomes the PPSchosen. Since PPSchosen is already completely defined, no further processing
is necessary.

The topological representation of PPSchosen is defined using the same sequence of steps
as seen in Section 4.1 and initially in Section 3.2. Thus, the same details are spared here, to
avoid redundancy. In this example, no further user defined clearance is chosen to separate
the DCSs from their surroundings. Thus, the constraint-free topological space is obtained
using (4.7):

SfreePPSchosen = SPPSchosen \ (SDCS1 ∪ SDCS2)

Then, the resulting constraint-free set of points can be expressed as

SfreePPSchosen = {p = (x, y) | r1 < ‖p‖∞ < r2} for r1 = 3.5361 and r2 = 100 (4.8)

Equipped with the metric topology of SPPSchosen , SfreePPSchosen is now a topological space denoted
by T SfreePPSchosen . Thus, the R-1 representation of the constraint-free region obtained in (4.8)
may be transformed to a CFM of choice. Utilizing the same set of homeomorphisms, hR-4

R-3 ◦
hR-3

R-2 ◦ hR-2
R-1 = hR-4

R-1, R-1 is transformed to an annulus denoted by R-4. The radii used in the
homeomorphisms are ri = r1 × ‖(1, 1)‖2 = 1.414r1 = 5 m, and ro = 100 m. The resulting
CFM is:

R-4 = {p = (x, y) | ri < ‖p‖2 < ro} ri = 5 m ro = 100 m (4.9)

The ICE and OCE of this R-4 space are shown in Figure 4.11.

The CFM is discretized to form the CFDM. The environment is assumed to have a
centralized sensing system with multiple sensors such as cameras for basic monitoring. In-
formation such as the presence of DCs is processed and then relayed to the algorithm for
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Figure 4.11: CFM of the environment denoted by R-4

path planning purposes. Recall that Section 3.2.1.6 described the potential DCs in two
groups. The first group consisting of locations of constraints in the post-CFDM stage, is
described as poles as seen in (3.37). In this example, assume that point representations of
such constraints are received as newly updated environment information from the central
sensor system; non-point representations of constraints are dealt with in Section 4.3. In this
example, there exists a total of 31 such poles. Each pole is represented by the constraint’s
coordinates (x, y) expressed in C, i.e. x + iy. Now, one chooses the holomorphic function
for use. Since any polynomial is holomorphic in the entire complex plane [156], the holo-
morphic function chosen for simulation is that of a polynomial. As seen in (3.38), define
f1(z) = (z(z− zm))a and thus f(z) = f1(z)/poles. Here a was chosen to be a function of the
number of poles in the system, in this case, half the number of poles in the system. In this
case, zm is chosen as the location on the environment that is farthest away from the ICE.
This specific holomorphic function and values of its parameters are adopted from the [18];
naturally, any holomorphic function may be used.

Now, the CFDM of R-4 is complete and the performances of the PRM, RRT and
CFDMPP are compared. The metrics used to evaluate the performance of the CFDMPP
against that of the PRM and the RRT are defined as follows.

• Path length ratio: is the ratio of the observed path length to that of the ideal path
length between the provided start and goal locations. Naturally, a value of 1 indicates
that the shortest path length possible is observed, and higher values indicate an increase
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in observed path lengths.

Path length ratio =
Observed path length
Ideal path length

• Path length deviation (%): is the normalized deviation of the observed path length with
respect to the ideal path length. Smaller deviation values are desired; however, their
interpretation is directly related to the number and location of constraints affecting
the path.

Path length deviation (%) =
Observed path length - Ideal path length

Ideal path length
× 100

• Rejected samples (%): is the ratio of samples discarded due to constraint compliance
with respect to the total samples generated. Total samples is the sum of rejected and
usable samples.

Rejected samples (%) =
Rejected samples
Total samples

× 100

• Usable samples (%): is the ratio of samples retained due to their constraint-free nature
with respect to the total samples generated.

Usable samples (%) =
Total samples - Rejected Samples

Total samples
× 100

• Run time (s): The time taken by the algorithm to perform path planning in an envi-
ronment provided apriori.

The simulation parameters for each of the algorithms that are compared are provided as
follows.

CFDMPP is implemented using Matlab R2017b and uses DistMesh (Matlab) [125,126] to
produce CFDM from CFM. The parameters chosen for simulating the CFDMPP across all
cases in this Section 4.2 on the said CFDM is seen in Table 4.1. Note that parameters such
as mesh generation times and inter-node computation times are a one time cost associated
with a specific discretized map. The same discretized map is used for all cases in this section.
Therefore, the aforementioned times are treated as overheads. The inter-node computation
times involve the determination of neighbour nodes, distance between neighbouring nodes
and the class marker value of line segments between neighbouring nodes. Parameters ε1 and
ε2 maybe referenced from Figure 3.26.

The PRM uses an open source Matlab implementation whose github repository is located
https://github.com/petercorke/robotics-toolbox-matlab. The maximum number of samples
permitted to construct the tree is 100 (default). This implementation of the PRM uses
an occupancy grid to represent constraints as well as the entire map. Due to this indexed
representation, while the dimension of the grid is the same as what is used in CFDMPP,
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Table 4.1: CFDMPP Parameters

Mesh generation time Mean = 1.0740 s, Std = 0.0182 s

Inter-node computation time Mean = 0.1640 s, Std = 0.0061 s

Mesh resolution in nodes 1451

ε1 1.8

ε2 1.8

the annulus is centered at a non-zero coordinate. The RRT is implemented using Matlab
R2017b and uses point based representation for the map and constraints. No maximum limit
on the number of samples is imposed to denote the completion of the tree. The difference in
the parameters between the PRM and RRT allow for a display of the best and worst case
scenarios of the SAs, when compared with the CFDMPP.

The PRM, RRT and CFDMPP are run on the formulated R-4 for four different cases,
similar to Section 4.1. Each of the four cases is further tested for a varying number of poles,
in increments of three, i.e, [0,1,4,..31]. This is done to show scalability of the algorithms as
the number of constraints increases. Data related to metrics are obtained by simulating the
experiment 20 times. For each case, the results shown in this section include:

1. The paths produced by PRM, RRT and CFDMPP in R-4 and R-1 for 0, 13 and 31
poles.

2. The paths produced by CFDMPP when the original path is homotopically blocked;
displayed in R-4 and R-1 for 13 and 31 poles.

3. Table with information about a comparison metric for PRM, RRT and CFDMPP
(without and with blocking); shown for all five metrics for [0,1,4,..31] poles.

4. Plots displaying trends of a metric for PRM, RRT and CFDMPP (without and with
blocking); shown for three metrics for [0,1,4,..31] poles.

The above is subset of the results produced, and is chosen to be represented here as
indicators of some trends. The remaining figures are not included here for brevity. Instead,
they are shown in Appendix A, Appendix B, Appendix C and Appendix D for cases 1, 2, 3
and 4 respectively. In figures displaying the paths, the start and goal locations are shown
with blue and red squares, respectively; the path is shown in green. The poles are shown
with crosses. Note that sometimes, the lines representing the poles and paths may appear to
overlap, mistakenly appearing like a collision. The size of the markers representing the paths
and constraints are chosen for visibility, and therefore do not convey any other meaning. The
paths represented are confirmed to be constraint free.
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4.2.2 Results and analysis

4.2.2.1 Case 1

This case assumes that pstart and pgoal are on the OCE. Figures 4.12 to 4.14 show paths
produced by PRM, RRT and CFDMPP in R-4 and R-1 for 0, 13 and 31 poles, respectively.
Case 1 forms the baseline of comparisons, because the nature of pstart and pgoal induces an
ideal path with no deviations or detours in the PPS, free of corridors or narrow passages. It
also deals with the situation where the start and goal locations are on the OCE, with the
expected path travelling along the ICE.

SAs are known to perform well in such non-restricted environments, and thus, this case
possibly represents the best case scenario for SAs. Keeping this in mind, one can visually ob-
serve the results seen in Figure 4.12 to confirm that despite there being no poles/constraints,
PRM and RRT take more detours than CFDMPP. Naturally, the sampling nature of the
former two algorithms do not afford the same path quality as the latter does. However, it
is important to note that both the PRM and RRT are sampling from the same CFM to for
fair comparison with the CFDMPP. This is important because, all three algorithms make
use of the same, known, path planning landscape. But the difference in performance lies in
the how much and how, the information of the known PPS is being processed and retained
for future use.

In Figure 4.12, this difference in performance may be seen as CFDMPP producing the
most direct path with the least detours. Expressing this performance in terms of the metrics
defined, one can choose to view it in light of either percentage of path length deviation
and ratio of observed to ideal path lengths. They can be seen in Table 4.2 and Table 4.3,
respectively. The percentage of path length deviation across the algorithms is better seen in
Figure 4.17. The tables and figures contain a fourth entry corresponding to the performance
of the CFDMPP when used under blocking circumstances; this will be discussed towards the
end of this section.

One notices that CFDMPP produces a negative percentage of path length deviation in
Table 4.2 (equivalently in Figure 4.17) and correspondingly, an observed ratio of less than 1
for some entries in Table 4.3. This is so, due to the choice of meshing parameters. A uniform
mesh of the CFM was desired, and that choice of uniformity produced such a mesh that the
ICE was coarsely approximated. That is, while the radius of the ICE is the desired radius at
the vertices of the line segments approximating it, the circumference is lesser than expected.
This in turn affects the length of the final path, which appears smaller in length compared to
that of the ideal path. Naturally, one may simply change the meshing resolution; however,
this example aids in showing the effect and flexibility of meshing the CFM.

Now consider the situations where the number of poles has increased to 13. The paths
produced can be seen in Figure 4.13. The increased number of detours is immediately obvious
in the case of the PRM and RRT. One may again view this in the form of percentage path
length deviation and ratio of observed to ideal path lengths, but this example has a different
impact on the algorithms because of the poles. SAs sample and then discard samples based
on constraint violation. Therefore with the presence of constraints, one not only notices the
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path detours but also the percentage of samples that are rejected, and in turn the samples
that are usable.

Tables 4.4 and 4.5 show the percentage of usable and rejected samples, respectively. From
Section 3.2.2, recall that the CFDMPP stores path classes on a given mesh, by keeping track
of nodes encountered on different path classes. So, the total possible number of nodes or
samples produced in the CFDMPP is the total number of path classes multiplied by the
number of nodes in the mesh. The rejected and usable sample percentages are calculated
based on this value. Table 4.5 shows that the PRM performs better than the RRT, with
the CFDMPP producing the least percentage of rejected samples. This can be seen in
Figure 4.18.

In the simulation example described, this case is indicative of needing to traverse the
length of the warehouse while avoiding the first group of DCs. The significance of detours
that take place in paths produced by the SAs are clear in the figures, seen in the original
space, i.e. R-1. Clearly, this affects the prime metric of path length, but more importantly, it
shows the disadvantage of using SAs for spaces whose knowledge cannot be adequately used
to optimize path planning via SAs. The same behaviour can be observed in Figure 4.14 with
respect to the SAs’ inability to fully represent the known aspects of a known PPS. Finally,
the run times may be seen in Table 4.6 or equivalently in Figure 4.19, where the CFDMPP
performs well ahead of the SAs.

The comparison metrics seen via tables and figures so far, show the trends for a varying
number of poles in the environment. When these trends are viewed in light of how the same
CFM is being used, we recall that the method of processing known information impacts the
chosen metrics. That is, in the case of SAs, even though the same CFM is being processed
every time, new samples are being generated and discarded. Thus, the path generated on
one run/map/tree has no future use, because that map/tree holds no fixed association with
the CFM the next time the algorithm is called. So, one cannot rely on a previously generated
path, to make an informed decision about the next desired path. Therefore, this shows that
the value of a path planning algorithm is not just limited to path length metrics, memory and
run-time, but also re-usability. In the context of re-usability, the focus is not only restricted
to the map, but also to the representation of paths that have been generated thus far.

With CFDMPP, not only is the map stored, but is processed to keep track of path classes.
In fact, one of the prime advantages of using CFDMPP is that of classes to solve the problem
of the second group of constraints. Consider Figures 4.15 and 4.16, where one can see the
initial path produced, and the next alternative path produced as well. This situation can
occur when the original path has been rendered invalid or is chosen to be invalid or blocked.
In such a case, the generated map, classes and path information are being used to avoid a
specific path class, and generate an alternative path. Furthermore, the kind of alternative
path generated may be chosen by tuning ε3 referred to as seen in Figures 4.15 and 4.16.
That is, by maximizing the knowledge of the map, we are now able to tune our required
path, and deliberately avoid path. If one tried to simulate this behaviour using the SAs,
the constraints will have to be introduced into the environment in place of the path that is
not desired. This is so because the map/tree changes for each run, and there is a loss of
information that would have otherwise proved to be useful for the future. Therefore, the
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CFDMPP now maximizes the knowledge of the map and offers a tunable degree of freedom
allowing the deliberate avoidance of a path class, and the generation of an alternative one.

The same metrics are used to evaluate the performance of the CFDMPP in blocking
mode. In this mode, the tuning parameter ε3 forces the algorithm to produce a path in
a different path class. Whether the alternative path class is the next best (most optimal)
path class in comparison to the original, blocked class is dependent on the user-defined ε3.
This of course impacts the detours taken by the path, and thus the percent path length
deviation. So in comparison to CFDMPP, Table 4.2 (or equivalently in Figure 4.17) and
Table 4.3 show that blocking induces a greater deviation. But of course, this time, the
deviation has been triggered, in order to avoid the previous path. Despite this deliberate
triggering of re-planning an alternative path, the CFDMPP in blocking mode still achieves a
significantly better performance with respect to percentage of rejected samples (Figure 4.18
or Table 4.5) and run time (Figure 4.19 or Table 4.6). The reader will notice some entries
with a “NaN” value in the table or missing bars in the metric comparison plots. This implies
that CFDMPP could not execute blocking because there is only one path class in the CFM.
This may occur due to the location of poles (close together on the ICE or OCE) or due to
stringent tuning parameters, both of which disallow more than one path class. In the case
of our simulations, such entries are due to the location of poles.

To better see the impact of this degree of freedom, refer to Figure 4.20. Each figure
represents a path that is produced when the original path seen in Figure 4.14(e) is blocked
using a different ε3 value. ε3 indicates the threshold of similarity between the class marker
values of the path classes, such that a path class satisfying that that threshold is considered
to be the same class as the blocked path class seen in Figure 4.20(a). So as ε3 increases
across Figure 4.20(b), Figure 4.20(c), Figure 4.20(d) and Figure 4.20(e), the alternative
paths look increasingly less similar to the blocked path. This is well in alignment with the
expected behaviour from definitions in Chapter 3, as class marker values of path classes are
increasingly different due to the poles the contour encloses. It is this freedom, that we exert
as a choice for tuning.
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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(f) CFDMPP: Path in R-1

Figure 4.12: Case 1: Paths generated by PRM, RRT and CFDMPP with no obstacles/poles
in the environment; paths shown in R-4 and R-1.

166



20 40 60 80 100 120 140 160 180 200

x

20

40

60

80

100

120

140

160

180

200
y

(a) PRM: Path in R-4

-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(b) PRM: Path in R-1

-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(c) RRT: Path in R-4
-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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(f) CFDMPP: Path in R-1

Figure 4.13: Case 1: Paths generated by PRM, RRT and CFDMPP with 13 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(d) RRT: Path in R-1
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(f) CFDMPP: Path in R-1

Figure 4.14: Case 1: Paths generated by PRM, RRT and CFDMPP with 31 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure 4.15: Case 1: CFDMPP in the case of 13 poles (first group of DCs and 1 blocked
path (second group of DCs HB Threshold = 0.55). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-4. (d) Blocked path and resulting path in R-1.
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Figure 4.16: Case 1: CFDMPP in the case of 31 poles (first group of DCs and 1 blocked
path (second group of DCs. ε3 = 0.45). (a) Path in R-4. (b) Blocked path and resulting
path in R-4. (c) Path in R-4. (d) Blocked path and resulting path in R-1.
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Table 4.2: Case 1 : Percentage of Path Length Deviation

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 24.08, 13.65 52.61, 47.01 -1.60, 0.00 NaN, NaN

1 18.37, 15.14 53.08, 31.59 -1.60, 0.00 NaN, NaN

4 19.46, 10.96 58.31, 46.91 -1.60, 0.00 5.52, 0.00

7 27.94, 19.12 58.73, 34.97 -1.60, 0.00 0.67, 0.00

10 23.76, 17.68 52.47, 29.55 -0.20, 0.00 0.67, 0.00

13 15.76, 12.54 51.64, 34.33 -0.20, 0.00 5.90, 0.00

16 16.68, 13.37 54.69, 39.91 -0.20, 0.00 0.68, 0.00

19 19.01, 13.56 50.97, 28.39 -0.20, 0.00 0.95, 0.00

22 18.35, 12.18 57.77, 49.98 -0.20, 0.00 0.67, 0.00

25 18.56, 10.89 48.20, 38.06 -0.20, 0.00 2.35, 0.00

28 16.19, 10.35 27.90, 25.51 -0.20, 0.00 0.40, 0.00

31 17.75, 11.43 37.16, 23.62 -0.20, 0.00 3.07, 0.00

Table 4.3: Case 1 Ratio of observed path length to ideal length

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 1.28, 0.14 1.57, 0.48 0.98, 0.00 NaN, NaN

1 1.22, 0.16 1.57, 0.32 0.98, 0.00 NaN, NaN

4 1.23, 0.11 1.63, 0.48 0.98, 0.00 1.06, 0.00

7 1.32, 0.20 1.63, 0.36 0.98, 0.00 1.01, 0.00

10 1.28, 0.18 1.57, 0.30 1.00, 0.00 1.01, 0.00

13 1.20, 0.13 1.56, 0.35 1.00, 0.00 1.06, 0.00

16 1.20, 0.14 1.59, 0.41 1.00, 0.00 1.01, 0.00

19 1.23, 0.14 1.55, 0.29 1.00, 0.00 1.01, 0.00

22 1.22, 0.13 1.62, 0.51 1.00, 0.00 1.01, 0.00

25 1.22, 0.11 1.52, 0.39 1.00, 0.00 1.02, 0.00

28 1.20, 0.11 1.31, 0.26 1.00, 0.00 1.00, 0.00

31 1.22, 0.12 1.41, 0.24 1.00, 0.00 1.03, 0.00
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Table 4.4: Case 1 Percentage of usable samples

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 78.08, 3.65 46.44, 1.40 100.00, 0.00 NaN, NaN

1 78.94, 3.38 46.52, 0.43 100.00, 0.00 NaN, NaN

4 79.63, 3.10 46.46, 0.56 99.93, 0.00 99.98, 0.00

7 78.47, 3.68 46.50, 0.90 99.95, 0.00 99.94, 0.00

10 78.49, 3.88 46.20, 0.92 99.75, 0.00 99.86, 0.00

13 77.46, 3.83 46.32, 0.43 99.80, 0.00 99.91, 0.00

16 79.15, 4.24 46.45, 0.30 99.85, 0.00 99.89, 0.00

19 79.40, 2.90 46.23, 0.61 99.84, 0.00 99.93, 0.00

22 77.37, 3.54 46.32, 0.74 99.81, 0.00 99.85, 0.00

25 78.71, 2.86 46.33, 0.77 99.78, 0.00 99.95, 0.00

28 78.29, 4.03 46.40, 1.19 99.66, 0.00 99.95, 0.00

31 78.35, 4.36 46.45, 0.55 99.80, 0.00 99.92, 0.00

Table 4.5: Case 1 Percentage Rejected Samples

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 21.92, 3.65 53.56, 1.40 0.00, 0.00 NaN, NaN

1 21.06, 3.38 53.48, 0.43 0.00, 0.00 NaN, NaN

4 20.37, 3.10 53.54, 0.56 0.07, 0.00 0.02, 0.00

7 21.53, 3.68 53.50, 0.90 0.05, 0.00 0.06, 0.00

10 21.51, 3.88 53.80, 0.92 0.25, 0.00 0.14, 0.00

13 22.54, 3.83 53.68, 0.43 0.20, 0.00 0.09, 0.00

16 20.85, 4.24 53.55, 0.30 0.15, 0.00 0.11, 0.00

19 20.60, 2.90 53.77, 0.61 0.16, 0.00 0.07, 0.00

22 22.63, 3.54 53.68, 0.74 0.19, 0.00 0.15, 0.00

25 21.29, 2.86 53.67, 0.77 0.22, 0.00 0.05, 0.00

28 21.71, 4.03 53.60, 1.19 0.34, 0.00 0.05, 0.00

31 21.65, 4.36 53.55, 0.55 0.20, 0.00 0.08, 0.00
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Table 4.6: Case 1 Run time

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 2.20, 0.12 3.84, 8.84 0.22, 0.01 NaN, NaN

1 2.21, 0.10 3.59, 8.60 0.23, 0.01 NaN, NaN

4 2.22, 0.08 3.48, 5.08 0.19, 0.01 0.29, 0.02

7 2.23, 0.09 3.19, 7.06 0.20, 0.01 0.22, 0.01

10 2.18, 0.10 3.64, 5.66 0.28, 0.01 0.26, 0.01

13 2.19, 0.09 5.91, 13.56 0.29, 0.02 0.35, 0.01

16 2.18, 0.08 6.16, 19.90 0.29, 0.02 0.26, 0.02

19 2.19, 0.06 1.02, 1.23 0.29, 0.01 0.23, 0.02

22 2.21, 0.06 1.55, 2.11 0.30, 0.02 0.27, 0.01

25 2.17, 0.08 4.59, 9.19 0.30, 0.01 0.31, 0.02

28 2.19, 0.06 2.74, 4.64 0.30, 0.01 0.24, 0.01

31 2.18, 0.08 1.41, 1.84 0.30, 0.01 0.28, 0.02
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(d) CFDMPP with blocking

Figure 4.17: Case 1: Percent path length deviation computed across 20 runs each for 0–31
obstacles/poles. Note that the y-axes span different ranges for each algorithm.
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(d) CFDMPP with blocking

Figure 4.18: Case 1: Percentage of rejected samples computed across 20 runs each for 0–31
obstacles/poles. Note that the y-axes span different ranges for each algorithm.
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(d) CFDMPP with blocking

Figure 4.19: Case 1: Run time across 20 runs each for 0–31 obstacles/poles. Note that the
y-axes span different ranges for each algorithm.
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(a) Original path

(b) ε3 = 0.25 (c) ε3 = 0.45

(d) ε3 = 0.8 (e) ε3 = 1.45

Figure 4.20: Alternative paths produced by CFDMPP on the CFDM
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4.2.2.2 Case 2

Similar to case 2 in Section 4.1, this case assumes that pstart and pgoal are on the OCE and
ICE respectively. The aim of this case is to observe the behaviour of all three algorithms
as pstart and pgoal become closer in proximity. The same mesh and tuning parameters seen
in case 1 is used here. The performance metrics are seen in Table 4.7 or equivalently in
Figure 4.26, Table 4.8, Table 4.9, Table 4.10 or equivalently in Figure 4.27 and Table 4.11
or equivalently in Figure 4.28. The paths produced by the PRM, RRT and CFDMPP in
R-4 and R-1 are seen in Figure 4.21. Since case 1 provided a detailed correlation between
the results of performance metrics and the algorithms’ behaviour, it is assumed that the
reader can make similar inferences in the upcoming cases. From here onward, we discuss
observations that are unique to each case.

It is clear that the CFDMPP yields the shortest path with the least detours, as compared
to the SAs. This example is important because it starts to show a pattern of the SAs as the
separation between the start and goal locations decreases. One can see from Figure 4.21 that
even without poles, the SAs experience a greater amount of detours. This behaviour was
also previously seen in case 1 where the start-goal pair had a larger separation. However,
it becomes more prominent here as the separation from the start-goal pair decreases to
approximately half of what it was in case 1. This is in alignment with the fundamental
principle behind SAs, since it is more likely that longer paths are better represented, due to
the likelihood of obtaining samples over a wide-spread area over time. However, when the
paths become more confined, the same does not hold anymore. In the context of realistic path
planning however, the separation between the start-goal pair may not be high, and algorithms
are still expected to yield a path with minimum detours as possible. The CFDMPP is able
to produce a path with no effect of separation between the start and goal locations.

In fact, the same pattern may be observed in situations where the environment has 13
and 31 poles, whose paths are seen in Figure 4.22 and Figure 4.23 respectively. From the
figures, one may note that the placement of poles appear different across the algorithms,
while the number of poles is consistent. This difference is important to demonstrate the
following. First, the deliberate placement of poles helps demonstrate certain features of
blocking in the CFDMPP in light of tuning. Second, this helps demonstrate the difference
between SAs and the CFDMPP. The former does not retain information about the map for
future runs as opposed to the latter. Thus, for the purposes of comparisons, so long as the
number of poles, the separation between start and goal locations are held constant, the SAs
may still be evaluated against the CFDMPP using the same metrics.

We approach the topic of blocked paths and alternative paths by considering the paths
produced in the presence of 13 poles seen in Figure 4.24, 31 poles seen in Figure 4.25 and
exploring tuning options in Figure 4.29 in conjunction with each other. Both Figure 4.24
and Figure 4.25 produce expected alternative paths, but the interesting observation lies
in Figure 4.25. Figure 4.25 shows the presence of exactly one pole that distinguishes the
path class of the original path seen in Figure 4.25(a) and the alternative path class seen in
Figure 4.25(b). The CFDMPP successfully yields this alternative path with considerably less
detours than would a SAs. This is an example of simulating encounters with poles located
in close proximity to the original path and requiring the next viable, shortest path. SAs do
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not have this capability, since they retain information about neither the map nor the paths.

We now look at the different alternative paths produced via homotopic blocking to avoid
the second group of DCs. The original and resulting alternative paths are seen in Figure 4.29.
This case is important in demonstrating the impacts of choosing tuning parameters and ε3,
on the kinds of alternative paths produced. Notice that the paths corresponding to ε3 values
of 0.45 and 1 produce alternative paths as expected. Now, ε3 =1.15 also results in an
alternative path, but upon closer inspection, we can see that the path intuitively belongs in
the same path class as that of ε3 =0.45. In the case of ε3 = 1.35, the path produced is in a
path class that is different from that of ε3 =0.45 and ε3 =1. But clearly, it is not optimal in
path length.

Both of the final two alternative paths are not ideal, but have been displayed here as the
effects of choosing tuning parameters. Since tuning parameters ε1, ε2 and ε3 are inherently
related, the choice of the first two eventually determines the path classes that are created.
By setting ε3, we set a finite value that determines whether a contour up till a certain
point should feature in one class or the next. The choice of the tuning parameters initially
involves no technique. However, with observation and experience with the map, one may
gradually acquire enough intuition to make more educated choices. So, in this specific case,
the choice of the tuning parameters is considered to satisfy the path planning needs, since
it correctly yields 3 paths—the original, and the first two alternative paths. The alternative
paths produced beyond that point are not satisfactory. Naturally, the tuning parameters
may be adjusted, but there will exist tradeoffs; a topic that will be discussed in detail in
Section 4.3. This example is meant to serve as an introduction to the different results that
we obtain as a consequence of the tuning parameters. It is important to note that despite
the nuances of tuning, this case successfully yields one original path and two alternative
paths, which is not something that SAs can accomplish. In fact, the ability to produce at
least one alternative path will now start featuring prominently when we discuss the choice
of the tuning parameters.
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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(f) CFDMPP: Path in R-1

Figure 4.21: Case 2: Paths generated by PRM, RRT and CFDMPP with no obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure 4.22: Case 2: Paths generated by PRM, RRT and CFDMPP with 13 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(f) CFDMPP: Path in R-1

Figure 4.23: Case 2: Paths generated by PRM, RRT and CFDMPP with 31 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure 4.24: Case 2: CFDMPP in the case of 13 poles (first group of DCs and 1 blocked
path (second group of DCs ε3 = 0.85). (a) Path in R-4. (b) Blocked path and resulting
path in R-4. (c) Path in R-4. (d) Blocked path and resulting path in R-1.
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Figure 4.25: Case 1: CFDMPP in the case of 31 poles (first group of DCs and 1 blocked
path (second group of DCs. ε3 = 1). (a) Path in R-4. (b) Blocked path and resulting path
in R-4. (c) Path in R-4. (d) Blocked path and resulting path in R-1.
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Table 4.7: Case 2 : Percentage of Path Length Deviation

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 29.85, 25.69 133.18, 77.88 2.19, 0.00 NaN, NaN

1 35.00, 28.97 102.96, 86.08 2.19, 0.00 NaN, NaN

4 47.42, 41.36 148.17, 91.37 2.19, 0.00 39.73, 0.00

7 29.80, 24.37 111.34, 77.77 2.19, 0.00 29.08, 0.00

10 51.59, 26.20 117.34, 93.46 4.98, 0.00 33.22, 0.00

13 39.92, 30.12 165.72, 111.76 4.98, 0.00 53.97, 0.00

16 43.63, 34.06 119.76, 94.58 4.98, 0.00 17.40, 0.00

19 41.50, 43.98 146.71, 111.06 4.98, 0.00 28.03, 0.00

22 38.10, 33.58 82.73, 55.17 4.98, 0.00 56.83, 0.00

25 41.18, 28.56 96.21, 75.17 4.98, 0.00 32.76, 0.00

28 45.81, 34.79 118.26, 79.40 4.98, 0.00 54.78, 0.00

31 45.66, 31.45 111.57, 77.25 4.98, 0.00 28.71, 0.00

Table 4.8: Case 2 Ratio of observed path length to ideal length

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 1.30, 0.26 2.33, 0.78 1.02, 0.00 NaN, NaN

1 1.35, 0.29 2.03, 0.86 1.02, 0.00 NaN, NaN

4 1.47, 0.41 2.48, 0.91 1.02, 0.00 1.40, 0.00

7 1.30, 0.24 2.11, 0.78 1.02, 0.00 1.29, 0.00

10 1.52, 0.26 2.17, 0.93 1.05, 0.00 1.33, 0.00

13 1.40, 0.30 2.66, 1.12 1.05, 0.00 1.54, 0.00

16 1.44, 0.34 2.20, 0.95 1.05, 0.00 1.17, 0.00

19 1.41, 0.44 2.47, 1.11 1.05, 0.00 1.28, 0.00

22 1.38, 0.34 1.83, 0.55 1.05, 0.00 1.57, 0.00

25 1.41, 0.29 1.96, 0.75 1.05, 0.00 1.33, 0.00

28 1.46, 0.35 2.18, 0.79 1.05, 0.00 1.55, 0.00

31 1.46, 0.31 2.12, 0.77 1.05, 0.00 1.29, 0.00
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Table 4.9: Case 1 Percentage of usable samples

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 78.72, 3.97 46.69, 0.85 100.00, 0.00 NaN, NaN

1 78.57, 4.11 46.72, 1.14 100.00, 0.00 NaN, NaN

4 76.21, 2.99 46.68, 1.65 100.00, 0.00 99.97, 0.00

7 78.68, 2.82 46.89, 1.32 100.00, 0.00 99.97, 0.00

10 78.92, 3.52 47.43, 1.42 99.77, 0.00 99.95, 0.00

13 79.40, 4.85 46.95, 1.33 99.77, 0.00 99.96, 0.00

16 79.18, 3.27 45.80, 3.35 99.79, 0.00 99.67, 0.00

19 78.12, 4.08 47.16, 1.76 99.72, 0.00 99.95, 0.00

22 77.04, 3.71 45.87, 3.04 99.79, 0.00 99.95, 0.00

25 79.50, 4.10 46.75, 2.16 99.59, 0.00 99.93, 0.00

28 78.44, 3.27 46.28, 2.29 99.79, 0.00 99.89, 0.00

31 78.86, 2.72 46.83, 2.15 99.69, 0.00 99.91, 0.00

Table 4.10: Case 1 Percentage Rejected Samples

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 21.28, 3.97 53.31, 0.85 0.00, 0.00 NaN, NaN

1 21.43, 4.11 53.28, 1.14 0.00, 0.00 NaN, NaN

4 23.79, 2.99 53.32, 1.65 0.00, 0.00 0.03, 0.00

7 21.32, 2.82 53.11, 1.32 0.00, 0.00 0.03, 0.00

10 21.08, 3.52 52.57, 1.42 0.23, 0.00 0.05, 0.00

13 20.60, 4.85 53.05, 1.33 0.23, 0.00 0.04, 0.00

16 20.82, 3.27 54.20, 3.35 0.21, 0.00 0.33, 0.00

19 21.88, 4.08 52.84, 1.76 0.28, 0.00 0.05, 0.00

22 22.96, 3.71 54.13, 3.04 0.21, 0.00 0.05, 0.00

25 20.50, 4.10 53.25, 2.16 0.41, 0.00 0.07, 0.00

28 21.56, 3.27 53.72, 2.29 0.21, 0.00 0.11, 0.00

31 21.14, 2.72 53.17, 2.15 0.31, 0.00 0.09, 0.00
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Table 4.11: Case 2 : Run time

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 2.06, 0.09 6.63, 23.25 0.15, 0.01 NaN, NaN

1 2.03, 0.10 2.22, 5.56 0.15, 0.01 NaN, NaN

4 2.00, 0.08 2.67, 4.78 0.16, 0.01 0.45, 0.02

7 2.04, 0.07 3.16, 6.03 0.16, 0.01 0.32, 0.03

10 2.01, 0.08 3.73, 7.27 0.18, 0.01 0.38, 0.02

13 2.00, 0.07 5.62, 13.66 0.19, 0.01 0.37, 0.03

16 1.97, 0.06 2.31, 4.43 0.19, 0.01 0.25, 0.02

19 2.01, 0.09 5.10, 8.69 0.19, 0.01 0.25, 0.02

22 1.99, 0.07 3.04, 6.99 0.19, 0.01 0.38, 0.02

25 1.97, 0.10 2.66, 3.16 0.20, 0.02 0.31, 0.02

28 1.97, 0.10 1.30, 1.99 0.20, 0.01 0.36, 0.03

31 1.95, 0.07 2.68, 3.99 0.21, 0.01 0.30, 0.01
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(c) CFDMPP
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(d) CFDMPP with blocking

Figure 4.26: Case 2: Percent path length deviation computed across 20 runs each for 0–31
obstacles/poles. Note that the y-axes span different ranges for each algorithm.
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(d) CFDMPP with blocking

Figure 4.27: Case 2: Percentage of rejected samples computed across 20 runs each for 0–31
obstacles/poles. Note that the y-axes span different ranges for each algorithm.
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Figure 4.28: Case 2: Run time across 20 runs each for 0–31 obstacles/poles. Note that the
y-axes span different ranges for each algorithm.
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(a) Original path

(b) ε3 = 0.45 (c) ε3 = 1

(d) ε3 = 1.15 (e) ε3 = 1.35

Figure 4.29: Alternative paths produced by CFDMPP on the CFDM
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4.2.2.3 Cases 3 and 4

Cases 3 and 4 are similar in that both situations have pstart and pgoal on the constraint edges
of the CFM. Both cases exhibit similar behaviour with respect to the paths produced and the
metrics, so they are grouped together for this discussion. Furthermore, case 3 demonstrates
additional points for observation that case 4 does not. So, we will use case 3 as the case that is
discussed in detail, while case 4 is simply referred to by its results. The performance metrics
for case 3 are seen in Table 4.12 (or equivalently in Figure 4.35), Table 4.13, Table 4.14,
Table 4.15 (or equivalently in Figure 4.36), and Table 4.16 (or equivalently in Figure 4.37).
The paths produced by the PRM, RRT and CFDMPP in R-4 and R-1 are seen in Figure 4.30.

Case 3 consists of pstart and pgoal lying on the ICE. Transitioning from case 2, one
notices that in case 3, the separation between the start-goal pair has decreased even further.
Therefore, this case is of paramount importance to gauge the performance of the CFDMPP
with respect to the PRM and RRT. Figure 4.30 displays a tell-tale sign of the impact of
decreased separation between the start-goal pair the resulting path quality. Figure 4.30 shows
an obvious decline in path quality by the PRM, whereas the RRT seemingly does better.
The actual decline in path quality may be seen in Table 4.12 or equivalently in Figure 4.35.
Clearly, the CFDMPP yields paths that are resilient to separation between the start-goal
pair. This may also be seen in Table 4.13.

Next, we observe the situations with 13 poles in Figure 4.33 and 31 poles in Figure 4.34
together. There are three observations to be made in both figures. First, the SAs produce
a visibly large deviation from the required path as opposed to the CFDMPP. This is as
expected. Second, the path produced by the CFDMPP when transformed to R-1 appears
to cross into the constraint region. This is a consequence of the meshing parameters chosen,
where the uniform mesh and its resolution result in a coarse approximation of the ICE with
respect to its actual curvature. Recall that the effects of this choice were already seen in
the results of case 1, where the CFDMPP produced a path length shorter than the ideal
path length. Since the same mesh is used here, the same meshing parameters come into
play here. The approximation of the ICE is a composition of edges with vertices. So,
while the separation between the vertices and the centre of the ICE will still result in the
desired radius, the sum of edge lengths may fall short of the true circumference of the ICE.
The transformation between R-4 and R-1 is applied only to the vertices that constitute the
path, and not to the edges connecting them. So, one may now verify in Figure 4.33 and
Figure 4.34, that the vertices or points of the path are indeed correctly transformed to R-
1. However since the edges from R-4 are not transformed, the edges that now connect the
correctly transformed vertices in R-1 appear to infringe the constraints. To reiterate, this is
a consequence of meshing parameters and not of CFDMPP’s ability to produce a constraint
free path. This topic is introduced here so that it can be revisited in Section 4.3 for a realistic
environment.

The third and final observation is the ability of the CFDMPP to yield a path despite
having a cluster of closely located poles in the region of interest. There is a deliberate
difference in the placement of poles for the PRM, RRT and CFDMPP. This aids in visually
demonstrating the challenges faced by the SAs, even when the poles in their environments
are not dense clusters, and are sparse in comparison to the poles of the CFDMPP. That is,
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despite there being an absence of narrow corridors or clustered poles, the SAs’ challenge with
generating a path with minimal detours seems to be related to the proximity of the start
and goal locations. The performance metrics may be used to explicitly quantify the success
of the CFDMPP in this case, since it is unaffected by the proximity of start-goal pair.

Observing Figure 4.35 or equivalently Table 4.12 and Table 4.13 for the CFDMPP, one
notices that there exists a positive percentage of path length deviation or a ratio of greater
than 1, even with the coarse approximation of the ICE. This in contrast to case 1, where
there was a negative path length deviation. In this case, the difference in behaviour is
because of the following. Since the CFDMPP performs path planning on the discretized
CFM, the provided pstart and pgoal are mapped to their closest node equivalents in the mesh,
i.e nodestart and nodegoal. The coarse approximation may yield nodestart and nodegoal, that
are slightly farther away from the actual pstart and pgoal. Since the ideal path lengths are
computed based on true locations, i.e. pstart and pgoal, the obtained path length may still be
more than the ideal path length. Obviously, this is resolved using a finer mesh resolution,
but there exist implications; they will be discussed for a realistic environment in Section 4.3.

The alternative paths produced for 13 and 31 poles are seen in Figure 4.33 and Fig-
ure 4.34 respectively. They provide a clear demonstration of the strengths and benefits of
the CFDMPP, which are: the generation of the shortest path class and an alternative path
class, devoid of start-goal proximity or pole cluster implications. This therefore leads to the
CFDMPP being seen as extremely beneficial to being used in realistic environments. This is
especially true when go around manoeuvres are required to avoid the second group of DCs,
but the next available path class also borders the constraint edge. This is precisely what is
seen in Figure 4.33 and Figure 4.34, and also when observing the possible alternative paths
in Figure 4.38.

We now examine the alternative path classes for the given start-goal pair and poles seen in
Figure 4.38. Due to the nature of where the poles are located, there are only two path classes
intuitively possible. The first is the original path class and the second is the alternative path
class as seen with ε3 = 0.45, with the correct, mathematically shortest path in each path
class. However, if we push the algorithm to produce alternative paths beyond this, we can
start to see the effects of meshing and tuning parameters emerge. For example, in the figure
corresponding to the ε3 = 0.8, the path actually belongs to the original path class. But,
the tuning and meshing parameters account for it as the next class after what is seen with
ε3 = 0.45. A similar behaviour is seen with the path produced in ε3 = 1.05 as well. These
behaviours are important to keep track of, since they show the tolerance of the CFDMPP,
for a given set of tuning and meshing parameters.

In this case, the CFDMPP successfully produced the two correct, required path classes,
based on the initial estimate of the parameters. Any further paths that the algorithm is
probed for, are still not ideal, but are viable, constraint-free paths. One can see from the
metrics, that it is only at this point i.e. after returning at least one alternative path class
(in this case, the only one) does the CFDMPP gradually return longer paths. These path
lengths are still comparatively better than those produced by SAs.

Case 4 is also seen to exhibit such behaviours. The figures corresponding to case 4’s
comparisons of paths across algorithms are seen in Figure 4.39, Figure 4.40 and Figure 4.41.

193



Blocked paths for 13 and 31 poles are seen in Figure 4.42 and Figure 4.43. The perfor-
mance metrics for case 4 are seen in Table 4.17 (or equivalently in Figure 4.44), Table 4.18,
Table 4.19, Table 4.20 (or equivalently in Figure 4.45) and Table 4.21 (or equivalently in
Figure 4.46). The main observation here is the difference in the goal location seen in the
environment of the PRM. Since it is grid based, the goal location is not precisely marked as
it is in the RRT or CFDMPP. Note that any path length related metric is computed after
having taking into account such individual variations. Alternative path classes are seen in
Figure 4.47. Similar to case 3, one can see that there exists only two path classes as seen with
the original path and the first alternative path class at ε3 =0.28. The path corresponding to
ε3 =0.6 bears the impact of tuning and meshing parameters, and thus truly belongs to the
original path class; however, it is still viable and constraint-free.
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Figure 4.30: Case 3: Paths generated by PRM, RRT and CFDMPP with no obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure 4.31: Case 3: Paths generated by PRM, RRT and CFDMPP with 13 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure 4.32: Case 3: Paths generated by PRM, RRT and CFDMPP with 31 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure 4.33: Case 3: CFDMPP in the case of 13 poles (first group of DCs and 1 blocked
path (second group of DCs HB Threshold = 0.55). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-4. (d) Blocked path and resulting path in R-1.
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Figure 4.34: Case 3: CFDMPP in the case of 31 poles (first group of DCs and 1 blocked
path (second group of DCs. ε3 = 0.45). (a) Path in R-4. (b) Blocked path and resulting
path in R-4. (c) Path in R-4. (d) Blocked path and resulting path in R-1.
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Table 4.12: Case 3 Percentage of Path Length Deviation

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 962.34, 575.73 329.37, 457.77 30.88, 0.00 NaN, NaN

1 816.92, 527.77 339.41, 476.43 30.88, 0.00 226.10, 0.00

4 756.03, 479.49 364.44, 475.06 30.88, 0.00 150.97, 0.00

7 1034.89, 590.78 451.34, 665.83 30.88, 0.00 364.27, 0.00

10 695.80, 425.00 554.31, 812.50 30.88, 0.00 224.37, 0.00

13 632.52, 511.89 378.48, 761.70 150.97, 0.00 167.13, 0.00

16 702.73, 451.55 549.84, 816.04 150.97, 0.00 NaN, NaN

19 664.04, 428.23 713.46, 1288.30 167.13, 0.00 289.96, 0.00

22 571.07, 335.13 375.22, 674.10 167.13, 0.00 1008.76, 0.00

25 714.06, 431.72 345.47, 439.11 167.13, 0.00 1134.59, 0.00

28 878.46, 500.16 443.07, 597.51 167.13, 0.00 289.96, 0.00

31 747.32, 517.94 702.05, 1560.97 167.13, 0.00 289.96, 0.00

Table 4.13: Case 3 Ratio of observed path length to ideal length

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 10.62, 5.76 4.29, 4.58 1.31, 0.00 NaN, NaN

1 9.17, 5.28 4.39, 4.76 1.31, 0.00 3.26, 0.00

4 8.56, 4.79 4.64, 4.75 1.31, 0.00 2.51, 0.00

7 11.35, 5.91 5.51, 6.66 1.31, 0.00 4.64, 0.00

10 7.96, 4.25 6.54, 8.12 1.31, 0.00 3.24, 0.00

13 7.33, 5.12 4.78, 7.62 2.51, 0.00 2.67, 0.00

16 8.03, 4.52 6.50, 8.16 2.51, 0.00 NaN, NaN

19 7.64, 4.28 8.13, 12.88 2.67, 0.00 3.90, 0.00

22 6.71, 3.35 4.75, 6.74 2.67, 0.00 11.09, 0.00

25 8.14, 4.32 4.45, 4.39 2.67, 0.00 12.35, 0.00

28 9.78, 5.00 5.43, 5.98 2.67, 0.00 3.90, 0.00

31 8.47, 5.18 8.02, 15.61 2.67, 0.00 3.90, 0.00
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Table 4.14: Case 3 Percentage of usable samples

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 78.30, 3.45 5.06, 3.44 100.00, 0.00 NaN, NaN

1 77.39, 3.69 3.76, 2.94 99.97, 0.00 99.95, 0.00

4 78.25, 4.25 6.62, 6.20 99.93, 0.00 99.93, 0.00

7 77.87, 4.01 5.04, 4.77 99.93, 0.00 99.91, 0.00

10 78.65, 3.90 3.61, 4.64 99.97, 0.00 99.89, 0.00

13 78.28, 3.16 5.89, 4.18 99.89, 0.00 99.90, 0.00

16 79.03, 2.84 3.47, 2.53 99.66, 0.00 NaN, NaN

19 78.67, 2.73 5.79, 5.84 99.38, 0.00 99.55, 0.00

22 80.19, 3.64 9.77, 9.59 99.69, 0.00 99.97, 0.00

25 77.81, 3.73 4.66, 6.12 99.69, 0.00 99.96, 0.00

28 79.02, 3.61 5.11, 4.71 99.69, 0.00 99.78, 0.00

31 76.72, 3.74 7.38, 5.27 99.75, 0.00 99.78, 0.00

Table 4.15: Case 3 Percentage Rejected Samples

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 21.70, 3.45 94.94, 3.44 0.00, 0.00 NaN, NaN

1 22.61, 3.69 96.24, 2.94 0.03, 0.00 0.05, 0.00

4 21.75, 4.25 93.38, 6.20 0.07, 0.00 0.07, 0.00

7 22.13, 4.01 94.96, 4.77 0.07, 0.00 0.09, 0.00

10 21.35, 3.90 96.39, 4.64 0.03, 0.00 0.11, 0.00

13 21.72, 3.16 94.11, 4.18 0.11, 0.00 0.10, 0.00

16 20.97, 2.84 96.53, 2.53 0.34, 0.00 NaN, NaN

19 21.33, 2.73 94.21, 5.84 0.62, 0.00 0.45, 0.00

22 19.81, 3.64 90.23, 9.59 0.31, 0.00 0.03, 0.00

25 22.19, 3.73 95.34, 6.12 0.31, 0.00 0.04, 0.00

28 20.98, 3.61 94.89, 4.71 0.31, 0.00 0.22, 0.00

31 23.28, 3.74 92.62, 5.27 0.25, 0.00 0.22, 0.00
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Table 4.16: Case 3 Run time

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 2.03, 0.08 0.10, 0.13 0.14, 0.00 NaN, NaN

1 2.05, 0.07 0.32, 1.20 0.14, 0.00 0.15, 0.01

4 2.05, 0.11 0.25, 0.40 0.15, 0.00 0.15, 0.01

7 2.02, 0.09 0.10, 0.10 0.15, 0.01 0.18, 0.01

10 2.01, 0.10 0.16, 0.23 0.16, 0.01 0.17, 0.01

13 1.97, 0.09 0.11, 0.14 0.17, 0.01 0.17, 0.01

16 2.02, 0.10 0.28, 0.56 0.17, 0.00 NaN, NaN

19 2.02, 0.07 0.08, 0.09 0.17, 0.01 0.18, 0.01

22 2.00, 0.06 0.17, 0.30 0.17, 0.01 0.24, 0.01

25 1.99, 0.07 0.11, 0.15 0.18, 0.01 0.30, 0.02

28 2.02, 0.08 0.16, 0.22 0.18, 0.01 0.19, 0.01

31 2.02, 0.07 0.19, 0.35 0.19, 0.01 0.19, 0.01
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Figure 4.35: Case 3: Percent path length deviation computed across 20 runs each for 0–31
obstacles/poles. Note that the y-axes span different ranges for each algorithm.
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Figure 4.36: Case 3: Percentage of rejected samples computed across 20 runs each for 0–31
obstacles/poles. Note that the y-axes span different ranges for each algorithm.
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Figure 4.37: Case 3: Run time across 20 runs each for 0–31 obstacles/poles. Note that the
y-axes span different ranges for each algorithm.
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(a) Original path (b) ε3 = 0.45

(c) ε3 = 0.8 (d) ε3 = 1.05

Figure 4.38: Alternative paths produced by CFDMPP on the CFDM
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Figure 4.39: Case 4: Paths generated by PRM, RRT and CFDMPP with no obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure 4.40: Case 4: Paths generated by PRM, RRT and CFDMPP with 13 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure 4.41: Case 4: Paths generated by PRM, RRT and CFDMPP with 31 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure 4.42: Case 4: CFDMPP in the case of 13 poles (first group of DCs and 1 blocked
path (second group of DCs HB Threshold = 0.55). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-4. (d) Blocked path and resulting path in R-1.
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Figure 4.43: Case 4: CFDMPP in the case of 31 poles (first group of DCs and 1 blocked
path (second group of DCs. ε3 = 0.45). (a) Path in R-4. (b) Blocked path and resulting
path in R-4. (c) Path in R-4. (d) Blocked path and resulting path in R-1.
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Table 4.17: Case 4 Percentage of Path Length Deviation

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 62.50, 40.17 252.92, 134.35 5.26, 0.00 NaN, NaN

1 48.18, 40.99 259.49, 178.26 5.26, 0.00 NaN, NaN

4 71.57, 63.97 254.06, 140.58 7.56, 0.00 23.84, 0.00

7 53.98, 42.80 206.71, 153.30 7.56, 0.00 11.95, 0.00

10 63.35, 56.38 203.86, 179.76 7.56, 0.00 27.17, 0.00

13 45.39, 40.24 244.56, 186.51 7.56, 0.00 9.88, 0.00

16 70.31, 52.06 231.57, 135.27 7.56, 0.00 20.09, 0.00

19 59.93, 44.26 235.01, 150.69 7.56, 0.00 14.96, 0.00

22 68.50, 56.70 190.57, 125.40 7.56, 0.00 14.96, 0.00

25 57.49, 42.62 319.86, 218.37 7.56, 0.00 10.64, 0.00

28 62.63, 38.97 224.46, 166.89 7.56, 0.00 14.96, 0.00

31 47.53, 28.24 201.86, 141.73 7.56, 0.00 9.54, 0.00

Table 4.18: Case 4 Ratio of observed path length to ideal length

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 1.59, 0.39 3.53, 1.34 1.05, 0.00 NaN, NaN

1 1.45, 0.40 3.59, 1.78 1.05, 0.00 NaN, NaN

4 1.68, 0.63 3.54, 1.41 1.08, 0.00 1.24, 0.00

7 1.51, 0.42 3.07, 1.53 1.08, 0.00 1.12, 0.00

10 1.60, 0.55 3.04, 1.80 1.08, 0.00 1.27, 0.00

13 1.42, 0.39 3.45, 1.87 1.08, 0.00 1.10, 0.00

16 1.67, 0.51 3.32, 1.35 1.08, 0.00 1.20, 0.00

19 1.56, 0.43 3.35, 1.51 1.08, 0.00 1.15, 0.00

22 1.65, 0.55 2.91, 1.25 1.08, 0.00 1.15, 0.00

25 1.54, 0.42 4.20, 2.18 1.08, 0.00 1.11, 0.00

28 1.59, 0.38 3.24, 1.67 1.08, 0.00 1.15, 0.00

31 1.44, 0.28 3.02, 1.42 1.08, 0.00 1.10, 0.00
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Table 4.19: Case 4 Percentage of usable samples

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 78.48, 3.82 46.34, 0.44 100.00, 0.00 NaN, NaN

1 79.26, 3.51 46.48, 0.51 100.00, 0.00 NaN, NaN

4 78.71, 3.59 46.13, 0.69 99.88, 0.00 99.92, 0.00

7 77.95, 3.28 46.48, 0.76 99.91, 0.00 99.92, 0.00

10 78.21, 3.09 46.46, 0.55 99.91, 0.00 99.94, 0.00

13 79.43, 4.27 46.52, 0.59 99.90, 0.00 99.92, 0.00

16 79.20, 3.49 46.45, 0.70 99.90, 0.00 99.93, 0.00

19 76.94, 3.34 46.54, 1.01 99.88, 0.00 99.93, 0.00

22 78.54, 3.78 46.61, 0.93 99.88, 0.00 99.92, 0.00

25 80.23, 2.91 46.29, 0.54 99.88, 0.00 99.90, 0.00

28 77.97, 3.80 46.42, 1.45 99.88, 0.00 99.94, 0.00

31 79.25, 3.34 46.49, 0.58 99.88, 0.00 99.91, 0.00

Table 4.20: Case 4 Percentage Rejected Samples

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 21.52, 3.82 53.66, 0.44 0.00, 0.00 NaN, NaN

1 20.74, 3.51 53.52, 0.51 0.00, 0.00 NaN, NaN

4 21.29, 3.59 53.87, 0.69 0.12, 0.00 0.08, 0.00

7 22.05, 3.28 53.52, 0.76 0.09, 0.00 0.08, 0.00

10 21.79, 3.09 53.54, 0.55 0.09, 0.00 0.06, 0.00

13 20.57, 4.27 53.48, 0.59 0.10, 0.00 0.08, 0.00

16 20.80, 3.49 53.55, 0.70 0.10, 0.00 0.07, 0.00

19 23.06, 3.34 53.46, 1.01 0.12, 0.00 0.07, 0.00

22 21.46, 3.78 53.39, 0.93 0.12, 0.00 0.08, 0.00

25 19.77, 2.91 53.71, 0.54 0.12, 0.00 0.10, 0.00

28 22.03, 3.80 53.58, 1.45 0.12, 0.00 0.06, 0.00

31 20.75, 3.34 53.51, 0.58 0.12, 0.00 0.09, 0.00
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Table 4.21: Case 4 Run time

# Poles PRM RRT CFDMPP CFDMPP with blocking

(Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev) (Mean, Std.Dev)

0 2.01, 0.08 3.44, 5.52 0.17, 0.01 NaN, NaN

1 2.02, 0.09 5.57, 17.25 0.18, 0.01 NaN, NaN

4 2.04, 0.08 2.43, 4.42 0.18, 0.01 0.23, 0.02

7 2.05, 0.08 1.77, 3.77 0.19, 0.01 0.21, 0.02

10 2.03, 0.08 3.44, 6.99 0.19, 0.01 0.26, 0.02

13 2.02, 0.09 1.18, 2.47 0.20, 0.01 0.20, 0.01

16 2.03, 0.09 2.37, 3.97 0.20, 0.01 0.25, 0.02

19 2.01, 0.09 2.99, 4.98 0.20, 0.01 0.23, 0.02

22 1.94, 0.07 0.77, 1.43 0.20, 0.01 0.23, 0.02

25 1.97, 0.12 2.95, 5.07 0.21, 0.01 0.22, 0.02

28 1.98, 0.07 2.96, 4.34 0.21, 0.01 0.23, 0.02

31 2.01, 0.08 2.44, 3.20 0.21, 0.01 0.22, 0.02
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Figure 4.44: Case 4: Percent path length deviation computed across 20 runs each for 0–31
obstacles/poles. Note that the y-axes span different ranges for each algorithm.
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Figure 4.45: Case 4: Percentage of rejected samples computed across 20 runs each for 0–31
obstacles/poles. Note that the y-axes span different ranges for each algorithm.
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Figure 4.46: Case 4: Run time across 20 runs each for 0–31 obstacles/poles. Note that the
y-axes span different ranges for each algorithm.
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(a) Original path

(b) ε3 = 0.28 (c) ε3 = 0.6

Figure 4.47: Alternative paths produced by CFDMPP on the CFDM
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4.3 Stage 3: Case Studies From Simulations in a Ware-
house Environment

4.3.1 Setup

In this stage, we consider the example of a real and typical, large warehouse. The aim
of this stage is to demonstrate the performance of the proposed CFDMPP in warehouse
environment replete with movable, multi-level shelving units and/or crates. The Costco
warehouse is chosen as a simulation environment, since all its aisle based shelving units are
fundamentally movable excepting any powered storage space such as refrigeration units. The
aisle space allows the operation of vehicles that allow loading and off-loading of merchandise
from shelving units, in conjunction with human activity. Therefore, this is example is the
closest replica of the intended target environment to demonstrate the functionality of the
CFDMPP.

Non navigable 
area: Billing, 
Self-Checkout,
Membership 
queries.

Entrance to 
warehouse.

Vertical 
shelving:
2.54m x 
19.5m

Horizontal 
shelving:
19.5m x
2.54m

Vertical 
shelving:
2.54m x 
19.5m

Non navigable 
area: Dairy/
Produce

OCEICE

Minimum aisle 
width: 3.048m

Wall shelving: 
107.1m x 3.2m

Wall shelving: 
106.8m x 2.8m

Figure 4.48: Simulation environment based on the area of an average Costco Warehouse

The average Costco warehouse spans an area of 146,000 square feet or 13564 square
metres1. Therefore, the dimensions of the environment are based on this average area. The
environment is seen in Figure 4.48, which is not drawn to scale. The singular PPS = W =
PPPS has a dimension of dPPPS = 2. The PPPS i.e. the warehouse based on the average
area is approximated to take the following dimensions:

PPSchosen = {(x, y) | (x, y) ∈ (−62.23 m, 58.23 m)× (−58.23 m, 58.23 m)} (4.10)

Devoid of mappings to alternative PPSs, the SCs are considered to be non-movable shelving
units and areas inaccessible/undesirable for warehouse robot traversal, such as the areas with

1https://investor.costco.com/corporate-profile-2

219



no shelving units. Therefore, as seen in Figure 4.48, the two non-navigable areas are that
of billing/checkout passage and the dairy/produce section, and will be modelled as no-go
zones, with no additional clearance. Then:

nNG = 1 + 1 ⇒ nSC = 2

NG1 = {(x, y) | (x, y) ∈ [−3.5361 m, 3.5361 m]× [−3.5361 m, 3.5361 m]}
NG2 = {(x, y) | (x, y) ∈ [−62.23 m,−58.23 m]× [−58.23 m, 58.23 m]}

Applying Algorithm 3.2 with a ∆CS= 0.5 m leads to two DCSs in PPSchosen which are the
same as the actual constraints, i.e. DCS1 = NG1 and DCS2 = NG2. The PPPS becomes the
PPSchosen. Since PPSchosen is already completely defined, no further processing is necessary.
The topological representation of PPSchosen is defined using the same sequence of steps as
seen in Section 4.1 and initially in Section 3.2. The constraint-free topological space is
obtained using (4.7):

SfreePPSchosen = {p = (x, y) | r1 < ‖p‖∞ < r2} for r1 = 3.5361 and r2 = 58.23 (4.11)

Using the same metrics and set of homeomorphisms as seen in Section 4.1 and Section 4.2,
the CFM is obtained. The R-1 representation of the constraint-free region obtained in
(4.11) may be transformed to a CFM as R-4. The radii used in the homeomorphisms are
ri = r1 × ‖(1, 1)‖2 = 1.414r1 = 5 m, and ro = 58.23 m. The resulting CFM is:

R-4 = {p = (x, y) | ri < ‖p‖2 < ro} ri = 5 m ro = 58.23 m (4.12)

When discretizing this environment, we choose a discretization resolution (and other tuning
parameters) with the following understanding. The fundamental layout of the warehouse
remains constant, i.e. the locations of walls, structural columns and pillars. This layout has
a high probability of remaining constant for several years. Therefore, the discretization of the
CFM representing it, should ideally have to be generated only once. That being considered,
the knowledge of the CFM must be maximized. So every part of the CFM must be equally
represented and the resolution should ideally be as high as possible. So we choose meshing
parameters in DistMesh that produces a uniform mesh with 48,831 nodes, resulting in a
resolution of approximately 0.1092 square metres per triangle in the CFDM.

The locations of aisle based shelving units are taken into account after the construction
of the CFDM, because they may be subject to change before then. Therefore, they are
treated as the first group of DCs, represented as poles. In this example, there is a total of
81 aisle shelving units as seen in Figure 4.48. Their dimensions and aisle widths are based
on actual Costco warehouse crate, shelf and aisle widths; with some minor modifications to
allow for clearance and placement in the simulation environment. Assuming a centralized
sensor system similar to Section 4.2, these 81 units are represented using point cloud (x,y
locations) data set and a representative location on each data set as a pole. In this case, the
centroid of the point cloud is chosen as the pole. To accommodate the UGV, a clearance of
approximately 0.67 m (based on Clearpath Robotics’ Husky dimensions) is added to point
cloud representations of the 81 shelving units. In Figure 4.48, the point cloud representation
is depicted in cyan, the poles as orange crosses, and the ICE and OCE using dark blue lines.
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The parameters pertaining to mesh generation, inter-node computation and tuning are
provided in Table 4.22. Note that ε3 is not part of the table since it is not a fixed one-
time value. It can be modified to signify how different a path needs to be from its blocked
counterpart, and therefore is set by the user after at least one path is found. These values
are seen as part of Section 4.3.2. We emphasize that the mesh generation time and inter-
node computation times are considered a one-time cost. This is especially the case, when
we realize that the fundamental layout of the warehouse (devoid of poles) does not change
for a given period of time. Then, it is beneficial to tune parameters after CFDM generation
and obtained knowledge of poles (or in anticipation, if information is unavailable), such that
it is also a one-time activity. The aim of tuning is to ensure that the values are conducive
to generating sufficient path classes that allow blocking. The parameters may be re-tuned
for other benefits, such as higher tolerance for detours and an increase/decrease in total
path classes. In our case, however, considering the realistic nature of the application, we
would like to minimize the effort associated with tuning. Therefore our tuning parameters
are optimized to yield one shortest path class, and additionally, at least one alternative
path class. Thus, in the context of real environments, the CFDMPP capitalizes on known
information as a one-time initialization cost.

Table 4.22: CFDMPP Parameters

Mesh generation time Mean = 77.7134 s, Std = 0.3046 s

Inter-node computation time Mean = 30.6849 s, Std = 1.3863 s

Mesh resolution in nodes 48831

ε1 1.95

ε2 1.95

4.3.2 Results and Analysis

This section demonstrates a total of five cases that depict typical situations encountered in
a real-world warehouse environment. These situations require a UGV to traverse the CFDM
for stocking, retrieving and surveillance purposes. They involve travelling between aisles
in close proximity and across the span of the warehouse. Therefore, cases 1 to 5 aim to
show such situations and the effectiveness of the CFDMPP in environments with such path
planning needs. Each case shows the efficiency of using poles to depict the first group of DCs.
Additionally, it also shows the utilization of homotopic blocking to account for the second
group of DCs. Similar to Section 4.2, the results display the path in R-4 in conjunction
with the equivalent path in R-1. The start and goal locations are marked with blue and red
squares, respectively, while the path is marked in green. Unlike Sections 4.1 and 4.2, all five
cases will be analyzed together in this section. We do this to analyze the implications of
CFDMPP as a unified solution for warehouse robotics.

The results for each case may be referred to using Figure 4.49 for case 1 , Figure 4.50
for case 2, Figure 4.51 for case 3, Figure 4.52 for case 4 and Figure 4.53 for case 5. Cases
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2, 4 and 5 depict different variants under the stocking and/or retrieving category; whereas
case 3 is a clear example of a surveillance route across the length of the warehouse. Case 1
may be considered as a short range surveillance route and/or stocking/retrieval task route.
In all cases, the path initially generated is seen first, followed by alternative paths. So Fig-
ure 4.49(a), Figure 4.50(a), Figure 4.51(a), Figure 4.52(a) and Figure 4.53(a) show paths as
initially generated by the CFDMPP prior to blocking, for cases 1, 2, 3, 4 and 5, respectively.

By observing the original paths produced across all five cases, one can see an emerging
pattern that differentiate cases 1 and 3, from cases 2, 4 and 5. The former two cases are
required to produce paths between start and goal locations that are placed farther apart than
those in the latter three cases. Let us observe the paths seen in Figure 4.49(a), Figure 4.50(a),
Figure 4.51(a), Figure 4.52(a) and Figure 4.53(a), purely in the context of path length or
visually directness of paths. It can be seen that the original, unblocked paths resulting in
cases 2, 4 and 5 appear to be more direct than those in cases 1 and 3. That is, there exist
more deviations from the ideal shortest path in cases 1 and 3, whereas in cases 2, 4 and 5,
it is easily seen that there are no extraneous deviations in the paths. Recall that cases 1
and 3 require path planning over a longer range, whereas the remaining cases are for shorter
distances.

This behaviour is important to notice, because it visually depicts the inherent relationship
between the kinds of paths produced and the tuning parameters chosen. The meshing
resolution impacts the number of possible directions of paths to explore for a given point
or node in the discretized case. Naturally, with a higher resolution, it is a more exhaustive
search; so it leads to a better solution. Next, the parameters ε1 and ε2, impose a restriction
that curbs the amount of detours that a path is allowed to take. However, note that the
restriction is imposed incrementally for every addition of a newly encountered node to a
path (sequence of nodes). That is, the restrictions are acting on incrementally built paths,
before finally reaching the goal. As users, we set the tuning values in anticipation of some
poles/detours, but not all. Over long range distances, more poles may be encountered, for
which the tuning values may no longer be ideal to produce intuitively short paths with lesser
detours. This is precisely what we notice in the paths of cases 1 and 3, and cases 2, 4 and 5.
The tuning parameters are ideally suited for the latter, and thus the paths produced appear
to be paths with minimal detours, barring those caused by discretization resolution.

Arguably, different tuning parameters may be chosen. But, recall from Section 4.3, that
the choice of tuning parameters justifies three important requirements. First, the parameters
require to be a one-time procedure corresponding to the map, such that even with a change
in poles, at least one path class is produced. Second, for a given number of poles, they
must allow different scenarios (long and short range) to produce one fundamental path class.
Finally and most importantly, the tuning parameters must allow the generation of at least
one alternative path class. Clearly, all five cases produce a path in the shortest path class
and additional path classes. Cases 1 and 3 can be seen to produce two alternative path
classes: Figure 4.49(e) and Figure 4.49(c) for case 1 and Figure 4.51(e) and Figure 4.51(c)
for case 3. On the other hand, cases 2 , 4 and 5 are seen to produce one alternative path class
each in Figure 4.50(c), Figure 4.52(c) and Figure 4.53(c) for cases 2, 4 and 5, respectively.

So clearly, the tuning parameters chosen achieve the requirements, but there exists a
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trade-off. By allowing the parameters to work well for the above requirements, there exists
less of a restriction for extraneous detours as part of longer paths. That is, the parameters
are not sensitive to detours that are small with respect to overall path lengths, if the paths
are long. Contrarily, for shorter path segments as seen in cases 2,4 and 5, the tuning values
are well suited to produce paths with minimal detours. While cases 1 and 3 produce paths
with an increased number of detours, it is interesting to note that they more easily produced
two alternative path classes, as opposed to just one, as seen in cases 2, 4 and 5. So, the
number of alternative path classes is also affected in the trade-off. Of course, the number of
path classes produced via homotopic blocking now needs to be viewed in light of yet another
parameter, ε3.

The parameters ε1 and ε2 together give rise to path classes and the separation amongst
them, but ε3 is how we as users, choose an alternative path class. For example, in case 1, an
ε3 value of 0.475 induces the next physically available path class as compared to the original
path, as seen in Figure 4.49(e). When the ε3 value is increased to 0.5, a more drastic change
in the path is sought, which is what is obtained in Figure 4.49(c). For the given start and
goal locations, i.e. long range path planning, ε3 was more easily tunable to obtain alternative
path classes. A similar analogy can be seen for case 3 in Figure 4.51(e) and Figure 4.51(c),
where an increase in ε3 results in path classes that are increasingly different from the original
path class. However, for cases 2, 4 and 5, while it was easy to tune ε3 to produce at least
one alternative path class, tuning for additional path classes proved challenging.

Therefore, the take-away from this analysis can be summarized as follows. Tuning of
parameters for realistic path planning situations must be versatile to allow the generation
of path classes for long and short range paths, as many poles as possible and at least one
additional path class via homotopic blocking. Such versatility comes with trade-offs that
have a low tolerance for extraneous detours over short range paths. Contrarily, they have
a high tolerance for extraneous detours over long range paths, but are more easily tuned
for alternative path classes. In the context of warehouse robotics, it is recommended that
parameters be tuned for versatility, since alternative path classes is an effective method of
avoiding the second group of DCs.

Several situations can trigger a need to generate an alternative path between the same
start and goal locations. In cases 2 and 4, the trigger may be that of fallen merchandise or
fluid leaks that now obstruct the originally generated path or render it unsafe for the UGV.
In cases 1, 3 and 5, the user may require an alternative view of the same area for surveillance,
stock monitoring or anticipation of human activity or danger. These situations are such that
the data suggesting obstruction may only be available in some cases; anticipatory situations
and cases such as water/fluid leaks on the floor may not be easily quantified as sensed data
for path planning. Homotopic blocking is a tremendous tool in such a case, because it does
not rely on a change in the map to trigger a path re-planning. It only relies on path classes
based on the CFDM and tuning parameters chosen.

One can notice in the figures corresponding to all five cases, that no explicit obstacles are
placed in lieu of the original, blocked paths. In other algorithms, only the explicit presence
of data suggesting the presence of constraints can trigger path re-planning. In the CFDMPP
however, path re-planning is still triggered because of the use of homotopy classes. Since
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each path class is now succinctly represented by the class marker value, a complex number,
path re-planning is triggered simply by specifying a threshold to stay away from that path
class. And thus, the essence of avoiding certain regions of the navigable PPS is now reduced
to choosing the proximity to this path class. So, instead of re-constructing the map with
constraints on the blocked path region, one simply specifies a value. Real time information
can still be processed to indicate the presence of constraints, however, in situations when
it is not explicitly possible to describe it, one should not have to forcefully augment the
environment with data for that purpose. With the CFDMPP, no such augmentation is
necessary in those cases, and the fundamental map, i.e. the CFDM always remains the
same. Therefore, this is beneficial to the overall cost of the path planning strategy.

SAs unfortunately, cannot handle such cases. We now look at how the PRM and RRT
fare in simulated blocking situations. In order to simulate that, both algorithms need to be
run to produce initial paths. In the case of the PRM, since the map is represented by an
occupancy grid, adding clearance from shelving units prohibited the availability of free space
in between shelving units. This relates to a entire grid cell being available for navigation and
is a function of grid resolution. Therefore, the map was modified to no longer carry the same
clearance from shelving units, to allow the algorithm to function. The situation simulated
is the same as case 2 from the CFDMPP results in this section, as seen in Figure 4.50. The
first path produced by the PRM in R-4 is seen in Figure 4.54(a), and its equivalent path in
R-1 (zoomed in) is seen in Figure 4.54(b). The cyan coloured shelving units appear skewed
because of the transformation of their equivalent occupancy grid indices from R-4 to R-1.
Next, we attempt to simulate blocking.

One can truly never simulate blocking in SAs as we did in CFDMPP because of the
following reasons. SAs regenerate their map for every run, via sampling. So, given a specific
start and goal pair, if the algorithm is queried multiple times, different paths may be ob-
tained. The difference may be in length and its winding around certain constraints. Blocking
is used to avoid a specific kind of path, i.e., a path with a certain winding characteristic.
So when the map is augmented with a simulated constraint data set in place of the original
path obtained, the SAs recreate the map with additional constraints, and then return a
path, which we will consider as an alternative path. Figure 4.54(c) shows the effect of adding
constraints in place of the original path, and the resulting path. The R-1 equivalent of the
newly generated path is shown magnified in Figure 4.54(d).

A similar exercise is attempted with the RRT, where the original path generated in R-4 is
seen in Figure 4.55(a) and a magnified equivalent of the path is seen in Figure 4.55(a). The
path produced via simulated blocking is seen in Figure 4.55(c) and its equivalent R-1 version
in Figure 4.55(d) in magnified form. Observing the final paths in R-1 for both PRM and
RRT shows that the former experiences less deviations as compared to the latter. However,
the CFDMPP produces a comparatively less abrupt path and with less detours.

One may notice that the paths appear to overlap constraint regions in R-4 but not in R-1.
The reasons are as follows: The use of homeomorphisms between R-1 and R-4 allows the
transformation of constraint-free spaces. So, if one were to experience constraint violation
of a path in one space, it is applicable to the transformed space as well. This concept was
successfully demonstrated thus far in the results of the CFDMPP, because the path was
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formulated on a discretized map. That is the path was a composition of sequence of non-
random points that reflected the nature of the underlying space. So when the transformation
was applied, the lines connecting the points also obeyed the transformation, and in turn
satisfied any constraint-avoidance conditions from the original space. With RRT and PRM,
the path transformation between two spaces is more challenging, since the generated points
may be so far apart that the line segment connecting the points may be constraint free in
one space but fail in the transformed space. Ideally of course, the transformation between
spaces should hold, but that can occur only if the line segments connecting the points are
adequately small. For that to occur, SAs need to be tuned to generate samples that are
spaced at a certain minimum distance from each other and uniformly around each other.
In other words, the ideal solution requires that the map be discretized, which is what the
CFDMPP makes use of.

The final observation is related to the long term response of the algorithm to differ-
ent querying needs, specifically for the warehouse robotics context. For example, with the
CFDMPP the same map may be used to query a path between a given start-goal pair mul-
tiple times and expect to yield the same result. Naturally, with the PRM and RRT, their
probabilistic nature yields different paths for the same query. While SAs are useful in un-
known environments, they do not effectively capture and retain information about a known
environment, since with every query, old information is discarded. This however is crucial for
an application where the fundamental map remains unchanged and yet needs to account for
anticipatory changes in paths. With the CFDMPP, the discretized map in conjunction with
the homeomorphic transformations and homotopic classes, allows for consistent definition of
path classes. It is this combination that maximizes the knowledge of the PPS and provides
consistent responses to the same query multiple times or multiple different queries.

4.4 Conclusion

This chapter evaluated the performance of the proposed CFDMPP using three stages. Sec-
tion 4.1 showed the benefits of performing path planning on the CFDM. The CFDM was
constraint-free, implying that paths did not need to be evaluated for constraint violation
with constraints that were modelled out of the CFM. This affords the path planner the
luxury of operating on constraint edges, without any further evaluation of path quality. Sec-
tion 4.2 deals with the situation when constraints that were not accounted for during the
construction of the CFM, are now encountered. The results of the CFDMPP are evaluated
alongside those of the PRM and the RRT, by use of metrics such as percentage of path
length deviation, path length ratio, percentage of usable and rejected samples and, run time.

The main observation relates to the ability of the PRM and the RRT to generate paths
reasonably quickly, but with a compromise in the number of usable samples and path lengths.
Comparatively, the CFDMPP performed well even when the start and goal locations were
close to each other and to dense clusters of obstacles, without compromising on usable
samples, run time or path lengths. This is so, because the CFDMPP retains crucial map
information from every run, unlike the PRM and RRT, which regenerate the map every time
they are queried. Since the CFDMPP retains the map in the form of the CFDM, paths can
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be designated and demarcated as unique path classes. This therefore, gives the CFDMPP
the ability to generate several alternative paths, when the original path is either obstructed
or simply becomes undesired. This feature of using path classes gives the CFDMPP the
flexibility of querying for a new path even when there is no physical obstruction on the path.
The PRM and RRT as is, do not have the ability to generate alternative paths and require
the physical presence/data to simulate the querying of an alternative path.

Section 4.3 shows the functionality of the CFDMPP for a realistic warehouse environment.
The results highlighted important features related to the flexibility of the CFDMPP. It was
seen that the meshing parameter may be tuned for resolution depending on the environment,
application and desired path coarseness. Additionally, path class related tuning parameters
require appropriate initialization to trigger the generation of path classes. Meshing resolution
and tuning parameters together, are seen to have an impact on the number of alternative
path classes and the tolerance of a path class to detours experienced. Finally, when querying
for an alternative path, it is seen that no explicit change in the map is required to be made
to query this alternative path between the same start and goal locations. Therefore, the
knowledge of the CFM remains intact.

226



(a) Original path in R-4 (b) Original path in R-1

(c) First alternative path in R-4; ε3 = 0.475 (d) First alternative path in R-1

(e) Second alternative path in R-4; ε3 = 0.5 (f) Second alternative path in R-1

Figure 4.49: Case 1: CFDMPP with and without blocking in Costco style warehouse
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(a) Original path in R-4 (b) Original path in R-1

(c) First alternative path in R-4 ε3 = 0.45 (d) First alternative path in R-1

Figure 4.50: Case 2: CFDMPP with and without blocking in Costco style warehouse
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(a) Original path in R-4 (b) Original path in R-1

(c) First alternative path in R-4 ε3 = 0.8 (d) First alternative path in R-1

(e) Second alternative path in R-4 ε3 = 1 (f) Second alternative path in R-1

Figure 4.51: Case 3: CFDMPP with and without blocking in Costco style warehouse

229



(a) Original path in R-4 (b) Original path in R-1

(c) First alternative path in R-4 ε3 = 1.4 (d) First alternative path in R-1

Figure 4.52: Case 4: CFDMPP with and without blocking in Costco style warehouse
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(a) Original path in R-4 (b) Original path in R-1

(c) First alternative path in R-4 ε3 = 0.45 (d) First alternative path in R-1

Figure 4.53: Case 5: CFDMPP with and without blocking in Costco style warehouse
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(a) Original path in R-4 (b) Original path in R-1

(c) Original path in R-4 (d) Original path in R-1

Figure 4.54: Case 1: PRM with and without blocking in Costco style warehouse
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(a) Original path in R-4 (b) Original path in R-1

(c) Original path in R-4 (d) Original path in R-1

Figure 4.55: Case 1: RRT with and without blocking in Costco style warehouse
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Chapter 5

Conclusion and Future work

The objectives of this thesis are to design a path planning algorithm that accomplishes the
following goals: First, it avoids the explicit periodic verification of constraint violation for
static constraints which are known during the map (manifold) construction. Second, the
resulting paths should be free of misinterpretation, such as those caused by local minima.
Finally, should a path be rendered invalid due to unforeseen constraints or deliberate choice,
an alternative path must be returned with a minimal modification of the map.

The performance of the proposed algorithm (CFDMPP) was evaluated through the fol-
lowing perspectives: proof of concept, comparison with other commonly used algorithms for
path planning, such as the PRM and RRT, and as a path planner for warehouse robotics.
The outcome of the initial phase of research conducted was published in [137, 139]. Now,
we discuss the advantages of the algorithm, followed by attributes that pose as challenges.
Then, we explore a few potential avenues of future work that aim to solve those challenges.

The CFDMPP presents the following advantages: First, it utilizes knowledge of all known
attributes of the environment to formulate the CFM. By maximizing knowledge of constant
regions of the map, such as immovable SCs, the resulting CFM encompasses all knowledge of
the constraint-free navigable space. So, when no further change in the map or constraints is
encountered, the CFM is a complete representation of the path planning space. This creation
of the CFM is a one-time cost, as opposed to other path planning algorithms that recreate the
map every time a path planning query is made. The second advantage is a direct consequence
of operating on the CFM under the aforementioned conditions and it is as follows: The
CFDMPP avoids explicit verification of violation with constraints that are modelled out of
the CFM. This not only saves resources during path planning, but also affords the luxury
of operating along constraint edges without mandatory collision verification. Third, by
modelling the path planning space as a manifold, properties of continuity, transformation
across input/output spaces and smoothness of paths are obtained.

The fourth advantage lies in the discretization of the CFDM. This allows for a discrete
representation of the environment, which makes the manifold accessible for path planning.
As a direct consequence of discretization, the next advantage is the flexibility that comes with
choosing a mesh resolution. We showed (in Chapter 4) that mesh resolution is an important
attribute that can be used to generate a coarse or fine resolution of the map, and in turn
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of the path. In fact, fine and coarse resolutions play the role of an increased or decreased
number of nodes to represent a specific region of the map, respectively. Thus, the ability to
choose meshing resolution is essential, especially when it is map/application dependent. The
sixth advantage pertains to the paths produced by the CFDMPP. Apart from returning the
shortest constraint-free paths on the CFDM, the CFDMPP uses homology and homotopic
class-based path classification, avoidance and regeneration. This feature of generating an
alternative path on the CFDM is one of the prime advantages of the CFDMPP. The use
of path classes ensures that certain paths, or DCs on a path, can be avoided by generating
an alternative path, without modifying the map. That is, resources are not expended in an
effort to populate the map based on constraint information whose presence may be fleeting.
The presence of non-constant constraints by itself is of no consequence. They matter only
when a path has been rendered invalid because of them. And it is only this path validity
related information that the CFDMPP stores and utilizes for path re-planning. The final
advantage is the tunable nature of parameters in the CFDMPP. The parameters may be
tuned for different path planning outcomes, such as the number of alternative path classes
and tolerance to detours in paths. Naturally, such flexibility is of use for large environments,
where one outcome may be preferred over the other. Even with such variance in tuning
parameters, note that the resulting paths do not suffer from local minima. All paths produced
are viable constraint-free paths.

The advantages are seen via the results of testing the CFDMPP through simulations,
as seen in the three stages of Chapter 4. The first stage establishes the advantage of using
manifolds to represent the path planning space as a CFDM. The CFDMPP is tested on the
CFDM devoid of any constraints by using four different start-goal locations, each focusing on
an aspect of navigating on the CFDM. Performing path planning on the CFDM showed that
constraint edges can be traversed without any constraint violation checks for constraints that
are modelled out of the CFDM. Continuous transformations of paths between path planning
spaces of interest were also demonstrated. The second stage focused on a comparison of
the CFDMPP with SAs such as the PRM and RRT in an environment (200 m by 200 m)
with the presence of point constraints. Each algorithm was tested for four different start-goal
locations, i.e., four cases depicting long, medium and short range path queries. Furthermore,
each case is tested for a varying number of constraints ranging from 0 to 31 in increments
of 3.

All three algorithms are evaluated with objective metrics, such as path length ratio, path
length deviation, percentage of rejected and usable samples, and run time. The CFDMPP
is seen to produce paths on the manifold with an average percentage path length deviation
of 29.6%, which is over 70% less than those produced by SAs. The CFDMPP also provides
an increase in retention of usable samples by a margin of at least 30%, when compared with
SAs. This is while maintaining on-par run times at worst, and better run times in most cases,
when evaluated against other algorithms. For the metrics of map re-usability and generation
of alternative paths on the CFDM, the CFDMPP demonstrates a clear advantage over the
SAs, since the latter are unable to perform either task. The general trends related to metrics
hold true even when the CFDMPP is utilized to generate alternative paths. Any deviation in
path length related trend is seen only when a query is made to generate an alternative path
that avoids the shortest path previously generated. The results show that the CFDMPP
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may be queried for several alternative paths; a feature not present in general SAs.

The third and final stage tests the CFDMPP in a simulated warehouse type of environ-
ment that is approximately modelled around a Costco warehouse. This environment assumes
constraints to model the CFDM with, followed by a total of 81 non-point constraints such as
shelving units, on the CFDM. A total of five cases are used to analyze the CFDMPP as an
integrated tool for warehouse robotics. The five cases are so chosen to denote path planning
requirements such as pick and place, stock retrieval, autonomous cleaning, and surveillance
and monitoring. Features such as mesh granularity, tuning of CFDMPP parameters and the
impact of tuning on path lengths and number of alternative paths are discussed in detail.
The results indicate an overall advantage of the CFDMPP, which is that of map re-usability
and representation of path classes. Additionally, the generation of alternative paths on the
CFDM is possible when there exists no explicit presence of constraints. The results showed
that some tuning parameters allow for a higher tolerance to detours in a path class and the
total number of path classes produced. The five cases were instrumental in concluding that
the choice of tuning parameters of the CFDMPP for warehouse robotics must satisfy the
following: versatility of path planning range and at least one alternative path class.

Despite the wealth of advantages, CFDMPP does come with a few challenges. Note that
the challenges presented here relate to aspects of the algorithm that are essential and inherent
for the functioning of the algorithm. Features that may be added on to the algorithm but
have not been implemented as part of this thesis, are not considered as challenges, as they
constitute non-essential components.

Attributes of an algorithm that have tuning flexibility, also lend themselves to the chal-
lenges of tuning. The CFDMPP has two sets of tunable parameters: the first pertaining
to path classes and the second being the choice of meshing resolution. Generally, tuning
may be viewed as a disadvantage, because it usually requires knowledge and/or experience
with the algorithm to determine appropriate values. The CFDMPP utilizes two parameters
to initiate path planning and one parameter to produce alternative path classes. So at a
minimum, two parameters must be tuned as part of the one-time cost of the algorithm. The
third parameter that triggers the querying of an alternative path class also has a sensitivity
that depends on the map at hand. As seen in Chapter 4, the implications of tuning pa-
rameters on the final results are multifaceted. Therefore, it is reasonable that tuning does
require some understanding of the algorithm to avoid tedious effort. Similarly, meshing res-
olution of the CFDM is also user-defined and is specific to the application at hand. Since
it inherently impacts the coarseness of the final path, one must make a deliberate choice of
the meshing resolution. This requires knowledge of the map and the type of path planning
application. We know that the CFDMPP generates the CFDM as a one-time cost, typically
viewed as an overhead. However, it may be argued that this cost can be potentially high
for environments that are larger or more complex than what was seen in Chapter 4. This
is especially so, since the resolution also affects the number of path classes produced and
the kinds of detours to which the resulting paths become tolerant. This case of tuning does
indeed present a unique intertwine of meshing resolution and tuning parameters for path
classes that requires deliberation before tuning.
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5.1 Future Work

The advantages and challenges provide an overview of the factors of the CFDMPP that can
serve as starting points for future work. In fact, some topics pertaining to potential future
work include tackling some of the challenges. For example, one area of research may be
focused on the optimal choice of tuning parameters. One can begin by using the analysis of
parameter impact on the final results seen in Chapter 4 and an understanding of the algo-
rithm from Chapter 3. Then, a comprehensive analysis on the relationship amongst tuning
parameters, total number of path classes, proximity of the start-goal pair to poles/obstacles
and the number of poles/obstacles can be performed. This work will enable the formation
of a general heuristic/rubric for tuning parameters, and can potentially make the tuning
process fully or at least semi systematic.

The next area of research relates the impact of meshing resolution on the resulting path
classes. The area of focus would involve different kinds of meshing for different parts of the
same CFM. That is, some parts of the environment will be coarsely meshed as opposed to
others with a finer resolution. Such a non-uniform mesh was seen in Chapter 4, but the
improvement to that would involve incremental and region specific non-uniform meshing.
For example, regions with potentially less path planning requirements can do with a coarse
resolution, and in turn less number of path classes. There may exist situations where the
converse is required. This difference in requirements on the same CFM is what triggers
the segmented non-uniform mesh generation of the CFDM. This effort is akin to biasing
sampling from a specific place with more or less bias for path planning needs without the
disadvantages of SAs. The result would still offer the guarantee of path classes and a decrease
in resources.

The final area of research is the exploration of using alternative manifold construction
tools, such as connected sums. This would enable the definition of more complex manifolds
with which to model the environment and on which the CFDMPP can be applied. One
notes that this is a mathematically extensive endeavour. However, the theoretical founda-
tions provided in Chapter 3 offer a necessary and intuitive starting point for such research,
specifically in the context of robotic path planning.
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Appendix A

Stage 2: Case 1

This section displays those results from Section 4.2 corresponding to case 1, which were not
originally shown in Section 4.2. The following results are displayed here:

1. The paths produced by PRM, RRT and CFDMPP in R-4 and R-1 for 1, 4, 7, 10, 16,
19, 22, 25 and 28 poles.

2. The paths produced by CFDMPP when the original path is homotopically blocked;
displayed in R-4 and R-1 for 1, 4, 7, 10, 16, 19, 22, 25 and 28 poles.

3. Plots displaying trends of a metric for PRM, RRT and CFDMPP (without and with
blocking). The two metrics of path length ratio and percentage of usable samples that
were not shown in Section 4.2, are shown here for [0,1,4,..31] poles.
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Figure A.1: Case 1: Paths generated by PRM, RRT and CFDMPP with 1 obstacle/pole in
the environment; paths shown in R-4 and R-1.
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Figure A.2: Case 1: Paths generated by PRM, RRT and CFDMPP with 4 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure A.3: Case 1: Paths generated by PRM, RRT and CFDMPP with 7 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1
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-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(f) CFDMPP: Path in R-1

Figure A.4: Case 1: Paths generated by PRM, RRT and CFDMPP with 10 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1
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Figure A.5: Case 1: Paths generated by PRM, RRT and CFDMPP with 16 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1
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Figure A.6: Case 1: Paths generated by PRM, RRT and CFDMPP with 19 obstacles/poles
in the environment; paths shown in R-4 and R-1.

260



20 40 60 80 100 120 140 160 180 200

x

20

40

60

80

100

120

140

160

180

200

(a) PRM: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure A.7: Case 1: Paths generated by PRM, RRT and CFDMPP with 22 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(c) RRT: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure A.8: Case 1: Paths generated by PRM, RRT and CFDMPP with 25 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure A.9: Case 1: Paths generated by PRM, RRT and CFDMPP with 28 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure A.10: Case 1: CFDMPP in the case of 1 pole (first group of DCs). Only 1 path-class
exists, so blocking is not possible. (a) Path in R-4. (b) Path in R-1.
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Figure A.11: Case 1: CFDMPP in the case of 4 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 1.4). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure A.12: Case 1: CFDMPP in the case of 7 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.55). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure A.13: Case 1: CFDMPP in the case of 10 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.45). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure A.14: Case 1: CFDMPP in the case of 16 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.55). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure A.15: Case 1: CFDMPP in the case of 19 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.45). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure A.16: Case 1: CFDMPP in the case of 22 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.2). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure A.17: Case 1: CFDMPP in the case of 25 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.45). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure A.18: Case 1: CFDMPP in the case of 28 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.45). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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(d) CFDMPP with blocking

Figure A.19: Case 1: Ratio of observed to ideal path lengths computed across 20 runs each
for 0–31 obstacles/poles.
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(a) PRM
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(c) CFDMPP
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(d) CFDMPP with blocking

Figure A.20: Case 1: Percentage of usable samples computed across 20 runs each for 0–31
obstacles/poles.
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Appendix B

Stage 2: Case 2

This section displays those results from Section 4.2 corresponding to case 2, which were not
originally shown in Section 4.2. The following results are displayed here:

1. The paths produced by PRM, RRT and CFDMPP in R-4 and R-1 for 1, 4, 7, 10, 16,
19, 22, 25 and 28 poles.

2. The paths produced by CFDMPP when the original path is homotopically blocked;
displayed in R-4 and R-1 for 1, 4, 7, 10, 16, 19, 22, 25 and 28 poles.

3. Plots displaying trends of a metric for PRM, RRT and CFDMPP (without and with
blocking). The two metrics of path length ratio and percentage of usable samples that
were not shown in Section 4.2, are shown here for [0,1,4,..31] poles.
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(a) PRM: Path in R-4
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(c) RRT: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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(f) CFDMPP: Path in R-1

Figure B.1: Case 2: Paths generated by PRM, RRT and CFDMPP with 1 obstacle/pole in
the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(b) PRM: Path in R-1
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(f) CFDMPP: Path in R-1

Figure B.2: Case 2: Paths generated by PRM, RRT and CFDMPP with 4 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(b) PRM: Path in R-1

-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(c) RRT: Path in R-4
-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure B.3: Case 2: Paths generated by PRM, RRT and CFDMPP with 7 obstacles/poles
in the environment; paths shown in R-4 and R-1.

278



20 40 60 80 100 120 140 160 180 200

20

40

60

80

100

120

140

160

180

200

(a) PRM: Path in R-4
-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(b) PRM: Path in R-1

-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(c) RRT: Path in R-4
-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure B.4: Case 2: Paths generated by PRM, RRT and CFDMPP with 10 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(e) CFDMPP: Path in R-4
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Figure B.5: Case 2: Paths generated by PRM, RRT and CFDMPP with 16 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(e) CFDMPP: Path in R-4
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Figure B.6: Case 2: Paths generated by PRM, RRT and CFDMPP with 19 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure B.7: Case 2: Paths generated by PRM, RRT and CFDMPP with 22 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(f) CFDMPP: Path in R-1

Figure B.8: Case 2: Paths generated by PRM, RRT and CFDMPP with 25 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(c) RRT: Path in R-4
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(d) RRT: Path in R-1
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Figure B.9: Case 2: Paths generated by PRM, RRT and CFDMPP with 28 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure B.10: Case 2: CFDMPP in the case of 1 poles (first group of DCs). Due to the pole’s
location, only 1 path class is possible. (a) Path in R-4. (b) Path in R-1.
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Figure B.11: Case 2: CFDMPP in the case of 4 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.425). (a) Path in R-4. (b) Blocked path
and resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure B.12: Case 2: CFDMPP in the case of 7 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.85). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure B.13: Case 2: CFDMPP in the case of 10 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.85). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure B.14: Case 2: CFDMPP in the case of 16 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.2). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure B.15: Case 2: CFDMPP in the case of 19 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 1.15). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure B.16: Case 2: CFDMPP in the case of 22 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 1). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure B.17: Case 2: CFDMPP in the case of 25 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 1). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure B.18: Case 2: CFDMPP in the case of 28 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.55). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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(a) PRM
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(b) RRT
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(c) CFDMPP
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(d) CFDMPP with blocking

Figure B.19: Case 2: Ratio of observed to ideal path lengths computed across 20 runs each
for 0–31 obstacles/poles.
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(b) RRT
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(c) CFDMPP
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(d) CFDMPP with blocking

Figure B.20: Case 2: Percentage of usable samples computed across 20 runs each for 0–31
obstacles/poles.
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Appendix C

Stage 2: Case 3

This section displays those results from Section 4.2 corresponding to case 3, which were not
originally shown in Section 4.2. The following results are displayed here:

1. The paths produced by PRM, RRT and CFDMPP in R-4 and R-1 for 1, 4, 7, 10, 16,
19, 22, 25 and 28 poles.

2. The paths produced by CFDMPP when the original path is homotopically blocked;
displayed in R-4 and R-1 for 1, 4, 7, 10, 16, 19, 22, 25 and 28 poles.

3. Plots displaying trends of a metric for PRM, RRT and CFDMPP (without and with
blocking). The two metrics of path length ratio and percentage of usable samples that
were not shown in Section 4.2, are shown here for [0,1,4,..31] poles.
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(a) PRM: Path in R-4
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(b) PRM: Path in R-1
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(c) RRT: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure C.1: Case 3: Paths generated by PRM, RRT and CFDMPP with 1 obstacle/pole in
the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(b) PRM: Path in R-1
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure C.2: Case 3: Paths generated by PRM, RRT and CFDMPP with 4 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure C.3: Case 3: Paths generated by PRM, RRT and CFDMPP with 7 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure C.4: Case 3: Paths generated by PRM, RRT and CFDMPP with 10 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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Figure C.5: Case 3: Paths generated by PRM, RRT and CFDMPP with 16 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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Figure C.6: Case 3: Paths generated by PRM, RRT and CFDMPP with 19 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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Figure C.7: Case 3: Paths generated by PRM, RRT and CFDMPP with 22 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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Figure C.8: Case 3: Paths generated by PRM, RRT and CFDMPP with 25 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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Figure C.9: Case 3: Paths generated by PRM, RRT and CFDMPP with 28 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure C.10: Case 3: CFDMPP in the case of 1 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 1.15). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure C.11: Case 3: CFDMPP in the case of 4 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.8). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure C.12: Case 3: CFDMPP in the case of 7 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.4). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure C.13: Case 3: CFDMPP in the case of 10 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.4). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure C.14: Case 3: CFDMPP in the case of 16 poles (first group of DCs); unable to tune
for an alternative path class. (a) Path in R-4. (b) Path in R-1.
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Figure C.15: Case 3: CFDMPP in the case of 19 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.2). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure C.16: Case 3: CFDMPP in the case of 22 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 1). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-4. (d) Blocked path and resulting path in R-1.
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Figure C.17: Case 3: CFDMPP in the case of 25 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.75). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure C.18: Case 3: CFDMPP in the case of 28 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.75). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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(b) RRT
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(c) CFDMPP
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(d) CFDMPP with blocking

Figure C.19: Case 3: Ratio of observed to ideal path lengths computed across 20 runs each
for 0–31 obstacles/poles.
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(b) RRT
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(d) CFDMPP with blocking

Figure C.20: Case 3: Percentage of usable samples computed across 20 runs each for 0–31
obstacles/poles.

316



Appendix D

Stage 2: Case 4

This section displays those results from Section 4.2 corresponding to case 4, which were not
originally shown in Section 4.2. The following results are displayed here:

1. The paths produced by PRM, RRT and CFDMPP in R-4 and R-1 for 1, 4, 7, 10, 16,
19, 22, 25 and 28 poles.

2. The paths produced by CFDMPP when the original path is homotopically blocked;
displayed in R-4 and R-1 for 1, 4, 7, 10, 16, 19, 22, 25 and 28 poles.

3. Plots displaying trends of a metric for PRM, RRT and CFDMPP (without and with
blocking). The two metrics of path length ratio and percentage of usable samples that
were not shown in Section 4.2, are shown here for [0,1,4,..31] poles.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure D.1: Case 4: Paths generated by PRM, RRT and CFDMPP with 1 obstacle/pole in
the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(b) PRM: Path in R-1
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure D.2: Case 4: Paths generated by PRM, RRT and CFDMPP with 4 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(e) CFDMPP: Path in R-4
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Figure D.3: Case 4: Paths generated by PRM, RRT and CFDMPP with 7 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure D.4: Case 4: Paths generated by PRM, RRT and CFDMPP with 10 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure D.5: Case 4: Paths generated by PRM, RRT and CFDMPP with 16 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(e) CFDMPP: Path in R-4
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Figure D.6: Case 4: Paths generated by PRM, RRT and CFDMPP with 19 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure D.7: Case 4: Paths generated by PRM, RRT and CFDMPP with 22 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
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(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure D.8: Case 4: Paths generated by PRM, RRT and CFDMPP with 25 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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(a) PRM: Path in R-4
-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(b) PRM: Path in R-1

-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(c) RRT: Path in R-4
-100 -50 0 50 100

-100

-80

-60

-40

-20

0

20

40

60

80

100

(d) RRT: Path in R-1

(e) CFDMPP: Path in R-4
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Figure D.9: Case 4: Paths generated by PRM, RRT and CFDMPP with 28 obstacles/poles
in the environment; paths shown in R-4 and R-1.
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Figure D.10: Case 4: CFDMPP in the case of 1 poles (first group of DCs). Only 1 path
class is possible, so no blocking is seen. (a) Path in R-4. (b) Path in R-1.
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Figure D.11: Case 4: CFDMPP in the case of 4 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.325). (a) Path in R-4. (b) Blocked path
and resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure D.12: Case 4: CFDMPP in the case of 7 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.5). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure D.13: Case 4: CFDMPP in the case of 10 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.518). (a) Path in R-4. (b) Blocked path
and resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure D.14: Case 4: CFDMPP in the case of 16 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.2). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure D.15: Case 4: CFDMPP in the case of 19 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.1). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure D.16: Case 4: CFDMPP in the case of 22 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.1). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure D.17: Case 4: CFDMPP in the case of 25 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.35). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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Figure D.18: Case 4: CFDMPP in the case of 28 poles (first group of DCs) and 1 blocked
path (second group of DCs HB Threshold = 0.3). (a) Path in R-4. (b) Blocked path and
resulting path in R-4. (c) Path in R-1. (d) Blocked path and resulting path in R-1.
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(b) RRT
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(c) CFDMPP
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(d) CFDMPP with blocking

Figure D.19: Case 4: Ratio of observed to ideal path lengths computed across 20 runs each
for 0–31 obstacles/poles.
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(b) RRT
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(c) CFDMPP
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(d) CFDMPP with blocking

Figure D.20: Case 4: Percentage of usable samples computed across 20 runs each for 0–31
obstacles/poles.
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