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Abstract

Position weight matrices (PWMs) have become a tool of choice for the identification

of transcription factor binding sites in DNA sequences. PWMs are compiled from

experimentally verified and aligned binding sequences. PWMs are then used to com-

putationally discover novel putative binding sites for a given protein. DNA-binding

proteins often show degeneracy in their binding requirement, the overall binding speci-

ficity of many proteins is unknown and remains an active area of research. Although

PWMs are more reliable predictors than consensus string matching, they generally

result in a high number of false positive hits. A previous study introduced a novel

method to PWM training based on the known motifs to sample additional putative

binding sites from a proximal promoter area. The core idea was further developed,

implemented and tested in this thesis with a large scale application. Improved mono-

and dinucleotide PWMs were computed for Drosophila melanogaster. The Matthews

correlation coefficient was used as an optimization criterion in the PWM refinement

algorithm. New PWMs keep an account of non-uniform background nucleotide dis-

tributions on the promoters and consider a larger number of new binding sites during

the refinement steps. The optimization included the PWM motif length, the position

on the promoter, the threshold value and the binding site location. The obtained

predictions were compared for mono- and dinucleotide PWM versions with initial

matrices and with conventional tools. The optimized PWMs predicted new binding

sites with better accuracy than conventional PWMs.

ii



Acknowledgements

I wish to thank my thesis advisors Prof. Ilya Ioshikhes and Prof. Stéphane Aris-
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Chapter 1

Introduction

1.1 Eukaryotic transcription factors in gene regu-

lation

This thesis focuses on studying the biological phenomenon of transcriptional regu-

lation using methods of computational biology. The overall objective is to improve

upon the existing computational methods for identifying novel transcription factor

binding sites. A key result is the demonstration that significant improvement of

computational prediction is possible without resorting to additional cost and labor

intensive experiments and thereby presenting an alternative to molecular modeling.

During transcription, a gene, (segment of DNA molecule that encodes a func-

tional product) is transcribed into RNA which, in the case of a protein-coding gene,

is then translated into a protein product that performs a specific function in the cell.

Gene expression is a process by which information from a gene is used in the synthesis

of a functional gene product.

Transcription is a directional process in which the DNA code is read from the 5’

end to the 3’ end of a single DNA strand. Eukaryotic organisms have two stranded

DNA molecules which can organize loosely-packed protein-DNA formations named

1



1. Introduction 2

chromatin. A tighter packing of chromatin in cell nucleus leads to the formation of in-

dividual chromosomes. Different species can have different haploid chromosome num-

bers. This means, for instance, that Drosophila melanogaster (further Drosophila)

has five, while Homo sapiens has 23 distinct chromosomes.

Since transcription is a directional process, always occurring from 5’ to 3’, the

term “upstream” refers to sequences in the 5’ direction of a region of interest on a

single DNA strand, while the term “downstream” refers to the 3’ direction.

Numerous proteins have been shown to participate in the regulation of gene

expression and these proteins are termed transcription factors (TFs). In eukaryotes,

TFs recognize target nucleotide sequences on DNA and bind their segments typically

upstream of target genes. When a TF binds to the DNA, it then recruits or blocks an

RNA polymerase (specified in the next paragraph) to effect initiation or prevention

of transcription of target genes, respectively. A defining feature of TFs as protein

molecules is that they contain one or more DNA-binding domains, which attach to

specific sequences of DNA. TFs are biologically specific for genes they regulate. This

means that each of them binds certain short regions of DNA responsible for certain

gene regulation that are termed transcription factor binding site (TFBS). Defined

DNA-binding domains in TFs have, as measured experimentally, up to 106 fold higher

affinity for their target sequences (TFBSs) than for the remainder of the DNA strand

[86]. The next two paragraphs give a closer look onto structural component involved

in DNA transcription.

The RNA polymerase is a huge factory with many moving parts. Although three

types of RNA polymerase exist in eukaryotes, here we focus on TFs that act with

polymerase II. An RNA polymerase is a protein complex (enzyme) which forms a

machine that surrounds DNA strands, unwinds them, and builds an RNA strand

based on the information held inside the DNA. Once transcription gets started, RNA

polymerase marches from 5’ to 3’ of the DNA, copying RNA strands thousands of

nucleotides long. In case of polymerase II, the product of the DNA transcription is
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an mRNA (messenger RNA), which is a versatile one-stranded molecule. In its most

familiar role, mRNA acts as an intermediary, carrying genetic information from the

DNA to the machinery of protein synthesis.

Transcription factors are often classified based on the sequence similarity and

hence the tertiary structure of their DNA-binding domains [71]. Each TF as a

molecule has a characteristic three-dimensional protein structure, characterized by

structural motifs. Each structural motif is a relatively small portion of the protein

organized into a certain geometric form. Structural motifs are used to define spe-

cific classes of TFs. Among specific examples of TF proteins with defined motifs are

(Figure 1.1): zinc finger proteins, steroid receptors, leucine zippers, lambda-repressor

proteins, etc. [112]. TF-DNA binding can be seen as a stochastic process in which a

TF can have multiple sequence specificities and bind a number of different recognition

sequences with variable binding affinities. Intrinsic sequence-recognition property of

any TF implies that a TF is able to recognize at least one smaller oligonucleotide

sub-sequence within a corresponding gene regulatory region. The sub-sequence is not

necessarily contiguous.

A TF can be involved in gene regulation in two distinct ways: either through

cis-acting elements or through trans-acting elements. In the context of transcriptional

regulation, a trans-acting element is usually a DNA sequence that contains a gene.

This gene codes for a diffusible molecule such as a TF protein which is then used in

the regulation of another target gene that can be located anywhere in the genome

[117]. In contrast, cis-acting elements take part in gene control without encoding a

diffusible molecule. Cis-acting elements are termed as such because they are located

on the same DNA molecule with the target gene they regulate. Trans-acting elements

can control genes on distant DNA molecules (for instance, on another chromosome)

or on the same molecule always by means of a diffusible molecule such as TF that

binds to cis-elements in the vicinity of target genes.

A cis-acting element can be located upstream of the 5’ end of the coding sequence
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Figure 1.1: Four classes of transcription factors. Transcription factors are
generally grouped into four distinct classes. Left-up, helix-turn-helix; right-
up, zinc-coordinating DNA-binding domains; left-bottom, beta-scaffold fac-
tors; right-bottom, leucine zipper factors. The proportions were calculated
based on TRANSFAC (v.7.0) (Adapted with changes from [122])
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of a gene it controls (in a so called promoter region or further upstream of the pro-

moter), within the gene, or downstream of the 3’ end of the genes coding sequence.

Cis-acting elements (such as enhancers) are often located many kilobases away from

the basal transcription complex of the gene. Therefore their 3’ or 5’ orientation with

respect to the distant gene is unimportant [25] or may vary for different enhancers

(from private conversation with Dr. Ioshikhes). In such a case these elements are

able to function because of the flexible geometry of DNA molecules which can bend

onto the attached transcription initiation complex.

Cis-acting elements in higher eukaryotes are organized into modular units named

cis-regulatory modules (CRMs) of a few hundred baise pairs [8]. A common feature

of CRMs is the presence of multipple binding sites. In other words, TFBS in higher

eukaryotes have a tendency to be clustered. The term “module” has a functional

significance: cis-regulatory modules respond to given regulatory states by producing

a unique regulatory output, the result of the individual interactions at their clustered

internal target sites. In particular, the cis-modules use TFs as inputs to generate the

command given to the transcription machinery, which in turn determines the rate

of gene transcription or whether a gene is turned on (promoting transcription as an

activator) or off (blocking transcription or acting as a transcriptional repressor) [25].

One cis-regulatory element can regulate several genes [105] and in turn, one gene can

have several cis-regulatory modules [25].

Experimental [40] and computational studies [121] demonstrated that sequences

of regulatory DNA that bind TFs can exhibit many different types of architecture.

CRMs can be homotypic, containing multiple sites for one particular TF or het-

erotypic, containing one or more binding sites for multiple TFs [114]. The cooper-

ative interactions among transcription factors are very frequent phenomena in eu-

karyotic transcriptional regulation. Many publications report experimentally verified

co-occurrences of TFBS consistent with pairwise co-occurencces of TFs [60]. Bioin-

formatics studies indicate that antagonistic factors often bind to overlapping sites [65]
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whereas synergetic factors are often positioned within a fixed distance [70], often close

to the multiple of 10.2 base pairs (bp) of the DNA double-helix pitch value (pitch is

the number of bp per complete turn of the helix) [65, 13].

TFs can regulate the expression of genes in several ways. General TFs are those

TFs that are necessary for the transcription of all genes transcribed by RNA poly-

merase II [57]. These TFs are involved in the formation of preinitiation complexes.

TFs may also regulate transcription more specifically than shown in Figure 1.2. For

instance, they can be tissue-specific and expressed in a defined set of tissues or cell

types (so called spatial regulation); TF may be expressed at specific times during

development (temporal regulation); TFs may require modification (phosphorylation)

prior to performing their function; TFs may be activated by binding with signal trig-

gering molecules, which bind to a site on the target TF (ligand binding); TFs may be

activated by cooperation with other factors, by participating in a protein complex.

TFs are thereby controlling the flow of genetic information from DNA to mRNA

and perform their functions alone or with other factors (proteins or small molecules) in

a complex. Moreover, TFs are likely only one of the means by which our cells express

different combinations of genes. Working in this way, they allow for differentiation

into various types of cells, tissues, and organs that make up our bodies. TFs not

only control transcription to regulate the amount of gene products such as RNA

and proteins, but they also regulate the production of themselves by a feedback loop

(positive, negative or both, depending on the factor) that controls the transcription

of other TFs.

Prediction of TFBS is therefore an important step toward understanding the

process of gene regulation. As evidenced from published studies, with small variations

in numbers, the lengths of binding sequence motifs ranged between 5 and 20 bp [19,

17, 53]. The small length of TFBS is a challenging factor confounding the discovery

of new sites, because TFBS sequences may appear on DNA sequences just by chance.

Wasserman showed that typical detection tools will detect a hit every 500 – 5000 bp
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Figure 1.2: Illustration of the Polymerase complex with the transcription
factors involved in transcription. The initiation complex, containing the gen-
eral transcription factors and RNA polymerase II is bound to the promoter.
Transcription is simulated by an activator, which binds to a distant enhancer
sequence. The activator interacts with the initiation complex and stimulates
the rate of transcription. The illustration shows that the activator(s) can in-
teract with the initiation complex via a mediator (also called a co-activator).
The activator is bound to an enhancer that is as far as 1000 bp upstream
from the promoter. The distant activators are brought into close proximity
of the initiation complex by the looping of the DNA. (Adapted from Lodish
H. 2000, Molecular cell biology, Freeman, NY with permission).
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depending on parameter settings [115]. This obstacle is not that critical for using

these tools as predictor tools because most of functional TFBSs are concentrated in

specific areas of promoters where the search can be localized.

A proximal promoter is the proximal sequence typically upstream of the gene

that tends to contain primary regulatory elements. This area usually comprises from

100 bp downstream to 100 bp upstream and might be up to 250 bp upstream of the

transcription start site (TSS). In contrast, a distal promoter is the distal sequence

upstream of the gene that may contain additional regulatory elements, often with

a weaker influence than the proximal promoter. A core promoter is the minimal

portion of a promoter required to properly initiate transcription. The core promoters

include the TSSs, where transcription of RNA begins for a particular gene, and other

cis-elements upstream such as binding sites for general TFs.

In eukaryotes, promoters are extremely diverse in terms of their nucleotide com-

position and are therefore difficult to characterize. Typically they are located up-

stream of the genes they regulate and can have regulatory elements several kilo base

pairs away from the TSS. Widely known examples of such cis-elements are enhancers,

which can bind TFs and regulate transcription of target genes. In eukaryotes, tran-

scriptional complexes can cause the DNA to bend which allows direct communication

between enhancers and basic transcriptional complexes.

There are several types of promoter elements discovered in eukaryotic genomes.

Between 10-20% of all genes contain a TATA box, which is typically located in the area

between 35th and 25th positions upstream of TSS [35]. The TATA box binds TATA-

binding protein (TBP) which is an element of TFIID (Transcription factor II D) - one

of the general TFs involved in the formation of the RNA polymerase transcription

complex [98]. Other known experimentally confirmed core promoter elements are

Initiator (Inr), Downstream Promoter Element (DPE), TFIIB recognition element

(BRE), which are known to act in several synergetic combinations [35, 56].

In higher eukaryotic organisms such as mammals, transcription is a more complex
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process, so that the binding landscape becomes more diverse. In particular, regula-

tion of transcription in eukaryotes is a result of the combined effects of structural

properties such as how DNA is packaged and of TFs-TFs and TFs-DNA interactions.

The most important structural difference between eukaryotic and prokaryotic DNA

is the formation of chromatin in eukaryotes [83]. Nucleosomes are complexes com-

prising segments of DNA coiled around histone protein cores as showed in Figure 1.2.

Nucleosome packaging plays a role in the regulation of transcription in eukaryotes.

The increasing volume of available genome sequence data gives rise to a mine of

information about location of regulatory elements by comparing different genomes.

Based on comparative approaches, it was found that functionally constrained se-

quences are often conserved in evolution, more so than nonfunctional sequences. The

validity of this assumption is evident from the success of such methods as phylogenetic

footprinting [11].

1.2 Binding sites in comparative genomics

Functional annotation of eukaryotic genomic sequences represents one of the great-

est challenges in modern biology. A promising class of computational methods for

gene and cis-regulatory element prediction (such as TFBS) is based on comparative

sequence analysis. Numerous methods for motif-based TFBS and TF target gene pre-

diction have been developed that utilize sets of orthologous sequences from multiple

species.

In many studies, highly conserved noncoding sequences (CNS) in plants and

animals have proved to be indicators of many regulatory elements [41, 62]. CRM

are generally more conserved than their flanking intergenic regions [10]. In partic-

ular, working with Drosophila genome, Berman et al. showed that CNSs tend to

be spatially clustered with conserved spacing between CNSs [8], and such clusters

can be used to predict enhancer sequences without prior knowledge of TFBSs [20].
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On the other hand, one promising approach takes advantage of the observation that

enhancers often contain multiple TFBSs [37].

In fact, the area of comparative genomics is built entirely on methods of com-

parative sequence analysis that leverage conserved sequences to annotate genomes

from different species and discover novel coding and regulatory elements in newly-

sequenced genomes. Due to the importance of sequence conservation in genome an-

notation studies, its accurate quantification is essential for the discovery and charac-

terization of novel functional elements.

The recent refinements of computational techniques for identifying binding sites

have generated considerable interest from the field in the development of validation

analysis. Evolutionary constrain is used not only to identify sites but also to distin-

guish real motifs from false positives [12] and to discern potentially functional sites

from neutral DNA [94, 55].

In our study we also used comparative genomics of orthologous TFs (elements

derived from a common ancestor through a speciation event) as a feasible method of

validation of newly discovered putative TFBSs. Noncoding sequences conserved in

the evolution of orthologous gene pairs in diverged species, which are also shared by

groups of co-expressed genes, are likely to correspond to cis-regulatory modules [20].

1.3 Modeling the binding specificity of eukaryotic

transcription factors

Although the structure of a large number of protein-DNA complexes is known, the

mechanisms underlying their specific binding to DNA are poorly understood. Studies

have shown that basically in terms of binding affinities there is no simple one-to-one

correspondence between amino acid residues and nucleotide sequences in protein-DNA

complexes [90]. Meanwhile, the majority of available data indicates that protein-DNA
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binding should be considered at a single base pair level to be biologically relevant for

gene regulatory process [16]. Accordingly, each base pair within the binding site

contributes to the protein-DNA contact. Substitutions of a single base pair may

dramatically affect the binding affinity between the TF and the DNA [90, 46, 106].

Several studies suggest a long range dependency of the motif pattern of TFs, in which

additional protein factors that participate in the transcription complex may influence

the TF-TFBS binding [39, 104].

The discovery of the biochemical mechanisms that underlie TF binding site oc-

cupancy remain a fundamental challenge of genomic analysis [53]. To identify tran-

scription factor binding sites (TFBS), a variety of laboratory (in vivo and in vitro)

experimental techniques has been developed. These techniques contribute to our

knowledge of TF binding specificity [31]. Methods for the in vitro detection of DNA

binding motifs include ElectorMobility Shift Assay (EMSA) [33], Systematic Evolu-

tion of Ligands by EXponential enrichment (SELEX) [111, 87] and protein-binding

DNA microarrays [80]. A common genome wide technique for in vivo identification of

TFBS for a TF of interest is chromatin immunoprecipitation of bound DNA followed

by either hybridization (ChIP-chip) or sequencing (ChIP-seq) [82]. Purified or in vitro

synthesized proteins can be used in Protein Binding Microarray (PBM) experiments

that involve hybridizations of the protein to arrays of oligonucleotide probes [7, 80].

Laboratory in vivo binding experiments show that known eukaryotic TFs bind

to thousands of DNA sites throughout the genome [53, 64, 78]. Many of them show

strong binding within cis-regulatory modules and are evolutionarily conserved [64,

14, 53]. In addition, studies also indicate that other regions in the genome bind TFs

at a lower affinity and do not appear to be functionally relevant. Moreover, TFs with

unrelated biochemical properties can frequently bind to the same genomic regions

[77, 53]. Many scientists argued that a great degree of discrepancy between binding

patterns predicted by in vivo and in vitro experiments can be explained by several

biochemical mechanisms, such as competitive inhibition of binding at regions with
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overlapping binding sites on the DNA or by nucleosomes and chromatin-associated

proteins, which modulate DNA accessibility [105, 53, 65, 112].

Stormo G.D. and Zhao Y. [103] reviewed the methods for determining the speci-

ficity of protein-DNA interactions and suggested that in a real cell environment, the

binding affinity of a TF is not as crucial as its specificity because TF-DNA affinity

depends on the TF concentration. Based on biophysical measurements, they sug-

gested that the affinity in cell nucleus is always higher for binding sites that do not

display a high affinity in vitro. The binding of TFs to specific regions on the DNA

(specificity) requires that the TFs be able to distinguish these sites from the vast

majority of non-regulatory DNA sequences. Characterizing the binding patterns of

TFs requires some prior knowledge of a representative set of binding sites for a TF

of interest that can be used to construct models that allow the complete specificity

to be estimated.

TF binding sites occur with a high frequency across the genome and all of them

may not be detectable as binding sequences in vivo. Due to non-specific binding that

involves low-affinity interactions between TFs and non-specific regions on the DNA, in

vivo binding assays (such as ChIP-seq) require the use of a signal threshold to identify

true binding sites [21]. This kind of processing always results in a number of false

positives. In contrast, methods for computational TFBS predictions that are based

on known sequence-based binding models often rely on a collection of experimentally-

determined binding sites and aim to generalize the available information in terms of

a deducted regulatory code or pattern.

Limited and/or biased information about the specificity of TF-DNA binding

results in an experimental bias, which is a serious bottleneck for computational mod-

eling and identification of binding events. Researchers have developed several strate-

gies to overcome biases in TFBS prediction. These include the parallel processing

of gene expression and sequencing data [22] and correlations of cis-regulatory mod-

ules with nucleosome positioning [106, 118, 48, 72] and TF cooperation [36]. The
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role of nucleosome positioning became evident in the determination of functional and

non-functional sites. Approximately 75-90% of eukaryotic DNA is organized into

nucleosomes [95].

Many mathematical descriptions of gene regulation are performed in the frame-

work of one-dimensional DNA lattice models. These methods are based conceptually

on the assumptions of Markovian properties in nucleotide DNA sequences [68, 32] or

Biophysical models [49, 75].

An early study of binding specificity in terms of binding motifs variability and

their statistical properties was by Berg and von Hippel in 1987. This study argued

that statistical mechanics theory could be used to predict TFBS. Other investigations

formalized the biophysical properties of TFs and to refine computational methods to

discover new TFBSs [27].

Since the Berg and Hippel work, advanced sequencing techniques have emerged

in genomics and many studies have focused on understanding the complexity of TF-

TFBS binding. Specifically, identifying binding patterns for TFs of interest has be-

come an area of active investigation in bioinformatics, especially given the high volume

of next generation sequencing data.

The current information about the regulatory regions in the genome is collected

in a variety of databases. Experimentally determined binding sites are compiled in

databases such as TRANSFAC, a commercially supported database for gene regula-

tion [71] and an open source JASPAR [89]. These resources are commonly used for

training the algorithms for new TFBS prediction [34, 35, 45].

From the 1980s, PWMs have become widespread and useful tools for computa-

tional prediction of protein, DNA or RNA sequences. PWMs are a simple yet powerful

model for TF-DNA binding specificity. Although researchers still argue that PWMs

are a viable approximations of binding specificity of TFs, it is unknown to which

extent this is true for each particular TF [103, 94, 27, 16, 6]. Incomplete informa-

tion regarding the TF-DNA binding interaction remains a challenge from either the
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DNA or the protein side. Even for some of the most extensively studied eukaryotic

organisms (i.e., human, rat and mouse), only one-sixth of all proteins with annotated

DNA-binding domains have been characterized experimentally [94, 2].

Another common name for PWMs is the Position Sensitive Scoring Matrices

(PSSMs). The next chapters of this thesis describe statistical and computational as-

pects of inferring TFBSs using generic PWMs as well as matrix refinement techniques

to improve the prediction of TF binding specificity. Then new PWMs are used for the

prediction of new binding sites on proximal promoters of the Drosophila melanogaster

genome.

1.4 Statistical models of binding specificity

Given a set of sequences, S1, S2, ..., SK , such as those listed in Table 1.1, the two goals

of this section are:

1. to identify the substrate binding segments, called “elements”,

2. to estimate the parameters of the product multinomial model that describes

the collection of the most similar or aligned elements. We call “motif” a model which

generalizes in a certain way sequence information from known cis-acting elements.

Such motifs appear to be useful as a descriptive model of binding specificity. A DNA

region is a binding “site” if it is described by the motif in terms of the model and a

“non-site” otherwise.

One of the first aggregative models for quantitative binding specificity was built

20 years ago on the basis of the consensus sequence, which provides the most common

pattern based on statistically most overrepresented nucleotides in a motif [26].

PWM model was introduced by G. Stormo and used to describe and find transla-

tion initiation sites in the RNA. A consensus sequence is easily represented as a weight

matrix by simply giving equal scores to each allowed nucleotide at each position, but

a weight matrix cannot be represented as a consensus sequence without sacrificing
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some information. The matrix approach is therefore more general and is recommended

[102]. The main advantage of PWMs over the initial attempts based on consensus

sequences is that PWMs allow different mismatches from the preferred sequence to

have different effects on the binding site predictions. Later Stromo and collaborators

extended the PWM approach to the modeling of TFBSs in DNA sequences [42]. In

contrast to consensus sequences, PWMs are based on scores to measure the level of

similarity between aligned elements and to provide a more sophisticated formalization

of possible binding scenarios.

A very intuitive and basic definition of PWMs can be made using only the site

independence assumption. If we know the probability of each positionally independent

nucleotide si in a DNA sequence S, then the probability for a single sequence S =

s1, ..., sL is

P (S) =
L∏
j=1

Pj(sj) =
L∏
j=1

wj(sj), (1.4.1)

where the probability of each nucleotide base can depend on the position j. This

reflects the i.i.d. (independent and identically distributed) assumption, which will be

used throughout this thesis unless otherwise specified (for dinucleotide PWM).

Thus, having in possession possible weights W = (wwwj)j as in (1.4.1) we can define

PWMs and estimate the single sequence probability P (S|W) of the sequence being

a binding site. In addition, in more complex cases of a given set of sequences (we use

the calligraphy font to denote sets) S = {S1, S2, ..., SK} we can answer the question

about W in the form of a posteriori probability P (W|S).

A descriptive model of binding specificity considered together with a PWM gives

a tool for computational prediction of new TFBSs and their comprehensive charac-

terization. Before we can define any formal model of binding specificity we need to

give several definitions.

Let u and v be vectors with components either in R or in N, such as u =

(u1, u2, u3, u4) and v = (v1, v2, v3, v4), and Γ be a special gamma function. Using the
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language of vectors helps us to avoid unnecessary indexes in many cases. Some of the

operations are not very common and used exclusively in the thesis to omit indexes in

statements where it does not contradict with the common definitions.

u + v = (u1 + v1, u2 + v2, u3 + v3, u4 + v4),

|v| = |v1|+ |v2|+ |v3|+ |v4| ,

u/v = (u1/v1, u2/v2, u3/v3, u4/v4),

log(u) = (log u1, log u2, log u3, log u4),

uv = (u1v1, u2v2, u3v3, u4v4),

u · v = u1v1 + u2v2 + u3v3 + u4v4,

(1.4.2)

where we assume that ui and vi belong to domains of definition of corresponding

scalar functions. We can notice from the last two rows here, that we use two kind of

multiplications for vectors: by-coordinates and the dot-product.

In general, the sequence data from Table 1.1 can be represented as a list of strings

S or a cell array of symbols, not necessary aligned by position.

S = {skl; k = 1, ...K; l = 1, ..., Lk} (1.4.3)

The symbols skl in this array have as a state space the alphabet of four letters

A, T,G,C which represent the four nucleotides (also called nucleotide bases): Adenine

(A), Thymine (T ), Guanine (G), Cytosine (C). In this thesis we consider the four

letter as an ordered set: A, T,G,C, so that the correspondence between nucleotide

bases and numbers one to four can be established.

Although the exact location of TFBS(s) is usually unknown, sequences identified

by laboratory experiments are assumed to have binding properties. Thus the location

of TFBS needs to be determined in silico. However, in order to simplify the problem,

the length of common binding sites (motif length) is usually assumed to be constant

and no gaps are permitted. An example of these experimentally determined sequences
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is presented in Table 1.1.

Since binding sites are short segments similar to known experimental sequences Si

(see Table 1.1), we consider the problem of the determination of TBFS location as one

of searching for subsequences most conserved over the whole set S. As this problem

is similar to local sequence alignment, we can apply conventional tools developed

for this latter purpose. The Smith-Waterman [99] algorithm is based on dynamic

programming and is a common algorithm used for local sequence alignment. Locally

aligned similar segments are shown in upper cases in Table 1.1 where the motif length

is L = 9.

In order to go further, we simplify the notation used in (1.4.3). Depending on

the problem at hand, we can refer to the elements of array S either as nucleotides or

the corresponding indexes. For any subset of indexes I ⊆ S, we denote SI = {skl :

(k, l) ∈ I}. In particular, the set of aligned subsequences is denoted with a bar sign:

S̄I . Meanwhile, a complementary set is automatically identified as Ic = S \ I and

the aligned subsequences S̄ ⊆ S are also defined as

S̄ = {SSSk}k = {skl|l = 1, ..., L; (k, l) ∈ S̄I}, k = 1, ...K (1.4.4)

Indexes I followed by S̄ are able to capture more complex patterns that contain

gaps (i.e. sequences containing insertions and deletions relative to each other) or in

which different positions are correlated with each other [43]. However here, recalling

the assumption from that fundamental work of Hertz and Stormo [43], we assume

that the positions of an alignment function independently according to whatever

biochemical criteria were used to select the underlying, functionally related sequences.

From here, we will refer to the coordinates of nucleotides of DNA sequences.

The local coordinates of nucleotide positions in an aligned set S̄I increase from left

to right assuming that this corresponds to the downstream direction. All positions

are centered at the TSS position point (coordinate of “zero”).
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Table 1.1: The table illustrates initial sequences of different length that are
used to construct a statistical model of the most similar parts of the se-
quences. The data were taken from the JASPAR database for transcrip-
tion factor OVO, which controls germline and epidermis differentiation in
Drosophila. Upper cases indicate the most similar segments after alignment

Sequence S1 gTGTAACTGTctttctaccgccaaggcctctg
Sequence S2 ccagctggtaTGTAACCGTagtacacctgagc
Sequence S3 tgaCGTAACAGTgagcataaggggggcaattgg
Sequence S4 agtccaAGTAACTGCaacacctttagaccact
Sequence S5 ttAGAAACAGTggtagtgttggggacctgaac
Sequence S6 tcgtcccacTGAAACAGTaccggggctttgtg
Sequence S7 gcgtccccctttaccaaaACTAACTGTcccca
Sequence S8 ccgactcattAGTAACGGActcccatacgcgg
Sequence S9 ctcgtgtAGCAACTGTgagaaccttaacagat
Sequence S10 ggcataggaaattccTATAACTGTgcagatcc
Sequence S11 ggttatggtttaggtcATTAACAGCgagcggt
Sequence S12 cTGTTACTGTaatccgggccggactgga
Sequence S13 tTCGAACAGTtgagatctcctaggggcccatg
Sequence S14 ggtctgttcagtccTCTAACGGCcatttgtac
Sequence S15 caggactgttcgctagctcttAGAAACCGAct
Sequence S16 gtaggctactaggctactaggctcatAGAAACCGAcc
Sequence S17 gccgtaatAGCAACCGAcacgagatctttcga
Sequence S18 ctcgcatcccttatCGTAACCGGtccacag
Sequence S19 cttcgACGAACAGCacacccccaatagccgca
Sequence S20 gtcgtgtagcaactatgacaacCTTAACAGAt
Sequence S21 caccagcaccccctaatcagaCGTAACGGGcc
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Thus, the aligned sequences S̄ split the set S into two parts - the binding site

and the non-site positions. Another data structure, constituting the alignment, is a

set of positions ak for each k from 1 to K, for the starting positions of the elements

within each sequence Sk.

Let each mkj be the number of nucleotide k at position j in an aligned set of

indexes S̄. Then we define an integer matrix M

M = (m1, ...,mL) =


m11 m12 . . . m1L

m21 m22 . . . m2L

m31 m32 . . . m2L

m41 m42 . . . m2L

 (1.4.5)

The matrix M has the format of a PWM and is used in the TRANSFAC database

to represent the binding specificities of TFs where they are called position frequency

matrices (PFMs) [71]. M is also frequently called an alignment matrix [42].

Under the i.i.d. assumption defined above, the a priori probability of the se-

quence of L letters is the product of the prior probabilities of the individual letters.

Each column is assumed to have its own prior. Our most immediate goal is to model

the kinds of distributions that most likely generate the actual observed occurrence

counts mj.

The probabilities of the individual letters in equation (1.4.1) can be estimated

using the overall frequencies of the letters within all sequences of genome. A simple

approach would be to estimate probabilities for each count column mj using the fre-

quencies of letters in the aligned sequences S̄. As shown later in (1.4.16), under the

assumption of independence, each single vector mj of nucleotide counts is interpreted

as the vector-parameter of a multinomial distribution with unknown probabilities.

Now we can estimate these probabilities as parameters from S̄ using the usual maxi-

mum likelihood estimator (MLE), i.e. by finding the θθθ1, ..., θθθL as
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θθθj = arg maxθθθj(Prob(mj | θθθj)),

Σiθij = 1; j = 1, ..., L
(1.4.6)

This equation leads to the MLE θθθj = mj/
∑

lmlj [47], which is a normalized summary

of aligned data (since in most cases
∑

lmlj = const). MLE provides poor (due to

a bias if only a small number of binding sites is available) although widely used

estimates for the actual underlying probability distributions [15, 102, 120].

The MLE is sensitive to the correctness of underlying probability model specifi-

cation and some authors suggest other estimators for multinomial distribution instead

of (1.4.6). A particular reason for doing so is that distinct positions of multinomial

space, representing different combinations of nucleotides, should have high prior prob-

abilities. To correct the bias, some authors propose using a numeric value, called a

pseudocount [79]. The pseudocount is usually allocated for each of L positions, and

its fraction according to the background base composition is added to each θθθj. An-

other example to address this small sample size deficiency of probabilistic model is

the work of Brown et al. where Dirichlet mixture priors were proposed [47]. Although

the mixture priors are beyond the scope of the thesis we will discuss single Dirichlet

priors a few paragraphs later because of its methodological importance.

Returning to equation (1.4.6), 4×L matrix of weights ordered as A, T,G,C (also

called mononucleotides as opposed to dinucleotides defined and used in chapter 2 is

one of the simplest PWMs

W = {wij, i = 1, .., 4; j = 1, ...L} = (θθθ1, ..., θθθL) =


θ11 θ12 . . . θ1L

θ21 θ22 . . . θ2L

θ31 θ32 . . . θ2L

θ41 θ42 . . . θ2L

 (1.4.7)

There are several interpretations and approaches that exist to compute weights will
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consider in this thesis.

Such an example was introduced in 1984 by Staden. Working independently from

Stormo, he proposed to use PWM with log-frequencies, calculated as θθθj = − log
mj∑
lmlj

[100]. Log-frequencies were just a first step toward broader class of PWMs, where

computation of individual weights were motivated by a variety of technical and sta-

tistical metaphors. One of such computational PWM types was mainly used in the

thesis and therefore is discussed separately in section 1.5.

Unlike log-frequencies θθθj, vectors of nucleotide occurrences mj keep the binding

specificity information from known TFBSs unchanged and leave a question of how

to compute θθθj to the researcher’s discretion. The intuitive definition of PWMs as

in (1.4.1) can be extended from a sequence to any set of sequences. That is, the

probability to obtain a set of K length-L sequences S ′ when sampling K sequences

from W is given by the joint probability

P (S ′|W) =
∏
s∈S′

P (s|W) =
L∏
j=1

4∏
l=1

(θlj)
mlj(S′), (1.4.8)

where mjl(S ′) is defined as the number of times the letter s occurs at position i in the

aligned sequences S ′. Probability P is defined for the whole sample space of 4 × L

sequences. Thus, the probability of obtaining sequences S ′ when sampling from W

depends only on the counts mlj(S ′). Using Bayes’ theorem, the posterior probability

P (W|S ′) for W given a set of sites S ′ is given by

P (W|S ′) =
P (S ′|W)P (W)

P (S ′)
(1.4.9)

In this equation, P (W) is the prior probability of W. The denominator is a normal-

izing constant. The prior P (W) represents our prior information about W before

looking at the data. As will become clear later, the computations are analytically

most easily tractable if we use the Dirichlet prior that has the following general form
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P (W) =
L∏
j=1

P (wj) =
L∏
j=1

cj

4∏
l=1

(θlj)
αlj−1, (1.4.10)

where cj is a normalizing constant for column j, described in (1.4.15), and the αjl

are constants that determine the prior. There are no special requirements for the

selection of αjl, except the trivial case when αjl = 1. In this last case, all θlj are the

ignored source of information and all positions in the motif are uniformly distributed.

However, Stormo et al. [103] argued that efforts made to estimate θlj using laboratory

measurements showed that columns with equal probabilities θlj = 0.25 are not very

likely and thus the product-Dirichlet model (1.4.10) allows us to account for more

scenarios with variables θlj and parameters αjl. Moreover, αjl is actually controlled by

one free parameter α =
∑

lj αjl that follows from properties of Dirichlet distribution.

In this paragraph we give the exact formula to compute P (W|S ′). To do this

we put the likelihood (1.4.8) and our Dirichlet prior (1.4.10) into (1.4.9). Taking into

account that the denominator in (1.4.9) does not depend on W and re-grouping the

multipliers in the resulting formula gives the product Dirichlet distribution

P (W|S ′) ∝
L∏
j=1

4∏
l=1

(θlj)
mlj(S′)+αlj−1 (1.4.11)

Adding a multiplicative constant C to transform equation (1.4.11) into identity and

applying integration over all possible W to left and right sides of resulting equation,

we obtain

1 =

∫
D

P (W|S ′)dW =

∫
∆1

· · ·
∫

∆L

C
L∏
j=1

4∏
l=1

(θlj)
mlj(S′)+αlj−1dθl1 . . . dθlL, (1.4.12)

where D = {W = (θθθj)j|
∑

l θlj = 1;∀j = 1, . . . , L}; the integration domain ∆j for

each j is an independent copy of simplex in R4, such as
∑

l θlj = 1. The solution

of the integral (1.4.12) is given as the product of simpler multiple integrals over the
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same simplex domain, namely as shown in [73, 119], the exact solution is

∫
∆

(x1)y1−1 . . . (xn)yn−1dx1 . . . dxn =

∏4
j=1 Γ(yj)

Γ(
∑

j yj)
(1.4.13)

Finally, the complete formula to compute (1.4.11) is given by

P (W|S ′) =

(
L∏
j=1

Γ(m•j(S ′) + α•j)∏4
l=1 Γ(mlj(S ′) + αlj)

)
L∏
j=1

4∏
l=1

(θlj)
mlj(S′)+αlj−1, (1.4.14)

where m•j(S ′) =
4∑
l=1

mlj(S ′) and α•j =
4∑
l=1

αlj.

Normalizing constants ci of the Dirichlet distribution (1.4.10) can be computed

in a similar way as C. It gives

cj =
Γ(
∑4

l=1 αlj)∏4
l=1 Γ(αlj)

(1.4.15)

The joint probability of occurrences in the alignment matrix (1.4.5) with the

aforementioned i.i.d. assumption over nucleotide positions follows the product-multinomial

distribution [42]

P (|mmm1| , ..., |mmmL| ; W) =
L∏
j=1

fM(|mj| ;K,θθθj) =
L∏
j=1

K!∏4
k=1 mkj!

4∏
l=1

p
mlj

l , (1.4.16)

where mj is the i.i.d. random variable following the multinomial distribution, fM ,

pl is the probability of single l base, and mkj are components of mmmj.

From equation (1.4.16) we can make a simple but meaningful conclusion for the

alignment matrix M. As a result of the i.i.d. assumption, despite the possible po-

sitional differences in the frequency distribution θkj, any permutation of columns in

matrix M would not change the probability of composition (1.4.16). To implement

the possibility of positional dependencies between neighboring nucleotides, we used
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a dinucleotide PWM model that can be built preserving all PWM models built for

mononucleotide PWM with two differences, (1) the state space is the 16-letter alpha-

bet of dinucleotides and (2) the length L becomes (L − 1). In the next chapter we

work with both mono and dinucleotide matrices.

In conclusion, we provided here a theoretical background which builds a basis

for probabilistic modeling and parameter estimation of PWM, which is presented

either as a product multinomial distribution of nucleotide occurrences or as a prod-

uct Dirichlet distribution of base probabilities. Although each of these model types

included probabilities of bases as an input, it is computationally unreasonable to

use such models to scan large promoter areas due to non-homogeneous background

nucleotide distribution discussed later.

1.5 Heuristic methods for computational predic-

tion of binding sites

Before describing more specific PWM types, we will discuss the existing classification

of PWMs in terms of biological data mining, a computational approach based on

heuristic methods. Computational methods for the prediction of TFBSs fall into two

broad classes: de novo methodologies in which upstream regions of genes are analyzed

for overrepresented motifs [58, 67]; and training-based methodologies in which existing

experimental data are used to identify instances of similar transcription factor binding

sites. The main difference between the two is that the former methods emphasize

an overrepresentation as a prime factor in modeling and the latter methods start

from known binding sites and attempt to find similar TFBSs by using statistical

information and similarity metrics to make predictions.

Although typical models discussed above belong to supervised leaning methods,

a variety of existing ways to capture statistical information from training is too large
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to be examined here in details. Practical applications may also include the variety

of schemes used to train matrices, so that the number can be even larger. It is

worth mentioning that the training-based methodology itself assumes a broad varia-

tion of interpretations. For example, many authors often use the training metaphor

to address simple PWM computations from set of aligned sequences S ′. Unlike these

authors, we preserved the term “training” in the context of more immersive machine

learning framework, which involves several steps of biological signal detection on the

promoter sequences and optimization steps with feedback.

The availability of whole genome sequences gave rise to the development of

new computational methods for searching for TF binding sites using training data

based on experimentally-verified TFBSs stored in databases. However, the number

of experimentally-determined TFBSs in such databases is typically small. Thus, esti-

mates (1.4.6) in many PWMs may be poor, because they may describe random error

or noise instead of actual relationships. This is referred to as a PWM over-fitting

problem in which generic PWMs are constructed from an insufficient amount of data.

From a practical computational point of view, another limitation of using known TF-

BSs to identify new instances of these sites is that the probability distributions in

PWM models can be hardly used for large scale predictions of new putative binding

sites because of computational sampling complexity.

Another reason for the transition to other types of specificity models is that

the probabilistic models described in the previous section are not always the best

choice for discovering new TFBSs, as the trade-off between computational complexity,

predictability and amount of binding sequences needs to be considered in PWM.

The development of methods that are reliable and have low false positive and

false negative rates is of paramount importance. In contrast to models studied above,

Stormo and Fields [101] used a weight matrix defined as the “information content”

that defined wlj with respect to the binding affinity. It is then interpreted as a mea-

sure of binding energy. A similar heuristic was studied in the work of Djordjevic et
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al. [27]. In addition many other interpretations of PWMs also exist (some of them

are following), for example log-odds scores (ratios), log-likelihood of the substring

under a product multinomial distribution, log-likelihood ratio, binding energy, mea-

sure of information content, Kullback-Leibler divergence, relative entropy etc. In the

thesis we follow the notorious interpretation of PWMs defined as the log-odds scores

matrices as they tested suitable for training [15, 35].

A widespread graphical presentation of aligned sequences S̄ in equation (1.4.4)

or PFM in equation (1.4.5) is a sequence Logo, which can fingerprint any PWM.

Sequence Logo was constructed by Schneider in 1986 who also defined “information

content” based on Shannon’s entropy [93]. Equation (1.5.1) gives the original presen-

tation of sequence Logo for gap-less sequence S of nucleotides.

hjhjhj = θθθj(2−HS(j) + e(n));HS(j) = −θθθj · log2 θθθj, (1.5.1)

where HS(j) is the Shannon’s entropy (uncertainty); 2 − HS(j) + e(n) is the in-

formation content, and hjhjhj is the high of chart at position j; e(n) is pseudo-weight

correction for small samples. The unit of HS(j) is called “bit”. Thus, hjhjhj measures

bits of information and varies between 0 and 2.

Each Logo (in version for DNA sequences) consists of stacks of nucleotide sym-

bols, one stack for each position in the sequence. The overall height of the stack is

proportional to the information content at that position, while the height of symbols

within the stack indicates the relative frequency of each nucleotide at that position. In

general, a sequence Logo provides a richer and more precise description of, for exam-

ple, a binding site, than would a consensus sequence. We use Logo as a visualization

tool to represent a whatever collection of TFBSs do we have, such as the initial set

of TFBSs or the new set of predicted TFBSs. We also call “Logo” a different metric

than information where y-axis means not entropy but nucleotide proportions at each

particular position. Examples of Logos of both types can be found in Figure 3.1 and
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in Figures 3.4 and for the remaining TFs in Figures 5.2-5.6.

With regards to statistical description, the characteristics of the motif nucleotide

distribution are fully defined by the nucleotide frequencies (θθθ1, ..., θθθL) as used in

(1.4.7). So far, we have assumed that background nucleotide frequencies are equal.

However, a complication arises in eukaryotic genomes where regulatory elements usu-

ally have non-homogeneous nucleotide content. For instance, some areas in the

genome can be GC-rich. As a result a PWM built on frequencies trained on one

particular nucleotide content may not be useful in areas with a different background

nucleotide distribution. As a workaround, Stormo proposed to compare the base fre-

quencies with a vector-parameter of background frequencies θθθ0 = (θ1,0, θ2,0, θ3,0, θ4,0)T

(in future we omit the coma between indexes) established from the whole genome or at

least from sequences significantly longer than the length of a motif [101]. Background

frequencies θθθ0 can be estimated in a straightforward way when they are compiled

from a large area which includes target TFBSs .

In equation (1.5.1), “2” corresponds to complete uncertainty where any of four

nucleotides can be at a certain position. For skewed genome sequences the information

content should be corrected to θθθj · log2
θθθj
θθθ0

+ e(n). This dot-product is used in the

literature as a component of certain kinds of PWMs. For instance, Stormo used this

normalized log-likelihood ratio as a component of his PWM wjwjwj = θθθjlog2
θθθj
θθθ0

which is

also known as Kullback-Leibler information of relative entropy [42]. Both of these are

used as PWM metaphors.

Notably, for the sake of simplicity, the abbreviation “PWM” as will be used in

the next chapter refers to any type of matrices regardless of the type of coefficients. In

general terms all PWMs can be regarded as matrices, where components are computed

using a variety of schemes. In this thesis we avoid multiple terms for different matrix

types. Thus, the abbreviation “PWM” is preserved for any matrix type representing

a model of binding specificity based on a collection of known binding sites, despite the

difference in domains they may have. Now, the word “weight” in the abbreviation does
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not necessarily refer to the components and the weights are interpreted as proportions

and thus bounded by zero and one. Particularly, in chapter 2 we use PWMs with

integer components (PFM). In cases where the type of PWM may contradict the

readers’ understanding we will specify the type of numeric domain where they are

defined, as discussed in the next section.

In the next two sections we discuss the main advantages and common drawbacks

of PWMs and describe some possible ways to improve their predictive performance.

1.6 On the use and misuse of PWM to predict

TFBSs

Arguably, PWMs are the most commonly used statistical model to depict the binding

specificity of a given TF, however, we here describe the benefits and limitations of

PWMs as a family of methods.

Although PWMs were shown by many authors to be simple and successful com-

putational tools for motif specificity prediction [16, 101, 103], they are based on many

biological and computational assumptions that often remain to be evaluated experi-

mentally. Some of these commonly accepted assumptions include:

1. A PWM assumes that the recognition sequence is of a fixed length, a hypothesis

that has been seriously questioned for a number of eukaryotic TFs [15].

2. Individual bases of the recognition sequence contribute independently of each

other to the total binding energy of the DNA-protein complex. For sake of

simplicity in a PWM, each position of a binding site is modeled as making an

independent contribution to the overall binding affinity of the site. Experimen-

tal evidence suggests that this assumption of independence is not always valid,

but researchers argue that in most cases it provides a good approximation of the
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true nature of the specific protein-DNA interaction [103, 36, 35, 27, 6]. Whereas

many authors study dependencies between nucleotides [4], some suggest that

the i.i.d. assumption still gives a good approximation to describe TF-DNA

binding [6, 103].

3. It is also questionable whether the matching score of PWMs relates to the

actual affinity of target DNA sequences for a TF [103, 88]. These scores are

presumed to reflect the affinity of a TF for the bound sequence, but in almost

all applications, a cutoff score is chosen to distinguish between functional and

non-functional binding sites. Given the variety of TFs, it is unlikely that the

use of a common threshold for all TFs is appropriate [63]. For this reason many

authors incorporate additional heuristic information into PWMs to strengthen

their biological relevance. The heuristics include training on affinity-threshold

models or the use of evolutionary patterns or models of nucleotide distributions

on promoters.

A PWM-based computational method to predict new TFBSs usually follows the

standard strategy: given a DNA sequence and a PWM denoted by W, the method

uses a score that measures the quality of the match between the sequence and the

matrix. The promoter (or another target sequence) is scanned and the binding motif

of maximal score is found. Denote (temporarily) the value of this maximal score as c.

We then need to decide whether c is high enough to call the corresponding sequence

a “hit”, i.e. predict that the TF binds at the corresponding position. This decision

is taken on the basis of the comparison of c with a threshold c0 = c(W): if c > c0,

there is a match (further also called “hit”) and a putative binding site of the TF is

identified. All methods that use PWMs have to deal with the question of determining

an optimal threshold for each TF.

PWM models built from available in database TFBSs (usually a small number)

may be ineffective in distinguishing a true motif from a random segment. A less
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stringent c0 results in a larger number of false positives whereas a more stringent

c0 eliminates true positives and generates false negatives. This problem makes the

genome-wide motif identification using PWMs less useful. In the next section of

the introduction we sketch out a PWM refinement approach which opens up a way

for a large-scale PWM applications that have better combination of true and false

positives.

1.7 PWM refinement to improve prediction

Consider two possible scenarios. In the first, we only have 10 sequences from which

to estimate the parameters of the model. In the alignment of these 10 sequences

we have a column containing only As, and no other nucleotides. With such a small

sample, we cannot rule out the possibility that similar binding sites may have differ-

ent nucleotides at this position. In particular, we presume that we know that A is

commonly substituted by G in some promoters. Thus, our estimate of expected prob-

ability distribution at this position would include these nucleotides, and perhaps the

other nucleotides (based on our biological intuition), albeit with smaller probabilities.

In the second scenario, we have an alignment of 100 divergent sequences and

again the second column containing only A, and no other nucleotides. In this case,

we have much more evidence that As and no other nucleotides are possible at this

position in the motif. Indeed we have much more evidence that A is functionally

conserved at this position. Therefore, generalizing the distribution of nucleotides at

this position to include “similar” nucleotides is likely not biologically relevant. In this

situation, it makes more sense to give less attention to prior beliefs about similarities

among nucleotides (biological intuition), and more attention to the actual counts

observed.

As mentioned in section 1.3, many transcription factors have low specificity for

their binding motifs and this degeneracy makes it hard to estimate how many di-
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vergent sequences are necessary to assure that certain positions are conserved (as

described in the second scenario). This observation points to machine learning meth-

ods and other integrative approaches capable of incorporating more specifc biological

information to improve PWMs as statistical models of TF-DNA binding specificity

[59].

The high false-positive rates in TFBSs prediction using a variety of generic

PWMs led to various attempts to draw in extra information to improve predictive

performance of PWM [47, 107, 59, 61]. The topic of this thesis remains in focus of

such earlier attempts which are furthered in next chapters [15, 35, 36].

We mention a few computational strategies used to improve the performance of

PWMs as predictive tools. The simplest way to improve the performance of conven-

tional PWMs is to take into account the dependencies among the adjacent positions

[4, 96]. This model (also termed the weight array model) is represented by a din-

ucleotide PWMs [96, 36]. Besides the obvious advantage of involving higher-order

statistics, this model may capture longer lengths of motifs. In this thesis I used dinu-

cleotide matrices in addition to mononucleotide PWM and compated the performace

of the two approaches.

Examples of successful approaches to improve performance of PWM include:

genetic algorithm that maximizes the area under ROC curve [61], or the detection of

locally positioned dinucleotides, identified from known sites using a genetic algorithm

with discriminant analysis [59].

A radically different approach to PWM refinement was introduced by Gershenzon

[35], an approach that was implemented in my thesis project for mononucleotide

and dinucleotide matrices. Several steps are involved to detect potential putative

binding sites on promoter sequences. While searching for a new auxiliary TFBSs,

this approach also implements optimization steps to estimate the motif length more

precisely, optimize matching cut-off and the location on the promoters. Figure 1.3

shows a sketch of the algorithm’s steps, which are examined in the next chapter, where
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Figure 1.3: The flowchart for PWM optimization process. MCC means
Mattews correlation coefficient (Adapted with modifications from [35]).



1. Introduction 33

we start introducing its theoretical background. This algorithm is referred to as the

Bucher’s algorithm for weight matrix refinement where the local over-representation

of binding motifs is used as optimization criteria [15]. Unlike Bucher, Gershenzon

used Matthews correlation coefficient which is used throughout all the algorithm’s

steps as the optimization criteria [35].

1.8 Motivation and scope of the thesis

In this work we were motivated to continue systematic development of the approach

for PWM refinement introduced by Gershenson et al. We aimed to extend this ap-

proach to a large number of TFs from Drosophila. The main goal of our study was

the construction of refined PWMs for as large as possible numbers of available PWMs

from TRANSFAC. The complementary goals were to characterize the predictability

and analyze the performance of the refined PWMs using direct tests, comparisons

with existing methods, and literature evidence. In order to achieve our goals, we

resolved a range of technical problems, such as the selection of methods and tools to

estimate statistical significance of TFBS, development of tests and criteria for motif

over-representation. We created a variety of custom software and scripts that are

available to other academic researchers faced with similar challenges.

Previous work by Bucher and Gerchenzon et al. implemented a PWM refinement

approach for a few single promoter elements. Although these two studies were based

on the same idea of using promoter sequences, they used two different algorithms

for PWM refinement. In our study we use Gershenzons et al. algorithm for PWM

refinement with additional modifications and corrections to allow for batch processing.

Based on the work quoted above, from our preliminary analysis of PWM the

matching score distribution for TATA-box, Inr and Sp1, we found that PWM for

these elements returned strong matching scores, which would not be expected to

occur by chance in a large scale application involving many TFs.
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These conditions from the last two paragraphs challenged us to finding a trade-

off between best features of already published technique and additional improvements

arisen from a large scale application, especially if PWM matching signals are weak or

noisy. To reach this goal we had to revise all steps of the core idea of the PWM refine-

ment. Based on Gershenzon et al. we continued using both mono and dinucleotide

PWM versions. There were three reasons for using both mono and dinucleotide

PWMs, (1) it was unclear which PWM type would perform better for a particular

TF and (2), methodologically it was expected to be helpful to use both types as

an additional cross-validation instrument during the software development stage and

(3) using both types of PWMs may bring additional biological insight into TF-DNA

binding.

To represent the iterative PWM refinement technique of Gershenzon et al. we

used the supervised machine learning metaphor [74]. The method which was imple-

mented in the thesis interpolates smoothly between the reliance on the prior infor-

mation concerning likely nucleotide distributions, in the absence of large amounts

of accurate data, and the confidence in the nucleotides frequencies observed at each

position. In such an integrative approach, a supervised PWM refinement technique

can be compared with a strategy of searching for “similar” motifs from promoter

sequences. As we show in this thesis, the refined PWMs of both types mono and din-

ucleotide have better performance, compared to conventional methods, biologically

relevant and can be used as computational tools for prediction of new TFBSs.



Chapter 2

Computational models of PWM

scores

2.1 Model of PWM with promoter background com-

pensation

As described in section 1.4 of the introduction, the probabilistic models of binding

specificity tend to be more suitable to study their formal properties than to contribute

to the computational prediction of putative TFBSs on empirical data. In addition to

what we already said on page 25, an important drawback of the probabilistic models

is that they are simplified. In particular, the models do not take into account the

heterogeneous nucleotide distributions within cis-regulatory elements. In section 1.2

we mentioned the evolutionary and functional conservation of regulatory sequences

that result in non-uniform distribution of nucleotides. Computational identification of

functional TFBS in regulatory modules becomes a challenging problem. A heatmap

of nucleotide distribution for Drosophila promoters taken from EPD database (http:

//epd.vital-it.ch/) is present in Figure 2.1. This figure indicates the zero position

of TSSs. The annotation of specific TFBSs is complicated by the fact that these

35
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Figure 2.1: Distribution of nucleotides on an aligned set of 1919 Drosophila
proximal promoter sequences shown as a heatmap. Nucleotides A, T,G,C
are color-coded as shown in the legend. The distribution of nucleotides has
non-random pattern, especially around TSS. An example of dinucleotide dis-
tribution for GG,GC,CG,CC shown in Figure 5.1 in appendix

short, degenerate sequences may frequently be conserved by chance rather than by

functional constraint.

We exploit the idea that motifs, which are necessary for transcriptional regula-

tion, should be overrepresented in a particular area of the genome. We call a binding

site overrepresented if it occurs more frequently than expected under the conditions

of a certain statistical model. We refer to the nucleotide distribution over a much big-

ger area than the motif length as background nucleotide distribution (or background

nucleotide frequencies mentioned on page 27). In this regard, we can say that the

“expected” distribution is a nonuniform background nucleotide distribution (when no

TFBS is present), which can be positionally site-dependent. While it is generally ac-

cepted that an overrepresentation of particular oligonucleotides in the DNA sequence
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is biologically relevant, ways of quantifying this overrepresentation are quite variable

and range from exhaustive direct searches to numerical filtering.

Unlike exhaustive enumeration of sequences, many authors use a variety of scores

and statistics to measure the abundance of nucleotide letters (“words”) [58, 18, 91, 67].

Another straightforward approach to detecting overepresentations of DNA words is

based on TF binding specificity model, such as a matrix or a PWM model, also

illustrated in Figure 2.2. The PWM based approach to detect overepresentations can

be applied with different types of PWM, based on how the matching score and cut-off

values are computed. We used slightly corrected log-odds scores PWM coefficients

compiled from nucleotide frequencies in this thesis.

The standard strategy to filter out TFBSs using PWM (see page 29) suffers from

a large number of false positives. It is a priori impossible to completely overcome

this problem due to the short length of TFBSs. Even so, some authors have im-

plemented additional indicators such as z-scores or other statistical characteristics

of nucleotide distributions [44, 35, 15] to narrow down search area(s) with potential

target sequences. We also follow a similar strategy defined later in section 3.2.2.

Although any PWM is constructed from known TFBSs, a PWM properly adapted

to promoter areas such as shown in Figure 2.1 has to take into account the background

nucleotide distribution around these areas. More specific aspects arising for the score-

based type of PWM are considered next.

Score-based PWMs for biological sequence analysis were first introduced by

Stormo and colleagues in 1982 [102] and Staden in 1984 [100]. These authors defined

the PWM as a two-dimensional array of components, which represents the scores for

finding each nucleotide at each position. Bucher in 1990 [15] noticed that there is

some controversy about how weights in PWM should relate to frequencies θθθj. He

proposed the PWM format, which is very close to that defined in equation (2.2.2)

and accounts for the background nucleotide distribution by considering θθθ0.

After first works of Stormo and Bucher the ratio of nucleotide frequencies became
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Figure 2.2: Illustration of the process of searching for new putative TFBS
for Drosophila SuH TF using a mononucleotide PWM
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a notorious part of many score-based PWMs. In section 2.2 of this chapter we provide

accustomed to our needs specifications of logg-ods scores that used in our software,

but here we need to address the important common issues with ratios.

Let parameters mj, θθθj,θθθ0 be those valid for a given aligned set of sequences S ′.

Then we define an integer matrix of vector-scores: W = (www1, ...,wwwL) such as

wwwj = log
θθθj
θθθ0,j

(2.1.1)

In this formula θθθj is a vector where each element represents the number of times with

which a specific nucleotide base occurs at the j-th position in the motif of length L,

and θθθ0,j is the background base frequency. We preserved index j in the denominator

because the expected frequency is a piecewise constant vector-function of index j. The

numerator and denominator in equation (2.1.1) can change values non-synchronously

depending on the background model used. For instance, Stormo and Fields [101] used

estimated probability of base occurrence in the genome, so, that θθθ0,j = θθθ0 = const.

The idea to model the background nucleotide distribution is not novel. For in-

stance, several researchers used Markov models (usually of order zero to three) to

describe the background nucleotide distributions θθθ0,j. More specifically, Tompa et al.

used a Markov chain of order three [109]. New-generation sequencing technologies

provided an opportunity to use large number of DNA sequences available for training

of such models. A drawback of this approach is that the “correct” stochastic process

that nature uses is unknown, and so we would be introducing biases while construct-

ing PWMs based on preconceived background models. Nevertheless, Tompa et al.

mentioned that accuracy tests on computational TFBSs prediction depends on the

background model. For reasons mentioned above we are not going to set up Marko-

vian properties directly but rather to construct a machine learning technique which

is able to capture existing nucleotide dependencies.

Having been asked by someone “What kind of PWM model is better of describing
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TF-DNA binding specificity?” it would be fair to answer the following. Whereas PFM

is the most common format of collecting an aligned TFBSs, the integer-valued PFM a

priori is a poor instrument for TFBS predictions (at least because PFM model does

not account for the background nucleotide irregularity). In turn, real-valued score

based PWMs (such as Stormo’s log-likelihood ratios or log-odds scores, see page

1.5), constructed to be computational predictors of new TFBSs, are not suitable for

representing all known TFBSs since this information is hidden in weights. Finally, any

particular PWM type that has its own advantage suffers from common weaknesses

such as listed in the introduction. Therefore, the choice of PWM depends on the

purpose of PWM selection.

These considerations provide extra motivation for my research project. When

one aims to compile a PWM which is expected to be a proper hands-on predictor of

new TFBSs, the optimization metaphor is definitely a good choice. The basic meth-

ods do not show which cut-off should be taken and how to pick the representative

set of sites with which to construct PWMs. Answering both questions is important

since it is not uncommon to have false positives among “known” TFBSs [103]. Opti-

mized PWMs would be helpful in finding the answers but the optimization problem

was always considered as one of the most challenging computational problem, espe-

cially if the optimization model is based on heuristics and the optimization domain

is mathematically poorly formalized.

Before deliberating the systematic implementation of matrix refinement tech-

niques, one remark about the implementation of score-based PWMs should be made.

Assuming that each column of PWM equally contributes to the total matching score

P̃ of sequence S = s1, ..., sL, the total matching score is defined as the sum of indi-

vidual scores at each position in the sequence

P̃ (S) =
L∑
j=1

wsjj (2.1.2)
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Here wsjj is a component of the j-column of matrix W that indicates the score of letter

sj. The denotation P̃ with a tilde for the score is reminiscent of its probabilistic analog

(1.4.1), as they both play a similar role expressing the likelihood (or log-likelihood) of

a putative TFBS. This analogy becomes more apparent when extra logwsjj is applied

either in (2.1.2) or directly to the components of matrix W as we do in the remaining

part of this thesis. Similarly, equation (2.1.2) can be extended for a dinucleotide

PWM, but the summation would be only for L− 1 dinucleotide positions in sequence

S.

P̃ d(S) =
L−1∑
j=1

wdsjj, (2.1.3)

where index j now refers to the position of j-dinucleotide in the sequence S.

Thus, the additional natural attribute for predictive tools either in (2.1.2) or

in (2.1.3) versions would be the matching score threshold parameter, which we must

tune up. To complete an analogy in designing mono and dinucleotide PWMs we must

make an additional i.i.d. assumption for dinucleotides and their positions. Figure 2.2

shows the workflow of detecting putative binding site candidates using the matching

score (2.1.2) or (2.1.3). The general schema of PWM application does not depend on

the type of PWM used.

2.2 Bucher’s type PWM model with modifications

Pursuing one of our main goals to compute refined PWMs in this section we have

to specify models and formulas used in our PWM refinement algorithm. Recall log-

odds score matrices, firstly introduced by Bucher [15] Gershenzon et al. proposed a

modified version which they used to compute mono and dinucleotide matrices, both

designed from log-odds scores essentially defined in equation (2.1.1).

Following in general the approach of Gershenzon et al. in this thesis, we used

the mean as an estimator of the nucleotide frequencies within the promoter area of
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length 600nt including the TSS. Bucher [15] used the geometrical mean normalization

for θθθ0,j within the motif length before he used them in the formula for weights wwwj,

although the benefit of doing so has never been shown.

Since the core method [35] uses the log-ratio of occurrences, one additional PWM

column-specific positive constant under the logarithm is ultimate: λλλj - a position-

dependent fudge factor to avoid the logarithm to reach infinity. Although the necessity

of such a constant is trivial computationally, the choice of particular λλλj is important,

since when θθθj equals zero, the value of λλλj defines the relative importance of different

nucleotides. Since λλλj additively appears under the logarithm its role might relate to

pseudo-counts. Different approaches were proposed to define the λλλj value [24].

The second constant (the translation constant) was chosen to render the column

maximum as zero. After such a translation was done, an overrepresented nucleotide

at a given position should have the score zero, similarly to the log-probability of 100%

of a certain nucleotide at that position in the probabilistic model (equation (1.4.1)).

Each column of such a hypothetical PWM has in theory the same co-domain for its

components as the logarithm of base probabilities, but distribution of individual base

scores might be different. So, as a result such a translation defines a common scale

for score comparison.
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2.2.1 The mononucleotide version of PWM model

The mononucleotide version of a PWM model with positionally dependent back-

ground compensation is a matrix of size 4× L with columns wwwj:

wwwj = ln
(
θθθj
θθθ0,j

+ λλλj

)
+ γjIII; j ∈ [1, L],

γj = −max
{
ln
(
θθθj
θθθ0,j

+ λλλj

)}
,

λλλj =

0, if
θθθj
θθθ0,j

> 0.01 · n̄jIII

0.01 · n̄jIII/θθθ0,j, otherwise

(2.2.1)

where L is the length of motif, b is the index of a nucleotide from ordered set

A, T,G,C, n̄j =
4∑
b=1

nb,j/4 - the expected fraction of bases b, III is the identity vector.

Positionally-dependent constants λλλj and γj are included, as before, to redefine

the logarithm and ensure that in each j-th column the maximum value is zero. Values

λλλj are responsible for the position weights of very rare mononucleotides.

2.2.2 The dinucleotide version of PWM model

This type of matrix builds on the basis of 16 combinations of letters (AA, AT , AG,

AC, TA, TT , TG, TC, GA, GT , GC, GG, CA, CT , CG, CC), unlike the mononu-

cleotide matrix that uses single four letters: A, T,G,C. As in (2.2.1), the dinucleotide

version of a PWM model with positionally dependent background compensation can
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be presented as a matrix of size 16× (L− 1) with columns wwwdj

wwwdj = ln
(
θθθdj
θθθd0,j

+ λλλdi

)
+ γdj III; j ∈ [1, L− 1],

γdj = −max
{
ln
(
θθθdj
θθθd0,j

+ λλλdj

)}
,

λλλdj =


0, if

θθθdj
θθθd0,j

> 0.01 · n̄djIII

0.01 · n̄djIII/θθθd0,j, otherwise ,

(2.2.2)

where vectors have length 16 and n̄dj =
16∑
d=1

nd,j/16 - the expected fraction of dinu-

cleotide d at dinucleotide position j. The frequencies θθθdj and θθθd0,j play he same role as

the frequencies of mononucleotide version.

We chose in the software to count a local coordinate of dinucleotide in a sequence

as the coordinate of its upstream (the first) nucleotide. The same rule used to address

position of any other subsequence of length k, k < L (named “k”-mer).

Positionally-dependent positive constants λλλdj and γdj are included as before to

support the correct area of logarithm and to ensure that in each j-th column the

maximum value is zero. Values λλλdj are responsible for the position weights of very

rare dinucleotides.

Dinucleotide matrices provide more reliable models considering the presence of

pairwise dependencies at some positions in motif [16], which cannot be explained

using only mononucleotide approximation of binding specificity[35]. However, while

providing a better binding model, they (similarly to mononucleotide matrices) do

not address the binding motif specificity for a variety of TFs. One could expect

that a trinucleotide matrix would be even better than the dinucleotide matrix, but

for such models we do not have sufficient amount of accurate TFBS data to make

confident estimation of all 64 triplet frequencies. Moreover, some researchers suggest
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that dinucleotide matrix is a better choice than a trinucleotide matrix because it

reflects the geometry of DNA grooves (personal conversation with Dr. I. Ioshikhes).

2.3 Statistical evaluation of binding motifs

In this section we consider PWM W as a probabilistic model of binding motifs that

encapsulates possible patterns of binding sequences for a certain TF. Searching for

motif occurrences in a DNA sequence (such as illustrated in Figure 2.2, disregarding

the mono- or dinicleotide PWM type) presumes the assignment of a PWM matching

score cut-off parameter.

An inappropriately designated cut-off value will proceed either without matches

or with an overwhelmingly large number of random hits. In this section, we evalu-

ate the cut-off value t of weight matrix W linking it with a probability of random

motif selection assuming that the background nucleotide distribution is known. The

approach provided in this section is to construct a P -value function, which measures

a statistical significance of a putative TFBS according to its score t.

Given t, the matrix W indicates the motif “occurrence” in the sequence S at

the certain position on the promoter sequence, the matching score for this sequence

P̃ (S) ≥ t. Therefore, in accordance with our PWM model of TFBSs prediction, we

need to define the probability P (t,W) for which the background model can randomly

achieve the same or a better score than the cut-off value t. This will represent the

P -value as the proportion of strings whose matching scores (compiled using matrix

W) that is greater than a designated cut-off t.

The connection between the score cut-off and its significance can be conceived

as two single problems. One is called the P -value problem: given t0 we look for the

corresponding P -value P (t0). The opposite problem (called the threshold problem:

given a P -value P ∈ [0, 1], find the cut-off) can be also of interest, but is beyond our

current goal.
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We assume that the background nucleotides can be described in terms of the

probabilistic model which defines the probability of each nucleotide si within the

search area of potential TFBS locations. Then, theoretically, for any given sequence

S of length L with independent nucleotides sj at any position j, the probability of

observing a sequence S with score P̃ (S,W) = t is calculated as

P (P̃ (S,W) = t|W) =
∑

P̃ (S,W)=t

L∏
i=1

Pi(si);S = si, ..., si+L−1, (2.3.1)

where the summation is done all across such sequences S, for which the matching

score P̃ (S,W) = t. Note that unlike equation (0.4.1) where the probabilities Pj(sj)

come from PWM weights, here the probabilities Pi(si) come from the non-uniform

distribution of the background nucleotides.

The previous equation indicates that not all values t are accessible as the match-

ing scores, assuming a certain W. The simple reason of the inaccessibility is because

t could be out of the matching score range for W. Another reason is because any

possible matching score counts as a sum of certain L components of matrix W.

Thus, we consider that any t should be

t ∈ [P̃min(W), P̃max(W)], (2.3.2)

where

P̃min(W)
def
=

L∑
i=1

min(wbii); P̃max(W)
def
=

L∑
i=1

max(wbii)

The problem of finding accessible cut-offs t will be resolved in the next section by

dealing with only accessible scores. The number of such scores is a critical parameter

of computational complexity of an algorithm. The proposed algorithm assumes that

W has all integer components and follows the generic TRANSFAC PFM format

(equation (0.4.5)).
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To solve the P -value problem for matching score t0, we need to find a probability

of a set of sites, whose scores are above or equal to t0 for any t0 within the boundary

defined in equation (1.3.2)

P (t0)
def
= P (S|P̃ (S,W) ≥ t0) (2.3.3)

The P -value problem (2.3.3) is known to be an NP-hard computational problem

[1, 110], and so, a polynomial algorithm for its exact solution does not exist. Since

the problem is very laborious, some approximation or heuristic algorithms must be

considered.

2.4 Solution to the P -value problem using dynamic

programming

A binding motif of length L, which is considered as being a very short biological se-

quence in the genome, is one of all 4L possible sequences of equal length. Fortunately,

it is up to 420 sequences for longest motif length and thus a dynamic programming

approach is a feasible solution if we can find a way to break the NP-hard P -value

problem down into simpler ones.

The following heuristic method takes inspiration from [5, 66, 110]. To implement

this idea we assume that W has integer components such as the matrix PFM defined

in (1.4.5). For matrices such as real-valued scoring PWM defined in equations (2.1.1)

and (2.2.1) or (2.2.2), a rescaling to integer components is required. Averaging to

nearest integers is not the best choice because the larger the scale, the more precise

P -value estimates.

Before we can write an iterative process, let us define a sub-matrix W(b, k),

k ≤ L that coincides with the first k columns of W. Then we define a series of

functions Qk(t) for all k ∈ [0, L − 1]. These functions map the nucleotide scores in
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W to the probabilities in a top-to-bottom way. The last (L− 1) probability function

uses the whole set of W columns as

QL−1(t)
def
= P (P̃ (S,W) = t|W), (2.4.1)

where the rigth-hand side of the equation resembles the left-hand side of (2.3.1) with

highlighted dependence from the whole matrix W.

The remaining Qk(t) is defined as

Qk(t)
def
=
∑
b

Qk−1(t−W(b, k))P (b),

Q−1(t)
def
=

1, if t = 0

0, otherwise

(2.4.2)

Values t for each k are selected within the interval

P̃min(W(k)) ≤ t ≤ P̃max(W(k)) (2.4.3)

In this two-sided inequality, P̃min and P̃max values define minimal and maximal match-

ing scores of sub-matrix W(b, k), similarly to those shown in equation (2.3.2).

Given k, function Qk(t) equals zero almost everywhere except the series of inte-

gers wij taken from W(b, k−1). At those values, function Qk(t) is equal to frequencies

of corresponding bases.

Given the matching score t0 and probability P defined in equation (2.3.3), the

probability-value is obtained from the relation

P (t0) =
∑
t≥t0

QL−1(t) (2.4.4)

Thus pursuing the goal to estimate P -value (2.4.4), we only need to compute
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equations (2.4.1) and (2.4.2).

We implemented this approach as an ad hoc R program for two reasons. First,

from our research we did not find any existing function from open source file deposi-

tories (such as CRAN, CPAN, MathWorks file exchange) to solve the PWM P -value

problem that would run under the R or Matlab/Octave or Perl runtime environment.

Second, we were looking for a tool to analyze the statistical significance of putative

TFBS in this thesis project. The R-scripts written on the basis of dynamic pro-

gramming are available on the attached CD. An example of the distribution of the

matching score under the null hypothesis is shown in Figure 2.3; such a distribution

is naturally used to compute the relevant P -value. Since the speed of a P -value

algorithm does not matter due to a small problem size (short length of PWM) we

do not consider any existing tricks or heuristics methods that could provide a better

performance.

In support of matrix refinement, Figure 2.3B illustrates the intuitive expectation

that closer neighboring matching scores of the refined PFM should have closer like-

lihoods. In opposite, Figure 2.3A shows the probability for non-refined PFM which

is likely multi-modal and the relationships between scores and their probabilities are

more ambiguous. The cumulative P -value distribution is usually used instead of

exact P -value distribution. The former shows smoother performance and reliably

corresponds to P -values with scores [66].

2.5 Matthews correlation coefficient as an opti-

mization criterion

Unlike many existing implementations where this coefficient was used to estimate the

quality of binary classifications, we implemented this coefficient following Gershenzon

et al. as a part of the machine learning algorithm where it plays a role of an optimizing
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Figure 2.3: Exact P -value for matching score distribution for PFM matrices
for TF Kr. A - the initial PFM (from TRANSFAC), B - the refined PFM
mononucleotide version

criterion at each step of PWM refinement (see the flowchart in Figure 1.3) [35, 3].

Matthews correlation coefficient is generally regarded as being one of the best

measures to represent true and false positives and negatives, describing a so called

2 × 2 confusion matrix using a single number. Similarly, Matthews coefficient is a

convenient form to integrate characteristics of sensitivity and specificity. Sensitivity

and specificity are defined by

Sens =
TP

TP + FN
;Spec =

TN

TN + FP
; (2.5.1)

where TP , FP , TN and FN are the numbers of true positives, false positives, true

negatives and false negatives respectively.

As shown by Baldi et al., Matthews correlation coefficient in essence is the Pear-

son’s correlation coefficient between the observed and predicted binary classifications

[3].

Cor =
TP · TN − FN · FP√

(TP + FN) · (TN + FP )(TP + FP )(TN + FN)
, (2.5.2)
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where Cor returns a value between −1 and +1 and the bigger the value the better

the prediction.

Here is another interpretation of correlation coefficient. Cor, although non-

linearly, is proportional to the area under the Receiver Operating Characteristic

(ROC) curve, or AUC. It can be shown that

Cor = ±
√
IM = ±

√
(2AUC − 1)M,

M
def
= TP

TP+FP
+ TN

TN+FN
− 1,

2AUC − 1 = I = TP
TP+FN

+ TN
TN+FP

− 1

(2.5.3)

In the algorithm for finding similar motifs described in the section 3.2.3 Cor was

computed with TP , FP , TN and FN which were defined at each step comparing hits

produced by two matrices: those resulting from the previous and current iteration.

The matrix preserved from the previous step is dubbed “old” and is considered as a

“truth” matrix for the current iteration. (Note: We used the term “old” because we

start from the initial, old matrix). The matrix employed at the current step plays the

role of “new”. So, TP is the number of sites composing the “old matrix” positively

identified by the “new” matrix in the given functional window of length L; FP is

the difference between the number of sites positively identified by the new matrix

in the functional window at all considered promoter sequences and TP . FN is the

difference between the number of sites positively identified by the old matrix in the

given functional window and TP . TN is the complement of sum TP , FP and FN

to the total expected number of all sites given interval of length L for the whole set

of aligned promoter sequences.

Now that we have all the necessary tools in place, the remaining parts of the

thesis apply the tools described above to the analysis of actual data. We will in

particular concentrate on the performance of our new PWMs based on a heuristic

refinement algorithm.



Chapter 3

A refinement technique to optimize

PWM performance

3.1 Summary of achievements and of the road ahead

Bucher [15] introduced the idea of optimizing PWMs in two steps: (1) optimize the

length of the binding motif in a pre-selected area and (2) optimize the PWM cut-off

value; these two steps are reiterated until no further improvement is obtained. Bucher

used this algorithm to predict four major eukaryotic promoter elements (“TATA”-box,

cap-signal, “CCAAT”- and GC-box) for 502 vertebrate and non-vertebrate promoters

from the EPD database. These four elements exhibit clear positional preferences for

specific promoter regions and this fact facilitates the problem of PWM training.

Gershenzon et al. aimed to extend Bucher’s idea so that the algorithm can de-

tect weaker matching scores (signals) and elucidate more degenerated motif sequences.

Two major changes they proposed include the concept of a functional window and the

introduction of Matthews correlation coefficient as an optimization criterion instead

of the overrepresentation parameter used by Bucher. The result of the new implemen-

52
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tation was successfully tested on the GC-box and applied for the Sp1 TF. Another

novelty of Gershenzon et al. was an application of the idea of PWM refinement to

dinucleotide PWMs. Both algorithms were published as flowcharts (the Gershenzon

algorithm is found in Figure 1.3), but are limited to the analysis of TFBSs that have

very strong signals, with well-defined patterns such as the GC-box.

In this thesis we were motivated to revise the Gershenzon et al. version of PWM

refinement to make it applicable to a larger number of PWMs regardless of the exact

TFBS location. We also allowed variable motif length and variable quality of the

binding signal.

3.2 Heuristic method of PWM refinement

An assessment of the abundance or rarity of TFBS S comprising L nucleotides can be

estimated by comparing its observed frequency to that expected in a certain area on

promoters. Unlike exhaustive sequence-based enumeration [58], the PWM approach

to counting frequencies involves calculated z-scores for a number of sequence occur-

rences (hits) in that promoter area by applying the initial PWM W with certain

matching cut-off c, together summarized as a suite model < W, c >. This search

involves several biological contents including the matrix specificity model and local-

ization on promoters.

The implementation of the models for a large-scale application consists of the

following three stages which might be iteratively repeated until a final solution is

found.

1. Selection of binding sites and preprocessing: inspection of a representative list

of TFBSs avoiding gaps and sequence replicates. If necessary, the preprocessing

includes sequence alignment and truncation to a fixed length. The final stage of

preprocessing is compiling the initial PWM which accounts for the background
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nucleotide distribution.

2. Biological signal detection: preliminary scanning of promoter sequences to find

potential areas of new TFBSs. This stage estimates the initial cut-off, cut-off

boundary values and the functional window (see Figure 3.1).

3. Finding similar motifs in promoter sequences. This is an iterative processing

for similar motifs in the functional window, using the range of PWM cut-offs;

compiling the refined PWMs from discovered auxiliary new sites; optimizing the

functional window, motif length, and cut-off. Matthews correlation coefficient

Cor (equation (2.5.2)) evaluates monotonically until it reaches the maximum

or when increase terminates (whichever comes first). The process is illustrated

in Figure 3.1.

The first and second stages are the initiating stage followed by the core, third stage

of the iterative matrix refinement process. The automated second and third stages

are implemented in the original core MATLAB/Octave code not invoking any spe-

cialized toolboxes. A Perl script computes the PWM matrix using BioPerl package

for sequence handling. All code is available in the attached CD.

3.2.1 Stage 1: Selection of binding sites and preprocessing

Since our software is designed to evaluate equally sized binding sites without gaps, pre-

processing consists of mostly manual selection of binding sequences from the database.

We preserved existing TFBSs alignment if they were published in the database. How-

ever, in cases of E74A, Ubx, Dl (Dorsal), MtTFA, DREF, the TFBSs were listed with

different length and we performed our own alignments. For some TFs such as Ubx,

available in TRANSFAC with 88 sites, we computed matrices from distinct common

aligned parts trying to preserve most of the known binding specificity, but the remain-

ing TFs were preprocessed as they were. The preprocessing stage ends with initial
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Figure 3.1: Illustration of the PWM refinement process for Drosophila SuH
TF using a mononucleotide PWM. A: Biological signal detection: Scanning
of promoters with ranged cut-offs; localization of functional window; B: A
fragment of proximal area on promoters with irregular distribution of nu-
cleotides; C: A fragment of promoters shown in terms of nucleotide frequen-
cies; D: Searching for similar motifs in functional window for the optimized
cut-off, the functional window and the motif length
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mononucleotide and dinucleotide matrices that are subjected to further training for

optimized performance.

3.2.2 Stage 2: Biological signal detection using z-scores

The PWM matching score, which is a standalone measure of overepresentation of

potential TFBSs, results in a large number of random matches (see Introduction).

To limit the number of false positive TFBSs, we used an additional criterion, the

z-score, in order to (i) locate a functional window and (ii) estimate an initial PWM

detection cut-off. We calculated z-scores (3.2.1) from number of hits detected above

the cut-off based on equations (2.1.2) or (2.1.3), for the mono and dinucleotide case,

respectively. The z-score was used as a measure of the overrepresentation of hits in a

window of length L gradually sliding downstream the aligned promoter sequences.

z(S) =
OS − ES
σ(OS)

, (3.2.1)

where σ and E are symbols of standard deviation and expectation of the positional

hit count, respectively. Z-score is a measure of standardized difference: observed OS

minus expected ES over the standard deviation σ(OS). The expected frequency is

estimated as the mean of all hits over all positions in the promoter set divided by the

numbers of these positions and promoters.

An area of motif overrepresentation with z ≥ 3 (a threshold established em-

pirically in reminiscence of asymptomatically normal z-score distribution) on TSS-

centered promoters with qualified outliers has been estimated as an initial functional

window. The length of the initial functional window is L, which is subject to further

optimization. Since the z-score is sensitive to cut-off value, which is unknown a priori,

we performed simple analysis of outlier distribution around the expected functional

window with a range of consecutive cut-offs to elucidate the initial matrix cut-off and

the most comprehensible functional window (Figure 3.2).
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Figure 3.2: Demonstration of how the initial PWM cut-off c has been esti-
mated. Z-score distribution on proximal promoter context of 1919 promoters
produced by initial mononucleotide PWM for Su(H) TF. The colors show
z-scores ≥ 3 around the TSS position of sliding windows. “Cutoff” shows
cut-off values ranging from less (top) to most stringent (bottom). Only area
proximal to TSS is shown. “f.w.” indicates the functional window.
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There is no one-to-one dependency between matrix cut-off values and true bind-

ing sites. While we expect that an accurate TFBS has a high z-score and is obtained

under a stringent cut-off, in reality, a more degenerate site can be identified with a

less stringent cut-off [103]. A small number of accurate sites used to compute an

initial PWM might also cause a statistical bias in score estimates and the resulting

cut-off value. Another reason why it is impossible to establish one-to-one dependency

between matrix cut-off and matching score is because PWM matching score is an

additive composition of constant weights of individual nucleotides (equation (2.1.2)).

As a result it is impossible to reach any given cut-of value and there is no one-to-one

dependency between matrix cut-off and matching score.

In such circumstances, applying a spectrum of cut-off values to filter correspond-

ing z-scores helps us to find the location of most sustainable signals. As seen from the

example in Figure 3.2, the z-score at nucleotide positions 515-516 and 519-520 has the

magnitude ≥ 3 (selected threshold), which is sustained until a cut-off of -11. Because

the distance between these two signals is smaller than the motif length (which is 13

nt), stage 2 fuses these positions into a single widow.

Some authors have suggested the z-score as a measure of statistical significance

to be used as an instrument to search for putative binding motifs [97, 58, 85]. Unlike

z-scores used to detect motifs our approach simply uses z-scores to detect overrep-

resentation (outliers on a promoter area with highest z-score). For this purpose we

do not need to compare the z-scores from different areas. However, we could be able

to associate with a z-score a P -value but that would be beyond our approach. For

descriptive purpose we performed non-parametric Lilliefors (Kolmogorov-Smirnov)

test of normality for z-scores of arbitrary TFs. The tests showed that the right tail

of z-score distribution contributes mainly to deviation from normality as shown in

Figure 3.3.

An accurate location of functional window is a big challenge due to two obstacles:

A small number of TFBSs is available in the database and the short length of binding
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Figure 3.3: Q-Q plot for z-score values (showed as Data) distributed along the
promoters and computed for TF En with the initial mononucleotide matrix.
The maximum z-score (≥ 10) was selected as a signal indicator (see arrow).
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motifs may result in a high number of false positive hits. In a case when we detected

more than one functional window we selected the window which gives the maximum

correlation Cor with respect to hits detected by the original PWM in this window

and PWM after the first iteration.

We followed a similar heuristic to optimize the initial matrix cut-off, so that the

selected initial cut-off generates high z-scores and does not predict too big a number of

new putative binding sites (more than a few per promoter). An estimated functional

window was used in our study to process both types of PWM matrices and to define

optimized cut-offs, although initial cut-offs were estimated prior to the optimization

process.

To be more specific, we found from our preliminary computational experiments,

the estimation of functional window and setting the initial cut-off is crucial at the

first step of iterative process (stage 3). The number of “similar” (measured by value

of Cor) sites should be moderated. A very small number of mined sites leads to a

trivial (Cor = 1) non-improved PWM. Empirically for all initial PWMs in this thesis

(at stage 2) all the initial cut-offs, size and position of functional windows was tuned

to follow up with a Cor value ranging between 0.66-0.85 before we transferred to

stage 3. Following this rule we were able to further improve PWM through the steps

of monotonically increasing Cor values until a maximum was reached for all factors

from Table 3.2.

When optimization occurs in a global manner, less similar sequences often need to

be considered in order to identify new putative binding sites in a larger sampling area.

This process is fairly formalized because during training the number of discovered

auxiliary sites depends on the variability of the sites found in previous optimization

stages. The introduction of these heuristic rules made it possible to keep under control

the number of additional sites found during the refinement process. These rules are

one of the most important parts of our implementation of the heuristic algorithm,

especially in the beginning with the initial set of accurate TFBSs.
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3.2.3 Stage 3: Finding similar motifs in promoter sequences

The search for motifs is implemented in a completely automated routine. The method

deals equally with mononucleotide and dinucleotide matrices and uses initial PWM

within pre-estimated functional window and matrix cut-off. The goal of motif sim-

ilarity search is to find new putative binding sites with maximum value of Cor. It

starts from initial matrix/cut-off suite: < W0, c0 > and passes through the following

steps:

1. Apply < W0, c0 > to search for new sites in a functional window.

2. Extend the initial set of sites with the new sites from step 1 and compute a new

PWM matrix Wi.

3. Apply matrix Wi with cut-offs values c on the grid points ranging from c1 to

c2 and find < Wi, ci > with maximum Cor for initial combination < W0, c0 >.

4. Use the new < Wi, ci > to optimize motif length L. For this purpose, apply

< Wi, ci > and find a functional window shorter and longer motifs applying

+/- one nucleotide variation to original motif length. This step consists of four

substeps used sequentially, all within the same iteration step:

• Use < Wi, ci > to find hits and take corresponding sites truncated from

left (abbreviated as “cl”) by one nucleotide. Compute Wicl

• Use < Wi, ci > to find hits and take corresponding sites truncated from

right (abbreviated as “cr”) by one nucleotide. Compute Wicr

• Use < Wi, ci > to find hits and take corresponding sites extended to left

(“el”) for one nucleotide. Compute Wiel

• Use < Wi, ci > to find hits and take corresponding sites extended to right

(“er”) for one nucleotide. Compute Wier
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5. The resulting matrix (with the shorter or longer length) should be applied to a

functional window with variable cut-offs valued from c1 to c2 and find the one c

which yields maximum Cor with the previous pair < Wi, ci >. Take this best

as an initial matrix with cut-off value for the next optimization cycle, which

resemble all the aforementioned steps beginning from step 1.

6. Reassign < Wi, ci > as the new < W0, c0 >, increment over i and repeat

all aforementioned steps 1–5 until value Cor reaches the maximum or when

increase terminates (whichever comes first).

The final result of this procedure is a PWM with optimized length l, and cut-off

value c. The aforementioned refinement process is continued either until Cor = 1

first time in the cycle or it reaches its maximum (usually 3 to 8 cycles). Each cycle

brings a portion of new putative TFBSs overrepresented in this particular window

and excludes some non typical TFBS. Each cycle consequently increases the influence

of “similar” sites from the functional window. This influence is strongly supported by

the requirement of keeping the magnitude of correlation coefficient Cor at a higher

level. For functional windows with equally big signals, all aforementioned steps are

tested for each window and the window with the highest optimized Cor is selected

(an example is shown in Figure 3.2).

In cases where the selection of a functional window is ambiguous, based on the

observation of z-score spatial distribution on the promoters, we performed additional

computations with variable window sizes around the area of potential signal and

selected the window with maximum value of Cor for the initial < W0, c0 > to prevent

a high number of noisy sites at the initial step. This sort of heuristic was used to

estimate the initial cut-off value as well. Changing the length of the motif is a typical

part of the optimization procedure and its processing was performed independently

from those of the functional window.
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3.3 Databases of gene regulation

The quality of the computational predictions of new TFBSs builds upon the quality

and quantity of available binding specificity information. Selection of database re-

sources was made in a very conservative manner based on previous work [35]. We

had two reasons for making such a selection: (1) results should be comparable with

previous implementations of the algorithm and (2) the most comprehensive and stable

source of sequence specific information is required [35, 36]. Based on the described al-

gorithm to construct PWMs we needed two different kinds of information - promoter

sequences and TFBSs collections for as large as possible number of TFs.

To compute a collection of refined PWMs for Drosophila, two databases were

used: TRANSFAC (http://www.gene-regulation.com, release 2009.4) and the Eu-

karyotic Promoter Database (EPD) (http://epd.vital-it.ch, release 105) [92, 71].

To be able to compute both mono and dinucleotide types of PWMs we utilized 33

TRANSFAC entries for Drosophila where both sequences and PFMs were available.

In addition to these two main resources, we also used other databases for the

testing of our matrices and, occasionally, other resources for validation of discovered

observations. In this section we discuss mainly the databases included in our regular

framework for PWM training and PWM testing.

Following the terminology provided in machine learning we refer to the initial

TFBS set used for PWM refinement as a training set and the other distinct TFBS

set, where we tested the predictions, as a testing set [74].

JASPAR, used for PWM testing, is a database http://jaspar.cgb.ki.se/

which contains a curated, non-redundant set of profiles, derived from published col-

lections of experimentally defined TFBSs for eukaryotes [89]. The JASPAR collection

provided us with an extra challenge when used for PWM testing of predictability be-

cause most of the sequences are not present in TRANSFAC and have longer binding

motifs.
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Due to differences between sequence contents of TRANSFAC and JASPAR, the

former was mapped against JASPAR’s core collection. For each of the 33 TF entries

from TRANSFAC we tried to find the corresponding TF from JASPAR core collection

(using matrix accession code). Rare cases of ambiguity in names were resolved using

NCBI official gene names and their aliases. We found 14 common TFs and used them

to construct our testing sets, as described in subsection 3.3.1.

Testing the predictive power of our new matrices presumes a generic computa-

tional tool to compare results. We used MatchTM which is provided with TRANSFAC

for this purpose [54]. An additional benefit of using MatchTM was a comprehensive

access to whole capacity library of mononucleotide matrices provided with the com-

mercial version of TRANSFAC we used, TRANSFAC professional.

Finally, our PWM training included the Eukaryotic Promoter Database (EPD)

of experimentally characterized eukaryotic polymerase II promoters, a high quality

source of biological content with experimentally determined TSSs. The EPD database

was employed as a source of biologically confirmed information to search for new

statistically significant binding motif sequences. The 1919 EPD promoter sequences

for Drosophila, each 600bp long (-499 to +100 bp aligned and centered on the position

of a TSS), were used in two ways: (1) as a target set to mine new putative TFBSs

(these sequences were scanned during PWM refinement), (2) EPD sequences were

reshuffled to simulate randomized background sequences used in PWM definition [35].

Promoters containing unknown nucleotides (denoted as “n” or “N”) were excluded

from these computational experiments and were not included in those 1919. The

length of proximal to TSSs areas was selected to include potential location of all

target TFs selected for the study.
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3.3.1 A structure of synthetic tests from JASPAR data

A synthetic test sequence was constructed for each TF tested (14 in total) and pro-

vided as a testing set. Each JASPAR sequence candidate for this testing was assessed

for its non-redundancy against the corresponding TRANSFAC sequences. We used

non-trimmed JASPAR original sequences as carrying relevant biological content, re-

gardless of the fact that the length could be variable within a TF entry. The original

JASPAR alignment of these sequences (shown in red in Table 3.1) was preserved.

Then, to embed the aligned and non-trimmed sequences into a constant-length pro-

moters (which was 600nt for all tests, not shown in Table 3.1) we extended the

sequences with random flanks (shown as “n” in Table 3.1).

This design automatically identified the position of the first upstream nucleotide

in an aligned part that facilitated matching hit counts (finding true positives). An

area identified by the longest left and right flanks (marked green in Table 3.1) is the

area where we could expect an irregular background nucleotide distribution due to

the irregularity of nucleotide content on original flanks. To capture this background

information, we used an option to reshuffle the nucleotide content at each position in

these areas (up and downstream from the aligned red parts).

The most important benefit of such a synthetic promoter data set is an op-

portunity to construct more realistic promoter models that preserve the background

nucleotide distribution.

3.3.2 A review of input information

In this section we highlight the main differences between sequence information that

was retrieved from TRANSFAC and an input information of PWM refinement algo-

rithm.

Table 3.2 reviews the collection of TFs from Drosophila obtained from the TRANS-

FAC (release 2009.4) and the corresponding PWMs used in the thesis. The last three
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Table 3.1: A fragment of the synthetic data test example constructed from
JASPAR sequences distinct from those used in the TRANSFAC matrix.
Alignment of JASPAR sites is highlighted in red, and start of the align-
ment is centered at a fixed known position throughout the current promoter
set at position 27 in this example. Equally distributed random nucleotides
“n” extend each promoter sequence to achieve equal length.

nnnnnnnnnnnnnnnnnnnnnnnnngTGTAACTGTctttctaccgccaaggcctctg

nnnnnnnnnnnnnnnnccagctggtaTGTAACCGTagtacacctgagcnnnnnnnnn

nnnnnnnnnnnnnnnnnnnnnnntgaCGTAACAGTgagcataaggggggcaattggn

nnnnnnnnnnnnnnnnnnnnagtccaAGTAACTGCaacacctttagaccactnnnnn

nnnnnnnnnnnnnnnnnnnnnnnnttAGAAACAGTggtagtgttggggacctgaacn

nnnnnnnnnnnnnnnnntcgtcccacTGAAACAGTaccggggctttgtgnnnnnnnn

nnnnnnnngcgtccccctttaccaaaACTAACTGTccccannnnnnnnnnnnnnnnn

nnnnnnnnnnnnnnnnccgactcattAGTAACGGActcccatacgcggnnnnnnnnn

nnnnnnnnnnnnnnnnnnnctcgtgtAGCAACTCGgagaaccttaacagatnnnnnn

nnnnnnnnnnnggcataggaaattccTATAACTGTgcagatccnnnnnnnnnnnnnn

nnnnnnnnnnggttatggtttaggtcATTAACAGCgagcggtnnnnnnnnnnnnnnn

nnnnnnnnnnnnnnnnnnnnnnnnncTGTTACTGTaatccgggccggactggannnn

nnnnnnnnnnnnnnnnnnnnnnnnntTCGAACAGTtgagatctcctaggggcccatg

nnnnnnnnnnnnggtctgttcagtccTCTAACGGCcatttgtacnnnnnnnnnnnnn

nnnnncaggactgttcgctagctcttAGAAACCGActnnnnnnnnnnnnnnnnnnnn

gtaggctactaggctactaggctcatAGAAACCGAccnnnnnnnnnnnnnnnnnnnn

nnnnnnnnnnnnnnnnnngccgtaatAGCAACCGAcacgagatctttcgannnnnnn

nnnnnnnnnnnnctcgcatcccttatCGTAACCGGtccacagnnnnnnnnnnnnnnn

nnnnnnnnnnnnnnnnnnnnncttcgACGAACAGCacacccccaatagccgcannnn

nnnngtcgtgtagcaactatgacaacCTTAACAGAtnnnnnnnnnnnnnnnnnnnnn

nnnnncaccagcaccccctaatcagaCGTAACGGGccnnnnnnnnnnnnnnnnnnnn
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columns of Table 3.2 contain numbers separated by colons. Numbers before and af-

ter colons show numbers of sites and their length, respectively. The third column

presents this information for TFBSs which were selected for our analysis from all

available TFBSs (third column). The names of TFs are provided in the second col-

umn.

As evident from Table 3.2, TFBSs for the corresponding TFs have the motif

length between 7 and 23 nucleotides (mean = 11.3, st.dev = 4). Several entries

in the table have the same names which come with different TRANSFAC accession

codes (first column). That means that those TFs are represented in the database by

more than one collection of TFBSs. In the case of TF Sn, we could align TFBSs in

two different ways and process with both versions. Ambiguous entries of Table 3.2

have not been considered in the performance analysis.

At the time of our study, the quantitative information about confirmed TF-

DNA-binding specificities was limited. As an example, Table 3.2 shows that most of

the Drosophila TFs are represented (in TRANSFAC) by a small number of available

binding sites (mean = 18.1; st.dev = 15.78 for column (3) and mean = 15.7; st.dev =

10.4 for aligned and used, column (4)). Many TF entries in TRANSFAC have binding

information represented exclusively as PFM and excluded from our analysis and not

shown in Table 3.2.

Some TFs (such as Ovo, Kr, Sn) originally had two matrices and we optimized

them both. For Dorsal (Dl) TF, we excluded the second entry M00043 from the

analysis because the alignment of 22 sites appears to involve the sixth unidentified

position and this ambiguity may be functional, because as suggested in [69] where

binding sequences for Dl conform to two degenerate sequences: GGG(W )4CCM and

GGGWDWWWCCM (IUPAC nucleotide code for “W” is A or T ; “D” is any but

“C”; “M” is A or C). As it is the case in most typical PWM applications, we

could not address gaps and variable lengths in sequences in the current version of the

algorithm.
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Table 3.2: Summary of TFBSs from TRANSFAC with the addition of pu-
tative sites, predicted using PWMs refined with our approach. Accession
numbers correspond to TRANSFAC; “Avail.” and “Used” provide the num-
ber of sites published and used for matrix training; the numbers in front and
after colons correspond to the numbers of predicted sites and their length L,
respectively, for mononucleotide and dinucleotide PWMs refined using our
method with an optimized cut-off.

Matrix TF name Avail. Used:L Mono found:L Di found:L
(1) (2) (3) (4) (5) (6)

M01083 Abd A 40 40:10 209:8 801:8
M01094 Abd B 7 7:7 39:7 155:6
M00171 Adf-1 7 7:21 15:21 69:20
M01095 AP 14 14:8 768:7 232:8
M01096 Brk 10 10:7 57:8 51:8
M01097 CAD 13 13:10 408:9 41:9
M01087 CEBP 12 12:23 27:22 26:22
M00120 dl 13 13:11 3:10 28:12
M00488 DREF 10 10:13 60:12 13:12
M00110 Elf1 5 5:16 166:13 8:16
M00696 En 11 11:7 94:10 56:9
M00396 En-1 10 10:7 84:7 142:8
M00020 Ftz 9 9:12 26:14 95:11
M00022 Hb 16 16:10 1082:9 341:11
M00021 Kr 6 6:10 427:9 21:9
M01089 Kr 30 30:12 34:10 29:10
M01090 Mad 9 9:8 83:7 152:8
M00487 mtTFA 11 9:10 262:9 25:10
M00461 Ovo 21 21:15 17:12 28:13
M01101 Ovo 9 9:8 791:7 36:8
M01091 PRD 9 9:7 115:7 92:8
M01102 SD 19 19:7 518:7 277:6
M01098 CF1A 11 11:16 135:15 94:11
M00112 CF1 38 38:9 26:9 78:10
M00044 Sn 9 9:14 28:14 42:11
M00060 Sn 40 12:13 253:10 18:12
M00060 Sn 40 22:10 36:11 58:9
M00666 Sry beta 5 5:9 44:11 57:11
M00234 Su(H) 10 10:13 68:12 118:12
M01092 TCF 25 25:16 89:13 16:15
M00679 Tll 10 10:8 44:7 355:6
M01103 TWI 11 11:14 24:12 8:14
M00018 Ubx 88 48:10 1476:5 535:7
M00283 Z 24 24:11 92:9 31:11
M01099 KNI 32 32:18 91:17 35:15
M00016 E74A 14 14:12 120:13 109:14
M01088 DEAF1 22 22:7 284:7 130:7
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88 TFBSs for Ubx have a very short common length and we were not able to

use this set as a whole. To preserve as many nucleotides as possible from sequences

published for Ubx and MtTFA transcription factors, only the longest available binding

sites were aligned and considered. For Ubx, it was argued that TAAT bases (orATTA

from reverse complementary strand) play a primary role in determining the affinity

of binding [30]. Therefore, we tried to select sites with TAAT/ATTA patterns with

flanks, which were confirmed in the later publication [29].

The transcription factor Sn (Snail, TRANSFAC entry M00060 and M00044) was

present in two data sets with a slightly different consensus and a different motif length.

In this case we could not make an ultimate decision when choosing the training set

and decided to follow up with version M00060 with more sites, although M00060 is

presented in two versions: first, with 22 sites of length 10, and second, with 12 sites

of length 13. As an alternative to our solution, we could join M00060 and M00044

into one set, but decided to preserve reference to the TRANSFAC accession code.

Although PWMs may bias the comprehensiveness of respective experimental

data, PWM refinement technique designed to deliver optimized predictive perfor-

mance lessen this dependence. Our approach is independent from the experimental

technology used to obtain the binding specificity data and from the validation method.

Alternative TFBSs collections not published in TRANSFAC (such as JASPAR, ChIP-

Seq-derived TFBSs or other relevant data sets) can be also used to compare results.

3.3.3 Advantages of TRANSFAC data over ChIP experi-

ments

At the time of this study we asked about an alternative source of binding information

other than TRANSFAC to provide us with an access to a richer number of available

TFBSs. The advent of the high throughput sequencing data was the reason of such

an inquiry. In addition to what we have already said at the beginning of this section,
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we list below are some important remarks in favor of TRANSFAC.

We chose to use the TRANSFAC database because it assured an expert-curated

experimentally confirmed set of TFs with corresponding TFBS entries. In addition,

TRANSFAC is well-established in the field as a reference set for in silico TFBS

determination and other genomic analyses.

The ChIP-seq technology is currently seen primarily as a higher resolution al-

ternative to ChIP-chip, which requires microarrays for hybridization and therefore

is restricted to a fixed number of probes [52]. Moreover, the ChIP technology it-

self is highly dependent on the quality of the antibody and does not work equally

well for all TFs. In addition, although ChIP coupled with sequencing (ChIP-seq) is

thought to exhibit less bias (such as regional biases along the genome) than ChIP-

chip, the potential bias imposed by different sequencing platforms is not completely

understood.

Computational methods that detect weak protein-binding signals in ChIP exper-

iments while maintaining appropriately high specificity remain challenging [21]. As

a result, an alternate confirmation of functional relevancy is a necessary step in any

ChIP experiment [51]. In silico approaches to determining binding specificity are far

less expensive, although they are limited to identifying new instances of TFBSs for

TFs with experimentally validated DNA binding data. Since in situ DNA-binding

data guarantee neither absence of noise nor binding completeness for certain TF, for

training set, we sought data from a high quality source, which would combine different

validation strategies and literature evidence.

3.4 An outline of results for refined PWMs

We optimized 33 TF entries (TRANSFAC accession codes shown in Table 3.2) for their

PWMs in both mononucleotide and dinucleotide versions. Refinement of each new

matrix in terms of Matthews correlation coefficient Cor was done for the parameters



3. A refinement technique to optimize PWM performance 71

such as motif length, location on the promoters and PWM matching cut-off.

We show in this section that improved matrices generated by the proposed re-

finement technique perform better than conventional TRANSFAC matrices (called

initial PWMs). For this analysis, we used a summary of predictions on synthetic

tests (Table 3.3) and a measure of information content presented as sequence Logos

for discovered putative TFBSs (Figure 3.4). A more comprehensive analysis, includ-

ing comparison with MatchTM tool and validation of a biological content of some of

our findings, is performed in the following chapter.

The length of the initial matrices is equal to the common length of aligned TFBSs.

TRANSFAC sites in most cases have already been aligned in the database. However,

the resulting mononucleotide PWMs did not necessarily preserve the initial lengths.

This happens because the matrix refinement procedure offers the motif length to

find matches with largest Cor. For this reason, we can observe shifts in positioning

toward the most conserved nucleotides within the initial sequence, which accounts

for the irregularity of background nucleotide distribution on promoter sequences used

for training. In particular, for Brk, Ftz, Dl, En, Hb, one or both optimized matrices

have longer lengths than the initial sequences.

As seen from Table 3.2, for each particular TF, the number of discovered sites

was not larger than the total number of promoter sequences used for PWM training.

Employing an arbitrary lower cut-off value with the original PWM would apparently

produce more matches, most of which would be false positives. Low specificity is

also a known issue, that hampers the application of conventional PWMs for TFBS

prediction [109]. Remarkably, using optimized PWM with optimized cut-offs a num-

ber of matches automatically (without additional cut-off control or filtering) gives an

average number of matches ≤ 1 per promoter area used in the study.

Taking into account our limited knowledge, some optimized matrices can be

expected with better or worse (when compared to the original PWMs) specificity or

sensitivity in a single analysis. Someone who is searching for a tool involving many
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PWMs can benefit from better averaged total performance of optimized matrices. In

particular, result of the comparison presented in Table 3.3 (page 73) provides extra

insight into the differences between optimized mono- and dinucleotide matrices when

they are applied to a completely new promoter content, that was not used in matrix

training. In the next paragraph we will give more comprehensive quantitative analysis

of PWM tests, but here we provide a big picture of the predictive performance of our

method.

The following selected result comes from further analysis of synthetic tests con-

structed from biological binding sequences taken from JASPAR (Table 4.3). Since

TFs have different numbers of TP and FP matches (the columns “TP” and “FP” in

Table 3.3 reproduce the rows “TP” and “FP” in Table 4.3) we characterized them as

proportions of all predicted TP (or FP). All true and false positive matches discovered

in JASPAR synthetic tests in Table 3.3 were summarized in each of three target groups

by the type of matrix: In total, the initial matrices give 77 true positives against 127

false positives; optimized mono matrices give 123 true positives against 73 false posi-

tives; finally, optimized dinucleotide matrices give 106 true positives against 76 false

positives. Because both optimized mono- and dinucleotide matrices were tested on

the same testing sets, we can easily calculate the percentage of improvement when

using optimized matrices against the initial matrices calculated from TRANSFAC.

The total number of TPs improved (increased) by 59.7% (out of total 77) for

the mononucleotide matrices and by 37.7% for the dinucleotide matrices compared to

the result from initial matrices used in TRANSFAC. Similarly, for the number of FPs

a global picture comes as follows: for the mononucleotide PWMs the total number

of FPs decreased by 42.5% (out of total 127) and for the dinucleotide matrices it

decreased by 40.2%. The comparison was done with a fixed cutoff of the corresponding

optimized matrix. More comparisons of the results from Table 4.3 using statistical

measures are provided in the following subsection (a summary is shown in Table 4.3

and in Figure 4.3).
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Table 3.3: Summary from Table 4.3 with additions about performance of
initial PWMs on synthetic tests constructed from JASPAR sites.

TF JASPAR test Initial PWM Opt mono PWM Opt di PWM Test
names files TP FP TP FP TP FP size

Abd-A MA0206.1.sites 3 1 4 3 8 20 23
AP Q6 MA0209.1.sites 1 3 0 3 0 0 20
DEAF1 MA0185.1.sites 3 11 1 3 2 7 10
E74A MA0026.1.sites 11 0 11 0 0 0 17
En MA0220.1.sites 0 20 4 7 8 0 23
Hb MA0049.1.sites 15 11 16 31 11 17 16
KNI MA0451.1.sites 11 0 2 0 0 0 26
KR Q6 MA0452.1.sites 19 7 15 0 11 0 31
PRD MA0239.1.sites 0 7 2 7 1 5 37
Sn MA0086.1.sites 0 0 2 0 0 0 40
SuH MA0085.1.sites 10 0 10 0 10 0 10
Tll MA0459.1.sites 2 33 29 1 31 14 34
Ubx MA0094.2.sites 2 18 14 17 14 13 20
Z MA0255.1.sites 0 16 13 1 10 0 41

TOTAL: 77 127 123 73 106 76 348

Sequence Logos in Figure 3.4 show how well nucleotide content is conserved in

the putative binding sequences found here. The sequence Logo, constructed from

equation (1.5.1), shows not only the information content in bits but also determines

the consensus sequence and relative frequency of bases at every position in a binding

site[93]. For reference, the Logo of the initial TRANSFAC sequences was included

in the first column. Putative TFBSs newly discovered by mono- and dinucleotide

optimized matrices with optimal cut-off are placed in the second and third columns

respectively. PWM refinement method is not an exhaustive method for identifying

the overrepresented motifs in promoter sequences. Figure 3.4 emphasizes similarity of

consensus patterns visible at top nucleotide, which is an indicator of overrepresented

patterns. Sequence Logos for the remaining TFs are placed in the appendix (Figures

5.2-5.6).

The prevalence of the most conserved nucleotides at the top of the Logos (Figure
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3.4) for some TFs does not coincide with the nucleotide order presented in the initial

consensus. The first two or rarely three top nucleotides sometimes are permuted or

changed. For instance, that happens at positions 5 and 11 in Z, positions 1, 4, 7 in

En, and position 1 in Abd-B. (positions numbered in left-to-right order as shown in

Figure 3.4 with reference to position numbers in column A). This variability might

indicate those nucleotide positions with significant degeneracy. Other examples can

be found in sequence Logos from the appendix (Figures 5.2-5.6), which also includes

Logos of discovered sites for other TFs. From such examples we can see that often the

initial consensus pattern was reproduced at the top nucleotides although with fewer

entropy. The positions where this happened should be considered more stable than

positions where swapping has occurred. More details on this matter are provided in

the discussion section.

In addition to that, our results (Figure 3.4) shows that some nucleotide positions

in putative sites appeared to be more conserved by the information content [93] than

expected from initial sequences, for instance: Dl at positions 4, 5, 6; en at positions

1, 2, 7; Brk at position 2, and Abd-B at positions 2, 4, 6 (all positions related to the

initial sequence consensus starting from left to right).

Inspection of the sequence Logos from predicted sequences on the aligned promot-

ers shows that sequences, discovered on the promoters where dinucleotide matrices

were applied, are in general more similar to those used in training and thus they

are likely biased by the content of initial sequences. This can be seen when com-

paring top nucleotides from most respective Logos in columns C to A vs. B to A in

Figure 3.4 with the exception of Dl, which might demand more special investigation

(as mentioned for entry M00043). We suggest (without estimating the quantitative

effect, which is beyond the current study) that this visible property might result from

a stronger selective pressure when similar sequences were searched in the training

process. In particular, the matching score takes into account the co-occurrence of

neighboring nucleotides during dinucleotide matrix optimization.
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Engrailed (En) is a homeobox TF that plays an important role in Drosophila

segmentation. Using a mononucleotide optimized matrix, we detected En putative

binding sites upstream of the TSS in several promoters. Computational discovery

of these sites using PWM is a challenging task because at least three nucleotides in

the consensus En binding motif coincide exactly with those in the following over-

lapping sequence TCAGT , also known to be one of the overrepresented sequences

in Drosophila genome, mostly at Initiator (Inr) sites [23]. Both optimized matri-

ces recognized noisy matching signal from En TFBS upstream of the Inr site, in

agreement with prior work [81]. Comparing dinucleotide with mononucleotide PWM

versions, one may see that “G” is absent in putative binding sites obtained by the

dinucleotide matrix. Figure 3.4 shows the routine dependency analysis between mono

and dinucleotide occurrence frequencies for En TF. This figure shows that adjacent

nucleotide positions are mostly dependent and hence the dinucleotide matrix predicts

them better.

From these results we see that the refined PWMs have a better predictive power

of new TFBSs than the initial matrices, despite of the differences in prediction of

TFBSs for individual PWMs. This analysis addresses the hypothetical question:

“What kind of general improvements can we expect just from optimizing PWMs on

available sequence content?” In this “proof of concept analysis” we used the same

definitions of all PWM types, particularly, the background nucleotide distribution

was estimated on the same promoter sequences. Additional insight on the refined

PWMs will be given using MatchTM, which uses different types of PWMs.

Besides the better predictability on synthetic tests, the refined PWMs with opti-

mized motif length and cut-off show biological relevancy on real promoter sequences.
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Figure 3.4: Sequence Logos for six TFs discussed in text. Highs of letters
distributed according to the measure of information content of new sites
found by the optimized matrices compared to TRANSFAC and JASPAR
sites. (A) Initial TRANSFAC sites. (B) From new discovered sites (mononu-
cleotide matrix). (C) From new discovered sites (dinucleotide matrix). (D)
From JASPAR CORE collection. Remaining sequence Logos are showed in
appendix in Figures 5.2-5.6.



Chapter 4

Refined PWMs outperform

MatchTM on synthetic and PBM

data

4.1 Refined PWMs are sensitive search tools, sup-

ported by the literature

In silico identification of TFBSs is more cost-effective than laboratory methods. How-

ever, it requires independent confirmations of the results by alternative approaches.

To investigate whether motifs found by our analysis were bilogically relevant, we used

the UniPROBE database, which is generated by protein binding microarrays (PBM)

for a range of proteins from different organisms [80, 7]. Consequently the UniPROBE

database is relatively accurate collection of data on TF-DNA binding.

Each entry for a protein in UniPROBE provides quantitative preferences for

all possible nucleotide sequence variants (“words”) of length k (called “k-mers”).

The modest number of proteins collected in UniPROBE (currently 406) prevents us

from performing a comprehensive annotation of all putative TFBSs identified using

77
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refined PWMs. Thus, we used UniPROBE for illustrative purposes to estimate the

capabilities of our optimized PWMs to predict new biologically meaningful TFBSs.

As such we were able to map some of our putative binding sites to known orthologous

TFs that had similar DNA binding preferences based on the data in UniPROBE.

For this analysis we selected non-redundant putative TFBSs of three TFs: Ubx,

En and TCF which cleared from redundant sites (further we refer to selected sites

as PWM-sites for brevity). Selection of these three TFs was established arbitrarily.

Ubx and En are homeodomain proteins and homeodomains have conserved amino

acid sequences across most eukaryotic organisms. This high degree of conservation

makes them an ideal system for studies attempting to elucidate specific protein-DNA

interactions. The third TF was TCF (Pangolin) with High Mobility Group box

(HMG-box) sequence specific binding domain. Given the evolutionary conservation of

both binding sites and protein sequences, we reasoned that these three sets of PWM-

sites would be similar to known motifs for other binding proteins with similar DNA

binding domain structures, and that finding such a similarity would provide additional

support that matched new PWM-sites are likely to represent genuine TFBSs.

At the time of the study, UniPROBE contained non-redundant DNA binding

proteins from a diverse collection of organisms, but excluding Drosophila. For this

reason we were not able to look for exact matches with Drosophila TFs.

We used the UniPROBE search tool available at http://the_brain.bwh.harvard.

edu/uniprobe/ with default settings and queried putative PWM-sites for Ubx, En

and TCF on the promoter data set to find TFs that bind similar DNA (oligonu-

cleotide) motifs in other organisms. The upper boundary for E-values was set to

0.001. This upper boundary was selected based on a range of E-values obtained from

queried TFBSs used to construct the original PWMs for all three TFs. The E-value

is utilized not as a criterion for statistical inference but rather as a ranking tool to

identify protein with a known binding site most similar to the submitted TFBS. In

total, we queried UniPROBE with 296, 39 and 16 putative non-redundant TFBSs
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Table 4.1: Three examples of UniPROBE queries with putative PWM-sites,
which were discovered using optimized PWMs. Only the best matches shown
for three tested TF Ubx, En and TCF.
Abbreviations: “Ce” means C. elegans ; “Sc” means Saccharomyces cere-
visiae; “Mm” means Mus musculus ; “Hs” means Homo sapiens.

Ubx En TCF Q6
Similar organism best E-val Similar organism best E-val Similar organism best E-val
motif motif motif

Hoxa6 Mm 0.003571 CEH-22 Ce 0.000305 Sox-4 Hs 0.008115
Tea1 Sc Tea1 Sc

for Ubx, En and TCF, respectively. The numbers correspond to the total number of

detected non-redundant PWM-sites for these TFs. The complete list of sites can be

found in “Optimized TRANSFAC” folder on the attached CD.

In the remaining part of this section we investigate the similarity between all

top UniPROBE matches to the three TFs of interest. To reach this goal, we use a

conventional sequence alignment tool with graphical representation of aligned amino

acids sequences to indicate most conserved areas, and the location of protein binding

domains. We also use evidence from publications and databases regarding the binding

property of these proteins and their closest homologues.

Querying UniPROBE with PWM-sites for Ubx yielded 24 proteins, the PWM-

sites for En yielded two, and the PWM-sites for TCF yielded only one. Table 4.1

lists the top matches from this analysis according to their E-values. Notably, each

of the matched TFs CEH-22 and Sox-4 appeared in UniPROBE query report several

times, all below the E-value threshold. From this result we can assume that En and

TCF have closer binding specificities with CEH-22 and Sox-4 TFs than with others

in UniPROBE.

We hypothesized that proteins identified by the UniPROBE analysis were related

in terms of the amino acid sequences of their DNA-binding domains. To test this

possibility we aligned the amino acid sequences of retrieved proteins using ClustalW2

available at http://www.ebi.ac.uk/Tools/msa/clustalw2 [38]. The aligned amino
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acid sequences were retrieved from the UniProt database (although the name is simi-

lar, this is not the UniPROBE database) www.uniprot.org [108]. When UniProt pro-

tein had several isoforms, the protein sequence labeled as “canonical” was retrieved.

The results were visually assessed with JalView available online with ClustalW2 [116].

A standalone Jalview application is available at http://www.jalview.org/.

The three panels in Figure 4.1 present the three alignments among the amino acid

sequences of the best matches and target proteins from Table 4.1. For comparison, we

added the known homologs Ceh-16 and Hoxa-7 also found in UniProt. The bars at the

bottom of the aligned sequences are placed according to the amino acid coordinates

of the binding domains published in UniProt. The numbers at the top of each panel

show the amino acid coordinates of the first protein from the proteins submitted to

ClustalW2. Three conservation histograms (feature of JalView) in Figure 4.1 show a

high similarity among the aligned protein sequences including the targets En, TCF

and Ubx. In particular, from the conservation histogram in panel A, more than 50%

of positions showed at least 70% sequence identity for En, Ceh-16 and Ceh-22; similar

results are shown in panels B and C. These alignments suggest that Hoxa-6, CEH-

22 and Sox-4 have similar binding domains and therefore are likely to have similar

DNA-binding preferences, providing support for the UniPROBE analysis.

The smaller length (seven) and the bigger number of queried PWM-sites for Ubx

(than for En and TCF) are consistent with the bigger number of UniPROBE matches.

Although we did not quantify dependencies between the number of UniPROBE

matches and their quality, we visualized the result of the alignment as a rooted UP-

GMA (Unweighted Pair Group Method with Arithmetic Mean ) tree constructed

based on the percentage of identity, as computed by JalView (Figure 4.2). For this

analysis, we used proteins of similar length as Ubx and excluded proteins marked

“non-characterized” or “predicted”; Ubx sequence was included as a reference. The

tree confirmed the E-value result for Ubx from the UniPROBE report in Table 4.1, in

that Hoxa-6 is closely related to Ubx, based on the amino acid sequence alignment.
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The analysis above indicates that TFs identified by UniPROBE as having similar

DNA binding preferences to TFs of interest also had similar amino acid sequences.

Based on this similarity, we reasoned that these TFs may also share similar biological

functions. To investigate the biological roles of TFs identified by UniPROBE, the

TFs used in sequence alignment and their homologs, we conducted literature reviews.

Beyond the sequence alignment which indicated closely overlapping protein bind-

ing domains in Figure 4.2, we could not find experimentally verified homologs between

TCF and Sox-4, although work by Van de Wetering et al. mentioned that TCF-1 and

Sox-4 are highly homologous factors and members of the same protein family [113].

Another TF, Ceh-16 was reported to be an ortholog of Ceh-22 at http://www.

genecards.org/index.php?path=/Search/keyword/; Hoxa-7 (Mm) was reported

at http://www.genecards.org/cgi-bin/carddisp.pl?gene=HOXA7 as homolog of

Ubx. Three proteins, Ceh-16, Ceh-22 and En, have homeobox DNA binding do-

mains as annotated in UniProt. Hoxa-6 (from UniPROBE) and Hoxa-7 (was not

in UniPROBE) a member of the Antp homeobox family and also has a co-localized

DNA-binding domain, which was confirmed from our analysis as shown in Figure 4.2.

During this project we asked if MatchTM [54] (see page 64), would be able to

identify the same TFs UniPROBE reported on our queries for PWM-sites. To address

this question, the same kind of analysis was conducted for Ubx, En and TCF using

putative binding sites predicted by MatchTM. We again queried UniPROBE with

MatchTM predicted sites using the UniPROBE search tool to find corresponding TFs.

Although in both cases close homologs were found (Figure 4.1), all PWM-sites for

optimized PWM resulted in a much bigger number of hits and smaller E-values to

similar motifs (from UniPROBE collection of TFs) than sequences discovered by

MatchTM. E-values of MatchTM as indicated in the summary Table 4.2 actually are

very poor.

We then further assessed the biological relevance of the new predicted TFBSs.

To do so, we performed a mutual comparative analysis of DNA motifs and amino
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TEA1
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Hoxa6
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Figure 4.2: The tree shows alignment distances between TFs found in
UniPROBE for Ubx PWM-sites. Numbers show the branch lengths. The
entry for Ubx was not present in UniPROBE at the time of analysis. How-
ever, proteins Hoxa-6 and YPR015c mapped to queried putative TFBSs for
Ubx with best E-values and showed closest sequence identity to Ubx. More-
over, we found Hoxa-7 (Mus musculus) was reported as Ubx homolog (see
links in text).

Table 4.2: Summary of analysis MatchTM vs. optimized PWM vs.
UniPROBE search for similar motifs.

sequences found MatchTM Opt PWM Matched
for TF num. of hits best E-val num. of hits best E-val with

En 1 0.0429540 12 0.000305 CEH-22
Ubx 1 0.361303 7 0.003571 Hoxa6
TCF Q6 2 0.107297 5 0.008115 Sox4
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acid sequences using a collection of DNA binding motifs from protein binding mi-

croarrays, which have a high resolution. This kind of analysis is limited (therefore

potentially biased) to available information found either in databases or in publica-

tions. Nevertheless, for three TFs we were able to find evidence from different sources

of information that at least some of the new putative PWM-sites carry binding proper-

ties discovered in homologous or even orthologous TFs. These findings were obtained

from querying the UniPROBE database by new putative TFBSs and confirmed by

aforementioned publications. For this reason we can consider that the refined PWMs

are a reasonable as tool for computational prediction of new TFBSs. In remaining

section, we assess the quality of refined PWMs as predictors using mostly quantitative

comparative analysis with MatchTM.

4.2 Optimized PWMs show an increased accuracy

in simulations

The sequence Logos that we obtained in chapter 3 (Figure 3.4), revealed that we could

find new putative PWM-sites that might be relevant to TF-DNA binding. However,

this analysis did not provide us with a comprehensive examination of the predictive

performance of the new refined matrices. Therefore, here we describe an accuracy

analysis that evaluates the predictive performance of refined PWMs. For this purpose

we constructed tests on synthetic sequences, a popular de facto instrument for testing

of new computational methods [109].

In the introduction we discussed the MatchTM software, integrated with TRANS-

FAC database and used with original PWMs. Here we used MatchTM with the com-

mercial version of TRANSFAC that contains a larger number of matrices. Predictions

from optimized matrices (further in text and table indicated with the prefix “OPT”)

were compared separately for mono- and dinucleotide versions with generic mononu-
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cleotide matrices used in MatchTM. The goal of the testing was to compare the

number of sites predicted by both methods at expected locations. A summary of all

test results is shown in Table 4.3.

As was mentioned in sections 3.1, all synthetic test data were constructed from

the JASPAR collection of sequences. The JASPAR collection of TFs is smaller to

that of TRANSFAC. MatchTM and OPT PWMs were applied in parallel for each of

these 14 synthetic samples and the results are summarized in Table 4.3.

The impact of the sequence background was reduced by taking ten replicates,

each of which obtained by the random shuffling of the nucleotide background within

the inserted flanks. Unaligned parts were preserved in replicates, although we were

able to permute them at each position (“green” nucleotides in Table 4.3). To include

possible shifted matches, we enlarged the search area in favor of MatchTM during hit

counts. This means that if MatchTM detected a hit within a half of the motif length

+/-1nt from closest motif edge we considered this hit as correct.

Since MatchTM recommended three distinct types of cut-off values for different

tasks we performed tests with all of them. The rational for the three cut-off values

was three-fold: 1) to minimize the number of biologically relevant binding sites which

are missed by MatchTM (false negative or FN), 2) to minimize the number of random

matches found (named false positive or FP), and 3) to minimize these combined error

rates (FN+TP).

We compared the means of total TP (in odd rows) from columns “both” in

Table 4.3 for (1) MatchTM vs. optimized mononucleotide matrix (“MATCH” block

vs. “OPT matr m”) and (2) MatchTM vs. optimized dinucleotide matrix (“MATCH”

vs. “OPT matr d”). Since each of these pairs is comparable across rows (because

the number of FP is fixed) we performed paired two-tailed t-tests on the means. In

both cases we found significant differences (at 5% level) showing that refined PWMs

have better performances. Namely, for (1) the P -value is 0.0077 and for (2) the t-test

yields the P -value of 0.0176.
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Table 4.3: A summary of experiments with synthetic data tests. The results
for MatchTM (“MATCH”) and optimized matrices (OPT) are organized in
blocks. “MATCH” consists of three tested types of settings for the MatchTM:
“min FP” - minimum number of false positives; “min FN” - minimum number
of false negatives; “both” - min of sum of both criteria; “m” and “di” - refer to
the number of hits after the application of mono- and dinucleotide matrices,
respectively. TP (FP=const) block shows the number of TP hits assuming
that both methods (MatchTM and optimized) have the same stabilized FP
value (presented in the first “MATCH” block for each transcription factor
in “FP” row). Cut-off values for optimized matrices were selected as they
appeared after optimization, except blocks with “TP (FP=const)” labels
where cutoffs were adjusted to the corresponding FP rate. Two last blocks
show numbers of hits found on the randomized synthetic test content using
MatchTM and optimized matrices; cut-off values were the same as in the non-
randomized test set.

MATCH OPT OPT matr m OPT matr d MATCH OPT
matr TP(FP=const) TP(FP=const) rand rand

min min both m di min min both min min both min min both m di
FP FN FP FN FP FN FP FN

Kr Q6 TP 0 19 13 15 11 15 31 23 22 31 23
FP 0 28 4 0 15 0 0 0 0 0

SuH TP 1 9 3 10 10 10 10 10 10 10 10
FP 1 37 8 0 0 0 18 0 0 0

Abd-A TP 0 0 0 4 8 0 9 5 0 8 1
FP 0 18 4 3 20 0 12 2 5 2

Hb TP 0 0 0 16 11 0 16 11 0 14 3
FP 0 25 4 31 17 0 17 4 15 2

En TP 0 0 0 4 8 0 8 2 0 22 9
FP 0 16 4 7 0 0 13 0 0 0

PRD TP 0 0 0 2 0 0 9 3 1 7 2
FP 2 141 31 7 5 0 116 20 10 0

Z TP 0 28 20 13 10 13 22 18 13 22 18
FP 0 168 30 1 0 0 110 10 7 0

Ubx TP 0 0 0 14 15 0 13 0 0 15 2
FP 0 15 1 17 18 0 20 1 30 1

Tll TP 0 0 0 29 31 29 34 31 31 31 31
FP 1 147 30 1 14 0 110 19 3 1

Sna TP 0 0 0 2 0 8 32 22 5 37 22
FP 9 106 44 0 0 0 49 7 0 0

KNI TP 0 0 0 2 0 4 21 11 4 14 9
FP 0 32 5 0 0 0 32 5 0 0

E74A TP 3 16 9 11 0 11 17 16 4 16 9
FP 0 38 6 0 0 0 25 2 0 0

DEAF1 TP 0 0 0 1 2 0 3 1 0 6 1
FP 0 61 3 3 7 0 25 2 0 0

Ap Q6 TP 0 0 0 0 0 0 0 0 0 3 0
FP 0 13 3 3 0 0 14 3 0 0
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Another analysis was then performed to compare TP discovery rates for MatchTM

and OPT methods. For this purpose we took the proportion of correctly identified

hits over the total number of sequences in synthetic data tests. To make two types

of results comparable, we used OPT matrices with such cut-off values both methods

achieved the same number of FPs (shown in even rows of Table 4.3) and counted the

corresponding numbers of TPs for the OPT method. In Table 4.3 a summary of these

results is placed in columns indicated as “OPT TP (FP=const)” assuming constant

false positive rate, which may vary for different settings of MatchTM.

Figure 4.3 shows that optimized matrices perform better than MatchTM in terms

of the number of TPs regardless of the MatchTM settings used, with the one exception

of Z (Zeste) TF. Zeste precessed with “min FN” settings in MatchTM gives a 10%

better result than OPT.

To understand why MatchTM prediction looks better on that particular TF, we

investigated the properties of Zeste motif that might be favorable to the MatchTM

method. This investigation also explained the benefit of using a combination of both

mono and dinucleotide matrices.

For this task we used integer-valued matrices supplemented with refined log-odds

matrices. From components of the mononucleotide occurrence matrix we compiled

the products of single nucleotide probabilities for each possible combination of dinu-

cleotides. From the dinucleotide occurrence matrix we derived a priori dinucleotide

counts. Thus, the prior probabilities of dinucleotides can be assessed directly. When

the adjacent nucleotides in a dinucleotide are independent then the ratio of these two

probabilities should be close to one. Numerator and denominator of this ratio are

visualized for each pair as adjacent cells in the heatmap presented in Figure 4.4.

We note that a similarity pattern between odd and even rows (carrying the same

dinucleotide) in the heatmap (Figure 4.4) is apparently variable at each position

within a binding motif. For example, most positions in the En motif (Figure 4.4, left

panel) are more likely to be different (symbol “D”, dependent) than similar (symbol
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Figure 4.3: Illustration of the superiority of the predictive ability of the
optimized matrices compared to MatchTM tool. The data are taken from
rows marked as “TP” in Table4.3. Y – axis shows the proportion of found
(TPs) to the number of all sequences in the synthetic test promoter data set
(constant in each row, not shown, see supplementary Table 1) calculated for
each of the 14 TFs from Table 4.3. Three groups: “MATCH”, “OPT matr.
mono” and “OPT matr. di” are compared by this ratio assuming MATCH
FP=const for each of the three settings for a given TF. The order of settings
“min FP”, “min FN”, “both crit” is left-center-right in each painted bar.
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“S”, independent). In other words, the mononucleotide matrix for En does not provide

enough information to reproduce sequence content yielded by the dinucleotide matrix.

As seen from Figure 4.4 a high degree of similarity between some rows in Zeste

panel indicates that the corresponding nucleotides are likely independent (such as

for TT at 2nd and 3rd and CG at 4th positions). It would be questionable to visu-

ally evaluate the positions 4-7 where more accurate tests are required. At the same

time the left panel shows that all the adjacent nucleotide positions in consensus of

the Engrailed TF are mutually dependent and dinucleotide matrix brings additional

information that cannot be explained using mononucleotide counts.

To evaluate the heat maps quantitatively we quantified differences between the

even and odd rows using two-sample z-test to test differences between proportions. We

assume the null hypothesis {H0 : P1 = P2}, where probabilities P1 and P2 correspond

to the numerator and denominator used in the ratio. We computed the z-score as

z =
P1 − P2√

P (1− P )(1/n1 + 1/n2)
;P =

n1P1 + n2P2

n1 + n2

, (4.2.1)

where P is the pooled sample proportion, n1 is the size of the first sample (in odd

rows), and n2 is the size of the second sample (in even rows).

Before we assess TF Zeste, which is the main focus of this test, we estimated

two apparently closest dinucleotides in a heat map of En TF. This example could

serve as a benchmark for other cells in this heat map. We tested AT and CA at

positions 3 and 2 respectively. They yielded two-tailed z-test P -values less than 10−4

which provides evidence of the significant difference between two proportions (with

n1 = 2864;n2 = 311).

For TF Zeste the picture is more variable than for En. From equation (4.2.1) we

obtained P -values less than 10−4 in two-tailed tests for z-score (with n1 = 411;n2 =

50) when it was computed for GA, AG, GT dinucleotides at their corresponding po-

sitions #5, #6, #7, respectively. We can conclude that we should reject the null
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Figure 4.4: Heatmap shows probabilities of each dinucleotide at each po-
sition in the consensus for En (Engrailed, left panel) and Z (Zeste, right
panel) TFs. Both panels show two probabilities of replicated dinucleotides:
estimated from counting dinucleotide frequencies (upper) and from mononu-
cleotide probabilities (lower) assuming independency of the adjacent posi-
tions. Letter “S” indicates that the two estimations are more likely similar
than different whereas “D” signalizes significant difference between these val-
ues. Differences in expressions of upper and lower dinucleotides at positions
4-8 for Zeste are explained in text.
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hypothesis for those three dinucleotides which are likely composed of dependent nu-

cleotides at these positions. Thus, as GAG sequence is very conserved in Zeste motif

and the positions 4-7 (and possibly 8, because TG’s P -value is only 0.0.0143) form a

set of dependent nucleotides. In contrast with these dinucleotides which carry depen-

dencies, the dinucleotide TG at position 4th does not show any significant difference

in tested proportions and thus, it can be composed from mononucleotide predictions.

We suggest that MatchTM method (looking for five most conserved nucleotides

in a motif) might be sensitive enough for such a condition, but this superiority of

MatchTM was only observed in one out of the fourteen cases considered here, and

might therefore be rare.

4.3 Discussion

Results of our computational experiments show that optimized matrices can success-

fully detect binding sites on a data set constructed independently of the training

data sets. This demonstrates that the machine learning approach implemented to

get additional sites for PWM refinement resulted in PWMs with better predictive

performance than generic TRANSFAC matrices.

Another insight from our results is the demonstration that our adjusted heuris-

tic framework makes the optimization approach implementable in a large scale for

TRANSFAC TFBSs collection for Drosophila, and results in a better global perfor-

mance compared to the conventional approach [84].

The further development of the refinement technique was a logical continuation

of the previous work of Gershenzon et al. where they implemented the core idea to

the PWM of the GC-box binding site for Sp1 TF. Its application to a larger scale

was, however, limited by the manual inspection of promoter area for the presence

of signal and demanded converged optimization process. As a result, this heuristic

procedure was applicable only for a limited number of successful PWMs. In our
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improved algorithm, which included the biological signal detection part and controlled

steps over all optimization process, we provided a set of heuristic rules combined into

one stable and recyclable model. Optimized matrices were used to predict up to a

thousand new putative binding site candidates in the SIB-EPD set of promoter DNA

sequences for Drosophila (as shown in Table 3.2, columns 5 and 6).

The practical method presented in the thesis involves the training of PWM on

biological sequences that are extended by statistical similarity. Unlike in sequence

alignment, which is central to comparative studies, the similarity we are exploiting in

the algorithm comes from the possible statistical variability of positionally dependent

nucleotides in proximal areas of promoters (in detected functional window). We

predicted such areas using the z-score values. The location of the most sustainable

signals was obtained by a closer inspection of z-score performance. The applied range

of sequential cut-offs gave a stable and biologically relevant interpretation on the

presence of similar motifs with closest matching scores. Biological relevancy was

validated with a common standard assumption in binding site analysis that over-

represented nucleotide patterns are considered as an evidence of cis-elements.

It is worth mentioning that having within 1-2nt variation of motif length, the

number of sequences predicted by optimized dinucleotide matrices is roughly half

the number of sequences predicted by optimized mononucleotide matrices (two last

columns in Table 3.2). In terms of nucleotide counts, it means that the optimized

mononucleotide matrices gain as many as twice more nucleotides per TF compared

to nucleotides in sequences discovered by the dinucleotide matrices. In contrast, the

count of nucleotides in the initial training sequences (“S.Used:L” column in Table

3.2) was ten times less than that after the application of optimized mononucleotide

matrices with an optimal cut-off. Since we used the same functional windows in

both matrices, this phenomenon illustrates that mono- and dinucleotide matrices

complement each other in a way that the mononucleotide matrix aims to extend

the diversity of nucleotide content, whereas the dinucleotide matrix works to preserve
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biological relationship between neighboring positions and thus both goals are achieved

by using both matrices. As a result, dinucleotide matrices predict sequences that

look more similar to the original ones (compare Logo’s pictures (B to A) vs. (C to

A) in Figure 3.4). The entropy measure expressed in sequence Logos supports the

interpretation of that similarity.

For promoters synthesized from the JASPAR data, we can see how quantitative

and qualitative aspects of optimized mono- and dinucleotide matrices complement

each other. As discussed in chapter 3, we found that OPT dinucleotide matrices give

only 37.7% of improvement vs. 59.7% improvement for the OPT mononucleotide

matrices with respect to the number of true positives (TPs). At the same time, the

performance in terms of specificity or the number of false positives (FPs) shows a

40.2% improvement for OPT dinucleotide vs. 42.5% improvement for OPT mononu-

cleotide matrices (Table 3.3).

Therefore, our method of constructing optimized matrices performed with higher

sensitivity and specificity compared to the conventional approaches. Since the same

data sets were used for each TF, we could easily evaluate specificities by comparing

the number of false positives in each even row in the first two blocks “MATCH”

and “OPT” from Table 4.3. For five TFs (SuH, Tll, Sna, KNI, E74A), both the

mononucleotide and dinucleotide versions performed with fewer number of FPs. For

other six TFs (En, Kr, PRD, Z, DEAF1 and AP) we obtained a smaller number of FPs

for both mono- and dinucleotide versions. Better specificity compared to conventional

approaches was reported as a feature of optimized matrices in earlier publications [35,

36] for single TFs. Here we extend this observation to batch processing of TFs. Low

specificity is a common limitation of conventional TFBS prediction algorithms, and

therefore the improvement in the specificity (while maintaining a descent sensitivity)

of our method is a significant accomplishment.

Our study confirmed that finding similar biologically relevant binding sites is

an achievable goal. We used computational methods to show that the PWMs pre-
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dicted by our approach are likely real binding sites and warrant further experimental

investigation.

From the inspection of discovered sequences, we note that putative binding sites

contain variable nucleotide contents at certain positions as a result of more or less

significant degeneracy in binding motifs at that position, which can bring additional

insight into the binding affinity of certain TFs. Potentially, one can expect that the

degeneracy of known PWMs to be either confirmed or not by additional sequence

data because it can be an artifact of insufficient information in the initially available

sequences. For transcription factor Z (Zeste), for example, nucleotides next to and

immediately after the GAG pattern are interchangeable (T or C), although the occur-

rence of pyrimidines at those positions was confirmed [76]. Figure 3.4 shows for Ubx

that the position after the first T in TAAT is more degenerate than the remaining

nucleotides.

Optimized matrices are able to deliver comprehensive sequence content consistent

with what is biologically proven for binding affinity. To confirm this observation

we considered transcription factor Zeste (Z). Mutagenesis studies determined that

(T/C/g)GAGTG(A/G/c) is the consensus Zeste recognition sequence [76]. Similarly,

our results were able partly to confirm this consensus based on both types of matrices,

as we found the following nine sequences (out of 92 using optimized mononucleotide

matrix) on the set of proximal promoters. These motifs differ only by one nucleotide

C immediately after GAG:
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AGTTGAGCG
ATTCGAGCG
CGTCGAGCG
CTCCGAGCG
GCTTGAGCG
GGTCGAGCG
GTTTGAGCG
TGCCGAGCG
TTTGGAGCG

Consistently with what was found by mononucleotide PWM, the optimal dinu-

cleotide matrix brings seven additional sites (out of 31 discovered):

AGTTTGAGCGC
CAGTTGAGCGC
CGGTCGAGCGG
CTTTGGAGCGA
TAGCTGAGCGG
TTTGCGAGCGG
TCGTCGAGCGG

In agreement with our finding, two publications [9, 78] also mentioned that the

TTGAGCG site we also found was among the experimentally characterized binding

sites. Thus, we can suggest that optimized PWMs are able to bring new information

and new insight on binding specificity of TFs that can be consistent with biological

possibilities examined in literature. The putative binding sites we found complement

to four TRANSFAC sequences (among 24 initially available) that we used for training:

TCACTGAGCGA
TTATTGAGCGG
TTTTTGAGCGC
GTTTTGAGCGT

For the Ubx TFs, we predicted sequences with ATTA and TAAT motifs which

were reported as a preferential combination for Ubx homeodomain protein [30, 29, 28,

50] when it binds in vitro in a sequence- specific way. This type of motifs is observed in



4. Refined PWMs outperform MatchTM on synthetic and PBM data 96

both dinucleotide and mononucletide (although shortened) sets of PWM-sites, which

advocates in favor of their biological relevancy. In this example we capture TAAT and

ATTA patterns in the discovered sites. However, for some reasons they were missed

in the TRANSFAC although we detected such sequences with refined mononucleotide

PWM.

Intuitively, one can expect that a hypothetical method capable of finding more

similarities to the initial binding sequences would perform more favorably compared

to a method that does not find such similarities. This statement, for example, might

be affected by stochastic irregularity of promoter content, by completeness of TFBSs

collection used for training and their biological degeneracy (positional variability),

and thus, in fact, the declaration is not true in all cases.

Z-score is used as a tool to detect a promoter area with significant peak matching

scores. Some promoters are enriched with potential binding sites predicted by initial

matrices. In other words, an area where the difference between the observed and

expected hit-count frequencies gets three folds over the standard deviation presumably

contains the majority of functional binding sites for a given transcription factor and

hence is dubbed by us a “functional window”. This scenario is a valuable part of the

heuristic as we tested it on Drosophila proximal promoter data sets. The z-score can

be approximated by the normal distribution on a chosen promoter length of 600nt.

In addition, as shown in [115], due to the short and degenerate nature of TFBS, a

typical PWM will detect a hit every 500-5000nt depending on the parameter settings.

Conceptually, the z-score used for hit counts is similar to the averaged positional

distribution of elements along the aligned promoter sequences published [35], where

the expected occurrence frequency is taken for a randomized (shuffled) promoter

content. Our experiments with z-scores pointed to the same promoter areas, though

indicating smoother distribution with fewer and more expressed peaks that facilitates

large scale implementation. The number of available TFs would have increased to 64

TRANSFAC entries at the time of the study if we also had included the data where
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only (mononucleotide PFM) frequency tables were present. Thus, In our study the

presence of TFBSs in the database was a limiting factor in selection of TFs.

We complemented commonly used mononucleotide matrices with dinucleotide

versions of PWMs for the following two reasons:

(1) a dinucleotide PWM creates additional source of information indicating de-

pendencies between adjacent nucleotides; dinucleotide binding model infers binding

scores from commonly used thermodynamic models that minimize binding energy of

protein DNA-binding motif;

(2) dinucleotide PWMs can be calculated using the same computational algo-

rithm as mononucleotide PWM. In addition, used in pairs both matrices allow us to

investigate the capability of the computational schema to generate similar putative

sites based on the two mutually complementary concepts: assuming or discarding the

Markovian property between neighboring nucleotides. An answer was not obvious

from the onset of our analysis; in particular, those similar solutions could be found

for all matrices of interest using both concepts especially when considering irregular

nucleotide background distributions near TSS. We found more or less similar patterns

for all 32 TFs considered where biologically verified sequences were available.

Binding sequences used for training are limited in quantity (Table 3.2, column

3) for most TFs used. Therefore, we did not expect good sampling while performing

matrix training because good sampling presumes confident knowledge of the whole

range of binding specificities. Surprisingly enough, in all cases we were able to rea-

sonably extend the number of sites which show matches with alternative biological

source. As an example, for dinucleotide matrices, we found new putative sites that are

in good agreement with experimentally confirmed patterns. This is illustrated by the

observation of two most abundant nucleotides at each position. Moreover, the dinu-

cleotide patterns are more often similar to those derived from the initial sequences.

This provides evidence that additional information brought from dinucleotide pairs is

able to compensate for the scarce information if only a few binding entries are present
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in the data. Consistent with this is the observation that the top of the Logo pattern

of the dinucleotide version is more conserved compared to the initial Logo pattern.

On the other hand, mononucleotide versions often show more variability at certain

positions. Examples of less variability: for TF Abd-B strong nucleotide T at position

3; for TF Ubx – G at position 4; for TF KRQ6 - C at position 5 (Appendix Figures

5.2-5.6). (The numbers correspond to the nucleotide order in the initial TRANSFAC

sequences).

We used data from TRANSFAC commercial database for training purpose and

JASPAR binding sequence entries for testing. Although the JASPAR public data col-

lection is not as large as the commercial TRANSFAC collection, the former database

delivers smaller numbers of manually curated sites suitable for testing. In many cases

(for example En, Ubx, BRK) we found discrepancies between the JASPAR and the

TRANSFAC sets, as seen in the sequence Logos, which was the source of an extra

challenge for optimized matrices to predict sequences listed in JASPAR in such cases,

as our optimized matrices are based on the TRANSFAC training data.

Tompa et al. argued that type of promoter content greatly impact TFBS pre-

dictions [109]. Using their classification of promoter models as “real”, “generic” and

“Markov” we can present our result as the follow. Optimized matrices, trained on

one set of binding sequences with a “real” promoter content, were able to identify

biologically relevant sequences on an alternative “generic” promoter content. When

composition of fair and effective tests is an extra challenge for computational biolo-

gists, the capability of optimized matrices was significant for all 14 refined matrices

from TRANFAC where we were able to perform independent testing. In particular, as

shown on Figure 4.3, optimized matrices computed tests better than the conventional

MatchTM tool.
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4.4 Conclusion and future directions

A detailed understanding of mechanisms of gene regulation may be achievable in

the post-genomic era with the availability of genome sequences from various species.

Technological advances have contributed to the generation of increasing volumes of

sequence data that need to be processed computationally in order to annotate func-

tionally important regions. For instance, the knowledge of TFBSs can be used to build

a model of TF-DNA binding specificity that can help reveal mechanisms of gene reg-

ulation, including the coordinated regulation by multiple transcription factors acting

together. In addition, the knowledge of TFBSs provides an effective way to annotate

mutations that may disrupt regulatory mechanisms. Therefore, the ability to predict

undiscovered novel TFBSs is crucial for understanding normal and diseased processes

in a living cell.

Current computational algorithms for identifying TFBSs suffer from high rates

of false positive predictions. The identification of regulatory signals such as TFBSs

in the DNA depends on the nature and quality of the patterns of representative se-

quences that are constructed from training sets of sequences by means of probabilistic

models. These models either assume independence between positions or suffer from

considerable computational complexity. Therefore, new models are needed for more

accurate prediction of novel regulatory sequences.

We re-implemented and modified the approach of Gershenzon et al. for PWM

refinement. This approach is based on the supervised machine learning paradigm

to search for similar putative TFBSs in defined areas on promoters. These TF-

BSs are then used to train PWMs resulting in the PWM refinement. We showed

that our method can substantially improve the performance of all PWMs regardless

of the initial quality published in TRANSFAC even with small number of TFBSs.

Moreover, unlike the previous work by Gershenzon et al., the updated version of the

algorithm performs well on all TFs. We empirically determined the best combination
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of heuristics used in the algorithm enabling consecutive robust improvement of the

optimization criteria without drifting away from the initial TFBS pattern.

The refined PWMs in mono and dinucleotide PWM versions for Drosophila were

compared with TRANSFAC-integrated conventional tool MatchTM for computational

prediction. This comparison showed that the new refined PWMs with optimized cut-

off, motif length and functional window performed favorably with respect to MatchTM.

This better performance included better sensitivity and specificity on synthetic pro-

moter data sets, constructed from real binding sequences, different from those used in

training. We arbitrarily selected several newly predicted PWM-sites and further in-

vestigated them for biological relevance using high quality databases such as UniProt

and UniPROBE. In particular we found that some of the newly predicted PWM-sites

mapped to homologous TF from other eukaryotic species. This analysis suggested

that putative binding site predictions should be followed up by future experimen-

tal studies, and that the computational predictions delivered new reliable putative

binding site candidates thus economizing time and resources.

With increasing availability of accurate data, our software should prove useful for

improving PWMs for genome-wide identification of TFBSs. The improved identifica-

tion can be used in an in-depth bioinformatics study of cooperative synergistic action

of promoter chromatin architecture with other elements of transcription regulation

machinery (TFs and their respective binding sites). As follows from recent discoveries

in the area, the knowledge of nucleosome positioning around promoters is crucial for

understanding of mechanisms for chromatin remodeling and gene expression in gen-

eral. A first step towards this will be the study of cooperation between nucleosomes

and other promoter elements based on their mutual positioning in the promoters.

An original toolbox to perform computation of refined PWM is available on

attached CD.



Chapter 5

Appendix

5.1 Additional results and charts

Figures 5.2-5.6 reproduced sequence Logos for sequences mined from the set of pro-

moter sequences described in text using refined PWMs of both types. These Figures

are logical continuation of Figure 3.4.

Refined PWMs can be found in “Optimized TRANSFAC” folder on attached CD

and organized by TF names. All refined PWMs also supplied with electronic versions

of sequence Logos (reproducing the Figures 5.2-5.6).

5.2 Software

The software is divided into three sections and is included into “Software” folder on
the attached CD.

1. “Folder 1” contains the R scripts to compute P -value for PFM,

2. “Folder 2” contains the Matlab/Octave codes to compute refined PWMs and
the set of functions to perform all necessary operations with strings,

3. “Folder 3” includes the shell scripts to run the tests.

Each folder contains examples. All software is provided “as is”.
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Figure 5.1: CC, GC, CG, GG dinucleotide distribution filtered from 1919
promoter sequences. The remaining dinucleotide content painted “blue”.
This Figure complements Figure 2.1.
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Figure 5.2: Logos of predicted sequences using optimized matrices compared
to TRANSFAC and JASPAR sites. (A) Initial TRANSFAC sites. (B) From
new discovered sites (mononucleotide matrix). (C) From new discovered sites
(dinucleotide matrix). (D) From JASPAR CORE collection.
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Figure 5.3: Logos of predicted sequences using optimized matrices compared
to TRANSFAC and JASPAR sites. (A) Initial TRANSFAC sites. (B) From
new discovered sites (mononucleotide matrix). (C) From new discovered sites
(dinucleotide matrix). (D) From JASPAR CORE collection.
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Figure 5.4: Logos of predicted sequences using optimized matrices compared
to TRANSFAC and JASPAR sites. (A) Initial TRANSFAC sites. (B) From
new discovered sites (mononucleotide matrix). (C) From new discovered sites
(dinucleotide matrix). (D) From JASPAR CORE collection.
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Figure 5.5: Logos of predicted sequences using optimized matrices compared
to TRANSFAC and JASPAR sites. (A) Initial TRANSFAC sites. (B) From
new discovered sites (mononucleotide matrix). (C) From new discovered sites
(dinucleotide matrix).



5. Appendix 107

Figure 5.6: Logos of predicted sequences using optimized matrices compared
to TRANSFAC and JASPAR sites. (A) Initial TRANSFAC sites. (B) From
new discovered sites (mononucleotide matrix). (C) From new discovered sites
(dinucleotide matrix).
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