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Abstract

Network decontamination is a well known mobile agent problem with many applications.

We assume that all nodes of a network are contaminated (e.g., by a virus) and a set of

agents is deployed to decontaminate them. An agent passing by a node decontaminates

it, however a decontaminated node can be recontaminated if any of its neighbours is

contaminated. In the vast literature a variety of models are considered and different

assumptions are made on the power of the agents.

In this thesis we study variation of the decontamination problem in mesh and tori

topologies, under the assumption that when a node is decontaminated, it is immune to

recontamination for a predefined amount of time t (called immunity time). After the

immunity time is elapsed, recontamination can occur.

We focus on three different models: mobile agents (MA), cellular automata (CA),

and mobile cellular automata (MCA). The first two models are commonly studied and

employed in several other contexts, the third model is introduced in this thesis for the

first time. In each model we study the temporal decontamination problem (adapted to

the particular setting) under a variety of assumptions on the capabilities of the decon-

taminating elements (agents for MA and MCA, decontaminating cells for CA). Some

of the parameters we consider in this study are: visibility of the active elements, their

ability to make copies of themselves, their ability to communicate, and the possibility to

remember their past actions (memory). We describe several solutions in the various sce-

narios and we analyze their complexity. Efficiency is evaluated slightly differently in each

model, but essentially the effort is in the minimization of the number of simultaneous

decontaminating elements active in the system while performing the decontamination

with a given immunity time.
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Chapter 1

Introduction

Faults and viruses often spread in networked environments where nodes represent hosts

and edges represent connections between hosts, by propagating from site to neighbouring

site. The process is called network contamination. Once contaminated, a node might

behave incorrectly, and it could cause its neighbouring cells to become contaminated as

well, thus propagating faulty computations. The propagation patterns of faults can follow

different dynamics, depending on the behaviour of the affected site. An obvious and

pressing concern for fault tolerance and security is to devise strategies to correct the faulty

behaviour at network sites and to neutralize the propagation of faults (decontamination).

The thesis is concerned with the decontamination issue in cellular systems.

1.1 Problem Statement

A two-dimensional cellular space (i.e., a grid) is considered to be initially fully contam-

inated by a virus (or completely faulty). The system evolves synchronously and the

problem is to distributively decontaminate the space to reach a moment when all cells

are simultaneously clean. The decontamination strategy to be devised depends on the

dynamics of the spread of faults as well as on the model employed for the actual de-

contamination process. An agent is able to decontaminate any infected node it visits;

however, once it departs, the decontaminated node can be recontaminated by infected

neighbours. We say that the network has time immunity if once the agent departs, the

decontaminated node is immune for t time units to viral attacks from infected neigh-

bours. After the immunity time is elapsed, recontamination can occur. The value t is

also called immunity time.

1



The various dynamics of contamination range from full spread to selective spread.

A full spread behaviour means that when a site is affected by a virus or any other

malfunction, such a malfunction can propagate to all its neighbours (e.g., see [92, 5, 47,

57]). When the spread is selective, on the other hand, faults only propagate to sites that

are susceptible. The definition of susceptibility depends on the application but often it

is based on local conditions. For example, a node could be vulnerable to contamination

if the majority of its neighbours are faulty, immune otherwise (e.g., see [88, 89, 93]),

or a node could be immune to contamination for a certain amount of time after being

repaired (e.g., see [56, 26]).

Among the various possible techniques of decontamination, two types have been iden-

tified in the literature (for a survey see [46] and for more details see Chapter 2): internal

and external decontamination.

In internal decontamination a site can decontaminate itself (i.e., it can activate an

antiviral software) when a certain condition of the neighbourhood is verified. A clean

site gets recontaminated when some other condition of the neighbouring states is veri-

fied. This approach has been followed in [102], where a node becomes clean when the

majority of its neighbours are clean, and a clean node becomes contaminated if any of

its neighbours is contaminated. A similar approach has been taken in [92, 93], where

a decontaminated node is immune to recontamination if the majority of its neighbours

is clean. Internal decontamination has been specifically studied in the context of fault-

tolerance to describe the mechanisms of the spread of faults and of auto-correction (see

[103] for a survey). In all these studies the main objective is typically to determine the

minimum size of a set of faulty nodes which completely disrupts the system under given

contamination/decontamination dynamics or, equivalently, the minimum size of a set

of decontaminating nodes that can decontaminate the whole network under the same

circumstances.

On the other hand, external decontamination is performed by mobile agents moving in

the network. There is an extensive literature on external decontamination either in spe-

cific topologies (see [5, 47]), under various assumption on the capabilities of the agents,

or in arbitrary topologies (see [14]). Typically, agents have memory, distinct identifiers,

the ability to communicate with other agents when they meet or exchange information

writing on whiteboards (storage area located at the nodes). In all models investigated,

agents can move from node to node (usually asynchronously and independently) decon-

taminating the sites they pass through. A clean site becomes contaminated if at least

one of its neighbours is contaminated. External decontamination has been studied in the

2



context of intruder capture to design algorithms to neutralize a virus in a network, or in

graph search (e.g., [5, 62, 47, 14, 7]). The main goal of decontamination in these settings

is usually to design a strategy that employs the minimum possible size of the team of

cleaning agents.

In this thesis we consider a selective spread of contamination based on what we call

temporal immunity: a clean node is allowed to stay in contact with a contaminated node

for a predefined amount of time (the immunity time) after which it becomes contami-

nated. Based on this definition of contamination we consider three different models for

performing decontamination: Cellular Automata, Mobile Agents, and Mobile Cellular

Automata. The first two models are commonly studied and employed in other contexts,

the third has been introduced in this thesis for the first time. Cellular automata pro-

vide a form of internal decontamination, while mobile agents provide a form of external

decontamination. Mobile cellular automata are introduced here to show a hybrid de-

contamination which is neither internal nor external and can be seen as an intermediate

model between the other two. In mobile cellular automata, in fact, we have the presence

of active entities (like in the mobile agents model) which move around to decontaminate

nodes they pass by, as well as locality (as in cellular automata) which forces the active

entities to move on the basis of knowledge of their neighbourhood.

1.2 Objective

The main objectives of the thesis are to provide efficient decontamination strategies in

each of the three models, and to make the first steps towards the understanding of

their computational power in the context of network decontamination. Efficiency will be

evaluated slightly differently in each model, but essentially we will try to minimize in

each model the number of simultaneous decontaminating elements active in the system

while performing the decontamination with a certain immunity time. Whenever possible,

we will also prove optimality of some of the proposed strategies.

While devising decontamination strategies, we pay particular attention to the impact

that the choices of some parameters of the model have on the efficiency of the solutions.

For example, in the case of cellular automata and mobile cellular automata, where local-

ity (e.g. knowledge of neighbouring nodes) plays a crucial role, we wish to understand

how important the definition of neighbourhood is to the decontamination strategy. We

will then ask questions such as what happens to an optimal solution when we change the

neighbourhood of a node? Can we find better strategies with larger neighbourhoods?
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In particular, we will distinguish between nodes with a neighbourhood which includes

only their four perpendicular neighbours (Von Neumann neighbourhood) as opposed to

a neighbourhood which includes eight nodes, both the perpendicular and the diagonal

neighbours (Moore neighbourhood). Another parameter that might change the com-

putational power of the corresponding model and which is relevant in mobile cellular

automata and in mobile agents is cloning, i.e., a particular property that allows active

entities to duplicate themselves. Also, in this case we will consider how we could improve

our solutions assuming the possibility of cloning.

Overall, the goal is to better understand the three models through the decontami-

nation problem and to better understand the impact on computability and efficiency of

their main parameters.

1.3 Contributions

In this thesis, we design several novel strategies for decontaminating meshes and tori

networks with temporal immunity in three different models: Cellular Automata, Mobile

Cellular Automata, and Mobile Agents. One of the contributions of the thesis is indeed

the introduction of the mobile cellular automata model which, to our knowledge, has

not been defined before. In such an environment we initiate the study on decontam-

ination. In the other settings, the general decontamination problem has been already

investigated in meshes and tori, but we are the first to consider it when nodes are subject

to temporal immunity. We briefly describe the contributions in each of the three settings.

Cellular Automata Model. We describe disinfection rules in two dimensionalm×n
lattice (n ≤ m) cellular automata (finite and circular) with Von Neumann and Moore

neighbourhoods. The cells of the cellular automata can assume three states:contaminated,

decontaminating, and decontaminated. Each cell changes its state at discrete time steps

by applying a local rule to its own state and the states of its neighbours. Our goal is

to design local decontamination rules that minimize, at each point in time, the number

of simultaneously decontaminating cells for a given immunity time or, equivalently, the

required immunity time for a given number of simultaneously decontaminating cells. In

the case of finite cellular automata with the Von Neumann neighbourhood, we show how

to achieve optimal decontamination with one, two, and four simultaneously decontami-

nating cells. In the case of the Moore neighbourhood, we design a set of rules for any

number k ≥ 1 of simultaneously decontaminating cells. We show that the corresponding
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minimum immunity time is equal to the maximum distance between two consecutive

decontaminating cells or between a decontaminating cell and a corner at time t = 0.

When considering circular cellular automata, we show that optimal decontamination

with less than 2n simultaneously decontaminating cells is not possible with the Von

Neumann neighbourhood and we provide a set of rules in the case of the Moore neigh-

bourhood that doubles the number of simultaneously decontaminating cells employed in

the finite case.

Mobile Cellular Automata Model. We introduce a new model, mobile cellular

automata. The environment is still a two dimensional m×n lattice (n ≤ m) that evolves

in discrete time steps like a cellular automata. However, some cells are in a special

active state which indicates the presence of an agent. An agent can move from node to

neighbouring node but does so on the basis of the state of its neighbours. The efficiency of

a decontamination strategy is measured in terms of the number of agents simultaneously

present in the network. In the context of mobile cellular automata we introduce the

notion of cloning, which allows an agent to duplicate itself and to simultaneously move

in several directions. Let t1 be the largest odd integer smaller or equal to t such that

t1 + 1 divides n. Let t2 be the largest even integer smaller or equal to t such that

t2 + 2 divides n. Without adding the cloning capacity to the agents, we show that in

the case of finite mobile cellular automata with the Von Neumann neighbourhood, when

the immunity time is t, we can achieve decontamination employing k = min{ 2n
t1+1

, 3n
t2+1
}

agents. When considering the Moore neighbourhood, we describe a general strategy that

achieves decontamination employing k agents where:

k =

{
2n
t+1

if 2n mod t+ 1 = 0

b 2n
t+1
c+ 2 Otherwise

In the case of circular mobile cellular automata with the Von Neumann neighbour-

hood, when the immunity time is t, we can achieve decontamination employing k =

min{2 2n
t1+1

, 2 3n
t2+1
} agents, while for the Moore neighbourhood our general strategy that

achieves decontamination employing:

k =

{
2× 2n

t+1
if 2n mod t+ 1 = 0

2× b 2n
t+1
c+ 3 Otherwise

If the agents have cloning capabilities, on the other hand, we can achieve decontami-

nation employing k = d2n
t
e agents for immunity time t in the case of finite mobile cellular
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automata, and k = 2d2n
t
e agents in the case of circular mobile cellular automata.

Mobile Agents Model. We finally consider the network decontamination problem

with temporal immunity in the classical mobile agent setting, both in meshes and tori

of size m × n (n ≤ m). While this model has been extensively investigated for the

decontamination problem, it has never been studied in mesh and tori when nodes have

temporal immunity. So, our work is the first in this direction. We first show that with a

single agent we achieve optimal decontamination when the immunity time t = 2m−1 in a

mesh. We then show two solutions for decontaminating a mesh with temporal immunity

t ≥ 1 that employ k = d m
d t
2
ee and k = d2m−1

t
e agents respectively, and two solutions for

decontaminating a torus with temporal immunity t ≥ 1 that employ k = 2× d m
d t
2
ee and

k = 2× d2m−1
t
e agents respectively.

Some of the results on temporal decontamination in the Cellular Automata and Mo-

bile Cellular Automata models have resulted in the following publications:

• Y. Daadaa, P. Flocchini, N. Zaguia. Network Decontamination with Temporal

Immunity by Cellular Automata. In 9th International Conference on Cellular Au-

tomata for Research and Industry (ACRI), pages 287-299, 2010.

• Y. Daadaa, P. Flocchini, N. Zaguia. Decontamination with Temporal Immunity

by Mobile Cellular Automata. In 3rd annual Cellular Automata Workshop (CSC),

pages 172-178, 2011.

1.4 Thesis Organization

The thesis is composed of seven chapters, including the introduction provided in this

chapter. The thesis is organized as follows. Chapter 2 surveys the best known problems

and results related to our work in this thesis; several techniques and models employed

by researchers in distributed computing and discrete dynamical systems fields are quite

useful in our study. Chapter 3 presents and discusses the three different models used

in this thesis: Mobile Agents, Cellular Automata, and Mobile Cellular Automata. The

decontamination problem is defined according to each model specifications. Chapter 4

is devoted to temporal decontamination by cellular automata, where we consider two
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dimensional finite and circular lattices with the Von Neumann and the Moore neigh-

bourhoods. In Chapter 5, we consider temporal decontamination by mobile cellular

automata. In this case the system consists of a two-dimensional lattice that evolves like

a cellular automata, where however some cells are in a special active state. The active

state indicates the presence of an agent, which follows a local transition rule to move

from cell to neighbouring cell. Also in this setting we study decontamination with the

Von Neumann and the Moore neighbourhoods, but we also introduce cloning and observe

its impact on the possible solutions. In Chapter 6, we look at temporal decontamination

by the classical mobile agents model in mesh and tori networks. Finally, in Chapter 7

we draw some conclusions and indicate future directions.
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Chapter 2

Literature Review

The network decontamination problem is intimately related, under certain conditions, to

that of the graph search. Several of the techniques and models considered by researchers

on the general graph search problems are quite useful in our study of the network decon-

tamination problems. Discrete dynamical systems, and in particular cellular automata,

have been often employed to describe, model, analyze and investigate situations aris-

ing in a variety of application domains. This has recently been the case in the context

of fault-tolerance of distributed systems and networks. The research in the distributed

computing community on systems without decontamination or with internal decontami-

nation, has been focused almost exclusively on the patterns of initial faults that lead to a

monochromatic black fixed point (i.e., lead the entire system to a faulty behaviour). The

focus is on the identification and characterization of these patterns, called dynamos, and

on questions about their size. Research on the relationship between multi-agent systems

and cellular automata has been focused on translation of discrete multi-agent systems

into cellular automata. In this chapter, we give a survey of the most known problems

and results related to our work in this thesis.

2.1 Computations by Mobile Agents in Safe Envi-

ronments

In this section, we give a survey of the most known problem related to our work, where

the network is assumed to be a safe environment; that is, the agents are assumed to be

able to freely and safely move in the network to perform their tasks.
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2.1.1 Exploration

The problem of exploration by mobile agents is one of the problems that can be seen as

a basic block for many distributed mobile protocols. Exploration consists of having the

agents collaboratively traverse an unknown network. The problem has been extensively

studied over the past fifty years due to its various applications in different areas such as

engineering, computer science, and applied mathematics. For example, tasks in environ-

ments that are not suitable for human operation, navigating a robot through a terrain

containing obstacles, and finding a path through a maze. In recent years, application

such as searching for data stored at unknown nodes in a computer network using mo-

bile software agents, and obtaining maps of existing networks (e.g., computer networks,

sewage systems, unexplored caves) have been studied. Map construction is the related

problem of exploring the network to return an exact map of its topology.

Let us first consider the case of labeled graphs, where nodes are labeled with distinct

identifiers and edges incident to a node are also labeled with distinct identifiers. Note

that in this case, exploration also achieves map construction by having the agents traverse

all edges of the network. Previous work on exploration of labelled graphs has emphasized

minimizing the cost of exploration in terms of the total number of edge traversals (moves),

and the amount of memory used by the agent [3, 30, 29, 4, 98]. In [4], Awerbuch et al.

studied how a mobile robot can learn an unknown environment in a piecemeal manner.

The robot’s goal is to learn a complete map of its environment, while satisfying the

constraint that it must return every so often to its starting position (e.g., for refuelling).

Consider now the case of anonymous graphs, where nodes are not labeled but edges

incident to a node are labeled with distinct identifiers. An anonymous graph with locally

labeled ports is a connected graph whose nodes are unlabeled, and edges incident to a

node v have distinct labels 1, ..., d, where d is the degree of v. Thus every undirected

edge {u, v} has two labels which are its port numbers at u and at v. Port numbering is

local; there is no relation between labels at u and at v.

Exploration of anonymous graphs is impossible if marking of nodes is not allowed in

some way. An exception is when the graph is acyclic, meaning the graph is a tree [35, 59].

Different models for marking the nodes have been used to solve the exploration problem.

Pebbles which can be dropped and removed from a node was proposed by Bender et al.

in [10], where it was shown that one pebble is enough to explore the graph if the robot

knows an upper bound on the size of the graph, and (log log n) pebbles are necessary

and sufficient otherwise. In [45] a set of distinct markers were used to explore unlabelled
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undirected graphs. In [11], Bender and Slonim used another approach consisting of

employing two cooperating agents, one of which would stand on a node thus marking it,

while the other explores new edges. The whiteboard model has been used by Fraigniaud

and Ilcinkas [60] for exploring directed graphs focussing on minimizing the amount of

memory used by the agents for exploration, and by Fraigniaud et al. [59] for exploring

trees. In [59] authors also show that at least log n bits of memory are necessary for

traversing a graph of size n. The agent is often modelled as a finite automaton and the

emphasis is on minimizing the number of states of the automaton. In [61], Fraigniaud et

al. propose a model where the robot has no a priori knowledge of the size or topology of

the graph, and it has to explore a graph whose nodes are unlabeled and whose edge ports

are locally labeled at each node. Fraigniaud et al. [61] proved that (D log d) memory bits

are necessary and sufficient to explore all graphs of diameter D and maximum degree d.

Most of the known results on exploration are for a single agent. There have been

few results on exploration by more than one agent [11, 59, 6, 29]. In [11], Bender and

Slonim employ two agents, while in [59], Fraigniaud et al. use k agents to explore a

tree. In [6], Barriere et al. assume the network is anonymous but the links are labeled

with a sense of direction and the edges are locally labeled. Every edge receives two

labels, one for each extremity, and all edges incident to a node receive pairwise distinct

labels at this node. Authors also assume the agents are identical, their operations and

movements are asynchronous, they have computing capabilities, and they communicate

through whiteboards accessed in mutual exclusion. Under these conditions, Barriere

et al. [6] propose a solution where a team of dispersed agents explores a graph and

constructs a map, even tough the size of the network as well as the number of agents are

are not known a priori. The proposed protocol works if the size n of the network and

the number of agents k are co-prime (they have no common positive factor other than

1) and has a move complexity of O(km). When the requirement of sense of direction is

dropped and the agents know either n or k, the same result with the same complexity is

obtained in [29].

In all works reviewed so far, the agents have their own local memory that can be used

to store information on their past activities. The case of oblivious agents is very different,

where after each movement, they forget all information about the past. In [49, 50], the

exploration problem of anonymous graphs by oblivious agents has been studied in rings

and trees. In [49], Flocchini et al. consider the problem of exploring an anonymous

ring of size n by k oblivious anonymous asynchronous robots scattered in the ring. The

robots are endowed with vision but they are unable to communicate. Within a finite
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time and regardless of the initial placement of the robots, each node must be visited by

at least one robot, and the robots must be in a configuration in which they all remain

idle. Flocchini et al. [49] show that this problem is generally unsolvable if k|n (i.e.,

there are initial configurations for which the exploration cannot be done). Flocchini et

al. [49] then prove that, whenever gcd(n, k) = 1, for k ≥ 17, the robots can explore the

ring terminating within a finite time. Flocchini et al. [49] also propose a terminating

protocol that explores the ring starting from an arbitrary initial configuration, and prove

its correctness. Authors also consider the minimum number ρ(n) of robots that can

explore a ring of size n. As a consequence of the obtained positive result, Flocchini

et al. [49] show that ρ(n) is O(log n). Furthermore, Flocchini et al. [49] prove that

ρ(n) = (log n) for infinite number of n.

In [50], Flocchini et al. studied exploration of trees by a team of robots with con-

trasting strengths and weaknesses, unlimited visibility on one side and obliviousness and

asynchrony on the other. Essentially, Flocchini et al. [50] proved that in the case of

trees, there are no general exploration protocols which are efficient. Flocchini et al. [50]

showed if the tree has a maximum degree of at least 4 then you may need Ω(n) robots in

order to explore it. When the trees has a maximum degree of at most 3, then you need

at most O( logn
log logn

), and this bound is tight. Flocchini et al. [50] proved that the main

reason for the complexity of the exploration problem for trees is due to the symmetries

of the tree. For instance, if there are no non trivial automorphisms of the tree, 4 robots

are always enough. The assumption Flocchini et al. [50] made of unlimited visibility en-

abled them to overcome the other computational weaknesses of the robots in the design

of their exploration algorithms, in particular, the simultaneous presence of obliviousness

and asynchrony.

2.1.2 Rendezvous

The rendezvous problem was posed in the 1970s. The rendezvous problem, in its basic

form, asks how two unit speed players can find each other in the least expected time when

randomly placed in a known dark region. The mobile agents rendezvous problem consists

of k ≥ 2 mobile agents widely dispersed on an n nodes network and trying to rendezvous

in the same place within the network in a minimum amount of time. The settings

differ mainly in the types and properties of the agents and the types and properties of

the network. There are instances where the rendezvous problem is easy to solve, for

example, if the nodes or mobile agents of the network have distinct identifiers. If the
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nodes have distinct identifiers, the agents can move to a node with a specific identity, for

example, the minimum. However, even in this case the problem becomes more difficult

to solve if the agents do not have enough memory to remember and distinguish identities.

If instead the agents have distinct identifiers, the problem is usually solved by having

the mobile agents use different deterministic algorithms, thus allowing each agent to

execute a different algorithm. When both the mobile agents and the network nodes

are anonymous, the symmetry can make the problem difficult to solve. Many existing

deterministic solutions are for agents having distinct labels but having no ability to mark

the nodes of the graph.

The idea of performing a rendezvous search using marks on the starting places was

introduced by Baston and Gal in [8]. If leaving marks at nodes is permitted, then it

could be possible to achieve rendezvous in the anonymous setting. Two different types

of marking have been proposed in the literature: whiteboards and tokens.

The rendezvous problem has been studied in both synchronous and asynchronous

environments. In synchronous settings there is a common notion of global time and it

takes exactly one unit of time for an agent to traverse an edge. Tokens were used to

achieve rendezvous by two or more anonymous agents in anonymous rings by Flocchini

et al. [53], Gasieniec et al. [68], and Kranakis et al. [86]. In [53], Flocchini et al. propose

a solution to solve the rendezvous problem for two or more mobile agents in a ring using

identical stationary tokens to break symmetry. A lower bound on the memory required

for mobile agents is given. It has been proven that the mobile agent rendezvous search

problem is unsolvable when the size n and the number of agents k are unknown, and it is

proven that rendezvous is possible if and only if the sequence of inter-token distances is

aperiodic. A detailed review of the various solutions for rendezvous in the ring is given

in [84].

In [83], Kowalski and Malinowski consider the problem of deterministic synchronous

rendezvous with arbitrary startup in anonymous networks. For rings authors presented

an optimal protocol, reaching the lower bound Θ(n log l) [32] where n is the size of the

network and l is the minimum label of participating agents. For arbitrary connected

graphs Kowalski and Malinowski [83] showed a deterministic rendezvous protocol poly-

nomial in n and log l, which was independent of the maximum difference of startup

times. In [68], Gasieniec et al. studied the rendezvous problem with k ≥ 2 mobile

agents in anonymous rings. A new algorithm which solves the rendezvous problem for

the non-symmetric distribution of agents on the ring was presented. The mobile agents

require the use of O(log k) of internal memory and one indistinguishable token each. It
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is assumed that all agents start to traverse the ring at the same time and they execute

the same deterministic algorithm. Agents may communicate and exchange information

with one another only when they meet each other at a node. All agents start to traverse

the ring at the same time and they execute the same deterministic algorithm. In the

periodic (but not symmetric) case, the new procedure allows the agents to conclude that

rendezvous is not feasible. Note that both in the periodic as well as in the symmetric

case the rendezvous cannot be completed by any deterministic procedure due to problems

with breaking the symmetry.

In [63] by Pierre Fraigniaud and Andrzej Pelc, the focus is on rendezvous in trees

and studying the size of memory of mobile agents which permits solving the rendezvous

problem deterministically. First, authors show that if the delay between the starting

times of the agents is arbitrary, then the lower bound on memory required for rendezvous

is Ω(log n) bits, even for the line of length n. This lower bound meets a previously known

upper bound of O(log n) bits for rendezvous in arbitrary trees of a maximum size of n.

The main result is a proof that the amount of memory needed for rendezvous with a

simultaneous start depends essentially on the number l of leaves of the tree, and is

exponentially less impacted by the number n of nodes. In [23] Czyzowicz et al. show

the minimum amount of memory of anonymous agents that guarantees deterministic

rendezvous (when it is feasible) is Θ(log n), where n is the size of the graph, regardless

of the delay between the starting times of the agents. More precisely, authors construct

identical agents equipped with Θ(log n) memory bits that solve the rendezvous problem

in all graphs with a maximum of n nodes, if they start with any delay. Moreover,

Czyzowicz et al.[23] prove a matching lower bound Ω(log n) on the number of memory

bits needed to accomplish rendezvous, even with a simultaneous start. In fact, this lower

bound is already achieved on the class of rings.

Consider now the case of asynchronous networks. In [95], De Marco et al. considered

the rendezvous problem in asynchronous networks, which allow a meeting of two agents

passing the same edge but in the opposite directions. The proposed solution uses the

knowledge of the upper bound on the size of the graph. authors first look at the case

of rendezvous in an infinite line in two different scenario: when the distance between

the two agents is known, and when it is unknown. The results for the infinite line carry

over to the case when agents are situated in a ring of unknown size n. Authors also

present a rendezvous algorithm with a cost of optimal order of magnitude working on

an arbitrary unoriented ring of known size and unknown size. If the graph is arbitrary,

and even when there is an upper bound on the size, the algorithm is not efficient. In [6],
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Barriére et al. propose a solution using whiteboard to achieve rendezvous of multiple

agents on arbitrary unlabelled graphs with a sense of direction and where each agent

has a stationary token placed at the initial position of the agent. De Marco et al. [95]

showed that this problem is equivalent to that of leader election. In [38] ] rendezvous on

an asynchronous ring with whiteboards in the presence of black holes is considered.

In [68], Gasieniec et al. studied the rendezvous problem with k ≥ 2 mobile agents

in anonymous ring. The links in the ring are unidirectional and there is a sense of

direction, the size of the ring is not known to the nodes of the ring or to the agents.

The k participating agents use indistinguishable tokens only once to mark their original

positions in the ring, and the agents move along the ring in synchronous steps. Authors

assume that all agents start to traverse the ring at the same time and execute the same

deterministic algorithm. The agents may communicate and exchange information with

one another only when they meet each other at a node. When an agent finds a token

that has been released at a node in the ring, it cannot distinguish it from its own token(s)

or from the token(s) of the other mobile agents (this is equivalent to identifying tokens

with erasable marks).

In [85], Kranakis et al. studied tradeoffs between the number of tokens, memory and

knowledge the agents need in order to meet in a m × n torus. Authors consider the

rendezvous problem for anonymous mobile agents with tokens in a synchronous torus

with a sense of direction. Kranakis et al. [85] showed that two agents with a constant

number of unmovable tokens, or with one movable token each, cannot rendezvous if they

have less than O(log n) memory. However agents can perform rendezvous with detection

as long as they have one unmovable token and O(log n) memory. When two agents

have two movable tokens each then rendezvous is possible with constant memory in an

arbitrary n ×m torus. Rendezvous with detection is possible with constant memory in

an arbitrary n × n torus, when two agents have two movable tokens each. Finally, two

agents with three movable tokens each and constant memory can perform rendezvous

with detection in a n×m torus.

Rendezvous is also considered under the weak scenario where the agents are oblivious

in [79, 78]. In [79], Klasing et al. consider the problem of gathering identical, memoryless,

mobile robots in one node of an anonymous unoriented ring. Robots start from different

nodes of the ring. Robots operate in Look-Compute-Move cycles and have to end up

in the same node. In one cycle, a robot takes a snapshot of the current configuration

(Look), makes a decision to stay idle or to move to one of its adjacent nodes (Compute),

and in the latter case makes an instantaneous move to this neighbour (Move). Cycles are
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performed asynchronously for each robot. For an odd number of robots, Klasing et al.

[79] prove that gathering is feasible if and only if the initial configuration is not periodic,

and provide a gathering algorithm for any such configuration. For an even number of

robots authors determine the feasibility of gathering except for one type of symmetric

initial configurations, and provide gathering algorithms for initial configurations proved

to be gatherable. In [78], Klasing et al. studied the gathering problem in the discrete

model under the same configuration, solving it on a ring for any number of robots larger

than 18. The applied technique relies on preserving symmetries. As a matter of fact,

the proposed algorithm occasionally creates symmetric configurations from asymmetrical

initial configurations.

2.2 Computations by Mobile Agents in Unsafe En-

vironments

In exploration and rendezvous the network is assumed to be safe; that is, the agents

are assumed to be able to freely and safely move in the network to perform their tasks.

An interesting issue to consider is when either the nodes (hosts) or the agents can pose

some danger to the network. In the first case, the dangerous node is a black hole, a node

where incoming agents are trapped, and the problem is for the agents to locate it. In the

second case, the dangerous agent is a virus, an agent moving from node to node infecting

them, and the problem is for the “good” agents to capture it, that is, to decontaminate

the network.

2.2.1 Black Hole Search

The problem of finding malicious hosts of a particularly harmful nature is known as

the black holes search problem. A black hole is a node in a network which contains a

stationary process destroying all mobile agents visiting this node without leaving any

trace. Since agents cannot prevent being annihilated once they visit a black hole, the

only protection against such processes is identifying and avoiding the hostile nodes. The

only way to locate a black hole is a visit by at least one agent. An agent which falls into

a black hole will be destroyed and will not turn up at a node where the other agents

may expect it. This allows the surviving agents to infer the existence and location of

the black hole. However, no hint about the presence of a black hole can be deduced by

visiting its neighbourhood. It is also assumed that an agent visiting a black hole has
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no way of communicating with other agents before being terminated. It is possible to

locate a black hole only by sacrificing one agent and by using another agent to indirectly

infer the existence of a black hole. An agent which is to visit an unknown node can,

for instance, have a meeting scheduled with another agent after the visit, or write on a

whiteboard in a neighbouring node the label of the unknown node that he is visiting.

If the visited node is a black hole, then the destroyed agent will neither turn up at the

node where the meeting was scheduled nor write back to the whiteboard that the node

has been successfully visited. In both cases, the surviving agents can deduce that the

visited node is a black hole. In this scenario there is an upper bound on the time needed

by an agent for traversing any edge safely.

In the last decade, there has been a great deal of work done on finding faults in

networks using mobile entities. Most of the existing work deasl with the black hole

search problem for a single black hole [24, 25, 36, 37, 38, 39, 40, 41, 42, 43, 44, 51,

70, 80, 81]. Some work has been done for multiple black holes in [22, 82], although

both of these papers use the synchronous model, as do some of the single black hole

papers [24, 25, 80, 81]. Existing solutions can be classified based on the network model:

synchronous and asynchronous.

The asynchronous scenario was studied under different agent models (i.e., network

knowledge, tokens, whiteboard). In [40], Dobrev et al. provided solutions to the black

hole search problem in anonymous rings using whiteboards for two settings; when the

anonymous agents are co-located, and when they are dispersed. They proved that two

such agents are necessary and sufficient to locate the black hole. In [39], Dobrev et al.

provide a characterization of the impact that factors such as a priori network knowledge

and consistency of the local port labelling have on the complexity of the black hole

location problem. Dobrev et al. [39] consider both the case of topological ignorance in

systems where there is sense of direction and the case of complete topological knowledge

of the network. Authors show that, in both cases, two agents suffice.

In [36, 41, 42], Dobrev et al. investigate the black hole search problem for two agents

with a map and whiteboard searching for a single black hole. In [41], Dobrev et al.

present a search protocol that improves the bounds from the worst case lower bound

of Ω(n log n) agent moves to O(n + d log d) agent moves, where d is the diameter of

the network. The result allows for Θ(n) moves for a large class of possibly unstructured

networks with low diameter. In [36], Dobrev et al. show that with a map of the network, a

team of two agents suffice, and the number of moves is in the worst case O(n log n). They

also present a general strategy that allows two agents to locate the black hole with O(n)
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moves in common interconnection networks such as hypercubes, cube-connected cycles,

star graphs, wrapped butterflies, and chordal rings, as well as in multidimensional meshes

and tori of restricted diameter. These results hold even if the networks are anonymous.

In [42], Dobrev et al. use a technique based on pre-calculating the open vertex cover

of cycles of a graph that allows them to solve the problem in Θ(n) for a large class of

networks.

In contrast, in [70], Glaus studied the black hole search problem without the knowl-

edge of the incoming link, and has shown that this modification has effects on the size

of the solution. Glaus [70] provided the lower bound on the number of agents that are

necessary to locate the black hole; any correct algorithm solving the black hole search

problem without the knowledge of the incoming link needs at least ∆2+∆
2

+1 agents. The

algorithm uses the optimal number of agents in the worst case, however, the cost of the

algorithm and bounds on the optimal cost of the solution were not shown in this paper.

In [43], Dobrev et al. consider the token model, where each agent has a bounded

number of tokens available that can be carried, placed on, or removed from a node.

All tokens are identical (i.e., indistinguishable), and no other form of communication or

coordination is available to the agents. Authors first prove that a team of two agents is

sufficient to locate the black hole in finite time even in this weaker coordination model.

Furthermore, Dobrev et al. [43] prove that this can be accomplished using only O(n log n)

moves in total, which is optimal, the same as with whiteboards. Finally, authors show

that to achieve this result the agents need to use only O(1) tokens each. The previous

strategy is generalized in [37], where Dobrev et al. look to the case of unknown graph.

Authors present an algorithm that works in the token model and solves the black hole

search problem with the minimal number of agents and with a polynomial number of

moves. Dobrev et al. [37] algorithm works even if the agents are asynchronous, and if both

the agents and the nodes are anonymous. More precisely, authors consider an unknown,

arbitrary, anonymous network and a team of exploring agents starting their identical

algorithm from the same node (homebase). The agents are anonymous, and they move

from node to neighbouring node asynchronously. Each agent has an indistinguishable

token (or pebble) available that can be placed on, or removed from a node. The token

can be placed on a node, either in the center or on an incident link. In the proposed

algorithm, two tokens are never placed in the same location (node center or port), nor

does an agent ever carry more than one token. Using only this tool for marking nodes

and communicating information, authors show that with ∆ + 1 agents (where ∆ is

the maximal degree of the graph), the exploration can be successfully completed. The
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proposed algorithm allows at least one agent to survive and, within a finite time, the

surviving agents will know the location of the black hole with the allowed level of accuracy.

The number of moves performed by the agents when executing the proposed protocol is

shown to be polynomial, and the proposed algorithm is rather complex.

In [44], Dobrev et al. show not only that a black hole can be located in a ring using

tokens with scattered agents, but also that the problem is solvable even if the ring is

un-oriented. First authors prove that the black hole search problem can be solved using

only three scattered agents. Then, Dobrev et al. [44] show that, with k(k > 4) scattered

agents, the black hole can be located in O(kn+n log n) moves. Moreover, when k(k > 4)

is a constant number, the move cost can be reduced to O(nlogn), which is optimal.

These results hold even if both agents and nodes are anonymous. In [38], Dobrev et al.

consider k anonymous, asynchronous mobile agents in an anonymous ring with a black

hole. The agents are aware of the existence, but not of the location of such a danger,

and the network is totally asynchronous. In this setting it was observed that in order to

solve the problem, the network must be 2-connected. A black hole search is not feasible

in trees, because in asynchronous networks it is impossible to distinguish a black hole

from an incident slow link. The only way to locate a black hole is to visit all other nodes

and learn that they are safe. In particular, it is impossible to answer the question of

whether a black hole actually exists in the network, hence authors worked under the

assumption that there is exactly one black hole and the task was to locate it. In [51],

Flocchini et al. prove that the pure token model is computationally as powerful as the

whiteboard model for the black hole search problem. Furthermore, the complexity is

exactly the same. Authors prove that a team of two asynchronous agents, each endowed

with a single identical pebble (which can be placed only on nodes, and with no more

than one pebble per node) can locate the black hole in an arbitrary network of known

topology. This can be done with (n log n) moves, where n is the number of nodes.

In [80], Klasing et al. consider the problem of designing a black hole scheme under

the scenario of synchronous networks. Authors investigate the case when there may be

at most one black hole in the network. The search is performed by exactly two agents,

which start from the same node homebase and can communicate only when they are in

the same node. At least one agent must report the information back to the homebase

on the exact location of the black hole or whether one exists. In [24], Czyzowicz et

al. studied the black hole problem in a (partially) synchronous network, assuming an

upper bound on the time of any edge traversal by an agent. The minimum number of

agents capable to identify a black hole is two for a given graph and a given starting node.
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Czyzowicz et al. [24] looked to the fastest possible black hole search by two agents,

under the general scenario in which some subsets of nodes are safe and the black hole

can be located in one of the remaining nodes. Authors show that the problem of finding

the fastest possible black hole search scheme by two agents is NP-hard, and they give a

polynomial approximation to solve it.

In [25], Czyzowicz looked at the same problem in trees, and gave optimal black hole

search algorithms for two extreme classes of trees: the class of lines and the class of trees

in which any internal node (including the root which is the starting node) has at least

two children. In [81], Klasing et al. consider the same problem assuming that the map

of the network is given. Their objective is minimizing the number of agents that fall into

the black hole and the time taken by the surviving agents to locate the black hole. The

proposed algorithm explores the network via a spanning tree. In [22], Cooper et al. were

the first to consider the general case of multiple black holes using k agents starting from

the same node. The agents move through the network in synchronous steps and can

communicate only when they meet in a node. In [82], Kosowski et al. look at a multiple

black hole search: assuming a directed graph. The robots are associated with unique

identifiers, they know the number of nodes in the graph (or at least an upper bound),

and they know the number of edges leading to the black holes. Each node is associated

with a whiteboard, separately considering the synchronous and the asynchronous cases.

2.2.2 External Decontamination

In this part we review results related to the decontamination problem. We first briefly

introduce an earlier related problem, the graph search problem. We then focus on the

problem considered in this thesis: deploying a team of agents to decontaminate a network

possibly contaminated by a virus.

Graph Search. The decontamination problem considered in this thesis is a variation

of a problem extensively studied in the literature known as graph search. The graph

search problem was first introduced by Breish in [16], where an approach for the problem

of finding an explorer that is lost in a complicated system of dark caves is given. In

[99, 100], Parsons proposed and studied the pursuit-evasion problem on graphs. Members

of a team of searchers traverse the edges of a graph in pursuit of a fugitive, who moves

along the edges of the graph with complete knowledge of the locations of the pursuers.

Notice that in the classical graph search problem the agents can arbitrarily jump from
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a node to any other node in the graph. The problem of graph search is formulated as

follows. Given a contaminated connected network, via a sequence of operations by using

searchers, the purpose is to achieve a state in which all nodes and edges are simultaneously

decontaminated.

There are two versions of the graph search problem namely, node search and edge

search depending on whether the nodes or the edges are contaminated in the graph. In

the node searching problem, possible operations are placing a searcher on a node and

removing a searcher from a node. In addition to the operations possible in node searching

problem, one more operation is possible in edge searching problem, moving a searcher

along an edge. A contaminated edge is cleared by moving a searcher along this edge.

The efficiency of a graph search solution is based on the size of the searching team. This

number is called the node search number (ns(G)) or the edge search number (es(G))

respectively in the node or edge search problem. In [96], Megiddo et al. proved that for

arbitrary graphs, determining if the search number is less than or equal to an integer

K is an NP-complete problem. In [91], LaPaugh proved that monotone searching was

possible for every graph, that is, it is possible to design a solution for every graph where

once a node is cleaned it does not have to be cleaned again.

Decontamination. The main difference in the setting described in this thesis is that

the agents, which are pieces of software, cannot be removed from the network; they can

only move from a node to a neighbouring node. This additional constraint introduced

and first studied by Barrière et al. in [5] resulting in a contiguous, monotone, node

search or intruder capture problem The contiguous monotone decontamination strategy

is defined as follows: (1) the agents cannot be removed from the network; (2) at any

time of the search strategy, the set of clean nodes forms a connected subnetwork; and

(3) a clean node cannot be recontaminated. The continuous assumption is motivated by

the fact that the software agents that are only able to move on the edges of the network

changed the nature of the problem of graph search, and therefor the classical results

on node and edge search do not generally apply. In [7], Barrière et al. prove that the

search number in a continuous model is equal to or greater than the search number of the

original non-continuous model, and this problem is NP-hard. In the rest of this section

we use the term decontamination to refer to contiguous monotone node search as defined

in [5].

The model for decontamination studied in the literature is defined as follows. A team

of agents is initially located at the same node, the homebase, and all the other nodes are
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contaminated. A decontamination strategy consists of a sequence of movements of the

agents along the edges of the network. The agents can communicate when they reside

on the same node. At any point in time each node of the network can be in one of three

possible states: clean, contaminated, or guarded. A node is guarded when it contains

at least one agent. A node is clean when an agent passes by it and all its neighbouring

nodes are clean or guarded, contaminated otherwise. Initially all nodes are contaminated

except for the homebase (which is guarded). The solution to the problem is given by

devising a strategy for the agents to move in the network in such a way that at the end

all the nodes are clean.

Starting from the classical model introduced in [5] (called the Local Model), additional

assumptions have sometimes been added to study the impact that more powerful agents

or systems capabilities have on the solutions to the decontamination problem. One

assumption is that an agent located at a node can see only local information, like the

state of the node, the labels of the incident links, and the other agents present at the

node. Another assumption is visibility which is the capability of the agent to see the

state of its neighbours, i.e., an agent can see whether a neighbouring node is guarded,

clean, or contaminated. In some mobile agent systems, the visibility power could be

easily achieved by probing the state of neighbouring nodes before making a decision. A

third assumptions is cloning which is the capability of an agent to clone copies of itself.

Lastly, synchronicity, which implies that local computations are instantaneous, and it

takes one unit of time (one step) for an agent to move from a node to a neighbouring

one. There is a large body of work on decontamination in the mobile agent model

[92, 5, 73, 47, 57, 46, 48, 47, 14, 94, 55, 56, 58]. However, all but two, [14, 58], focus on

specific topologies such as trees, hypercubes, meshes, and tori.

The Tree. The tree was the first topology to be investigated in the Basic Model. In

[5], Barrière et al. showed that for a given tree T , the minimum number of agents needed

to decontaminate T depends on the location of the homebase. The proposed solution is

based on two observations. Consider node A, if A is not the homebase, the agents will

arrive at A for the first time from some link e. Let T1(A), . . . , Ti(A), . . . , Td(A)−1 be the

subtrees of A from the other incident links, where d(A) denotes the degree of A, let mi

be the number of agents needed to decontaminate Ti(A) once the agents are at A, and let

mi ≥ mi+1, 1 ≤ i ≤ d(A)−2. The first observation is that to decontaminate A and all its

other subtrees without recontamination, the minimum number m(A) of agents needed is

m(A) = m1 if m1 > m2 and m(A) = m1 + 1 if m1 = m2. Consider now homebase B, let
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mj(B) be the minimum number of agents needed to decontaminate the subtree Tj(B),

and let mj ≥ mj+1, 1 ≤ j ≤ d(B). The second observation is that to decontaminate the

entire tree starting from B the minimum number m(B) of agents needed is m(B) = m1

if m1 > m2 and m(B) = m1 + 1 if m1 = m2.

Based on these two observations, Barrière et al. [5] first show how the determination

of the optimal number of agents can be done through a saturation. Simple informations

about the structure of the tree are collected from the leaves and propagated along the tree,

until the optimal number of agents is known for each possible starting point. The most

interesting aspect of this strategy is that it immediately yields a protocol for trees that

uses the exact minimum number of agents. The technique to determine the minimum

number of agents and the corresponding decontamination strategy is done in O(n) time

and exchanges O(n) messages. The algorithm is also naturally distributed, the minimum

number of agents and the decontamination strategy can be computed in a decentralized

manner. The trees that require the largest number of agents are complete binary trees,

where the number of agents is O(log n). In contrast, in the line two agents are sufficient.

The Hypercube. Decontamination in a hypercube has been studied in [47], in which

Flocchini et al. prove a lower bound on the number of agents necessary and sufficient

to decontaminate a hypercube of size n, Θ n√
logn

. The employ of this optimal number

in the Local Model has an interesting consequence, Θ n√
logn

is the search number in the

classical graph search problem. Four different strategies were proposed. In the first

strategy (Local model), one of the agents acts as a coordinator for the entire cleaning

process. The cleaning strategy is carried out on the broadcast tree of the hypercube.

The main idea is to place enough agents on the homebase and to have them move, level

by level, on the edges of the broadcast tree, led by the coordinator in such a way that

no recontamination may occur. This strategy employs an optimal number of agents

(Θ n√
logn

), with O(n log n) moves, and runs in O(n log n) time steps. The second strategy

is devised for a model where the agents are allowed to “see” the state of their neighbours.

In this case, the computation is local, so there is no need for a coordinator and agents

can move autonomously. In fact, the agents are still moving on the broadcast tree, but

they do not have to follow the order imposed by the coordinator. In this setting the

solution requires n
2

agents, but the time complexity is optimal (log n time steps), and

requires the same number of moves (O(n log n)). Finally, the last two strategies are

devised for models that assume agents have cloning capabilities and either can “see” the

state of their neighbours or move in a synchronous setting. In both cases the bound on
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the number of moves becomes optimal decreasing to n− 1.

The Mesh. In [55], Flocchini et al. consider the problem of decontaminating a m ×
n−Mesh (m ≤ n). They show some lower bounds on the number of agents, number of

moves, and time required to decontaminate an m×n−Mesh (m ≤ n). At least m agents,

mn moves, and m+n− 2 time units are required to solve the decontamination problem.

The authors consider two models, one in which an agent has only local knowledge about

the node where it resides, and the other in which an agent has visibility to see their

neighbouring nodes.

In the first model, the only knowledge that an agent has is the information written

on the local whiteboard at its current location. The algorithm is described as follows.

In the initialization phase, all agents have entered the network in the homebase which

is the initial position (P (0, 0), upper left most node in the mesh), before the cleaning.

Each searching agent is informed by a Synchronizer S to move to its starting point along

the first column, but S stays at node P (0, 0). By the end of this step there will be one

searcher in each node of the first column of the Mesh, while S and one of the searching

agents are at the node P (0, 0). In the cleaning phase; the Synchronizer S moves SOUTH

and forces the searching agents to move EAST one at a time. When the whole column of

agents has moved to the next column, the Synchronizer will also move EAST to the next

column. Then, it will move NORTH and continue to force the searching agents to move

EAST one at a time. Again, when the whole column of agents have moved to the next

column, the Synchronizer will also move EAST to the next column. These operations are

repeated until the Mesh is cleaned. This algorithm requires m+ 1 agents, m2+4mn−5m−2
2

moves, and (mn− 2) time units.

In the second model, agents have the power of visibility. Each agent can see the

other agents located at its adjacent neighbouring nodes and may coordinate its searching

operations according to its neighbouring agents‘ moves. In other words, each agent moves

independently without the need of a Synchronizer, and agents communicate with each

other by using the whiteboard associated with each node in the Mesh. In the initialization

phase, all the m agents are located at the node P (0; 0). In the cleaning phase, all

agents wake up to be the searchers s. Each searcher s will independently perform the

following operations: s reads the whiteboard on the current node. If the whiteboard

has a “CLEAN” message, s moves SOUTH to the next row. s will contiguously move

SOUTH until it reaches a node on which the Whiteboard is empty. If the whiteboard is

empty, s writes a “CLEAN” message on it. s guards the current node until it can see that
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its neighbouring nodes NORTH-NORTH, NORTH-WEST, and NORTH-SOUTH except

NORTH-EAST are all clean (or guarded), then s moves EAST to the next column. s

will repeat this operation until it reaches the last column in the Mesh. The Mesh is

cleaned when all the m searching agents reach the last column. This algorithm requires

m Agents,m
2+2mn−3m

2
moves, and (m + n − 2) time unit, time and number of agents

complexity are optimal.

Tori and Chordal Rings. In [48], Flocchini et al. studied the decontamination prob-

lem in tori and chordal rings. It has been shown that any solution of the decontamination

problem in a torus T (h, k) with h, k ≥ 4 requires at least 2 ×min(h, k) agents, and in

the Local Model it requires at least 2×min(h, k) + 1 agents. To match the lower bound

a very simple strategy is employed. The idea is to deploy the agents to cover two consec-

utive columns and then keep one column of agents to guard from recontamination and

have the other column move along the torus. In this setting the solution requires 2h+ 1

agents, hk − 2h time units and 2hk − 4h − 1 moves, where h, k are the dimensions of

the torus, hk. As for the other topologies, visibility decreases time and slightly increases

the number of agents. In the case of torus, it is interesting that in the V isibility Model

all three complexity measures are optimal. This strategy employs 2h agents, dk−2
2
e time

units and hk− 2h moves. These strategies were generalized to the case of d-dimensional

tori.

The Local and V isibility Models have been also studied in the chordal ring topology.

A chordal ring with n nodes is defined as C(〈d1 = 1, d2, ..., dk〉) and a link structure is

defined as (〈d1 = 1, d2, ..., dk〉) where di < di+1 and dk ≤ bn2 c. In [48], it is first shown that

the smallest number of agents needed for the decontamination does not depend on the

size of the chordal ring, but solely on the length of the longest chord. In fact, any solution

of the contiguous decontamination problem in a chordal ring C(〈d1 = 1, d2, ..., dk〉) with

4 ≤ dk ≤
√
n requires at least 2dk agents in the Local Model and 2dk + 1 agents in

the V isibility Model. In both models, the cleaning is preceded by a deployment stage

after which the agents have to occupy 2dk consecutive nodes. After the deployment, the

decontamination stage can start. In the Local Model, nodes x0 to xdk?1 are constantly

guarded by one agent each, forming a window of dk agents. This window of agents will

shield the clean nodes from recontamination from one direction of the ring while the

agents of the other window are moved by the coordinator (one at a time starting from

the one occupying node xdk ) along their longest chord to clean the next window in the

ring. Also in the case of the chordal ring, the visibility assumption allows the agents to
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make their own decision solely on the basis of their local knowledge. An agent move to

clean a neighbour only when this is the only contaminated neighbour.

Temporal Immunity. In [56], Flocchini et al. introduce decontamination with tem-

poral immunity in a tree, which is the model of decontamination used in this thesis. The

main difference between the classical decontamination model, and the new model is that,

a cleaner is able to decontaminate any infected node it visits. Once the cleaner departs,

the decontaminated node is immune for a certain t ≥ 0 (i.e. t = 0 corresponds to the

model without temporal immunity studied in the previous work) time units to viral at-

tacks from infected neighbours. After the immunity time t is elapsed, recontamination

can occur. The minimum team size necessary to disinfect any given tree with immunity

time t is derived. Further, Flocchini et al. [56] show how to compute the minimum

team size for all nodes of the tree and implicitly the solution strategy starting from each

starting node. These computations use a total of Θ(n) time (serially) or Θ(n) messages

(distributively). Authors then provide a complete structural characterization of the class

of trees that can be decontaminated with k agents and immunity time t; Flocchini et al.

[56] do so by identifying the forbidden subgraphs and analyzing their properties. Finally,

authors consider generic decontamination algorithms, protocols that work unchanged in

a large class of trees with little knowledge of their topological structure. Flocchini et al.

[56] prove that, for each immunity time t ≥ 0, all trees of a maximum height h can be

decontaminated by a team of k = b 2h
t+2
c agents whose only knowledge of the tree is the

bound h.

2.3 Cellular Automata and other discrete dynamical

system

The concept of discrete dynamical systems known as cellular automata was first proposed

by Von Neumann and Ulam in the early 1950‘s as models of self-organizing / reproducing

behaviours. Since then, cellular automata have been used to model various dynamical

processes in biology, chemistry, and physics. The simple structure of cellular automata

has attracted researchers from various disciplines. It has been subjected to rigorous

mathematical and physical analysis for the last fifty years and its application has been

proposed in different branches of science both physical and social.
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2.3.1 Cellular Automata

The popularity of cellular automata can be traced to their simplicity, and to the enormous

potential they hold in modelling complex systems. Cellular automata consist of a series of

identical components, also called cells, whose states are synchronously updated following

a rule applied to a predefined neighbourhood of each cell. As originally defined, cellular

automata were discrete in space, time and state. It was quickly seen that even with

simple rules and binary states, cellular automata could exhibit what appeared to be quite

complex behaviours and were capable of universal computation (i.e., can have the power

of a Turing machine). The most famous example is the Game of Life which was proposed

by John Conway in 1970. In the Game of Life binary state cellular automata where the

cells are connected in a 2-dimensional grid and each cell’s neighbourhood ηti consist of its

4 direct neighbours and the 4 diagonal neighbours in the grid (Moore neighbourhood).

Let sti be the state of cell i at time t. The transition rule φ that transforms a state si

at time t into the next state at time t + 1 on the basis of its neighbourhoodηti is very

simple. If sti = 1, then φ(ηti) = 1 if and only if exactly two or three other neighbours

are in state 1, otherwise φ(ηti) = 0. If sti = 0, then φ(ηti) = 1 if and only if exactly

three other neighbours are in state 1; otherwise φ(ηti) = 0. Even from these simple rules,

amazing patterns appeared that seemed to mimic structures found in nature; gliders that

floated across the screen, still life patterns that remained eternally fixed, and oscillators

that ran through a sequence of patterns before returning to their original form. It is not

surprising then that cellular automata have been used in a wide array of disciplines to

mimic and predict complex behaviours that eluded simple descriptions using other areas

of mathematics such as differential equations.

Elementary cellular automata are the simplest possible cellular automata. They are

obtained by considering only a one dimensional grid (i.e., a line of cells), two possible

states and nearest neighbours (i.e., left and right one in addition to the cell itself). Based

on these simple parameters, there are 256 distinct possible local rules that exhibit a wide

range of behaviours and properties. The richness and diversity of these simple rules has

engendered an extensive amount of research since their introduction. They have been

studied from many different perspectives, for example, for their dynamical behaviour

[1, 2, 31, 87, 107], algebraic properties [75, 74, 76], topological properties [17, 18, 19],

and from a computational complexity point of view [28, 33, 34]. One of the authors who

has most deeply studied the behaviour and properties of cellular automata is Wolfram

[109].
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2.3.2 Ants and Turmites

In the mid-1980s, in [90] Langton defined several discrete systems modelling several

aspects of living beings and, in particular, he defined ants. An ant is defined as an

automaton moving on a square planar grid whose vertices are coloured either in black

or white. When the ant enters a vertex, it decides the direction in which it will move

according to the colour of the vertex. It turns to its left if the vertex is black and to

its right otherwise, and after that, it flips the colour of the vertex. When the ant starts

moving on a grid whose vertices are all the same colour, it engages in an apparently

chaotic behaviour for about 10000 steps, and then it falls into a periodical movement

with a drift. This unexpected behaviour is what Langton was interested in. The same

model was also extensively studied in physics. From the physicists point of view, the

ant is described by its position and its velocity. Several extensions to ants are given in

the literature; extension to multiple colours, extension to multiple ants, and extension

to multiple states.

A further extension of Langton’s ants is to consider multiple states of the Turing

machine as if the ant itself has a colour that can change. These late ants are called

turmites, a contraction of “Turing machine termites”. Common behaviours include the

production of highways, chaotic growth, and spiral growth. Turmites follow simple local

rules [9], but their global behaviour is generally complex, even when only one agent is

used. The complexity of the system has been well studied with a single turmite, either

with the original rule [67, 15, 66] or with generalizations [65, 64]. However, systems

with multiple turmites have been explored much less [21, 13, 9]. One reason why the

multi-turmite system has been scarcely studied is that introducing multiple turmites

also produces ambiguities with regard to how to update agents and how to solve their

potential conflicts. In some cases, ambiguities may even render experiments difficult to

reproduce.

2.3.3 Multi Agents Systems and Cellular Automata

The problem of translating the discrete multi agent systems into cellular automata has

been introduced in the last few years [20, 108]. Contrarily to the sequential scheduling

generally used in mobile agent systems simulations, cellular automata are a model for

massively parallel computing where the updating of the components is synchronous.

However, cellular automata expressiveness is limited and not always adapted to build

models where independent entities move and act on neighbour cells. After illustrating
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these issues on a simple example in [108], Spicher et al. propose a generic method to

translate a discrete mobile agents system into a cellular automata, called a transactional

cellular automata. The advantage of using the cellular automata form is simplicity; it

involves static homogeneous computing units that are regularly arranged in space. The

drawback of expressing a model with cellular automata appears when one needs to build

models with pseudo-independent entities that may move and act on neighbour cells.

Indeed, in cellular automata, a cell cannot directly change the state of its neighbour

cells, whereas such an ability is usually required to express a mobile agent system model.

In [20], Chevrier et al. propose a mathematical description of multi agent systems

as discrete dynamical systems. The key idea is that agents should never act directly on

other components of the system (agents or environment), but release influences which

are then combined to update the state of the system. Authors propose a method which

decomposes the definitions of a multi agent system into six parts: (1) the basic sets, (2)

the perception of the agents, (3) the influences, (4) the updating of the agents internal

state, (5) the updating of the environment, and (6) the updating of the position and

observable states of the agents. Chevrier et al. [20] illustrate the proposed method on

the multi turmite model, also known as the multiple Langton‘s ants model. A turmite or

ant can be viewed as agents that evolve on a grid. Their actions are limited to moving

forward, turning left or right and, inverting the state of the cell on which they are located

(an operation that we call flipping the cell).

2.3.4 Dynamos and Internal Decontamination

With internal decontamination we refer to a dynamical process in cellular system, where

a binary states are associated to the cells (e.g., contaminated (faulty) and decontam-

inated (non-faulty)) and local rules describe the spread of decontamination and / or

contamination. In this setting a problem that has been investigated is the determination

of patterns of contaminated cells (initial state configurations) such that their evaluation

under majority rules do create monochromatic fixed points,. Often the goal has been to

determine the one of minimum size. Such patterns are called dynamos.

Let G = (V,E) be a simple undirected connected graph of size n where nodes

v1, v2, ...vn are coloured black or white (i.e., have boolean states). Let x(vi) ∈ 0, 1 be

the state of node vi, where 0 corresponds to white and 1 corresponds to black. A node

subject to majority voting updates its colour, assuming the colour held by the majority

of its neighbours. The update is performed simultaneously at discrete time steps by all
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nodes subject to majority voting, that is, the dynamics are synchronous. An irreversible

dynamo is one where the initial black vertices do not change their colour regardless of

their neighbourhood, while in reversible dynamos nodes may switch colour several times

according to a changing neighbourhood. A subclass of the later monotone reversible dy-

namos are the ones for which black nodes never become white because the neighbourhood

never forces them to change colour.

When internal decontamination mechanisms are in place, a local faulty behaviour can

be mended by the existing local-majority mechanism, that is, in systems with internal

decontamination, all nodes are subject to the majority rule. In this case, dynamos are

also called reversible. This is the classical model studied in most of the literature. The

majority rule has been studied extensively in the context of discrete dynamical systems.

Let X t = (xt(v1), ...xt(vn)) be the global configuration at time t of the n vertices v1, ...vn

of a graph, where the majority rule is applied synchronously at discrete time steps to

all vertices. It has been shown in [72] by Goles and Olivos that for finite graphs, any

sequence X t reaches a fixed point or a cycle of length two. In [104, 105, 71] this interesting

behaviour has been actually shown to hold for a more general setting, for example, when

the majority function is replaced by a threshold function and when the edges have weight.

In [97], Moran generalized this property for majority rules over locally finite connected

graphs, for which a sufficient condition is given in terms of the rate of growth of the

graph. The property has been generalized further to include local periodicity [69], and

also in this more general case, a sufficient condition is provided.

In [102], Peleg introduced the study of reversible dynamos in distributed computing,

and the concern mainly has been the determination of the smallest size for a dynamo. His

work started with the study of 1-time dynamos, where the monochromatic fixed point

has to be reached in a single step. A variety of results, mostly on the minimum size of

1-time dynamos both in general graphs and in specific topologies have been derived. A

more general case when the majority is performed on a r−neighbourhood has also been

considered. In the definition of majority voting it is very important to define what action

a node should take in case of tie. Possible actions are related in [101]. Two plausible

options would be to give priority to one specific colour, without lose of generality white,

or to give priority to the current colour of the vertex (i.e., require strict majority in

order to change the current colour). Another (perhaps less well-motivated) option is

to give priority to flipping the current colour in case of a tie. These three options are

denoted by, prefer-white (PW), prefer-black (PB), prefer-current (PC), and prefer-flip

(PF) respectivelly. Another distinction regards whether the node making the decision
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is included in the computation of the majority, self-including (SI), self-not-including

(SN). Depending on the combination of the various parameters, different models, often

with quite different dynamics, can be defined (sometimes indicated as (PW,SI), (PB,SI),

etc). The model (PB,SN) is usually called a simple majority, while (PC,SN) is called a

strong majority. It is very clear that requiring monotonicity in the process also strongly

influences the dynamics. For example, Peleg proved in [102] a lower bound of Ω(
√
n) on

the size of monotone dynamos in most variant of the models, while in [12] Berger proved

that without imposing monotonicity, for every n ≥ 1 there exists a graph G of n or more

vertices with a dynamo of size O(1) in all models. Some specific topologies have also

been studied in the reversible model, but always with the monotonicity condition, that is

when decontamination is ineffective. In this context, tori [54] and some interconnection

networks have been studied, where trade-offs between time and size have been determined

[52].

In [93] Luccio et al. studied the network decontamination problem under a new

model of immunity to recontamination. A clean node, after the cleaning agent has gone,

becomes recontaminated only if a weak majority of its neighbours are infected. This

recontamination rule is called local immunization. Luccio et al. [93] study the effects of

this level of immunity on the nature of the problem in tori and trees. More precisely,

they establishe lower-bounds on the number of agents necessary for decontamination,

and on the number of moves performed by an optimal-size team of cleaners, and propose

cleaning strategies. The bounds are tight for trees and for synchronous tori; they are

within a constant factor of each other in the case of asynchronous tori. It is shown that

with local immunization only O(1) agents are needed to decontaminate meshes and tori,

regardless of their size. This must be contrasted with the 2minn,m agents required to

decontaminate a n×m torus without local immunization [48]. Interestingly, among tree

networks, binary trees are the ones requiring the highest number of agents (O(log n)) in

the worst case without local immunization [5]. Instead, with local immunization, they

can be decontaminated by a single agent.
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Chapter 3

Model

In this chapter we introduce the three models used in this thesis. We first describe

the Mobile Agents Systems (MA), a model of mobile agents commonly employed in the

distributed computing community, where powerful autonomous computational entities

move and interact on a network. We then consider the Cellular Automata (CA) model.

In this model there are no active entities moving between cells. Instead there is a cellu-

lar space where cells change their state synchronously according to local rules. Finally,

we describe the Mobile Cellular Automata (MCA), a combination of CA and MA mod-

els. This model is typically studied in the artificial intelligence and discrete systems

communities where simple entities possessing visibility of their neighbourhood move syn-

chronously on a cellular space following local rules. In the discussion of each model, we

will consider the problem of decontaminating the environment.

3.1 The Decontamination Problem

In this thesis we develop strategies for the decontamination of grids, tori, and chordal

rings. In all three models the environment is considered initially contaminated (possibly

by a virus) and the goal is to simultaneously decontaminate all nodes, minimizing the

resources of the system. The various assumptions of each particular model leads to

different decontamination rules, however, contamination is common to all three models.

The system has a given immunity time t > 0 and as soon as a node is decontaminated,

it will stay decontaminated regardless of the state of its neighbours for t time units.

After that time has elapsed, the node will be recontaminated if at least one neighbour

is contaminated. In other words, nodes are immune for a limited amount of time and
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contamination spreads from node to neighbouring non-immune nodes.

A decontamination strategy is said to be monotone if once a node becomes decon-

taminated, it does not become contaminated ever again. In most instances of the de-

contamination problem there exist monotone optimal strategies. In this thesis we focus

only on monotone strategies.

Another common feature to our three models is that both contamination and de-

contamination spread from node to neighbouring node. In particular, when agents are

involved, they may start from separate locations (homebases) but they move from node

to neighbouring node without “jumping”.

As mentioned in Chapter 2, the decontamination problem has been studied in several

contexts but very little is known when nodes have temporal immunity. When describing

the details of each of our three models we will also explain the relationship with the

related work. In the following we describe the details of each individual model.

3.2 The Mobile Agents Model

The Agents. Mobile agents are active computational entities that move on a network.

As seen in Chapter 2, in the literature, they have been studied under a variety of

assumptions regarding their environment and capabilities.

Agents can communicate with each other in different ways. In the face-to-face model,

agents can communicate only when they reside on the same node, whereas in the token

model agents exchange information by using tokens to be placed and picked up at nodes.

In the whiteboard model, each node contains a whiteboard (a storage area) which can

be accessed in fair mutual exclusion by the agents for writing and reading information.

In this thesis we consider the whiteboard model. A distinction that is commonly made

among different models is whether or not agents have distinct identifiers. In our setting

the agents have distinct identifiers.

The agents have computing capabilities and private storage, although the computa-

tional power depends on the amount of storage they may have. As seen in the previous

chapter, the focus of the existing work ranges from agents with no memory at all (see

[50, 49, 78]), to agents with constant memory (see [23, 56, 60]), to agents with no restric-

tion on the memory size (see [32, 59, 98]).

As in most recent algorithmic work employing mobile agents (see [5, 47, 48]), in the

MA model the agents can only move from node to neighbouring node as opposed to

being able to jump from a node to any other node in the network (see [77, 100, 99]).
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When at a node, agents perform local computations according to a predefined set of

behavioural rules. These rules are the same for all agents and depend on the content of

the whiteboard and the local memory. In this thesis we do not restrict the amount of

local memory available to the agents.

An agent usually has a homebase, that is, a node from which it originated. Whether

agents all start from the same homebase (co-located agents) or from different homebases

usually makes a difference in the design and efficiency of protocols. In this mobile agent

model, agents start from a single locations.

Another factor that differentiates the various models studied in the literature is syn-

chronicity of movement. In this thesis we assume that the agents move synchronously

and simultaneously (as in [56, 92, 93]), meaning each agent is active at discrete time

steps and it takes one unit of time for an agent to traverse a link. Several studies focus

instead on asynchronous settings, where agents move autonomously and independently

(see [47, 48, 79]).

Summarizing, in the mobile agent model considered in this thesis, the agents have

distinct id, they start from a single homebase, they communicate through whiteboards,

and they are synchronized.

The Network. In this thesis the agents operate in two topologies: the mesh and the

torus.

A m× n−mesh (m > 0;n > 0) has m rows and n columns. We denote by r0 . . . rm−1

the rows and by c0, , . . . , cn−1 the columns. A node u at row rx(0 ≤ x < m) and column

cy(0 ≤ y < n) will be indicated by P (x, y). All nodes are identical except the one initially

containing an agent, which are the homebase.

A m × n−torus network is similar to m × n−mesh, except in the connection be-

tween the first and the last nodes in each dimension. These connections make all nodes

connected with four neighbours SOUTH (⇓), EAST (⇒), NORTH (⇑) and WEST (⇐).

Each node contains a whiteboard, with a finite amount of memory (at most logN bits

are sufficient, where N = n×m is the number of nodes in the network). The whiteboard

is used for agent communication, and the access to the whiteboard is assumed to occur

in a mutually exclusive manner. Each node has distinct ports leading to its neighbours.

We assume the ports are consistently labelled SOUTH (⇓), EAST (⇒), NORTH (⇑) and

WEST (⇐), and are visible to the agents.
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The Problem and the Complexity Measures. We assume that the network is

initially fully contaminated. The decontamination problem is that of cleaning (disinfect-

ing) the entire network using a team of mobile antiviral systems agents injected into the

system called cleaners. A cleaner can decontaminate any infected node it visits leaving

the node immune to recontamination for a certain amount of time, called the immunity

time of the system. However, once the cleaner departs, the decontaminated node can be

re-contaminated by any contaminated neighbour once the immunity time elapses.

In this context, the efficiency of an algorithm is evaluated in terms of number of

agents that are employed to perform the decontamination task.

The work with a focus closest to the one of the thesis are [55, 47, 48, 56]. The only

comparable work (i.e., that considers exactly the same problem, in the same model) is

[56], where the concept of temporal immunity has been introduced. The paper focus on

trees only and shows optimal strategies for decontaminating trees. The techniques are

however very specific to the tree topology and cannot be generalized to other network

structures. The contributions of this thesis represent the first results of decontamination

with temporal immunity by mobile agents in meshes and chordal rings.

3.3 The Cellular Automata Model

We also consider the problem in a weaker setting; we describe the global disinfection

process by a set of cellular automata local rules. We consider the mesh, which is naturally

described by a finite two-dimensional cellular automata, and torus, which is a circular

cellular automata.

A two-dimensional cellular automata (CA) can be described by a quadruple C =

〈Z2,S, N, f〉 where Z2 represents the set of cells (also called sites or nodes), S is the set

of states of the cells, N is the neighbourhood of a cell, and f : S |N | → S is the local

transition rule (or simply local rule) of the automata.

A finite two-dimensional Boolean cellular automaton has a finite number of non-zero

states in an infinite quiescent background, meaning, Ct(z) = 0 for all but finite z ∈ Zd. In

this case, let n×n be the size of the finite lattice initially containing non-zero states. Let

us indicate as (i, j) a cell in column i, row j with respect to the finite lattice indicating

the left-bottom corner with (0, 0). Border cells are cells (i, n− 1), (0, j), (i, 0), (n− 1, j)

with 0 < i, j < n− 1, the four corner cells are (0, 0), (0, n− 1), (n− 1, 0), (n− 1, n− 1),

and all other cells are internal. A Circular cellular automata can be thought of as a finite

circular two-dimensional grid (or a torus). We will consider two types of neighbourhoods:
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Von Neumann and Moore. Given a cell (i, j), the von Neumann neighbourhood consists

of the cell itself, plus the four cells (i, j − 1), (i, j + 1), (i − 1, j), (i + 1, j) at distance

one in the Manhattan norm. The Moore neighbourhood, besides considering the cells of

the Von Neumann neighbourhood, also includes the four neighbouring “diagonal cells”

(i− 1, j − 1), (i− 1, j + 1), (i+ 1, j − 1), (i+ 1, j + 1).

Figure 3.1: Cellular Automata with

Von Neumann Neighborhood

Figure 3.2: Cellular Automata with

Moore Neighborhood

The Problem and the Complexity Measures. Like in the case of mobile agents,

we assume that the lattice space is initially contaminated by a virus. In this case, how-

ever, we assume that the cells have local access to an antiviral software that can be

activated to perform local decontamination leaving the cell decontaminated. When a

cell is decontaminated, there is no guarantee it will not be contaminated again. When

the immunity time expires the cell remains unprotected and becomes contaminated if any

neighbour is contaminated. The cells cannot detect the presence of a virus in themselves

and in their neighbourhood, and they cannot control the spread of contamination. They

can however detect whether the antiviral process is active or has been activated in their

neighbourhood. Moreover, the cells want to sparingly activate the anti-virus because

when active it interrupts any other local computation (e.g., the trivial solution of simul-

taneously running the anti-virus in all cells would be unfeasible as it would completely

disrupt the computation).

In the context of decontamination, the state space of the cellular automata consists

of three states: {1, 0, •} contaminated; decontaminated (also referred to as clean); and

decontaminating respectively. Given an initial configuration C0, that is a mapping C0 :

Z2 → {0, 1, •}, cell states are synchronously updated at each time step by the local

transition rule applied to their neighbourhoods. A configuration is the resulting map

Ct : Z2 → {0, 1, •} at any time t. When considering finite CA we will assume that

“outside” the mesh everything is clean (e.g., the left neighbour of a node in the first

column is considered clean).
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The goal is to devise a strategy, for a given immunity time, that simultaneously

decontaminates all cells, minimizing the number of cells simultaneously running the anti-

virus at any time (i.e., the ones that are simultaneously decontaminating). Conversely,

we are interested in minimizing the immunity time for a given maximum number of

simultaneously decontaminating cells. The efficiency of an algorithm is then evaluated

in terms of the number of simultaneously decontaminating cells for a given immunity

time, or immunity time for a given maximum number of decontaminating cells.

Let xti,j denote the state of cell (i, j) at time t, and N t(i, j) the states of the neighbour-

ing cells of (i, j) and that of its own state at time t (e.g., N t(i, j) = xti,j, x
t
i−1,j, x

t
i,j+1, x

t
i+1,j,

xti.j−1, in the case of Von Neumann neighbourhood).

Let s be the immunity time of a cell i in a decontaminated state at time t. When

needed, we shall indicate such a time in parenthesis as follows: xti,j = 0(s).

The behavior of the system from time t to time t + 1 can be then described by the

following:

1. xt+1
i,j = f(N t(i, j))

2. If xt+1
i,j = xti,j = 0. Let xti,j = 0(s).

If s > 0 then: xt+1
i,j = 0(s− 1).

If s = 0 and ((xti−1,j = 1)∨ (xti+1,j = 1)∨ (xti,j−1 = 1)∨ (xti,j+1 = 1)) then: xt+1
i,j = 1.

The first point indicates the change of state of a cell following the local rule of the

cellular automaton. The second point indicates the degradation of the decontamination

state; the node becomes less and less immune to contamination and eventually becomes

contaminated if any one of the neighbouring cells are contaminated.

In this thesis we will also denote a transition rule by indicating the neighbouring

states in clockwise order starting from the left neighbour. For example, in the case

of Von Neumann neighbourhoods we will use the following notation to indicate a rule

applied to cell (i.j): (xti,j, x
t
i−1,j, x

t
i,j+1, x

t
i+1,j, x

t
i.j−1)→ xt+1

i,j . We will denote an arbitrary

state by an asterisk (∗).
This thesis is the first where this particular problem is studied in the weak scenario

of cellular automata. In [71, 105, 104] a similar model was employed to study the spread

of contamination by cellular automata rules, but, in most cases, no decontamination was

performed. When it was performed (e.g., [12, 54, 102]) no temporal immunity was ever

assumed.
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3.4 The Mobile Cellular Automata Model

This setting can be seen as a combination of the previous two models. It is a particular

instance of models variously called turmites, ants, or mobile cellular automata [15, 67, 90,

20, 108, 9] where active elements move from node to node following local rules. Those

models differ in the action taken when two active elements collide, which is usually

probabilistic in the case of ants/turmites, while it is always deterministic in this setting.

In Mobile Cellular Automata (MCA), a team of active mobile entities (here called

agents) move on a two-dimensional cellular space. Like in the case of Cellular Automata,

a cell of the space is in a state belonging to a finite set and a cell changes its state

according to the states of its neighbours. Unlike Cellular Automata, however, in MCA

there is a special active state which corresponds to the presence of an agent; an active cell

can not only change, its own state, but also the states of its neighbours. As for the case

of CA, we will be considering finite cellular automata (with backgrounds of clean cells)

and circular cellular automata, with both Von Neumann and Moore neighbourhoods at

distance one.

As in Celluar Automata, state xti,j = 0 corresponds to a decontaminated cell, state

xti,j = 1 to a contaminated cell. In this case, however, xti,j = • has a different meaning

and corresponds to an active cell containing an agent (i.e., active state).

The Problem and the Complexity Measures. Contamination occurs exactly like

in the case of CA. Once decontaminated a cell is immune for T times units, and after time

immunity is elapsed if one of its neighbours is contaminated it will become contaminated.

On the other hand, decontamination is “performed” by the agents. In other words, a

cell can change state only by the action of an agent. For example, the movement of an

agent from cell (i, j) to cell (i + 1, j) at time t is described by the change of state of

both cells: let xti,j be in state decontaminating indicating the presence of an agent at

time t in cell (i, j), for the movement to take place, xt+1
i,j becomes decontaminated , while

xt+1
i+1,j becomes decontaminating. The system is updated synchronously at discrete time

steps. In this case, however, the local rule applies only to active cells and returns a new

state for the cell and a movement direction indicating to which neighbours the agent is

moving. A cell in any state receiving an agent becomes decontaminating.

A distinction has to be made regarding the possibility of an active cell to create copies

of itself (cloning). If the system has cloning capabilities, the output of the local function

can contain any number of directions and the active cell itself can stay active. If instead
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the system does not have cloning capabilities, the local rule returns a pair containing the

new state and a single direction of movement. We will denote the transition rule by f :

the rule takes as input a set of states and returns a pair containing its own state and

a set of directions. For example, the rule f applied to cell (i.j) is indicated as follows:

f(N t(i, j)) = (xt+1
i,j ,mov) where N t(i, j) indicates the states of the neighbouring cells of

(i, j) and that of its own state at time t, and mov is a set of directions from {⇑,⇓,⇐,⇒}.
Let f1() denote the first component xi,j of the output of the transition rule f , and f2()

the second component mov. In the remainder of this work the transition rule for an

active cell is indicated in a table where, for a given configuration, we show the next state

of the cell and the direction of the agent’s movement. A configuration always indicates

the state of the cell itself, and its neighbourhood from the left neighbour in clockwise

order (e.g., in the case of Von Neumann neighbourhood: xti,j, x
t
i−1,j, x

t
i,j+1, x

t
i+1,j, x

t
i.j−1).

The behaviour of the system from time t to time t+ 1 can be then described by the

following:

1. For all cells (i, j), regardless of their state xti,j.

xt+1
i,j becomes active if ((f2(N t(i− 1, j)) =⇒) ∨ (f2(N t(i, j + 1)) =⇓) ∨ (f2(N t(i+

1, j)) =⇐) ∨ (f2(N t(i, j + 1)) =⇑)).

2. If 1) does not apply and xti,j is active.

xt+1
i,j = f1(N t(i, j))

3. If 1) does not apply and xti,j = 0(s).

If s > 0 then: xt+1
i,j = 0(s− 1).

If s = 0 and ((xti−1,j = 1)∨ (xti+1,j = 1)∨ (xti,j−1 = 1)∨ (xti,j+1 = 1)) then: xt+1
i,j = 1.

An important observation has to be made regarding the behaviour of the system

when two or more agents move into the same cell. The rules described above transform

a cell that receives at least one agent to active, which means that if more than one agent

move into the same cell they are fused into a single agent. The number of agents in the

system might then decrease over time.

We will consider cloning agents that can create copies of themselves, in which case

a cell in state • could propagate in several direction. We will also consider non-cloning

agents that cannot duplicate. In the case of non-cloning agents, the agent moves (like a

physical agent) in a single direction.

Given a MCA of size n× n and an immunity time T , our goal is to choose the initial

location of the active cells and the local transition rule f to achieve global decontamina-
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tion in such a way that the number of active cells at a given time is as low as possible.

The efficiency of an algorithm is evaluated in terms of the number of agents that are

employed to perform the decontamination task.

Unlike the mobile agents setting, in this model the agents do not have communication

power nor memory. They do however have visibility capability (i.e., they can observe

the state of their neighbours). Note that in both MCA and MA the agents are the

active elements of the system and have the capability to change the state of a cell from

contaminated to clean. Agents are anonymous, and can start the decontamination from

different location homabases on the first column. The cells themselves, on the other hand,

are passive in the sense that they cannot change their state from contaminated to clean

without the presence of an agent. This is not the case in CA, where the cells themselves

are the active elements.

The example below shows the different way in which agents move in this model

compared to the movements they can perform in the MA model. Suppose we have a

fully contaminated MCA in a Moore neighbourhood with an agent on the upper left

corner. We want to define the local rules that allow the agent to move down in the

first column while decontaminating its nodes, then to turn right and stop. The down-

movement is obtained by rule (•, 0, 0, 0, 0, 1, 1, 1, 0)→ (0,⇓) which makes the current cell

become decontaminated if its right, bottom, and diagonal-right-bottom neighbours are

contaminated, and lets the agent move down. The movement to the right at the end of

the column is obtained by rule (•, 0, 0, 0, 1, 1, 0, 0, 0)→ (0,⇒). The behaviour shown in

Figure 3.3 is obtained by the set of simple rules in Table 3.1.

39



1 1 0

1 1 0

1 1

1 1 1

1 1 1

1 1 1

1

1

1

1

1

1

1

1

1

1

1

1

1

1

1 1 0

1 1 0

1 1

1 1 1

1 1 1

1 1 1

1

1

1

1

1

1

0

0

0

0

0

0

0

1

Figure 3.3: Example of transition with temporal decontamination in a finite mobile cellular

automata

Configuration Next State Agents Movement

{•, 0, 0, 0, 0, 1, 1, 1, 0} 0 ⇓
{•, 0, 0, 0, 1, 1, 0, 0, 0} 0 ⇒

Table 3.1: Example of rules of transition with temporal decontamination in a finite

mobile cellular automata

Agents used in this model are similar to the oblivious agents used in [50, 49, 79, 78],

which have never been employed in the context of decontamination. The closest model

used in this context is the one in [5, 47, 48] where, in contrast to MCA, the agents

also have unbounded memory of the past. This thesis contains the first results for the

decontamination problem in this setting.
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Chapter 4

Decontamination by Cellular

Automata

In this chapter, we look at decontamination by cellular automata. We describe the global

decontamination process by a set of cellular automata local rules. We consider the mesh

(or grid), which is naturally described by a finite two-dimensional, three state cellular

automata. we devise decontamination rules both in the common situation where after

being decontaminated a cell is prone to re-contamination by contact, and in a setting

where decontamination leaves the cells immune to recontamination for a certain amount

of time (temporal immunity). We also distinguish between Von Neumann and Moore

neighbourhoods, showing that not surprisingly, a bigger neighbourhood allows for a more

efficient decontamination in the temporal case. In the case of basic decontamination, if

we increase the neighbourhood to include diagonal neighbours, we cannot obtain a better

result.

In [26] results obtained in this chapter for: basic decontamination in the case of

Von Neumann neighbourhood, Temporal decontamination in the case of Von Neumann

neighbourhood with k = 1, 2, 4 simultaneously decontaminating cells, Temporal decon-

tamination in the case of Moore neighbourhood with a single and multiple simultaneously

decontaminating cells, are published.

4.1 Basic Decontamination

In this section we consider basic decontamination in finite and circular two-dimensional

cellular automata, where the decontaminating process does not provide any type of im-
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munity (e.g., immunity time t = 1) and a cell could be contaminated as soon as one

of its neighbours is contaminated. Any decontamination strategy has to forbid a de-

contaminated cell to ever have contact with a contaminated one, which can propagate

contamination to the decontaminated cell. In the case of basic decontamination, increas-

ing the neighbourhood to include diagonal neighbours, does not obtain better results.

In fact, the lower bound on the number of simultaneously decontaminating cells holds

both for finite and for circular cellular automata. As we will see later, when considering

temporal decontamination, the type of neighbourhood has an impact on the efficiency of

the solution.

4.1.1 Finite Cellular Automata with the Von Neumann Neigh-

bourhood

With basic decontamination, a single decontaminating cell per time unit would obviously

not be sufficient to perform decontamination in a finite two-dimensional cellular automata

because immediately after becoming decontaminated a cell would inevitably be exposed to

a contaminated cell as at most one of its neighbours could become decontaminating. The

question is what is the minimum number of decontaminating cells which could guarantee

decontamination without recontamination in a finite two-dimensional cellular automata.

We prove in the following that n decontaminating cells are necessary and sufficient.

Theorem 4.1. Optimal basic decontamination can be achieved in a finite two-dimensional

cellular automata with the Von Neumann neighbourhood using n simultaneous decontam-

inating cells.

Proof. To prove that n simultaneous decontaminating cells are necessary and sufficient,

we need to prove that a set of rules exists. Starting with n decontaminating cells initially

located at the first column, all cells will become decontaminated by the end of the process,

and no cell will be recontaminated. We also need to prove that there is no other solution

that achieves the decontamination with less than n decontaminating cells.

The set of rules is described in Table 4.1 (all missing combinations of states leave

the cell unchanged). The idea is to place the initial decontaminating cells in each cell

of the first column of the cellular automata and to have the cells act according to the

following very simple rules (see Table 4.1). Regardless of the state of the neighbouring

cells, a decontaminating cell becomes decontaminated. A decontaminated cell becomes

decontaminating at time t+ 1 if its left neighbour is in a decontaminating state at time
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t. The effect of the local rules is the sequential decontamination of columns, where a

decontaminated cell is obviously never in contact with a contaminated one. The cellular

automata is then fully decontaminated in n time units (see Figure 4.1).

To prove that n simultaneous decontaminating cells are necessary, consider a time

t during the decontamination process when there are h decontaminated cells. To avoid

recontamination at time t, these cells must be surrounded by decontaminating cells (or

by quiescent cells outside the border of the cellular automata); we will call such cells

protective cells. If the decontaminated cells form separate continuous blocks, the amount

of necessary protective cells is never smaller than if they belonged to a single block. It

has been shown in [106] that for a block of size h at least min{n, b1+
√

1+8h
2
c} protective

cells are necessary. Since b1+
√

1+8h
2
c < n implies h < n(n−1)

2
, we have that less than

n simultaneous decontaminating cells can protect less than half the cells of the cellular

automata, which then cannot be fully decontaminated.

Configuration Next State

{•, ∗, ∗, ∗, ∗} 0

{1, •, 0, 1, 1} •
{1, •, 0, 0, 1} •
{1, •, 1, 1, 1} •
{1, •, 1, 1, 0} •
{1, •, 1, 0, 1} •
{1, •, 1, 0, 0} •

Table 4.1: Rule Table for Basic Decontamination in Finite Cellular Automata with the

Von Neumann neighbourhood.

4.1.2 Circular Cellular Automata the with Von Neumann Neigh-

bourhood

A similar idea achieves optimal decontamination in a circular cellular automata. The

initial decontaminating cells are placed in any two consecutive columns of the cellular

automata and the cells obey the following simple rules: regardless of the neighbouring

cell’s state, a decontaminating cell becomes decontaminated; a contaminated cell becomes

decontaminating at time t+ 1 if its left cell, its right cell, or both are decontaminating at
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Figure 4.1: Basic Decontamination in Finite two-dimensional Cellular Automata with

the Von Neumann neighbourhood

time t. The set of rules is shown in Table 4.2 (all missing combinations of states leave

the cell unchanged).

Configuration Next State

{•, ∗, ∗, ∗, ∗} 0

{1, •, 1, 1, 1} •
{1, 1, 1, •, 1} •
{1, •, 1, •, 1} •

Table 4.2: Rule Table for Basic decontamination in Circular two-dimensional Cellular

Automata with the Von Neumann Neighbourhood

The effect of the local rules is the sequential decontamination of pairs of columns,

where a decontaminated cell is never in contact with a contaminated one. The cellular

automata is then fully decontaminated in bn
2
c time units (see Figure 4.2).

Theorem 4.2. Optimal basic decontamination can be achieved in a circular cellular

automata with the Von Neumann neighbourhood using 2n simultaneous decontaminating
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Figure 4.2: Basic Decontamination in Circular Cellular Automata with the Von Neumann

neighbourhood

cells.

Proof. To prove that 2n simultaneous decontaminating cells are sufficient, we need to

prove that starting with 2n decontaminating cells initially located at two consecutive

columns, all cells will become decontaminated by the end of the process, and no cell will

be re-contaminated. That is, once decontaminated, every cell stays decontaminated until

the end of the process, when all cells are decontaminated. We can prove by induction on

the number of columns that: initially decontaminating cells are located in columns (i, j)

and (i, j + 1): (i) if n is even there is a time when all cells in columns (i, j + n
2
− 1) and

(i, j− n
2
− 1) are in decontaminated state and cells in columns (i, j+ n

2
) and (i, j− n

2
) are

in a decontaminating state, and (ii) if n is odd there is a time when all cells in columns

(i, j + bn
2
c − 1) and (i, j − bn

2
c − 1) are in a decontaminated state and cells in column

(i, j + dn
2
e) are in a decontaminating state.

As for optimality, we now show that it is not possible to perform basic decontami-

nation in a circular cellular automata with less than 2n simultaneously decontaminating

cells. First, notice that following a simple geometric reasoning the number of agents k

needed to cover the perimeters of the decontaminated blocks is greater than or equal to

the number that would be required if these blocks were to be attached (i.e., forming a

single block). To minimize the number of decontaminating cells, at any point in time the

decontaminated cells must be connected. Second, it is easy to show that the perimeter of

a single block (i.e., the decontaminated nodes of the block in contact with contaminated
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ones) is minimized when it is as close as possible to a rhombus as shown in Figure 4.3.

Decontaminated

Decontaminating

Figure 4.3: Block, for a given area which has a minimum perimeter.

Let us now compute the number of simultaneously decontaminating cells k needed to

cover the perimeter of the rhombus. For any other possible shape, the number of decon-

taminating cells k will be greater than k. Given a rhombus of side l, let f be the number

of decontaminated or decontaminating cells. The perimeter of the rhombus is 4
√
f − 4,

and the area (composed of decontaminated or decontaminating cells) is: f = l2 + (l− 1)2.

Thus, the number of simultaneously decontaminating cells k needed to cover the perime-

ter of any shape is 4
√
f−4. From f = l2+(l−1)2 we derive that l = 1+

√
2f−1
2

, substituting

l we have; k ≥ 2×
√

2f − 1− 2. Consider a moment during the decontamination when

there are f = l2 + (l − 1)2 ≥ n2+2n+2
2

decontaminated cells. This holds as long as

n×n ≥ n2+2n+2
2

, i.e., n ≥ 3. From f = l2 + (l− 1)2 ≥ n2+2n+2
2

it follows that the number

of required simultaneously decontaminating cells is ≥ 2
√

2× (n
2+2n+2

2
)− 1 − 2 = 2n,

thus, the number of required simultaneously decontaminated cell is at least 2n.

4.1.3 Circular Cellular Automata with the Moore Neighbour-

hood

In the case of basic decontamination, it is easy to see that if we increase the neighbour-

hood to include diagonal neighbours, we cannot obtain a better result. In fact, the lower

bound on the number of simultaneously decontaminating cells also holds in this case
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both for finite and for circular cellular automata. As we will see later, when consider-

ing temporal decontamination, the type of neighbourhood has instead an impact on the

efficiency of the solution.

4.2 Temporal Decontamination

The case of temporal decontamination is quite different and more interesting. With

temporal decontamination, once a cell becomes decontaminated, it stays decontaminated

for a certain amount of time (t > 1), called immunity time. We must design a set of local

rules and choose the location of the initial decontaminating cells in such a way that during

the evolution of the cellular automata, a decontaminated cell never comes into contact

with a contaminated one after its immunity time has expired. We distinguish here the

two types of neighbourhoods: Von Neumann and Moore, noticing that the amount of

influence from neighbouring cells has a large impacts on the efficiency solutions.

4.2.1 Finite Cellular Automata

We describe the solutions that achieve decontamination in the case of finite cellular au-

tomata with temporal immunity with Von Neumann and Moore neighbourhoods. In the

following, and in the rest of this chapter, when we say that decontamination “propa-

gates”, we indicate that a decontaminating cell becomes decontaminated and one or more

of its neighbours become decontaminating, thus simulating the propagation of decontam-

ination from cell to neighbouring cell(s).

4.2.1.1 Finite Cellular Automata with the Von Neumann Neighbourhood

We first show that if we impose the use of a single decontaminating cell per time unit,

temporal decontamination can be achieved if and only if the immunity time is at least

4(n− 1)− 1.

Theorem 4.3. With a single decontaminating cell per time unit, temporal decontamina-

tion is possible if and only if the immunity time is ≥ 4(n− 1)− 1.

Proof. Decontamination is achieved by placing the initial decontamination cell at a corner

and by applying the set of rules indicated in Table 4.3. The effect of the local rules is the

spiral propagation of the decontaminating cell (see Figure 4.4) where a decontaminated

cell is never in contact with a decontaminated one for more than 4(n− 1)− 1 time units,
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Configuration Next State

{•, ∗, ∗, ∗, ∗} 0

{1, •, 1, 1, 0} •
{1, •, 1, 0, 0} •
{1, 0, •, 1, 1} •
{1, 0, •, 1, 0} •
{1, 0, •, 0, 0} •
{1, 0, 0, •, 1} •
{1, 1, 0, •, 1} •
{1, 1, 1, 0, •} •
{1, 1, 0, 0, •} •
{1, 0, 0, 0, •} •

Table 4.3: Rule Table for Temporal Decontamination with Single Decontaminating cell

in Finite Cellular Automata with the Von Neumann Neighbourhood.

Figure 4.4: Propagation of Single Decontaminating cell with Temporal Immunity and

the Von Neumann neighbourhood
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resulting in a situation where all cells are simultaneously decontaminated after n × n

time units.

We now show that there is no initial placement for which a correct set of rules exists

when the immunity time is smaller than 4(n−1)−1. A correct set of rules is such that it

maintains a single decontaminating cell per time unit, and eventually decontaminates the

whole network never leaving a decontaminated cell in contact with a contaminated one

for more than 4(n− 1)− 1 time units after it has been decontaminated. We have three

possible placements of the initial decontaminating cell: corner ((0, 0), (0, n − 1), (n −
1, 0), (n − 1, n − 1)); border ((0, j) or (n − 1, j) with 0 < j < n − 1, (i, 0), or (i, n − 1)

with 0 < 1 < n− 1); and internal ((i, j) with 0 < i, j < n− 1).

Case 1- Internal: Let us first consider the case when the initial decontaminating cell

is internal. In this case we will show that, regardless of the immunity time, there exists no

set of rules that allows for the maintenance a single decontaminating cell. The other cases

follow a similar argument. Let us call a rule that cannot be present in a correct set of

rules a forbidden rule. We now construct all possible dynamics by forbidding impossible

behaviour. Notice that r0 = {•, ∗, ∗, ∗, ∗} → 0 is necessarily part of the set of rules to

ensure the presence of a single decontaminating cell. Moreover, to allow the spread of

decontamination to a single new cell, one (and only one) of the following four rules must

be present: r1 = {1, •, 1, 1, 1} → •; r2 = {1, 1, •, 1, 1} → •; r3 = {1, 1, 1, •, 1} → •; or

r4 = {1, 1, 1, 1, •} → •.
Without loss of generality, we can choose any rule because any other choice will pro-

duce a symmetric propagation in the cellular automata. Let r1 be present and let r2, r3, r4

be forbidden. The combination of r0 and r1 makes the decontaminating cell propagate to

the right until reaching the border. At this point, for ensuring the propagation of the de-

contaminating cell, one (and only one) of the following three rules must be added to the

set: r5 = {0, 0, 1, •, 1} → •; r6 = {1, 1, 1, 0, •} → •; and r7 = {1, 1, •, 0, 1} → •. We can

show that r5 is forbidden. The decontaminating cell would propagate back to the original

cell where because of the fact that r2, r3, and r4 are forbidden, and the only possible

movement would be to the right again giving rise to a cycle. Without loss of generality,

because rules r6 and r7 will produce a symmetric behaviour, let r6 be present an r7 be

forbidden. Because of r6 being present, rule r8 = {1, 1, 1, •, 0} → • must be forbidden,

otherwise more than one cell would be in a decontaminating state. The combination of

r0 and r6 makes the decontaminating cell propagate up until reaching the lower neigh-

bour of the corner. Since r3 is forbidden, we need to add a rule to ensure propagation.

The only possible rule is r9 = {1, 1, 0, 0, •} → • and the decontamination will reach the
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corner. At this point, to ensure the propagation of the decontaminating cell, one (and

only one) of the following two rules must be added to the set: r10 = {0, 1, •, 0, 0} → •),
or r11 = {1, 1, 0, •, 1} → •. Rule r10 is forbidden because the decontaminating cell would

propagate back to the the first decontaminated cell on the border and only a cycle is

permitted (all the other rules are forbidden). Following a similar reasoning, one can see

that the decontaminating cell is forced to propagate left until reaching the corner with

the necessary inclusion of rule r12 = {1, 0, 0, •, 1} → •, then down following another

necessary rule r14 = {1, 0, •, 1, 1} → •. At the next step, however two cells ((0, n − 3)

and (1, n − 2)) will become simultaneously decontaminating (due to rules r1 and r14

respectively), which contradicts our hypothesis. It follows that starting from an internal

cell we cannot decontaminate all cells with a single decontaminating cell per time unit.

Case 2- Border: Let us consider the case when the initial decontaminating cell is

a border cell (i.e., cell (i, j), with ((i, j) 6= (0, n − 1), (n − 1, 0), (0, 0), (n − 1, n − 1)).

Without loss of generality, let us consider a cell on the left border, any other choice of

a border cell will results in a symmetric behaviour. Notice that r0 = {•, ∗, ∗, ∗, ∗} → 0

is necessarily part of the set of rules to ensure the presence of a single decontaminating

cell. To allow the spread of decontamination to a single new cell, one (and only one) of

the following three rules must be present: r1 = {1, 0, •, 1, 1} → •; r2 = {1, 0, 1, 1, •} → •;
or r3 = {1, •, 1, 1, 1} → •.

Without loss of generality, let r1 be present and let r2 and r3 be forbidden. How-

ever, the combination of r0 and r3 makes the decontaminating cell propagate to the

internal cells similar to the previous placements (starting from an internal cell), com-

bination of r2 and r0 will produce a symmetric behaviour. The combination of r0 and

r1 propagates down until reaching the upper neighbours of the lower border, To ensure

the propagation of the decontaminating cell, the only possible rule to add to the set of

rules is r7 = {1, 0, •, 1, 0} → • (otherwise the decontamination will stop) which propa-

gates the decontamination to the lower corner. At this point, only one rule is possible,

r8 = {1, •, 1, 1, 0} → • (otherwise the decontamination will stop). This rule propagates

the decontaminating cell to the right since rule r2 = {1, 0, 1, 1, •} → • is forbidden and

the only possible propagation is the right propagation. Rule r9 = {1, •, 1, 0, 0} → • is the

only possible rule to add to the set of rules and propagate the decontaminating cell to the

lower right corner. Only one rule is now possible r10 = {1, 1, 0, 0, •} → •, which makes

the decontaminating cell propagate up until reaching the lower neighbour of the upper

right corner. Rule r11 = {1, 1, 0, 0, •} → • is the only possible rule to propagate the de-

contaminating cell to the upper right corner. At this time, rule r12 = {1, 1, 0, •, 1} → •
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propagates the decontaminating cell to the left, and r13 = {1, 0, 0, •, 1} → • propa-

gates the decontaminating cell to the upper left corner (if the initial decontaminating

cell is the lower neighbour of the corner the rule must be r14 = {1, 0, 0, •, 0} → •), Rule

r1 = {1, 0, •, 1, 1} → • propagates down to reach the upper neighbour of the initial de-

contaminating cell. The distance traversed is 4(n−1)−1, however, the left neighbour of

the initial decontaminating cell is still contaminated. To decontaminate it at least two

more time units are required, but another contradiction can be seen. To decontaminate

the cells in the next column r15 = r3 = {1, •, 1, 1, 1} → • must be added which is a

forbidden rule.

Starting from a corner would be similar. In fact, starting from the corner would be

the best strategy (as we know), but still cannot achieve 4(n− 1)− 2).

The strategy can be generalized when we allow two or four simultaneous decontam-

inating cells. In the first case, we achieve decontamination by initially placing the two

decontaminating cells in two opposite corners and having the rules of Table 4.4 describe

the local behaviour of the cells. In the second case, the four agents are initially placed

in the corners and the rules are described in Table 4.5. The global behaviour of the

automata corresponds to the propagation of the decontamination in spirals (see Figure

4.5, Figure 4.6) and with an analogous reasoning we can show that the immunity time is

at least 2(n− 1)− 1 for the case of two decontaminating cells, and (n− 1)− 1 for four.

We can then conclude

Theorem 4.4. With k = 2, 4 decontaminating cells per time unit, temporal decontami-

nation is possible if and only if the immunity time is ≥ 4
k
(n− 1)− 1.

51



Configuration Next State

{•, ∗, ∗, ∗, ∗} 0

{1, •, 1, 1, 0} •
{1, •, 1, 0, 0} •
{1, 0, •, 1, 1} •
{1, 0, •, 1, 0} •
{1, 1, 0, •, 1} •
{1, 0, 0, •, 1} •
{1, 1, 1, 0, •} •
{1, 1, 0, 0, •} •
{1, •, 0, 0, •} •
{1, 0, •, •, 0} •
{1, 0, •, 0, •} •

Table 4.4: Rule Table for Temporal Decontamination with Two Decontaminating cells

in Finite Cellular Automata with the Von Neumann Neighbourhood.

Figure 4.5: Propagation of two Decontaminating cells with Temporal Immunity and Von

Neumann Neighbourhood
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Configuration Next State

{•, ∗, ∗, ∗, ∗} 0

{1, •, 1, 1, 0} •
{1, •, 1, 0, 0} •
{1, 0, •, 1, 1} •
{1, 0, •, 1, 0} •
{1, 1, 0, •, 1} •
{1, 0, 0, •, 1} •
{1, 1, 1, 0, •} •
{1, 1, 0, 0, •} •
{1, •, 1, •, 0} •
{1, •, 0, •, 1} •
{1, 0, •, 1, •} •
{1, 1, •, 0, •} •
{1, •, •, •, •} •

Table 4.5: Rule Table for Temporal Decontamination with Four Decontaminating cells

in Finite Cellular Automata with the Von Neumann Neighbourhood.

Figure 4.6: Propagation of Four Decontaminating cell with Temporal Immunity and the

Von Neumann Neighbourhood

4.2.1.2 Finite Cellular Automata with the Moore Neighbourhood

The bounds are different if we increase the neighbourhood to include diagonal neighbours.

With a single decontaminating cell optimality is reached when the immunity time is at
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least 2n − 1. We now describe a general set of rules which achieves optimality in the

particular case of a single agent placed on a corner, but which also works correctly with

more agents.

Vertical propagation
Horizontal propagation

Figure 4.7: Propagation of Decontaminating cell with Temporal Immunity and the Moore

Neighbourhood
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Any number of decontaminating cells (greater than 1) are initially placed on the

first column at distance greater than 1 from each other (i.e., no two consecutive cells

are initially decontaminating). Careful inspection of the rules in Table 4.6 shows that

decontamination “propagates” vertically to contaminated cells (a contaminated cell be-

comes decontaminating when its lower / upper neighbour, or both, are decontaminating)

until they reach either another decontaminating cell or a clean one, in which case they

“propagate” to the next column (a contaminated cell becomes decontaminating when its

left neighbour is decontaminating and at least one of its left diagonal neighbours are

decontaminated). Figure 4.7 shows the effect of the local rules on some partial configu-

rations.

Figure 4.8: Propagation of Single Decontaminating cell with Temporal Immunity and

Moore Neighborhood
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Configuration Next State

{•, ∗, ∗, ∗, ∗, ∗, ∗, ∗, ∗} 0

{1, •, 0, 1, 1, 1, 1, 1, 0} •
{1, •, 0, 0, 0, 1, 1, 0, 0} •
{1, •, 0, 1, 1, 1, 0, 0, 0} •
{1, •, 0, 0, 0, 1, 1, 1, 0} •
{1, •, 0, 1, 1, 1, 1, 1, •} •
{1, •, 0, 1, 0, 0, 0, 1, 0} •
{1, •, 0, 1, 0, 0, 0, 0, 0} •
{1, •, 0, 0, 0, 0, 0, 1, 0} •
{1, •, •, 1, 1, 1, 1, 1, 0} •
{1, •, 0, 1, 0, 0, 0, 1, •} •
{1, •, •, 1, 0, 0, 0, 1, 0} •
{1, •, •, 0, 0, 0, 0, 0, 0} •
{1, 0, 0, •, 0, 0, 0, 0, 0} •
{1, 0, 0, •, 1, 1, 1, 1, 0} •
{1, 0, 0, •, 1, 1, 0, 0, 0} •
{1, 0, 0, •, 0, 0, 0, 1, 0} •
{1, 0, 0, •, 1, 1, 1, •, 0} •
{1, 0, 0, •, 0, 0, 0, •, 0} •
{1, 0, 0, 1, 0, 0, 0, •, 0} •
{1, 0, 0, 0, 0, 0, 0, •, 0} •
{1, 0, 0, 0, 0, 1, 1, •, 0} •
{1, 0, 0, 1, 1, 1, 1, •, 0} •

Table 4.6: Rule Table for Temporal Decontamination with Multiple Decontaminating

Cells in Finite Cellular Automata with the Moore Neighbourhood.
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Figure 4.9: Propagation of Multiple Decontaminating cell with Temporal Immunity and the

Moore Neighbourhood

Figure 4.8 shows the global propagation path of the decontamination in the case

of a single decontaminating cell, while Figure 4.9 describes instead the global propaga-

tion path of the decontamination in the case of multiple decontaminating cells. In the

following we prove the correctness of this set of rules.

Theorem 4.5. Let dmax be the maximum distance between two consecutive decontam-

inating cells or between a decontaminating cell and a corner at time 0. If the initial

number of decontaminating cells is at least 2, the set of rules in Table 4.6 achieves de-

contamination with immunity time t = dmax.

Proof. To prove the theorem, we need to prove that decontamination is achieved mono-

tonically. That is, once decontaminated, every cell stays clean until the end of the pro-

cess, when all cells are decontaminated. Let us call entry points of decontamination in

a column, the cells in such a column that become decontaminating due to a left decon-

taminating neighbour (horizontal propagation).
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We now prove by induction on the number of columns that for each column i there

is a time t when: (i) all cells in column i are either decontaminated or decontaminating;

(ii) all cells in column i − 1 (for i > 0) are decontaminated; (iii) by time t + dmax

all right neighbours of a decontaminated cell of column i are either decontaminated or

decontaminating; and (iv) the distance between any two consecutive entry points in

column i+ 1 (for i < n− 1) is smaller than dmax.

1. Base - column 0: According to the set of rules in Table 4.6, the decontaminating

state propagates vertically in both directions on the first column. Since the maximal dis-

tance between initially consecutive decontaminating cells is dmax by construction, within

bdmax−1
2
c time units all the cells on column 0 are either decontaminating or decontami-

nated. According to the local rules, decontamination then propagates to column 1. Since

the propagation to column 1 happened for all decontaminating cells within bdmax−1
2
c time

units from the beginning, the distance between any two consecutive entry points in col-

umn 1 cannot be greater than dmax. By a similar argument as for column 0, all cells

in column 1 will then become decontaminated or decontaminating within other bdmax−1
2
c

time units. Thus, within at most dmax time units, all the cells in column 0 and in column

1 will be either decontaminated or decontaminating. We can conclude that the base case

is true.

2. Induction hypothesis: At some point during the computation, assume all cells of

column i (0 < i < n − 1) and all their right neighbours in column i + 1 are either in

a decontaminating or a decontaminated state, their left neighbours in column i − 1 are

decontaminated, and the entry points in column i+ 1 are at a distance of at most dmax.

3. Induction Step: Consider column i+ 1. By induction hypothesis we know that there

is a time t when all cells in column i − 1 are decontaminated, the cells in columns i

and i + 1 are either decontaminating or decontaminated and the entry points in column

i+1 are at maximum distance dmax from each other. It follows that the decontamination

propagates vertically in column i+1 within bdmax−1
2
c time units from time t, thus leaving

all cells in column i clean. Decontamination propagates then to column i+ 2 and within

other bdmax−1
2
c time units all the cells in the column i+ 2 become either decontaminated

or decontaminating. We can conclude that by time t + dmax all cells in column i + 1

together with all their right neighbours are either decontaminated or decontaminating

and the cells in column i are clean, thus concluding the proof.

By the above proof, we have shown that the set of rules in Table 4.6 achieves decon-

tamination with time immunity t = dmax.
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Placing k > 1 decontaminating cells roughly equidistant on the first column we obtain

as a corollary:

Corollary 4.6. With k > 1 decontaminating cell per time unit, temporal decontamina-

tion can be achieved when the immunity time is at least d (2n−1)
k
e.

We can prove the optimality of this solution, for the case of k = 1 when the starting

decontaminating cell is a corner.

Theorem 4.7. With a single decontaminating cell per time unit, temporal decontamina-

tion is possible if and only if the immunity time is is at least 2n− 1.

Proof. Decontamination is achieved by placing the initial decontaminating cell at a corner

and by applying the set of rules indicated in Table 4.6. The effect of the local rules is the

snake propagation of the decontaminating cell (see Figure 4.8)where a decontaminated

cell is never in contact with an contaminated one for more than (2n− 1)− 1 time units,

resulting in a situation where all nodes are simultaneously decontaminated after n × n
time units.

We now prove that the immunity time cannot be ≤ 2n − 1. We have three possible

placements of the initial decontaminating cell: corner, border, and internal.

Case 1- Internal: Let us first consider the case when the initial decontaminating

cell is an internal cell (i, j). In this case we will show that, regardless of the immu-

nity time, there exists no set of rules that allows the maintenance of a single decon-

taminating cell. Let us call a rule that cannot be present in a correct set of rules a

forbidden rule. Notice that r0 = {•, ∗, ∗, ∗, ∗, ∗, ∗, ∗, ∗} → 0 is necessarily part of the

set of rules to ensure the presence of a single decontaminating cell. To allow the spread

of decontamination to a single new cell, one (and only one) of the following eight rules

must be present: r1 = {1, •, 1, 1, 1, 1, 1, 1, 1} → •; r2 = {1, 1, •, 1, 1, 1, 1, 1, 1} → •; r3 =

{1, 1, 1, •, 1, 1, 1, 1, 1} → •; r4 = {1, 1, 1, 1, •, 1, 1, 1, 1} → •; r5 = {1, 1, 1, 1, 1, •, 1, 1, 1} →
•; r6 = {1, 1, 1, 1, 1, 1, •, 1, 1} → •; r7 = {1, 1, 1, 1, 1, 1, 1, •, 1} → •; or

r8 = {1, 1, 1, 1, 1, 1, 1, 1, •} → •. Without loss of generality, let r3 be present and let

r1, r2, r4, r5, r6, r7, and r8 be forbidden, because any other choice will produce a sym-

metric behaviour. The combination of r0 and r3 makes the decontaminating cell prop-

agate down until reaching the upper neighbour of the border cell. Then the following

rules become forbidden because they do not preserve the existence of a single decon-

taminating cell: r9 = {1, 1, 1, 1, 1, 0, •, 1, 1} → •; r10 = {1, 1, 1, 1, 0, •, 1, 1, 1} → •;
r11 = {1, •, 0, 1, 1, 1, 1, 1, 1} → •; r12 = {1, 0, 1, 1, 1, 1, 1, 1, •} → •;
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r13 = {0, 1, 1, 1, 1, 1, 1, •, 1} → •; r14 = {1, 0, 0, 1, 1, 1, 1, 1, •} → •; and

r15 = {1, 1, 1, 1, 0, 0, •, 1, 1} → •).
At this point, to ensure the propagation of the decontaminating cell, one (and only

one) of the following three rules must be added to the set: r16 = {1, 1, 1, •, 1, 1, 0, 0, 0} →
•; r17 = {1, 1, 1, 1, •, 1, 0, 0, 0} → •; or r18 = {1, 1, •, 1, 1, 1, 0, 0, 0} → •. Without

loss of generality, let r16 be present and r17, and r18 be forbidden, r17 and r18 will

produce a symmetric behaviour. Rule r16 propagates the decontaminating cell to the

border. The decontaminating cell is now the one in the border, one (and only one)

of the following rules must be added to the set: r19 = {1, 1, 1, 1, 0, •, 0, 0, 0} → •;
r20 = {1, •, 0, 1, 1, 1, 0, 0, 0} → •; or r21 = {0, 1, 1, 0, 1, 1, 1, •, 1} → •. Without loss

of generality, let r19 be present and r20, and r21 be forbidden, another choice will produce

a symmetric behaviour.

At this point, the decontaminating cell is on the lower border of the left column, and

one (and only one) of the following rules must be added to the set:

r22 = {1, 1, 1, 1, 0, 0, 0, •, 1} → •; r23 = {1, 1, 1, 1, 1, •, 0, 0, 0} → •;
r24 = {0, •, 1, 0, 1, 1, 0, 0, 0} → •; or r25 = {0, 1, 1, 0, 1, 1, 1, 0, •} → •). Without loss of

generality, let r22 be present and r23, r24, and r25 be forbidden, any other choice will pro-

duce a symmetric behaviour. The combination of r0 and r22 makes the decontaminating

cell propagate up, and to avoid the presence of more than one cell in a decontami-

nating state the following rules must be forbidden: r26 = {1, 1, 1, 1, 1, •, 0, 1, 1} → •;
r27 = {1, 1, 1, 1, •, 0, 0, 0, 0} → •; r28 = {0, 1, 1, •, 0, 0, 0, 0, 0} → •;
r29 = {0, •, 1, 0, 1, 1, 1, 0, 0} → •; and r30 = {0, 0, •, 0, 1, 1, 0, 0, 0} → •. When the

decontaminating cell reaches the lower left neighbour of the initial decontaminating

cell, one (and only one) of the following two rules must be added to the set: r31 =

{1, 1, 1, 1, 1, 0, 0, •, 1} → •; or r32 = {0, 1, 1, 1, 1, 1, 1, 0, •} → •. Without loss of general-

ity, let r31 be permitted and r32 be forbidden, r32 will produce a symmetric behaviour.

The decontaminating cell is now the one to the left of the initial decontaminating cell,

and to propagate the decontamination one (and only one) of the following rules must be

added to the set of rules: r33 = {1, 1, 1, 1, 1, 1, 0, •, 1} → •; r34 = {1, 1, 1, 1, 1, 1, 1, 0, •} →
•; r35 = {1, 1, 1, 1, •, 0, 0, 1, 1} → •; r36 = {0, 1, 1, •, 0, 0, 0, 0, 1} → •;
r37 = {0, 0, •, 0, 1, 1, 1, 0, 0} → •; or r38 = {0, •, 1, 1, 1, 1, 1, 0, 0} → •). To propagate the

decontaminating cell from this point, one (and only one) of the following rules must be

added to the set: r39 = {1, •, 1, 1, 1, 1, 1, 0, 0} → •; r40 = {0, 1, 1, •, 1, 0, 0, 0, 1} → •; or

r41 = {0, 0, •, 1, 1, 1, 1, 0, 0} → •. Without loss of generality, let r39 be present and r40,

and r41 be forbidden, because any other choice will produce a symmetric propagation in
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the cellular automata. To propagates the decontaminating cell onward, one (and only

one) of the following rules must be added to the set: r42 = {1, 1, 1, 1, 1, 1, 1, •, 0} → •;
r43 = {1, 1, 1, 1, 1, 1, •, 0, 1} → •; or r44 = {0, 1, 1, 1, 1, •, 0, 0, 1} → •. Without loss of

generality, let r42 be present and r43, and r44 be forbidden, because r43, and r44 will

produce a symmetric behaviour.

At this point, one (and only one) of the following rules must be added to the set

of rule to ensure the propagation of decontamination: r45 = {1, 1, 1, 1, 1, •, 0, 0, 1} → •;
r46 = {1, •, 1, 1, 1, 1, 1, 1, 0} → •; r47 = {0, 1, 1, 1, •, 0, 0, 0, 1} → •;
r48 = {1, 0, •, 1, 1, 1, 1, 1, 0} → •; and r49 = {0, 0, 1, •, 1, 1, 1, 0, 0} → •. Without loss

of generality let r45 be present and r46, r47, r48, and r49 be forbidden, because any other

choice will produce a symmetric propagation in the cellular automata. The combination

of r0, r33, r39, r42, and r45 propagates the decontamination up to the lower neighbour of

the upper border while oscillating between the column j and j − 1. The following rules

than become forbidden: r50 = {1, 1, 1, 1, 1, •, 0, 1, 1} → •; r51 = {0, •, 1, 1, 1, 1, 1, 0, 0} →
•; r52 = {0, 1, 1, •, 0, 0, 0, 0, 1} → •; and r53 = {0, 0, •, 0, 1, 1, 1, 0, 0} → •. Now, to

propagate the decontamination to the upper border, one (and only one) of the following

rules must be added to the set: 54 = {1, 1, 0, 0, 0, •, } → •; or r55 = 1, 1, 0, 0, 0, 1, 1, 0, • →
•. Without loss of generality, let r54 be present and r55 be forbidden, because any

other choice will produce a symmetric propagation in the cellular automata. One (and

only one) of the following two rules must be present to propagate the decontamination:

r56 = {1, 1, 0, 0, 0, •, 0, 0, 1} → •; or r57 = {1, •, 0, 0, 0, 1, 1, 0, 0} → •. Without loss

of generality, let r57 be present and r56 be forbidden, since r56 and r56 will produce a

symmetric propagation in the cellular automata.

Only the two columns j and j + 1 are decontaminated, and the time for decontami-

nating these two columns is 2n− 1. The initial decontaminating cell has four neighbours

in columns j+ 1 and four neighbours in columns j− 1, which are still contaminated and

the required immunity must be higher then 2n − 1, which contradicts our hypothesis.

It follows that starting from an internal cell, we cannot decontaminate all cells with a

single decontaminating cell per time unit within 2n− 1 time immunity.

Case 2- Border: Let us consider the case when the initial decontaminating cell is a

border cell. Four placements are possible: (i, 0), (i, n), (0, j), and (n, j). Without loss of

generality, let us consider the case where the initial cell is the border cell (i, 0). Notice

that r0 = {•, ∗, ∗, ∗, ∗, ∗, ∗, ∗, ∗} → 0 is necessarily part of the set of rules to ensure the

presence of a single decontaminating cell. To allow the spread of decontamination to

a single new cell, one (and only one) of the following five rules must be present: r1 =
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{1, 0, 0, •, 1, 1, 1, 1, 0} → •; r2 = {1, 0, 0, 1, 1, 1, 1, •, 0} → •; r3 = {1, 1, 1, 1, 1, 1, 1, 1, •} →
•; r4 = {1, •, 1, 1, 1, 1, 1, 1, 1} → •; or r5 = {1, 1, •, 1, 1, 1, 1, 1, 1} → •. Without loss

of generality, let r1 be present and r2, r3, r4, and r5 be forbidden, any other choice

will produce a symmetric behaviour. The combination of r0 and r1 propagates the

decontamination down to the upper neighbour of the cell on the border of the first

column. However, to maintain a single decontaminating cell the following rules be-

come forbidden: r6 = {0, 0, 0, 1, 1, 1, 1, •, 0} → •; r7 = {1, 0, 1, 1, 1, 1, 1, 1, •} → •;
r8 = {1, •, 0, 1, 1, 1, 1, 1, 1} → •; and r9 = {1, 0, 0, 1, 1, 1, 1, 1, •} → •. At this point,

to propagate the decontamination, one (and only one) of the following two rules must be

present: r10 = {1, 0, 0, •, 1, 1, 0, 0, 0} → •; or r11 = {1, 1, •, 1, 1, 1, 0, 0, 0} → •. Without

loss of generality, let r10 be present and r11 be forbidden. The combination of r0 and r10

propagates the decontamination to the lower left border.

At this point, r12 = {1, •, 0, 1, 1, 1, 0, 0, 0} → • is the only possible rule that could

be added to the to the set of rules. To ensure the propagation of the decontaminat-

ing cell, one (and only one) of the following two rules must be added to the set of

rules: r13 = {1, •, 1, 1, 1, 1, 0, 0, 0} → •; or r14 = {0, 0, 0, 0, 1, •, 0, 0, 0} → •, otherwise

r14 is forbidden. The decontaminating cell would propagate back to the original cell

because of the fact that r12; and r9 are forbidden, and the only possible movement

would be to the right again, giving rise to an oscillation. The combination of r0 and

r13 propagate the decontamination cell until reaching the left neighbour of the cell on

the border, and then the following rules become forbidden because they prevent the

existence of a single cell in adecontaminating state: r15 = {1, 1, 1, 1, 1, 1, 1, •, 0} → •;
and r16 = {1, 0, 0, 1, 1, 1, •, 0, 0} → •. To propagate the decontamination onward,

one (and only one) of the following three rules must be added to the set of rules:

r17 = {1, •, 1, 1, 0, 0, 0, 0, 0} → •; r18 = {1, 1, 1, 1, 0, 0, 0, 1, •} → •; or

r19 = {1, 1, 1, 1, 1, 1, •, 0, 0} → •. Without loss of generality let r17 be present and r18,

and r19 be forbidden. At this point, the decontaminating cell is the cell at the lower right

corner, and the only possible rule is r20 = {1, 1, 1, 1, 0, 0, 0, •, 0} → •. The combination

of r0, and r20 propagates the decontamination to the lower neighbour of the upper right

corner.

At this point in time, the neighbours of the initial decontaminating cell are still con-

taminated. The time required to decontaminate them is at least (n−2) (distance between

last and second column), and this time already elapsed since the initial decontaminating

cell is: 3n − j − 3 (on the first column (n − j), (j 6= n), (n − 1) on the last row, and

(n− 2) on the last column). The required immunity must be higher then 2n− 1, which
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contradicts our hypothesis. It follows that starting from a border cell, we cannot decon-

taminate all cells with a single decontaminating cell per time unit within 2n − 1 time

immunity.

Starting from a corner would be similar. In fact, starting from the corner would be

the best (as we know), but still cannot achieve ((2n− 1)− 1).

Corollary 4.8. With k decontaminating cell per time unit, temporal decontamination

can be achieved when the immunity time is ≥ b2n−1
k
c. Global decontamination can be

achieved in a finite cellular automata with the Moore neighbourhood and immunity time

t using b2×n
t
c simultaneous decontaminating cells.

4.2.2 Circular Cellular Automata

In this section we will briefly discuss the case of circular cellular automata with both

Von Neumann and Moore neighbourhoods.

4.2.2.1 Circular Cellular Automata with the Von Neumann Neighbourhood

A straightforward generalization of the strategy for the finite case is not possible with

Von Neumann neighbourhood. In fact, we have the following negative result:

Theorem 4.9. With 1, 2, 4 decontaminating cells per time unit, temporal decontamina-

tion in a circular cellular automata with the Von Neumann neighbourhood is not possible

regardless of the immunity time.

Proof. Since the cells of the automata are totally symmetric, the initial decontaminating

cell can be any cell in the cellular automata. Notice that r0 = {•, ∗, ∗, ∗, ∗} → 0 is

necessarily part of the set of rules to ensure the presence of a single decontaminating

cell. To allow the spread of decontamination to a single new cell, one (and only one) of

the following four rules must be present r1 = {1, •, 1, 1, 1} → •; r2 = {1, 1, •, 1, 1} → •;
r3 = {1, 1, 1, •, 1} → •; or r4 = {1, 1, 1, 1, •} → •). Without loss of generality, let r1

be present and let r2, r3, and r4 be forbidden because any other choice will produce

a symmetric propagation in the cellular automata. However, the combination of r0

and r1 propagate the decontamination to the right until reaching the left neighbours of

the initial decontaminating cell. At this point, since r2 and r4 are forbidden, the only

possible rules which do not stop the decontamination are: r5 = {0, •, 1, 0, 1} → •; and
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r6 = {0, 0, 1, •, 1} → •, adding r5 or r6 to the set of rules will make the decontamination

oscillate without propagation to other contaminated cells.

Furthermore, we conjecture that

Conjecture 4.10. With k < n decontaminating cells per time unit, temporal decon-

tamination in a circular cellular automata with the Von Neumann neighbourhood is not

possible regardless of the immunity time.

4.2.2.2 Circular Cellular Automata with the Moore Neighbourhood

With the Moore neighbourhood we can easily generalize the strategy employed for the

finite case to obtain decontamination.

We place initial decontaminating cells equidistant on the first column at the maximum

possible distance t (t = immunity time). We design the rules in such a way that the

decontamination propagates in both directions on the first column until two decontam-

inating cells become adjacent (or a decontaminating cell has the two neighbours on the

column decontaminated). At this point, the rules will let the decontamination propagate

in both directions (right and left) to the second column and last column. The procedure

continues until two decontaminated column become adjacent or a column has both left

and right column neighbours decontaminated (see Figure 4.10). The rules are described

in Table 4.7 and it is easy to see that this strategy extends the one described for the

finite case.

Theorem 4.11. Let dmax be the maximum distance between two consecutive decontam-

inating cells or between a decontaminating cell and a corner at time 0. If the initial

number of decontaminating cells is at least 2, the set of rules given in Table 4.7 achieves

decontamination in a circular cellular automata with immunity time t = dmax.
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Configuration Next State

{•, ∗, ∗, ∗, ∗, ∗, ∗, ∗, ∗} 0

{1, 1, 1, •, 1, 1, 1, 1, 1} •
{1, 1, 1, 1, 1, 1, 1, •, 1} •
{1, 1, 1, •, 1, 1, 1, •, 1} •
{1, •, 0, 1, 1, 1, 1, 1, •} •
{1, •, 0, 1, 1, 1, 1, 1, 0} •
{1, 1, 1, 1, 0, •, 0, 1, 1} •
{1, 1, 1, 1, •, •, 0, 1, 1} •
{1, 0, 0, •, 1, 1, 1, 1, 0} •
{1, 0, 0, 1, 1, 1, 1, •, 0} •
{1, 0, 0, •, 1, 1, 1, •, 0} •
{1, 1, 1, 1, 0, 0, 0, •, 1} •
{1, 1, 1, •, 0, 0, 0, 1, 1} •
{1, 1, 1, •, 0, 0, 0, •, 1} •
{1, •, 0, 1, 0, 0, 0, 1, 0} •
{1, 0, 0, 1, •, •, 0, 1, •} •
{1, 0, 0, 1, 0, •, 0, 1, •} •
{1, 0, 0, •, 1, •, 0, 1, 0} •
{1, 0, 0, 1, 0, •, 1, •, 0} •
{1, •, 1, •, 0, 0, 0, 1, 0} •
{1, 0, 0, 1, •, •, 0, 1, •} •
{1, •, 0, 1, 0, 0, 0, 1, 1} •
{1, 0, 0, 1, •, 1, 1, •, 0} •
{1, 1, •, 1, 0, 0, 0, •, 1} •
{1, •, 0, 1, 0, •, 0, 1, 0} •
{1, 0, 0, •, 0, 0, 0, 1, 0} •
{1, 0, 0, 1, 0, 0, 0, •, 0} •
{1, 0, 0, •, 0, 0, 0, •, 0} •
{1, 0, 0, 0, 0, 0, 0, •, 0} •
{1, 0, 0, •, 0, 0, 0, 0, 0} •

Table 4.7: Rule Table for Temporal Decontamination with Multiple Decontaminating

cells in Circular Cellular Automata with the Moore Neighbourhood.
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Figure 4.10: Propagation of Multiple Decontaminating cells with Temporal Immunity

and the Moore Neighbourhood
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4.3 Conclusion

In this chapter, we have considered the problem of decontaminating two-dimensional

three-state cellular automata with and without temporal immunity. We have focused on

finite and circular cellular automata with Von Neumann and Moore neighbourhoods. In

each case we have described cellular automata rules to achieve decontamination. We have

measured the efficiency of our sets of rules by considering the number of simultaneous

cells in a decontaminating state and, with this metric, we have shown that most rules are

optimal. We have described rules achieving optimal decontamination for finite cellular

automata with the Von Neumann neighbourhood which employ single, two, and four

simultaneously decontaminating cells, but no optimal strategy has been proposed for

three simultaneously decontaminating cells or for any number between 4 and n− 1. For

the Moore neighbourhood a set of rules is given for k, k ≥ 1 decontaminating cells. In

the case of circular cellular automata, we proved that decontamination with single, two,

and four simultaneously decontaminating cells is not possible with the Von Neumann

neighbourhood and we provide a set of rules in the case of the Moore neighbourhood.

Table 4.8 summarizes the results obtained in this chapter.

Neighbourhood Number of Decontaminating Cells Immunity Time

Finite Cellular Automata

Von Neumann k = n t = 1∗

k = 1, 2, 4 t ≥ 4
k
(n− 1)− 1∗

Moore k t ≥ d (2n−1)
k
e

k = 1 t ≥ (2n− 1)∗

Circular Cellular Automata

Von Neumann k = 2n t = 1∗

Moore k ≥ 2 t = dmax
†

Table 4.8: Chapter 4: Summary of Results.

∗The proposed strategy is an optimal solution
†dmax the maximum distance between two consecutive decontaminating cells or between a decontam-

inating cell and a corner at time 0.
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Chapter 5

Decontamination by Mobile Cellular

Automata

In this chapter we focus on the decontamination problem by mobile cellular automata.

We consider both basic and temporal decontamination, and we look at both Von Neu-

mann and Moore neighbourhoods. Remember that in the case of mobile cellular au-

tomata, the active elements (i.e., the agent) are oblivious (i.e., they do not remember

their past actions) and the decision regarding their movement at some time t is solely

based on their current neighbourhood. In these settings, we will consider two sets of

solutions depending on whether or not the agents have cloning capabilities, and we

will observe what the impact of such a capability is on the efficiency of the solutions.

While basic decontamination with a Von Neumann neighbourhood is quite simple and

the possibility of cloning does not really have an impact on the solution, with temporal

decontamination we can observe that cloning does indeed makes a difference.

Given a mobile cellular automata (finite or circular) of size n × n and an immunity

time t, the goal is to design the local rules for the agents and their initial placement

so that the agents can decontaminate the entire system without allowing any cell to be

recontaminated. To be efficient, the decontamination should employ as few agents as

possible. We design several strategies depending on the type of neighbourhood, and on

the ability of the agents to clone themselves.

In [27] results obtained in this chapter for: temporal decontamination with multiple

agents and without cloning in the case of Von Neumann and Moore neighbourhoods, and

temporal decontamination with cloning with multiple agents in the case of Von Neumann

neighbourhood, are published.
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5.1 Basic Decontamination

In this section we consider basic decontamination without cloning in finite and circular

two-dimensional mobile cellular automata. The scenarios considered the use of agents

where the decontamination process does not provide any type of immunity, where agents

do not have cloning capability, and where a cell is contaminated as soon as one of

its neighbours is contaminated. In this case, any decontamination algorithm has to

forbid a decontaminated cell to ever be in contact with a contaminated or potentially

contaminated cell. We provide simple solutions for finite and circular mobile cellular

automata.

5.1.1 Finite Mobile Cellular Automata

Notice that with basic decontamination, a single agent would obviously not be suffi-

cient to perform decontamination. Immediately after decontaminating a cell, it would

inevitably be exposed to a contaminated cell as at most one of its neighbours could be-

come decontaminating. The question is what is the minimum number of agents which

could guarantee decontamination without recontamination. We prove in the following

that n agents are necessary and sufficient.

Configuration Next State Agents Movement

{•, 0, 0, 1, •} 0 ⇒
{•, 0, •, 1, •} 0 ⇒
{•, 0, •, 1, 0} 0 ⇒
{•, 0, 0, 0, •} 0 Terminate

{•, 0, •, 0, •} 0 Terminate

{•, 0, •, 0, 0} 0 Terminate

Table 5.1: Rule Table for Basic Decontamination in a Finite Mobile Cellular Automata

with the Von Neumann Neighbourhood
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Figure 5.1: Basic Decontamination in a Finite Mobile Cellular Automata with the Von

Neumann Neighbourhood

Theorem 5.1. Optimal basic decontamination can be achieved in a finite n× n mobile

cellular automata with a Von Neumann neighbourhood using n agents.

Proof. To prove that n agents are sufficient, we need to prove that starting with n agents

initially located at the first column, all cells will become decontaminated by the end of the

process, and no cell will be recontaminated. That is, once decontaminated, every cells

stays decontaminated until the end of the process, when all cells are decontaminated.

Starting with n agents initially located at the first column, obviously our algorithm visit

all columns synchronously moving right to the next column at each time step.

To prove optimality, by contradiction let us assume that n − 1 agents are sufficient

to achieve decontamination in a finite mobile cellular automata.

Notice that if a row or a column is without an agent and with a contaminated cell,

then it must be completely contaminated (if the neighbouring cell on that row or column

is decontaminated then it will become contaminated in the next time step, and this will

contradict the monotonicity of the decontamination process).

Consider the first time during the decontamination process that an agent reaches an

arbitrary cell c in the last row, i.e. c is now guarded. At most (n−1) agents are available

and the mobile cellular automata is composed of n rows, thus there must be at least an

empty row ri where (0 ≤ i < n − 1). This row has to be decontaminated, otherwise,

if one node is contaminated, then the whole row ri is contaminated as well (according

to the above observation). This, however, contradicts the monotone decontamination
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assumption. In fact, ri would divide the mobile cellular automata into two disconnected

regions, one containing at least n−1 decontaminated (or decontaminating) cells (the initial

placement of agents), and the other one containing a decontaminated cell (c) and at least

one contaminated cell (any cell in the last row different from cell c). Thus, row ri must

be decontaminated. As the number of available agents is (n− 1), there must be at least

an empty column cj where (0 < j < n). Column cj clearly cannot contain c, cj intersect

the last row the last row in a contaminated cell b, otherwise b was decontaminated with

an agent from column cj, contradicting that cj has no agent. However, at this instant

of time cj is contaminated as the node in its last row is contaminated (according to the

above observation). The entire column cj is contaminated but cj intersects ri, and so ri

cannot be a decontaminated row. This contradiction shows that, the decontamination in

a n× n mobile cellular automata with a Von Neumann neighbourhood requires at least

n agents.

5.1.2 Circular Mobile Cellular Automata

We propose a solution where initially all agents are located in two adjacent columns in

circular mobile cellular automata, agents move in opposite direction to decontaminate

the whole circular mobile cellular automata. We prove in the following that 2n agents

are necessary and sufficient.

Configuration Next State Agents Movement

{•, •, •, 1, •} 0 ⇒
{•, 0, •, 1, •} 0 ⇒
{•, 1, •, •, •} 0 ⇐
{•, 1, •, 0, •} 0 ⇐
{•, 0, •, •, •} 0 Terminate

{•, •, •, 0, •} 0 Terminate

{•, 0, •, 0, •} 0 Terminate

Table 5.2: Rule Table for Basic Decontamination in a Circular Mobile Cellular Automata

with the Von Neumann Neighbourhood
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Figure 5.2: Rule Table for Basic decontamination in a Circular Mobile Cellular Automata

with the Von Neumann Neighbourhood

Theorem 5.2. Optimal basic decontamination can be achieved in a circular mobile cel-

lular automata with a Von Neumann neighbourhood using 2n agents.

Proof. To prove that 2n agents are sufficient, we provide a strategy that uses 2n agents

(see Table 5.2). We initially place agents in the cells of any two adjacent columns, the

agents placed in the right column move to the left and the agents placed in the left column

move to the right. An agent terminates when it sees that the cells in the direction it is

supposed to move are either decontaminating or decontaminated (see Figure 5.2).

Following the same lines as the arguments of Theorem 4.2 we also obtain a lower

bound for the circular mobile cellular automata. The minimum perimeter occurring if

the shape of the block were to be a rhombus would be 4
√
f−4 and the area f = l2+(l−1)2,

thus the number of required agents would be X ≥ 2
√

2f − 1 − 2. Consider a moment

during the cleaning when there are f = l2 + (l − 1)2 ≥ n2+2n+2
2

decontaminated cells.

This holds as long as n × n = n2 ≥ n2+2n+2
2

which gives n > 2. From f ≥ n2+2n+2
2

, it

follows that the number of required agents is X ≥ 2
√

2(n
2+2n+2

2
)− 1− 2 = 2n.

5.2 Basic Decontamination with Cloning

In this section we consider basic decontamination with cloning in finite and circular

two-dimensional three state mobile cellular automata.
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5.2.1 Finite Mobile Cellular Automata: Optimal Strategy

Decontamination is achieved by placing a single agent at a corner and by applying the

set of rules indicated in Table 5.3. Figure 5.3 show the propagation of decontamination

starting with a single agent located at the left most corner.

Starting with a single agent located in one of the four corners of the mobile cellular

automata, an agent clones itself whenever it has more than one neighbour. If two agents

meet in the same cell, they fuse. The number of agents increases until the agents move

to the central diagonal which requires n agents to decontaminate the cells on the central

diagonal and avoid re-contamination. The number of agents will then start decreasing

until reaching the opposite corner until becoming a single agent.

Configuration Next State Agents Movement

{•, 0, 0, 1, 1} 0 ⇓⇒
{•, 0, •, 1, •} 0 ⇓
{•, 0, 0, 1, 0} 0 Terminate

{•, 0, 0, 0, 0} 0 Terminate

Table 5.3: Rule Table for Basic Decontamination with Cloning in a Finite Mobile Cellular

Automata with the Von Neumann Neighbourhood

...

Figure 5.3: Basic Decontamination with Cloning in a Finite Mobile Cellular Automata

with the Von Neumann Neighbourhood

Theorem 5.3. Optimal basic decontamination with cloning can be achieved in a finite

n× n mobile cellular automata with a Von Neumann neighbourhood using n agents.
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Proof. To prove that n agents are sufficient, we show that the set of rules given in Table

5.3 achieves the decontamination. Starting with a single agent initially located at corner,

all cells will become decontaminated by the end of the process, the number of agent never

become greater than n, and no cell will be re-contaminated. As described in Table 5.3,

each time an agent ”see” that there is two contaminated cells it will clone itself and move

on that cells. Traversing the finite mobile cellular automata orderly from diagonal 1 to

diagonal (2n − 1) (see Figure 5.3), the largest diagonal will need n agents. Obviously

this proves the sufficiency.

Following the same lines as the arguments of Theorem 5.1 we also obtain a lower

bound (n agents) also for the finite mobile cellular automata decontamination with

cloning.

5.2.2 Circular Mobile Cellular Automata: Optimal Strategy

Starting with four agents located at the corners (Figure 5.4) the number of agents in-

creases until reaching 2n. Decontamination is achieved by placing four agents at the

corner and by applying the set of rules indicated in Table 5.4. Each agent moves and

clones itself whenever it has a contaminated neighbour. If two agents meet in the same

cell they will fuse. An agent terminates when it cannot see more contaminated cells.

Figure 5.4: Basic Decontamination with Cloning in a Circular Mobile Cellular Automata

with the Von Neumann Neighbourhood
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Configuration Next State Agents Movement

{•, •, •, 1, 1} 0 ⇓⇒
{•, 1, •, •, 1} 0 ⇓⇐
{•, 1, 1, •, •} 0 ⇑⇐
{•, •, 1, 1, •} 0 ⇑⇒
{•, 0, •, 1, 1} 0 ⇓⇒
{•, •, 0, 1, 1} 0 ⇓⇒
{•, 0, 0, 1, 1} 0 ⇓⇒
{•, •, 1, 1, 0} 0 ⇑⇒
{•, 0, 1, 1, •} 0 ⇑⇒
{•, 0, 1, 1, 0} 0 ⇑⇒
{•, 1, •, 0, 1} 0 ⇓⇐
{•, 1, 0, •, 1} 0 ⇓⇐
{•, 1, 0, 0, 1} 0 ⇓⇐
{•, 1, 1, 0, •} 0 ⇑⇐
{•, 1, 1, •, 0} 0 ⇑⇐
{•, 1, 1, 0, 0} 0 ⇑⇐
{•, 0, 0, 1, •} 0 ⇒
{•, 0, •, 1, 0} 0 ⇒
{•, 1, •, 0, 0} 0 ⇐
{•, 1, 0, 0, •} 0 ⇐
{•, 0, •, •, 1} 0 Terminate

{•, •, •, 0, 1} 0 Terminate

{•, 0, 0, •, 1} 0 Terminate

{•, •, 0, 0, 1} 0 Terminate

{•, 0, 1, •, •} 0 Terminate

{•, •, 1, 0, •} 0 Terminate

{•, 0, 1, •, 0} 0 Terminate

{•, •, 1, 0, 0} 0 Terminate

{•, •, •, 1, 0} 0 Terminate

{•, •, 0, 1, •} 0 Terminate

{•, 0, 0, 1, •} 0 Terminate

{•, 0, •, 1, 0} 0 Terminate

{•, 1, •, •, 0} 0 Terminate

{•, 1, •, 0, 0} 0 Terminate

{•, 1, 0, •, •} 0 Terminate

{•, 1, 0, 0, •} 0 Terminate

{•, •, 0, 0, •} 0 Terminate

{•, 0, 0, •, •} 0 Terminate

{•, 0, •, •, 0} 0 Terminate

{•, •, •, 0, •} 0 Terminate

{•, 0, •, 0, 1} 0 Terminate

{•, 0, 0, 0, 1} 0 Terminate

{•, •, 0, 1, 0} 0 Terminate

{•, 0, 0, 1, 0} 0 Terminate

{•, 1, 0, •, 0} 0 Terminate

{•, 1, 0, 0, 0} 0 Terminate

{•, 0, 1, 0, •} 0 Terminate

{•, 0, 1, 0, 0} 0 Terminate

{•, •, 0, 0, 0} 0 Terminate

{•, 0, 0, •, 0} 0 Terminate

Table 5.4: Rule Table for Basic Decontamination with Cloning in a Circular Mobile

Cellular Automata with the Von Neumann Neighbourhood
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Theorem 5.4. Optimal basic decontamination with cloning can be achieved in a circular

n× n mobile cellular automata with a Von Neumann neighbourhood using 2n agents.

Proof. We prove that 2n agents are sufficient by showing that: the set of rules given

in Table 5.4 achieves decontamination, all cells will become decontaminated by the end

of the process; the number of agents never become greater than 2n; and no cell will be

recontaminated. That is, once decontaminated every cell stays decontaminated until the

end of the process, when all cells are decontaminated. Initially agents are located at cells

(0, 0), (0, n−1), (n−1, 0), and (n−1, n−1), agents move on the diagonals and each time

an agent see 2 contaminated cells it will clone itself since the agent move synchronically

they will sees other agents when it reach the middle of the first columnar this point the

number of agents in each part will be n
2
, and the total number of agents is 2n. Since

whenever an agent ”sees” a more than one contaminated cell it will clone itself so once

decontaminated the contaminated neighbours of cell will be decontaminated at the next

time step, thus no recontamination can occurs.

Following the same lines as the arguments of Theorem 5.2 we also obtain a lower

bound (2n agents) also for the circular mobile cellular automata decontamination with

cloning.

5.3 Temporal Decontamination

The case of temporal decontamination is quite different from basic decontamination.

With temporal decontamination we must design a set of local rules and choose homebases

from which agents start the decontamination in such a way that during the decontami-

nation, a decontaminated cell never comes into contact with a contaminated cell after its

immunity time has expired.

As mentioned earlier, without being able to generate agents (cloning) if we want to

maintain a constant number of agents in the system we must design rules that force

the agents to not move into the same cell. In order to achieve this we need to either

increase their neighbourhood (i.e., visibility radius) or prescribe a very specific initial

configuration. We will look at both cases.
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5.3.1 Finite Mobile Cellular Automata with a Von Neumann

Neighbourhood

In the following we describe two sets of rules (Tables 5.5 and 5.6). Both require the

agents to start in a particular configuration in the first column. Depending on time

immunity t, and the size n of the cellular automata we choose the strategy that uses the

smaller number of agents.

5.3.1.1 Multiple Agents

We first examine the case when one agent is at the top-left corner, one at the bottom-left

corner and the other agents are in groups of two at some odd distance from each other.

In other words, we divide n in equal groups of d + 1 consecutive cells and employ 2

agents in each group, one on top, and one on the bottom (let us call such a pair sibling

agents). In this way, the two siblings are separated by an even number (d−1) of cells (see

Figure 5.5). The set of rules is given in Table 5.5 and it corresponds to the movement

of each group of siblings in opposite directions in the column, turning right as soon as

they become adjacent. Note that adjacent agents in a column can recognize themselves

as siblings (and thus turn right) because their other neighbour in the same column’s

decontaminated. On the other hand, two adjacent agents in a column are not siblings

when their other neighbours are contaminated (in which case they move in opposite di-

rections). Also note that this technique is possible only because the two siblings become

adjacent but never move on the same cell, hence the need for placing them at an odd

distance (i.e., separating them with an even number of cells).

Strategy 1: siblings at an odd distance. This strategy applies when the distance between

two sibling is odd.

Initial placement. We place one agent at the top-left corner, one at the bottom-left

corner and the other agents in groups of two at distance t1 from each other. In other

words, we divide n in equal groups of t1 +1 consecutive cells and employ 2 agents in each

group, one on top, and one on the bottom (sibling agents). In this way the two siblings

are separated by an even number (t1 − 1) of cells (see Figure 5.5).

Pattern of Movement. The set of rules is given in Table 5.5 where all missing com-

binations of states for the neighbourhood of the cell (i, j) leave xi,j unchanged. These

rules correspond to the movement of each group of siblings in opposite directions in the

column, turning right as soon as they become adjacent. Note that adjacent agents in a
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column can recognize whether they have to turn right (because their other neighbours

in the same column are decontaminated) or whether they have to move in the column

in opposite directions (because their neighbours in the same column are contaminated).

Note that this technique is possible only because the two siblings become adjacent but

never move on the same cell, hence the need for placing them at an odd distance (i.e.,

separating them with an even number of cells).

Figure 5.5: Initial Configuration: Sibling at

an Even Distance

Figure 5.6: Initial Configuration: Sibling at

an Odd Distance

Figure 5.7: Temporal Decontamination by Multiple Agents in a Finite Mobile Cellular

Automata with the Von Neumann Neighbourhood: Strategy 1.

Strategy 1 will obviously lead to the following theorem which we will omit the proof.

Theorem 5.5. Let t1 be the largest integer smaller than or equal to t such that t1 + 1

divides n and let t1 be odd. Temporal decontamination can be achieved in a mobile cellular
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Configuration Next State Agents Movement

{•, 0, 0, 1, 1} 0 ⇓
{•, 0, 1, 1, •} 0 ⇑
{•, 0, •, 1, 1} 0 ⇓
{•, 0, 1, 1, 0} 0 ⇑
{•, 0, •, 1, 0} 0 ⇒
{•, 0, 0, 1, •} 0 ⇒
{•, 0, 0, 1, 0} 0 ⇒
{•, 0, 0, 0, 1} 0 ⇓
{•, 0, 1, 0, •} 0 ⇑
{•, 0, •, 0, 1} 0 ⇓
{•, 0, 1, 0, 0} 0 ⇑
{•, 0, •, 0, 0} 0 Terminate

{•, 0, 0, 0, •} 0 Terminate

{•, 0, 0, 0, 0} 0 Terminate

Table 5.5: Rule Table for Temporal Decontamination by Multiple Agents in a Finite

Mobile Cellular Automata with the Von Neumann Neighbourhood: Strategy 1.

automata with a Von Neumann neighbourhood and an immunity time t using k = 2n
(t1+1)

agents.

Strategy 2: siblings at even distance. This strategy is applied when the distance between

two sibling is even.

In the following we describe a technique that would also work correctly when the

distance between two siblings is even (i.e., they are separated by an odd number of cells)

(see Figure 5.6). The idea is simple; it consists of employing a third agent in each interval

to be placed in the central node between any two siblings. The third agent’s (called the

delimiter) only role is to keep a separation between the two intervals. The siblings move

like before, but they turn to the right to move to the next column when they come in

contact with the delimiter agent (see Table 5.6).

Initial placement. The idea is to place two siblings at an even distance t1 (i.e., sep-

arated by t1 − 1 cells) and employ a third agent in each interval between siblings to

be placed in the central cell. The only role of the third agent (delimiter) is to keep a

separation between the two intervals.
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Pattern of Movement. The siblings move like before, but they turn to the right

to move to the next column when they come in contact with the delimiter agent (see

Figure 5.8). The delimiter, on the other hand, moves to the next column when it sees

its two neighbours in the same column occupied by one agent each. (The set of rules

corresponding to this case is given in Table 5.6). All missing combinations of states for

the neighbourhood of cell (i, j) leave xi,j unchanged.

Note that the delimiter agent only moves to synchronize the two adjacent cleaners.

The transition function that corresponds to waiting (not indicated in the Table because

it does not change its state) is: f(•, 0, 1, 1, 1) = (•, {}), given an immunity time t. If n

does not divide t+1, but it divides t+2, we can also show the configuration for which the

agent have to wait: ({•, 0, 1, 1, 1}, • , Stop). The agents could be deployed as described

above. As an easy consequence we have the following theorem.

Theorem 5.6. Let t2 be the largest integer smaller than or equal to t such that t2 + 2

divides n and let t2 be even. Temporal decontamination can be achieved in a finite mobile

cellular automata with a Von Neumann neighbourhood and an immunity time t using k

agents where k = 3n
(t2+2)

.

Figure 5.8: Temporal Decontamination by Multiple Agents in a Finite Mobile Cellular

Automata with the Von Neumann Neighbourhood: Strategy 2.

80



Configuration Next State Agents Movement

{•, 0, 0, 1, 1} 0 ⇓
{•, 0, •, 1, 1} 0 ⇓
{•, 0, 1, 1, •} 0 ⇑
{•, 0, 1, 1, 0} 0 ⇑
{•, 0, 0, 1, •} 0 ⇒
{•, 0, •, 1, •} 0 ⇒
{•, 0, •, 1, 0} 0 ⇒
{•, 0, 0, 1, 0} 0 ⇒
{•, 0, •, 0, 1} 0 ⇓
{•, 0, 1, 0, •} 0 ⇑
{•, 0, 0, 0, 1} 0 ⇓
{•, 0, 1, 0, 0} 0 ⇑
{•, 0, 0, 0, •} 0 Terminate

{•, 0, •, 0, •} 0 Terminate

{•, 0, •, 0, 0} 0 Terminate

{•, 0, 0, 0, 0} 0 Terminate

Table 5.6: Rule Table for Temporal Decontamination by Multiple Agents in a Finite

Mobile Cellular Automata with the Von Neumann Neighbourhood: Strategy 2.

.

5.3.1.2 Single Agent

Although the set of rules for a single agent is included in the set of rules for multiple

agents, we will describe a simplified version in this section and prove correctness and

optimality. In fact, for the general case with multiple agents described in the previous

section, we cannot prove the optimality of either strategies. We also cannot determine,

given a certain number of agents k > 1, the optimal immunity time t. On the other

hand, when there is a single available agent, we can show that the immunity time must

be at least (2n− 1). This is the same result that we have obtained for the mobile agent

model, and its derivation follows a very similar reasoning. We can notice that with a

single agent, the capability given by visibility in mobile cellular automata replaces the

availability of memory in mobile agents. In the first model the agents can count and
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know where to move, while in the second model agents can see and decide based on the

given set of rules where to move.

Initially the single agent is located at the left upper most corner. The rules given in

Table 5.7 correspond to the movement of the agent along the first column decontaminat-

ing all cells, then the horizontal movement to the next column and so on (see Figure 5.9).

Configuration Next State Agents Movement

{•, 0, 0, 1, 1} 0 ⇓
{•, 0, 0, 1, 0} 0 ⇒
{•, 0, 1, 1, 0} 0 ⇑
{•, 0, 0, 0, 1} 0 ⇓
{•, 0, 1, 0, 0} 0 ⇑
{•, 0, 0, 0, 0} 0 Terminate

Table 5.7: Rule Table for Temporal Decontamination by a Single Agent in a Finite

Mobile Cellular Automata with the Von Neumann Neighbourhood

Figure 5.9: Temporal Decontamination by a Single Agent in a Finite Cellular Automata

with the Von Neumann Neighbourhood
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Theorem 5.7. Optimal temporal decontamination can be achieved in a finite mobile

cellular automata with a Von Neumann neighbourhood using single agent if, and only if,

time immunity t ≥ 2n− 1.

Proof. Independent from the strategy adopted to decontaminate the finite mobile cellular

automata, all the cells must be decontaminated. Without loss of generality, let us consider

that the cell (n− 1, 0) at some step of the strategy (n− 1, 0) must be decontaminated.

Claim 5.8. If the path taken by the agent a is not the vertical one, then a should visit

all columns before (n− 1, 0). Therefore, it should visit all cells before (n− 1, 0).

Proof. Consider d(A,B) the minimum distance between A and B in the finite mobile

cellular automata, Pa the path taken by the agent a, and Pa(M,N) the path between

M and N . If |Pa(M,N)| = k ≥ n then all neighbours of N must be decontaminated in

the subgraph Pa((0, 0), N). Consider that P ′a = Pa(M,N) does not contain cells from

column (i + 1). Taking the smallest such i and the largest j in the column visited by

P ′a, if the agent goes to cell (n − 1, 0) to decontaminate it, then the distance traversed

by a since it left the first column is (d((i− k, 0), (i, j) + d(j, i), (n− 1, 0))) where (k ≤ i),

which is clearly greater then n. To go back to the node (0, j + 1), the same number of

step is required, and if the immunity time is 2(n− 1) + 1, then the cell (0, n− 1) will be

recontaminated. The only way to ensure decontamination is to visit all the cells before

the agent reach (n− 1, 0).

Claim 5.9. The Agent a must complete the decontamination of all columns Ca−(n− 1, 0)

before decontaminating any cell in column (n− 1).

Proof. Suppose Ca is not completely decontaminated and still a cell (i, n − 1) remains

contaminated. Consider the largest j, such that (j, 0) is decontaminated after the node

(i, n − 1). Going back and forth from (j + 1, 0) and (i, n − 1) will take more than the

immunity time 2(n− 1) + 1. Therefore the cell (j, 0) will be contaminated again before

its neighbour (j + 1, 0) is decontaminated.

We supposed that all cells must be visited before (n−1, 0). Moreover the cell (n−2, 0)

is visited before any cell (i, n− 1) for every i, thus the path P (n− 2, 0)→ P (i, n− 1)→
P (n− 1, 0).
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5.3.2 Finite Mobile Cellular Automata with a Moore Neigh-

bourhood

In the case of a Moore neighbourhood, we can exploit the enlarged neighbourhood visi-

bility of the agents to design a strategy that decontaminates the network starting from

a less restricted initial placement of the agents.

The idea is to divide the finite mobile cellular automata into a set of blocks of almost

equal size. If t+1 divides 2n, then we create 2n
t+1

blocks. In each block we place an agent,

the movement of the agents will alternate ”bottom to top” and ”top to bottom” between

consecutive blocks. In case where t+1 does not divides 2n, that is 2n = r×(t+1)+q(q >

0), then we create r equal blocks of size d t+1
2
e, then we place a block of size 1 (row), with

a single moving horizontally, then a block of size q − 1. The movement of the agent on

the block of size (q − 1) will be the opposite of the previous of size r. The block of size

1 will be used to synchronize the movements of the agent on the last block of size r and

the block of size q − 1.

Configuration Next State Agents Movement

{•, 0, 0, 0, 0, 1, 1, 1, 0} 0 ⇓
{•, 0, 0, •, 1, 1, 1, 1, 0} 0 ⇓
{•, 0, 0, 0, 1, 1, 1, 1, 0} 0 ⇓
{•, 0, 0, 0, 0, 0, 1, 0} 0 ⇓
{•, 0, 0, 0, 0, 0, 0, 1, 0} 0 ⇓
{•, 0, 0, •, 1, 1, 1, 0, 0} 0 ⇒
{•, 0, 0, 0, 1, 1, 1, •, 0} 0 ⇒
{•, 0, 0, •, 1, 1, •, 0, 0} 0 ⇒
{•, 0, 0, 1, 1, 1, 1, •, 0} 0 ⇑
{•, 0, 0, 1, 1, 1, 0, 0, 0} 0 ⇑
{•, 0, 0, 1, 1, 1, 1, 0, 0} 0 ⇑
{•, 0, 0, 1, 0, 0, 0, 0, 0} 0 ⇑
{•, 0, 0, 1, 0, 0, 0, •, 0} 0 ⇑
{•, 0, 0, 0, 0, 0, 0, •, 0} 0 Terminate

{•, 0, 0, •, 0, 0, 0, 0, 0} 0 Terminate

{•, 0, 0, •, 0, 0, 0, •, 0} 0 Terminate

Table 5.8: Rule Table for Temporal Decontamination by Multiple Agents in a Finite

Mobile Cellular Automata with the Moore Neighbourhood
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Figure 5.10: Temporal Decontamination by Multiple Agents in a Finite Mobile Cellular

Automata with the Moore neighbourhood

Theorem 5.10. Temporal decontamination can be achieved in a finite mobile cellular

automata with a Moore neighbourhood and an immunity time t (where t ≥ 1) using k

agents where:

k =

{
2n
t+1

if 2n mod t+ 1 = 0

b 2n
t+1
c+ 2 Otherwise

5.3.3 Circular Mobile Cellular Automata with a Von Neumann

Neighbourhood

In this section we will present a set of strategies that applies in several cases of circular

mobile cellular automata with a Von Neumann neighbourhood. Most of these strategies

uses the same ideas with little modifications then the once shown in the case of finite

mobile cellular automata. There will be different strategies, for the cases of 1, 2, 3, and

more then three agents.

A part from the single agent case where we have an optimal strategy, all other proofs

are omitted since they are easy consequences from the definitions of the difference strate-

gies.
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5.3.3.1 Single Agent

With a single agent, optimal temporal decontamination in a circular mobile cellular

automata is possible with time immunity = 4(n − 1) − 1 (see Table 5.9). Agent moves

in spiral (see Figure 5.11).

Theorem 5.11. With a single agent, temporal decontamination in a circular mobile

cellular automata is possible if, and only if, the immunity time is ≥ 4(n− 1)− 1.

Proof. Decontamination is achieved by placing the agent in any cell and by applying the

set of rules indicated in Table 5.9. The effect of the local rules is the spiral propagation

of the decontamination ( Figure 5.11) where a decontaminated cell is never in contact

with a contaminated cell for more than 4(n−1)−1 time units. This results in a situation

where all cells are simultaneously decontaminated after n× n time units.

There is no other set of rules that achieves decontamination with a time immunity

≤ 4(n−1)−1. Let us call a rule that cannot be present in a correct set of rules a forbid-

den rule. We now construct all possible dynamics by forbidding impossible behaviour.

Initially the agent is located at any cell of the circular mobile cellular automata. Possible

movements are Left, Up, Right, Down (⇐,⇑, ⇒, ⇓). Decontamination starts at cell x.

Without loss of generality, we can choose to propagate the decontamination in any di-

rection because any other choice will produce a symmetric propagation in the circular mo-

bile cellular automata. Let the decontamination propagate Down, f(•, 1, 1, 1, 1) = (0,⇓)

will be present and let f(•, 1, 1, 1, 1) = (0,⇐), f(•, 1, 1, 1, 1) = (0,⇒), f(•, 1, 1, 1, 1) =

(0,⇑) be forbidden. After moving to x upper neighbours, three possible moves are Down,

Right, and Left (Down is forbidden because it creates an oscillation, whereas Right and

Left produce a symmetric propagation.

Without loss of generality, let the agent move to the Right (the other choices would

create a symmetric situation). At this point the only permitted rules are f(•, 1, 1, 1, 1) =

(0,⇓) and f(•, 1, 0, 1, 1) = (0,⇒). The agent is situated in the column to the right of the

column where x is located. At this point, three possible moves are Right, Up and Down.

The Left move is not possible because it leads to an oscillation. The Up and Down moves

are symmetric and required to decontaminate all the columns located to the right of x

to reach the left neighbour of x, and clearly require more than 4(n− 1)− 1 time units.

The Right move will propagate the decontamination to the column situated to the left

of x. At this point, the Up and Down moves are permitted and both have a symmetric

behaviour. Without loss of generality let us consider the Up propagation. The agent will

decontaminate the whole column to the left of x. Then the agent will move to the left
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until reaching the column to the right of x. This requires 3(n− 1) + (n− 2) moves, but

the upper neighbour of x is still contaminated and we have already reached 4(n− 1)− 1.

Now let us consider Down propagation of the decontamination. The agent moves

Down until reaching the upper neighbour of cell x. At this point, two neighbours of

x are decontaminated and (n-2) time units have elapsed. To ensure propagation, only

two directions for propagation are possible, Left and Right. Down and Up must be

forbidden because they lead to an oscillation. Without loss of generality, let the agent

move to the right (moving to the left produce symmetric propagation) and let movement

to the left be forbidden. Now f(•, 1, 1, 1, 1) = (0,⇑), and f(•, 1, 0, 1, 0) = (0,⇒) are

permitted, while f(•, 1, 1, 1, 1) = (0,⇐), f(•, 1, 1, 1, 1) = (0,⇒), f(•, 1, 1, 1, 1) = (0,⇓),

f(•, 1, 0, 1, 0) = (0,⇐), f(•, 1, 0, 1, 0) = (0,⇑) and f(•, 1, 0, 1, 0) = (0,⇓) are forbidden.

The agent moves to the next column, and at this point it can move to one of the four

directions. Clearly the movement to the left is forbidden because it leads to an oscilla-

tion, so possible movements are Up, Down, and Right. Up and Down movements will

produce a symmetric propagation, so without loss of generality, let the Down movement

be forbidden and the Up movement be permitted. Now we have two possible movements,

Up and Right. Let us consider each possible movement and see what it will produce.

If the Up (f(•, 0, 1, 1, 1) = (0,⇑)) movement is permitted and Down and Right

(f(•, 0, 1, 1, 1) = (0,⇓), and f(•, 0, 1, 1, 1) = (0,⇒)) are forbidden, the agent moves up

to clean the column to the right of x. Then by the rules already present (f(•, 1, 1, 1, 1) =

(0,⇑), f(•, 1, 0, 1, 0) = (0,⇒), and f(•, 0, 1, 1, 1) = (0,⇑)), the agent requires another

(n−2)(n−1) + (n−2) time units to reach the left neighbours of the starting cell x. The

time required is clearly greater than 4(n− 1)− 1.

If the Right (f(•, 0, 1, 1, 1) = (0,⇒)) movement is permitted and Down and Up moves

(f(•, 0, 1, 1, 1) = (0,⇓), and f(•, 0, 1, 1, 1) = (0,⇑)) are forbidden, the agent moves right

to decontaminate the row situated above cell x. Then, by the rules already present

(f(•, 1, 1, 1, 1) = (0,⇑), f(•, 1, 0, 1, 0) = (0,⇒), and f(•, 0, 1, 1, 1) = (0,⇒)) decontami-

nation propagates to the column situated to the left of cell x. The time already elapsed

is 2(n−1). At this point, two moves are possible, Up and Down (moves to Right and Left

are forbidden because they produce an oscillation). Consider the case where Up is per-

mitted and Down is forbidden. In this case, the agent moves Up to clean the column, and

the time already elapsed is 3(n− 1) time units. Then, the unique permitted movement

left will keep x moving until reaching the column to the right of x, and the time already

elapsed is 4(n− 1)− 2 time units. At this point, two movement are possibles, Right and

Down, both of which require more than two movement to reach the right neighbours of
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x.

Now consider the case where the Up movement is permitted and Down is forbid-

den. Possible moves starting from x are Down, Right and Up, and possible rules are

(f(•, 0, 1, 1, 1) = (0,⇓), f(•, 1, 0, 1, 1) = (0,⇓), f(•, 1, 0, 1, 0) = (0,⇒), f(•, 0, 1, 1, 1) =

(0,⇒), f(•, 0, 1, 0, 1) = (0,⇑),f(•, 1, 1, 0, 0) = (0,⇑), f(•, 1, 0, 0, 0) = (0,⇐), f(•, 1, 0, 0, 1) =

(0,⇐)). In this case, the agent moves Up to clean the column, and the time already

elapsed is 3(n− 1) time units. The unique permitted movement left will keep x moving

until reaching the column at the right of x. The time elapsed is 4(n− 1)− 1 and all the

neighbours of x are decontaminated.

At this point the move will be repeated until all cells are decontaminated. The set of

permitted moves corresponds to the set of rules given in Table 5.13, and the movement

corresponds to the movement in Figure 5.11 or to a symmetric one.

Configuration Next State Agents Movement

{•, 1, 1, 1, 1} 0 ⇓
{•, 1, 0, 1, 1} 0 ⇓
{•, 0, 1, 0, 1} 0 ⇑
{•, 1, 1, 0, 0} 0 ⇑
{•, 1, 0, 0, 0} 0 ⇐
{•, 1, 0, 0, 1} 0 ⇐
{•, 1, 0, 1, 0} 0 ⇒
{•, 0, 1, 1, 1} 0 ⇒
{•, 0, 0, 0, 1} 0 ⇓
{•, 0, 0, 1, 1} 0 ⇓
{•, 0, 0, 1, 0} 0 ⇒
{•, 0, 1, 1, 0} 0 ⇒
{•, 1, 0, 0, 0} 0 ⇐
{•, 1, 0, 0, 1} 0 ⇐
{•, 0, 1, 0, 0} 0 ⇑
{•, 0, 0, 0, 0} 0 Terminate

Table 5.9: Rule Table for Temporal Decontamination by a Single Agent in a Circular

Mobile Cellular Automata with the Von Neumann Neighbourhood.
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Figure 5.11: Temporal Decontamination by a Single Agent in a Circular Mobile Cellular

Automata with the Von Neumann Neighbourhood

5.3.3.2 Two Agents

In the case of two agents, the agents are located in two adjacent columns and move in

the same direction Down or Up cleaning the column, they then move to the next column,

where they move in the same direction as in the previous column (Down or Up). Agents

keep moving in the same direction during the whole decontamination process. An agent

terminates when there is no more cells to decontaminate (i.e., all cells in its visibility

range are decontaminated) (see Figure 5.12). The set of rules given in Table 5.12 show

a possible solution to the decontamination.

Theorem 5.12. With two agents, temporal decontamination in a circular mobile cellular

automata is possible if the immunity time is ≥ n+ 1.
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Configuration Next State Agents Movement

{•, 1, 1, •, 1} 0 ⇓
{•, 1, 0, •, 1} 0 ⇓
{•, 1, 1, 0, 1} 0 ⇓
{•, 1, 0, 0, 1} 0 ⇓
{•, 1, 0, •, 0} 0 ⇐
{•, 1, 0, 0, 0} 0 ⇐
{•, •, 1, 1, 1} 0 ⇓
{•, •, 0, 1, 1} 0 ⇓
{•, 0, 1, 1, 1} 0 ⇓
{•, 0, 0, 1, 1} 0 ⇓
{•, 0, 0, 1, 0} 0 ⇒
{•, •, 0, 1, 0} 0 ⇒
{•, 0, 0, 0, 0} 0 Terminate

{•, 0, 0, 0, •} 0 Terminate

Table 5.10: Rule Table for Temporal Decontamination by Two Agents in a Circular

Mobile Cellular Automata with the Von Neumann Neighbourhood.

Figure 5.12: Temporal Decontamination by Two agents in a Circular Mobile Cellular

Automata with the Von Neumann Neighbourhood

5.3.3.3 Three agent

With three agents, we use a similar solution but with an agent between the two agents

used in the previous solutions (see Figure 5.13). The third agent has the only task of
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decontaminating the column in the middle, and then it terminates. The set of rules given

in Table 5.13 show a possible solution to the decontamination

Theorem 5.13. With three agents, temporal decontamination in a circular mobile cel-

lular automata is possible if the immunity time is ≥ n+ 1.

Configuration Next State Agents Movement

{•, 1, 1, •, 1} 0 ⇓
{•, 1, 0, •, 1} 0 ⇓
{•, 1, 1, 0, 1} 0 ⇓
{•, 1, 0, 0, 1} 0 ⇓
{•, 1, 0, •, 0} 0 ⇐
{•, 1, 0, 0, 0} 0 ⇐
{•, •, 1, 1, 1} 0 ⇓
{•, •, 0, 1, 1} 0 ⇓
{•, 0, 1, 1, 1} 0 ⇓
{•, 0, 0, 1, 1} 0 ⇓
{•, 0, 0, 1, 0} 0 ⇒
{•, •, 0, 1, 0} 0 ⇒
{•, 0, 1, 1, 1} 0 ⇓
{•, 0, 0, 1, 1} 0 ⇓
{•, 0, 0, 0, 0} 0 Terminate

{•, 0, 0, 0, •} 0 Terminate

Table 5.11: Rule Table for Temporal Decontamination by Three Agents in a Circular

Mobile Cellular Automata with the Von Neumann Neighbourhood.
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Figure 5.13: Temporal Decontamination by Three agents in a Circular Mobile Cellular

Automata with the Von Neumann Neighbourhood

5.3.3.4 More than 3 Agents

We apply the same strategies as in the case of the finite mobile cellular automata (Strat-

egy 1, Strategy 2), but by duplicating the number of agents and placing them in adjacent

columns, this allows them to move in opposite directions (see Figure 5.14). The set of

rules is given in Table 5.12, and these rules correspond to the movement of each group

of siblings in opposite directions in two columns, turning right or left depending on the

starting column as soon as they become adjacent. Note that this technique is possible

only because the two siblings become adjacent but never move on the same cell, hence

the need for placing them at an odd distance (i.e., separating them with an even number

of cells).

Strategy 1: Siblings at an odd distance. This strategy applies when the distance between

each two sibling is odd.

Theorem 5.14. Let t1 be the largest integer smaller than or equal to t such that t1 + 1

divides n and let t1 be odd. Temporal decontamination can be achieved in a circular

mobile cellular automata with a Von Neumann neighbourhood and an immunity time t

using k = 2 2n
(t1+1)

agents.
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Configuration Next State Agents Movement

{•, •, •, 1, 1} 0 ⇓
{•, 1, •, •, 1} 0 ⇓
{•, •, 0, 1, 1} 0 ⇓
{•, 1, 0, •, 1} 0 ⇓
{•, 1, 1, •, •} 0 ⇑
{•, •, 1, 1, 0} 0 ⇑
{•, 1, 1, •, 0} 0 ⇑
{•, •, 1, 1, •} 0 ⇑
{•, 1, 0, •, •} 0 ⇐
{•, 1, •, •, 0} 0 ⇐
{•, •, •, 1, 0} 0 ⇒
{•, •, 0, 1, •} 0 ⇒
{•, 1, 1, 0, •} 0 ⇑
{•, 0, 1, 1, •} 0 ⇑
{•, 1, •, 0, 1} 0 ⇓
{•, 0, •, 1, 1} 0 ⇓
{•, 0, •, 1, 0} 0 ⇒
{•, 0, 0, 1, •} 0 ⇒
{•, 1, •, 0, 0} 0 ⇐
{•, 1, 0, 0, •} 0 ⇐
{•, 0, •, •, 1} 0 ⇓
{•, •, •, 0, 1} 0 ⇓
{•, 0, 1, •, 0} 0 ⇑
{•, •, 1, 0, 0} 0 ⇑
{•, 0, •, 0, 1} 0 ⇓
{•, 0, 0, 0, 1} 0 ⇓
{•, 0, 1, 0, •} 0 ⇑
{•, 0, 1, 0, 0} 0 ⇑
{•, 0, 0, •, •} 0 Terminate

{•, •, 0, 0, •} 0 Terminate

{•, 0, •, •, 0} 0 Terminate

{•, •, •, 0, 0} 0 Terminate

{•, 0, 0, 0, •} 0 Terminate

{•, 0, •, 0, 0} 0 Terminate

Table 5.12: Rule Table for Temporal decontamination by Multiple Agents in a Circular

Mobile Cellular Automata with the Von Neumann Neighbourhood: Strategy 1.
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Figure 5.14: Temporal Decontamination by Multiple Agents in a Circular Mobile Cellular

Automata with the Von Neumann neighbourhood: Strategy 1.

Strategy 2: Siblings at an even distance. This strategy is applied when the distances

between two siblings is even.

Figure 5.15: Temporal Decontamination by Multiple Agents in a Circular Mobile Cellular

Automata with the Von Neumann Neighbourhood: Strategy 2.

Theorem 5.15. Let t2 be the largest integer smaller than or equal to t such that t2 + 2

divides n and let t2 be even. Temporal decontamination can be achieved in a circular

mobile cellular automata with the Von Neumann neighbourhood and an immunity time t

using k agents where k = 2 3n
(t2+2)

.
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Configuration Next State Agents Movement

{•, •, •, 1, 1} 0 ⇓
{•, 1, •, •, 1} 0 ⇓
{•, 1, 1, •, •} 0 ⇑
{•, •, 1, 1, •} 0 ⇑
{•, 1, 0, •, •} 0 ⇐
{•, 1, •, •, 0} 0 ⇐
{•, 1, •, •, •} 0 ⇐
{•, •, •, 1, 0} 0 ⇒
{•, •, 0, 1, •} 0 ⇒
{•, •, •, 1, •} 0 ⇒
{•, 1, 1, •, 0} 0 ⇑
{•, •, 1, 1, 0} 0 ⇑
{•, 1, 0, •, 1} 0 ⇓
{•, •, 0, 1, 1} 0 ⇓
{•, 0, 1, 1, •} 0 ⇑
{•, 0, 1, 1, 0} 0 ⇑
{•, 0, •, 1, 1} 0 ⇓
{•, 0, 0, 1, 1} 0 ⇓
{•, 0, •, 1, •} 0 ⇒
{•, 1, •, 0, •} 0 ⇐
{•, 1, 1, 0, •} 0 ⇑
{•, 1, 1, 0, 0} 0 ⇑
{•, 1, •, 0, 1} 0 ⇓
{•, 1, 0, 0, 1} 0 ⇓
{•, 0, •, •, 1} 0 ⇓
{•, 0, 0, •, 1} 0 ⇓
{•, •, •, 0, 1} 0 ⇓
{•, •, 0, 0, 1} 0 ⇓
{•, 0, 1, •, •} 0 ⇑
{•, 0, 1, •, 0} 0 ⇑
{•, •, 1, 0, •} 0 ⇑
{•, •, 1, 0, 0} 0 ⇑
{•, 0, •, 0, 1} 0 ⇓
{•, 0, 0, 0, 1} 0 ⇓
{•, 0, 1, 0, •} 0 ⇑
{•, 0, 1, 0, 0} 0 ⇑
{•, 0, 0, •, •} 0 Terminate

{•, •, 0, 0, •} 0 Terminate

{•, 0, •, •, 0} 0 Terminate

{•, •, •, 0, 0} 0 Terminate

{•, 0, 0, 0, •} 0 Terminate

{•, 0, •, 0, 0} 0 Terminate

{•, 0, •, •, •} 0 Terminate

{•, •, •, 0, •} 0 Terminate

{•, 0, •, 0, •} 0 Terminate

Table 5.13: Rule Table for Temporal decontamination by Multiple Agents in a Circular

Mobile Cellular Automata with the Von Neumann Neighbourhood: Strategy 2.
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5.3.4 Circular Mobile Cellular Automata with the Moore Neigh-

bourhood

If we enlarge visibility to include the diagonal neighbours (see Figure 5.16), we obtain a

solution which is valid for any number of agents ≥ 2 (solutions for single, two, and three

agents are similar to the one shown for the case of a Von Neumann neighbourhood). The

difference with the Von Neumann case is that we can avoid fusing two agents when they

meet in the same cell. The set of rules given in Table 5.14 achieves decontamination in

a circular mobile cellular automata with temporal immunity.

Theorem 5.16. Temporal decontamination can be achieved in a finite mobile cellular

automata with a Moore neighbourhood and an immunity time t (where t ≥ 0) using k

agents where:

k =

{
2× 2n

t+1
if 2n mod t+ 1 = 0

2× b 2n
t+1
c+ 3 Otherwise

Figure 5.16: Rule Table for Temporal Decontamination by Multiple Agents in a Circular

Mobile Cellular Automata with the Moore Neighbourhood
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Configuration Next State Agents Movement

{•, 1, 1, •, •, •, 1, 1, 1} 0 ⇓
{•, 1, 1, 0, 0, •, 1, 1, 1} 0 ⇓
{•, 1, 1, •, 0, 0, 0, 1, 1} 0 ⇓
{•, 1, 1, 0, 0, 0, 0, 1, 1} 0 ⇓
{•, 1, 1, •, •, •, •, •, 1} 0 ⇐
{•, 1, 1, 0, 0, •, •, •, 1} 0 ⇐
{•, 1, 1, •, •, •, 0, 0, 1} 0 ⇐
{•, 1, 1, 1, 1, •, •, •, 1} 0 ⇑
{•, 1, 1, 1, 1, •, 0, 0, 1} 0 ⇑
{•, 1, 1, 1, 0, 0, 0, •, 1} 0 ⇑
{•, 1, 1, 1, 0, 0, 0, 0, 1} 0 ⇑
{•, 1, 1, 0, 0, 0, 0, •, 1} 0 ⇐
{•, 1, 1, •, 0, 0, 0, 0, 1} 0 ⇐
{•, 1, 1, •, 0, 0, 0, •, 1} 0 ⇐
{•, 1, •, 0, 0, 0, 0, •, 1} 0 ⇐
{•, •, •, •, 1, 1, 1, 1, 1} 0 ⇓
{•, •, 0, 0, 1, 1, 1, 1, 1} 0 ⇓
{•, 0, 0, •, 1, 1, 1, 1, 0} 0 ⇓
{•, 0, 0, 0, 1, 1, 1, 1, 0} 0 ⇓
{•, •, 0, 0, 1, 1, 1, •, •} 0 ⇒
{•, •, •, •, 1, 1, 1, 0, 0} 0 ⇒
{•, •, •, •, 1, 1, 1, •, •} 0 ⇒
{•, •, 1, 1, 1, 1, 1, •, •} 0 ⇑
{•, •, 1, 1, 1, 1, 1, 0, 0} 0 ⇑
{•, 0, 0, 1, 1, 1, 1, •, 0} 0 ⇑
{•, 0, 0, 1, 1, 1, 1, 0, 0} 0 ⇑
{•, 0, 0, 0, 1, 1, 1, •, 0} 0 ⇒
{•, 0, 0, •, 1, 1, 1, 0, 0} 0 ⇒
{•, 0, 0, •, 1, 1, 1, •, 0} 0 ⇒
{•, 0, 0, •, 1, 1, •, 0, 0} 0 ⇒
{•, •, 1, 1, 0, 0, 0, 0, 0} 0 ⇑
{•, 0, 0, 1, 1, •, 0, 0, 0} 0 ⇑
{•, •, 1, 1, 0, 0, 0, •, •} 0 ⇑
{•, 0, 0, 1, 1, •, •, •, 0} 0 ⇑
{•, 0, 0, •, •, •, 1, 1, 0} 0 ⇓
{•, 0, 0, 0, 0, •, 1, 1, 0} 0 ⇓
{•, •, •, •, 0, 0, 0, 1, 1} 0 ⇓
{•, •, 0, 0, 0, 0, 0, 1, 1} 0 ⇓
{•, 0, 0, •, •, •, •, •, 0} 0 Terminate

{•, 0, 0, 0, 0, •, •, •, 0} 0 Terminate

{•, 0, 0, •, •, •, 0, 0, 0} 0 Terminate

{•, •, •, •, 0, 0, 0, •, •} 0 Terminate

{•, •, 0, 0, 0, 0, 0, •, •} 0 Terminate

{•, •, •, •, 0, 0, 0, 0, 0} 0 Terminate

Table 5.14: Rule Table for Temporal Decontamination by Multiple Agents in a Circular

Mobile Cellular Automata with the Moore Neighbourhood.
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5.4 Temporal Decontamination with Cloning

While basic decontamination with a Von Neumann neighbourhood is quite simple and

the possibility of cloning does not really have an impact on the solution, with temporal

decontamination we can observe that cloning indeed makes a difference. Two agents

are not allowed in the same cell; if they happen to move on the same cell, they fuse

into one. If cloning is not allowed and we need the number of agents to be fixed and

pre-determined, the set of rules must forbid two agents from moving on the same cell.

Note that this might not always be possible because of the limited visibility of an agent.

In fact, if two agents are separated by one cell, they cannot see each other, and they

cannot avoid fusing in that cell if they move towards each other. The case when cloning is

allowed is different as it might allow fusing some agents because they can be regenerated

during the life of the algorithm. In this section we study the impact of this capability on

the decontamination problem.

5.4.1 Finite Mobile Cellular Automata

In this section, we consider the more general case when the local transition function can

return several directions. As discussed in Section 1, in the case of basic decontamination

the result is the same as in the case of basic decontamination without cloning. We now

consider the case of temporal decontamination in a finite mobile cellular automata with

t > 1 and Von Neumann neighbourhood.

Initial Placement. We divide the n cells of the first column in groups of at most t+ 1

consecutive cells and employ two agents (the siblings) in each group, one on top, and

one on the bottom. The two siblings can be separated by an arbitrary distance smaller

than t.

Pattern of Movement. The set of rules is given in Table 5.15 and it corresponds to

the movement of each group of siblings in opposite directions in the column. Agents turn

right once they become adjacent (see cells b and c in Figure 5.17), or when they meet in

the same cell (see cell a in Figure 5.17), and in this case they will fuse and act as a single

agent. If they fuse, when the agent is in the next column and realizes that its up and

down neighbours are contaminated, it will duplicate and propagate in both directions.
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Configuration Next State Agents Movement

{•, 0, 0, 1, 1} 0 ⇓
{•, 0, 1, 1, •} 0 ⇑
{•, 0, •, 1, 1} 0 ⇓
{•, 0, 1, 1, 0} 0 ⇑
{•, 0, 0, 1, 0} 0 ⇒
{•, 0, 1, 1, 1} 0 ⇓ ⇑
{•, 0, •, 1, 0} 0 ⇒
{•, 0, 1, 0, 0} 0 ⇑
{•, 0, •, 0, 1} 0 ⇓
{•, 0, 1, 0, •} 0 ⇑
{•, 0, 0, 1, •} 0 ⇒
{•, 0, 0, 0, 1} 0 ⇓
{•, 0, •, 0, •} 0 Stop

{•, 0, •, 0, 0} 0 Stop

{•, 0, 0, 0, •} 0 Stop

{•, 0, 0, 0, 0} 0 Stop

Table 5.15: Rule Table for Temporal Decontamination by Multiple Agents with Cloning

Capability in a Finite Mobile Cellular Automata with the Von Neumann Neighbourhood.

a

b

c

Figure 5.17: Temporal Decontamination by Multiple Agent with Cloning capability in a

Finite Mobile Cellular Automata with the Von Neumann Neighbourhood.
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Theorem 5.17. Temporal decontamination can be achieved in a finite mobile cellular

automata with a Von Neumann neighbourhood and an immunity time t using k = d2n
t
e

agents that can clone.

Proof. We now show that, by following the rules of Table 5.15, decontamination is

achieved monotonically. That is, once decontaminated, every cell stays clean until the

end of the process, when all cells are decontaminated.

Let us call entry points of decontamination in a column the cells in such a column that

become active due to a left active neighbour (horizontal propagation). We now prove by

induction using the number of columns that for each column i there is a time t when: (i)

all cells in column i are either decontaminated or active; (ii) all cells in column i− 1 (for

i > 0) are decontaminated; (iii) by time t1 + t all right neighbours of a decontaminated

cell of column i are either decontaminated or active; and (iv) the distance between any

two consecutive entry points in column i+ 1 (for i < n− 1) is smaller than t.

1. Base - column 0: According to the set of rules (Table 5.15), the active state prop-

agates vertically in both directions in the first column (see rules f({•, 0, 0, 1, 1}) = (0,

⇓), f({•, 0, •, 1, 1}) = (0, ⇓), f({•, 0, 1, 1, •}) = (0, ⇑) and f({•, 0, 1, 1, 0}) = (0, ⇑) ).

Since the maximal distance between initially consecutive active cells is t by construction,

within b t−1
2
c time units all the cells on column 0 are either active or decontaminated. Ac-

cording to the local rules, decontamination then propagates to column 1. In fact, by rule

f({•, 0, 1, 1, 1}) = (0, ⇑⇓) if there is a single active cell with up and down contaminated

neighbours, it will duplicate and start propagating in both direction. If instead there is

a pair of active cells, each of them starts propagating in the direction of their contami-

nated neighbours in the column (rules: f(•, 0, •, 1, 1) = (0,⇓) and f(•, 0, 1, 1, •) = (0,⇑)).

Since the propagation in column 1 happens for all active cells within b t−1
2
c time units

from the beginning, the distance between any two consecutive entry points in column 1

cannot be greater than t. By a similar argument as that for column 0, all cells in col-

umn 1 will then become decontaminated or active within other b t−1
2
c time units. Thus,

within at most t time units, all the cells in column 0 and in column 1 will be either

decontaminated or active. We can conclude that the base case is true.

2. Induction hypothesis: Assume that there is a time when all cells of column i

(0 < i < n − 1) and all their right neighbours in column i + 1 are either in an active

or decontaminated state, their left neighbours in column i − 1 are clean, and the entry

points in column i+ 1 are at a distance of at most t.

3. Induction Step: Consider column i + 1. By the induction hypothesis we know that

there is a time t when all cells in column i− 1 are clean, the cells in columns i and i+ 1
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are either active or decontaminated, and the entry points in column i+1 are at maximum

distance t from each other. It follows that the decontamination propagates vertically in

column i+ 1 within b t−1
2
c time units from time t, thus leaving all cells in column i clean.

Decontamination propagates then to column i+ 2 and within other b t−1
2
c time units all

the cells in the column i + 2 become either decontaminated or active. We can conclude

that by time t1 + t all cells in column i + 1 together with all their right neighbours are

either decontaminated or active and the cells in column i are clean, thus concluding the

proof.

5.4.2 Circular Mobile Cellular Automata

In this section we consider the more general case when the local transition function can

return several directions. As discussed in Section 1, in the case of basic decontamination

the result is the same as in the case of basic decontamination without cloning. We now

consider the case of temporal decontamination in a circular mobile cellular automata

with t > 1 and Von Neumann neighbourhood.

Initial Placement. We divide n cells of any column of the circular mobile cellular

automata in groups of at most t+1 consecutive cells and employ two agents (the siblings)

in each group, one on top, and one on the bottom. The two siblings can be separated

by an arbitrary distance smaller than T .

Pattern of Movement. The set of rules is given in Table 5.16 and corresponds to the

movement of each group of siblings in opposite directions in the column. Agents turn

in both directions once they become adjacent (see cells b and c in Figure 5.18), or when

they meet in the same cell (see cell a in Figure 5.18), and in this case they will fuse and

act as a single agent. If they fuse, when the agent is in the next column and realizes that

its up and down neighbours are contaminated, it will duplicate and propagate in both

directions.
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Configuration Next State Agents Movement

{•, 0, 0, 1, 1} 0 ⇓
{•, 0, 1, 1, •} 0 ⇑
{•, 0, •, 1, 1} 0 ⇓
{•, 0, 1, 1, 0} 0 ⇑
{•, 0, 0, 1, 0} 0 ⇒
{•, 0, 1, 1, 1} 0 ⇓ ⇑
{•, 0, •, 1, 0} 0 ⇒
{•, 0, 1, 0, 0} 0 ⇑
{•, 0, •, 0, 1} 0 ⇓
{•, 0, 1, 0, •} 0 ⇑
{•, 0, 0, 1, •} 0 ⇒
{•, 0, 0, 0, 1} 0 ⇓
{•, 1, 0, 1, 0} 0 ⇒ ⇐
{•, 1, •, 1, 0} 0 ⇒ ⇐
{•, 1, 0, 1, •} 0 ⇒ ⇐
{•, 1, 1, 0, •} 0 ⇑
{•, 1, •, 0, 1} 0 ⇓
{•, 1, 1, 0, 1} 0 ⇓ ⇑
{•, 0, •, 1, 0} 0 ⇒
{•, 1, 0, 0, 1} 0 ⇓
{•, 1, 1, 0, 0} 0 ⇑
{•, 1, 0, 0, •} 0 ⇐
{•, 1, •, 0, 0} 0 ⇐
{•, 1, 0, 0, 0} 0 ⇐
{•, 0, •, 0, •} 0 Stop

{•, 0, •, 0, 0} 0 Stop

{•, 0, 0, 0, •} 0 Stop

{•, 0, 0, 0, 0} 0 Stop

{•, 0, 0, •, •} 0 Stop

{•, 0, •, •, 0} 0 Stop

{•, •, •, 0, 0} 0 Stop

{•, •, 0, 0, •} 0 Stop

Table 5.16: Rule Table for Temporal Decontamination by Multiple Agents with Cloning

Capability in a Circular Mobile Cellular Automata with the Von Neumann Neighbour-

hood.
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a

b

c

Figure 5.18: Temporal Decontamination by Multiple Agents with Cloning Capability in

a Circular Mobile Cellular Automata with the Von Neumann Neighbourhood.

The proof of the following theorem is similar to the previous one.

Theorem 5.18. Temporal decontamination can be achieved in a circular mobile cellular

automata with a Von Neumann neighbourhood and an immunity time t using K = 2×d2n
t
e

agents that can clone.
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5.5 Conclusion

In this chapter, we have continued the line of investigation started in the previous chap-

ter to study the network decontamination problem in cellular systems where the spread

of faults, as well as the decontamination process, are regulated by local rules. We have

focused on a two-dimensional three-state mobile cellular automata with and without

temporal immunity, to look at the impact that active cells, in an otherwise reactive en-

vironment, have on the decontamination problem. We studied finite and circular mobile

cellular automata with Von Neumann and Moore neighbourhoods. In each case we have

described local rules that achieves decontamination. We have measured the efficiency

of our sets of rules by considering the number of agents required to decontaminate the

whole network, and with respect to this metric, we have shown some optimal results.

We have also introduced the concept of the cloning and fusing capability of an agent and

have shown the extra power that gives to a solution.

We have described rules achieving optimal basic decontamination and prove their

optimality in the case of finite and circular mobile cellular automata with and without

cloning and Von Neumann neighbourhood. A solution is given for the temporal decon-

tamination in the case of both Von Neumann and Moore neighbourhoods, the effect of

the enlarged neighbourhood is that we can avoid the meeting of two agents at the same

cell and we can develop a more general solution. In the case of mobile circular automata

with temporal immunity without cloning, we describe four different strategies for the

cases of, one, two, three and k ≥ 4 agents. Decontamination is also studied in the case

where agents have cloning capability for finite and circular mobile cellular automata.

Table 5.17 summarizes the results obtained in this chapter.

In this chapter we omitted the proofs of several theorems that are easy consequences

of the definition of the presented strategies.
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Number of Agents Immunity Time

Decontamination without Cloning

Finite Mobile Celular Automata

Von Neumann Neighbourhood k = n t = 1∗

k = 1 t = 2n− 1∗

k = min{ 2n
t1+1

, 3n
t2+1
} t

Moore Neighbourhood k = 2n
t+1

If 2n mod (t+ 1) = 0

k = b 2n
t+1
c+ 2 Otherwise t

Circular Mobile Celular Automata

Von Neumann Neighbourhood k = 2n t = 1∗

k = min{2 2n
t1+1

, 2 3n
t2+1
} t

k = 1 t = 4(n− 1)− 1∗

k = 2, 3 t = (n+ 1)

Moore Neighbourhood k = 2× 2n
t+1

If 2n mod (t+ 1) = 0

k = 2× b 2n
t+1
c+ 3 Otherwise t

Decontamination with Cloning

Finite Mobile Celular Automata

Von Neumann Neighbourhood k = d2n
t
e t

k = n t = 1∗

Circular Mobile Celular Automata

Von Neumann Neighbourhood k = 2d2n
t
e t

k = 2n t = 1∗

Table 5.17: Chapter 5: Summary of Results

∗The proposed strategy is an optimal solution
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Chapter 6

Decontamination by Mobile Agents

In this chapter we consider decontamination of mesh and torus by Mobile Agents (MA).

We consider a network that has been contaminated by a persistent and active virus.

When infected, a network site will continuously attempt to spread the virus to its neigh-

bours. Similarly to the case of chapters 4 and 5, at any time nodes can be contaminated,

decontaminated (clean), or guarded (if they contain at least an agent). All nodes are

initially contaminated except for one (the homebase) where a team of mobile agents

is located. Agents can move in the network from a node to a neighbouring node and

a contaminated node is transformed into decontaminated when an agent it passes by.

However, once the cleaner departs, the decontaminated node can be recontaminated by

contaminated neighbours. As in the models already discussed, when immunity time t ≥ 0

and once the cleaner departs, the decontaminated node is immune for t time units to viral

attacks from infected neighbours. After the immunity time t is elapsed recontamination

can occur.

In this chapter we study the decontamination problem using a team of mobile agents

with temporary immunity t(t ≥ 0). Contrary to the model presented in the previous

chapter, agents do not have visibility capability; instead an agent can read the whiteboard

and write messages onto the whiteboard to communicate with other agents. The agent

has its own memory to store information obtained from the whiteboard, and to remember

past performed actions. We propose solutions to the decontamination of a mesh and

torus, we prove their correctness, and we propose and prove optimality of a solution to

the mesh decontamination with temporal immunity by a single agent.
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6.1 Mesh Decontamination

In this section we describe two general strategies for the decontamination of a mesh with

temporary immunity t by a team of mobile agents. We prove their correctness, and we

show optimality for the case of a single agent.

6.1.1 Multiple Mobile Agents

Algorithm 1.

The algorithm consists of two phases: the initialization phase, and the decontamina-

tion phase.

In the initialization phase, we place thed m
d t
2
ee agents equidistant in the first column.

The first agent is placed on the node P (0, 0), the second agent is placed on node P (d t
2
e, 0),

and the next d m
d t
2
ee − 2 agents are placed equidistant leaving d t

2
e + 1 nodes in between

each pair. Notice that the distance between the last agent and the lower left corner might

be ≤ d t
2
e. In this way (see Figure 6.1), we create d m

d t
2
ee− 1 equal intervals, while the last

interval might be smaller than the previous intervals.

In the decontamination phase, agents move synchronously. Each agent moves to the

d t
2
eth contaminated nodes from itself on the first column, then moves to the next column,

moves back along the same column for d t
2
e nodes, and then moves to the next column

again. This process is repeated until agents reach the last column and clean it. Each

iteration consists then of the following moves: SOUTH (⇓), EAST (⇒), NORTH (⇑),

and WEST(⇐) (see Figure 6.1).
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Figure 6.1: Mesh Decontamination by Multiple Mobile Agents with Temporal Immunity:

Strategy 1

Algorithm 1 Mesh Decontamination with Temporal Immunity: Strategy 1

input: A contaminated m × n-Mesh (m < n) with temporary immunity t and A

agents

output: The given mesh is decontaminated

Variables:

|A| = d m
d t
2
ee, i, j, k, P (i, j),MCountk

InitializationMesh(P (i, j), |A|)
DecontaminationMesh(P (i, j), |A|,MCountk)

function InitializationMesh(P (i, j), |A|)
All agents are in node P (0, 0)

for do(k = 1, k ≤ |A|, k + +)

for (i = 0, i ≤ m− 1, i = i+ d t
2
e) do

Move ak to the node P (i, 0)

end for

end for

end function
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function DecontamintionMesh(P (i, j), |A|,MCountk)

for (j = 0, j < n, j + 2) do

for (k = 1, k ≤ |A|, K + + do

MCountk = 0

for (i = 0, i < d t
2
e, i+ +) do

Move(i+ 1, j)

MCountk + +

end for

if (MCountk = d t
2
e − 1) then

Move(i, j + 1)

else

Wait (d t
2
e −MCountk)

Move(i, j + 1)

end if

MCountk = 0

for (i = d t
2
e − 1, i > 0, i−−) do

Move(i− 1, j)

MCountk + +

end for

if (MCount < d t
2
e − 1) then

Move (i,j+1)

else

Wait ((d t
2
e −MCountk))

Move(i,j+1)

end if

end for

end for

end function

Theorem 6.1. A mesh with temporal immunity t can be decontaminated by |A| = d m
d t
2
ee

agents.

Proof. To prove the correctness of Algorithm 1 presented above, we need to prove that

the decontamination is achieved monotonically and all nodes will be decontaminated

by the end of the decontamination process. That is, once decontaminated, every node
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stays decontaminated until the end of the decontamination process, when all cells are

decontaminated. We now prove by induction using the number of columns that for each

column i there is a time t when: (i) all nodes in column i are either decontaminated

or contain an agent; (ii) all nodes in column i − 1 (for i > 0) are decontaminated; and

(iii) by time t all right neighbours of a decontaminated node of column i are either

decontaminated or contain an agent.

1. Base Case: Consider the columns 0 and 1. At time t = 0 all agents are in node

P (0, 0). In the initialization phase, agents move synchronically to their location with

the maximum distance between any two agent being d t
2
e. Agents move synchronically

according to the following pattern: move SOUTH for b t
2
b moves, then move WEST for 1

move then NORTH for b t
2
c. The total time would be at most t, so column 0 is decontam-

inated within b t
2
b time units and never becomes recontaminated, and all nodes in column

1 are either decontaminated or contain an agent within t time units. The base case is true.

2. Assumption Step: The columns i and i + 1. Let us assume that at step i (i > 0),

all nodes in column i are either decontaminated or contain an agent, and all nodes in

column i − 1 (for i > 0) are decontaminated. By time t all right neighbours (column

i + 1) of a decontaminated node in column i are either decontaminated or contain an

agent, and once contaminated a node in column i− 1 never become recontaminated.

3. Induction Step: As defined in algorithm 1, at decontamination step i + 1, all agents

move according to the following pattern: SOUTH or NORTH for b t
2
c; move WEST for 1

move; and NORTH or SOUTH for b t
2
c, which in total takes at most t time units and lets

the agents move by all nodes in column i+ 1 and i+ 2. Furthermore, by the assumption

step, nodes decontaminated in column i will never become recontaminated.

By the above proof, we have shown that the decontamination result is monotone and all

nodes will be decontaminated. Therefore, we have proven that the mesh decontamination

can be done by d m
d t
2
ee agents.

110



Algorithm 2.

Algorithm 2 is another solution for decontaminating a mesh with temporary immunity

t (t ≥ 1) by a team of mobile agents. Initially all agents are placed on the node P (0, 0)

(homebase). Agents have distinct identifiers between 1 and k (where k is the number of

agents). Let ida be the identifier of agent a. Each agent a waits for t × ida time units

and then moves in a snake-like pattern, going south until reaching the lower border, then

west, then north until reaching the upper border and so on. While moving in such a

pattern, the agents maintain a distance of t between themselves, in such a way that a

node which is decontaminated for the first time at time t will then be traversed by an

agent every t time units until it is permanently protected (see Figure 6.2).

Algorithm 2 Mesh Decontamination with Temporal Immunity: Strategy 2

input: A contaminated m × n-Mesh (m < n) with temporary immunity t and A

agents

output: The given mesh is decontaminated

Variables:

|A| = d2m−1
t
e, i, j, P (i, j)

All agents are in node P (0, 0)

Decontamination:

for (k = 0, k < |A|, k + +) do

Wait (K × t)
for (j = 0, j ≤ n− 2, j + +) do

for (i = 0, i ≤ n− 2, i+ +) do

Move to P (i+ 1, j)

end for

Move to P (i, j + 1)

for (i = m− 1, i ≥ 1, i−−) do

Move to P (i− 1, j)

end for

Move to P (i, j + 1)

end for

end for
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Figure 6.2: Mesh Decontamination by Multiple Mobile Agents with Temporal Immunity:

Strategy 2
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Theorem 6.2. A mesh with temporal immunity t can be decontaminated by |A| = d2m−1
t
e

agents.

Proof. To prove the correctness of the algorithm, we need to prove that once decontami-

nated a node will never be recontaminated, and that all the nodes will be decontaminated

by the end of the decontamination process. By construction a node P (i, j), after being

decontaminated for the first time, is then decontaminated again by an agent every t time

units, thus remaining decontaminated until the visit of the last agent. Since the total

number of agents passing by P (i, j) is d2m−1
t
e, by the time the last agent visits P (i, j),

the first agent that passed by P (i, j) has reached the node at distance (2m − 1 − t) on

the snake-like path, which is the node P (i− t, b i−t+2m−1
m

c+ j). Within t time units then,

the first agent will have reached the node which is the right neighbour of P (i, j), and

P (i, j) will be clean with all its neighbours clean. Since, by construction, the snake-path

visits all the nodes, the proof follows.

With a single agent, both algorithms have the same required time immunity (t =

2m− 1), and the same pattern of agent movement (see Figure 6.3). In the following, we

prove optimality of the solutions in the case of a single agent.

Theorem 6.3. Consider a m × n-Mesh (m < n). When |A| = 1, the immunity time

must be at least 2(m−1)+1, and we have a unique optimal algorithm that decontaminates

the whole mesh with immunity time 2(m− 1) + 1.

Proof. Independently from the strategy adopted to decontaminate the mesh, all the

nodes must be decontaminated. Without loss of generality, let us consider the node

P (m− 1, 0). At some step of the strategy P (m− 1, 0) must be decontaminated.

Claim 6.4. If the path taken by the agent a is not the vertical one, then a should visits

all columns before P (m− 1, 0). Therefore, it should visit all nodes before P (m− 1, 0).

Proof. Consider d(A,B) the minimum distance between A and B in the mesh, Ca the

path taken by the agent a, and Ca(M,N) the path between M and N . If |Ca(M,N)| =
k ≥ m, then all neighbours of N must be decontaminated in the subgraph Ca(P (0, 0), N).

Consider C ′a = Ca(M,N) does not contain nodes from the column (i + 1). Take the

smallest such i, largest j in the column visited by C ′a. If the agent goes to node P (m, 0)

to decontaminate it, then the distance traversed by a since it left the first column is

(d(P (i − k, 0), P (i, j) + d(P (j, i), P (m − 1, 0))) where (k ≤ i), which is clearly greater
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then m. To go back to the node P (0, j + 1), the same number of steps is required.

The immunity time is 2(m − 1) + 1, so the node P (0,m − 1) will be recontaminated.

The only way to achieve decontamination is to visit all the nodes before the agent reach

P (m− 1, 0).

Claim 6.5. Agent a must complete the decontamination of all columns Ca−P (m− 1, 0)

before decontaminating any node in column Cn−1.

Proof. Suppose Ca are not completely decontaminated and a node P (i, n − 1) remains

contaminated. Consider the largest j, such that P (j, 0) is decontaminated after the node

P (i, n − 1). Going back and forth between P (j + 1, 0) and P (i, n − 1) will take more

than the immunity time 2(m− 1) + 1. Therefore, the node P (j, 0) will be contaminated

again before its neighbour P (j + 1, 0) is decontaminated.

We supposed that all nodes must be visited before P (m− 1, 0). Moreover, the node

P (n− 2, 0) is visited before any node P (i, n− 1) for every i, thus the path P (n− 2, 0)→
P (i, n− 1)→ P (m− 1, 0).

Figure 6.3: Mesh Decontamination by a Single Mobile Agent with Temporal Immunity
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6.2 Torus Decontamination

In this section we describe and prove the correctness of two general strategies for the

decontamination of a torus with temporary immunity t by a team of mobile agents.

To decontaminate a torus we can employ two algorithms (see Algorithms 3 and 4)

based on Algorithm 1 and Algorithm 2 described in section 6.1. Instead of starting with

d m
d t
2
ee agents for the first algorithm, and d2m−1

t
e agents for the second algorithm, we start

with 2d m
d t
2
ee agents and 2d2m−1

t
e agents respectively in two adjacent columns. We let

them move as in Algorithm 1 and Algorithm 2, but in opposite directions (see Figures

6.4 and 6.5). The proof of correctness follows the same lines as the ones of section 6.1.

Theorem 6.6. A torus with temporal immunity t can be decontaminated by |A| = 2d m
d t
2
ee

agents.

Figure 6.4: Torus Decontamination by Multiple Mobile Agents with Temporal Immunity:

Strategy 1

115



Algorithm 3 Torus Decontamination with Temporal Immunity: Strategy 1

input: A contaminated m × n-Torus (m < n) with temporary immunity t and A

agents

output: The given torus is decontaminated

Variables:

|A| = 2× d m
d t
2
ee, i, j, k, P (i, j),MCountk

InitializationTorus

DecontaminationTorus

function InitializationTorus

All agents are in node P (0, 0)

for (k = 1, k ≤ |A
2
|, k + +) do

for (i = 0, i ≤ m− 1, i = i+ d t
2
e) do

Move ak to the node P (i, 0)

end for

end for

for (k = 1, |A
2
| ≤ k < A+ 1, k + +) do

for (i = 0, i ≤ m− 1, i = i+ d t
2
e) do

Move ak to the node P (i, n− 1)

end for

end for

end function
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function DecontamintionTorus

for (j = 0, j < dn
2
e AND k < A

2
+ 1, j + 2) do

for (k = 1, k ≤ A
2
,K + +) do

MCountk = 0

for (i = 0, i < d t
2
e, i + +) do

Move(i + 1, j); MCountk + +

end for

if (MCount = d t
2
e − 1) then

Move(i, j + 1)

else

Wait (d t
2
e −MCountk); Move(i, j + 1)

end if

MCountk = 0

for (i = d t
2
e − 1, i < 0, i−−) do

Move(i− 1, j); MCountk + +

end for

if (MCount < d t
2
e − 1) then

Move (i, j + 1)

else

Wait (d t
2
e −MCountk); Move (i, j + 1)

end if

end for

end for

for (j = n− 1, j > dn
2
e AND k > A

2
, j − 2) do

for (k = A
2

+ 1, k < |A|+ 1,K + +) do

MCountk = 0

for (i = 0, i < d t
2
e, i + +) do

Move(i + 1, j); MCountk + +

end for

if (MCount = d t
2
e − 1) then

Move(i, j − 1)

else

Wait (d t
2
e −MCountk); Move(i, j − 1)

end if

MCountk = 0

for (i = d t
2
e − 1, i < 0, i−−) do

Move(i− 1, j); MCountk + +

end for

if (MCount < d t
2
e − 1) then

Move (i, j − 1)

else

Wait ((d t
2
e −MCountk)); Move (i, j − 1)

end if

end for

end for

end function

Theorem 6.7. A torus with temporal immunity t can be decontaminated by |A| =

2d2m−1
t
e agents.
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Figure 6.5: Torus Decontamination by Multiple Mobile Agents with Temporal Immunity:

Strategy 2
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Algorithm 4 Torus Decontamination with Temporal Immunity: Strategy 2

input: A contaminated m×n-torus (m < n) with temporary immunity t and A agents

output: The given torus is decontaminated

Variables:

|A| = 2× d2m−1
t
e, i, j, P (i, j)

|A|
2

agents are in P (0, j), and |A|
2

are in P (0, j + 1)

Decontamination:

for (k = 0, k ≤ |A|
2
, k + +) do

Wait (K × t)
for (x = j, x ≤ j + n−2

2
, x−−) do

for (i = 0, i ≤ n− 2, i+ +) do

Move to P (i+ 1, x)

end for

Move to P (i, x− 1)

for (i = m− 1, i ≥ 1, i−−) do

Move to P (i− 1, x)

end for

Move to P (i, x− 1)

end for

end for

for (k = |A|
2

+ 1, k ≤ |A|, k + +) do

Wait ((K − |A|
2

+ 1)× t)
for (x = j + 1, x ≤ j + 1 + n−2

2
, x+ +) do

for (i = 0, i ≤ n− 2, i+ +) do

Move to P (i+ 1, x)

end for

Move to P (i, x+ 1)

for (i = m− 1, i ≥ 1, i−−) do

Move to P (i− 1, x)

end for

Move to P (i, x+ 1)

end for

end for
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Notice that with a single agent we cannot decontaminate the torus with the previous

algorithm, but we can use a strategy similar to the strategy used for the case of mobile

cellular automata (see Figure 6.6), then we can conjecture that:

Figure 6.6: Torus Decontamination by Single Mobile Agent with Temporal Immunity

Conjecture 6.8. A torus with temporal immunity t = 2(m − 1) + 2(n − 1) − 1 can be

decontaminated by a single mobile agent.
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6.3 Conclusion

We have studied the problem of network decontamination with temporal immunity by

mobile agents. We have considered mesh and torus topologies. Our objective was to

minimize the number of agents used to decontaminate the network while ensuring that

no recontamination can occur, as well as the solution strategy which is the algorithm

enabling a minimal team of cleaners to perform the task. We proposed two solutions

for the mesh decontamination with temporal immunity by mobile agents and we proved

their correctness. In the case of a single agent, both strategies are optimal. In the case

of torus, two strategies are described and their correctness is proven for the decontam-

ination of a torus with multiple mobile agents k (where k ≥ 2). In the case of a single

agent, another strategy is described. Table 6.1 summarizes our results.

Topology Number of Agents Immunity Time

Mesh k = d m
d t
2
ee t

k = d2m−1
t
e t

k = 1 t = 2m− 1∗

Torus k = 2× d m
d t
2
ee t

k = 2× d2m−1
t
e t

k = 1 t = 2(m− 1) + 2(n− 1)− 1∗

Table 6.1: Chapter 6: Summary of Results

∗The proposed strategy is an optimal solution
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Chapter 7

Conclusion and Future Work

In this thesis we have studied the decontamination problem with and without temporal

immunity, with three different models (mobile agents, cellular automata, and mobile cel-

lular automata). In particular we have proposed different solutions and evaluated them

according to the established complexity measure. Our goal was to better understand the

impact that additional assumptions (memory, cloning, visibility, neighbourhood, local-

ity) have on the complexity of our solutions. We have studied the notion of temporal

immunity and analyzed its impact on the process of monotone decontamination in the

mesh and torus topologies. Many problems and questions are opened by this thesis.

7.1 Summary

First in chapter 2, we provided a comprehensive survey of the history and current state

of research in computation by mobile agents in safe and unsafe environments, and in

cellular automata and Turmites. This survey helps in understanding in more depth the

decontamination problem and different techniques useful in our study of network decon-

tamination problems .

In chapter 3, we formally described the three models used in this work. We consid-

ered the mobile agent model, which is a model commonly employed in the distributed

computing community, and where the decontamination is performed by mobile entities

moving in the network. We then described the cellular automata model, where there

is a cellular space where cells change their state synchronously according to local rules.

Finally, we introduced the mobile cellular automata model, a combination of the two
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previous models, where simple entities possessing visibility of their neighbourhood move

synchronously on a cellular space following local rules.

In chapter 4, we considered the problem of decontaminating a two-dimensional three-

states cellular automata with and without temporal immunity, where the spread of faults,

as well as the decontamination process, are regulated by classical cellular automata local

rules. We focused on finite and circular cellular automata with Von Neumann and Moore

neighbourhoods. In each case, we described cellular automata rules to achieve decon-

tamination. We measured the efficiency of our sets of rules by considering the number

of simultaneous sites in the disinfecting state and, with this metric, we have shown that

most rules are optimal.

In chapter 5, we focused on mobile cellular automata to look at the impact that ac-

tive cells, in an otherwise reactive environment, have on the decontamination problem.

We observed that, if cloning is not allowed, with the Von Neumann neighbourhood we

obtain a more general solution than in the case of cellular automata with the same neigh-

bourhood. The efficiency of the proposed solutions depends on the relationship between

the number of cells in the network (n) and the time immunity (t) and is always better

than the one devised for cellular automata. Note that the solutions for cellular automata

could be also simulated by mobile cellular automata, but it would be efficient only for

large immunity times (t ≥ n−2). On the other hand, with the Moore neighbourhood the

solution obtained with cellular automata is better than the one devised for mobile cellu-

lar automata, possibly because the lack of cloning capabilities of the agents is a bigger

constraint than the lack of active cells. When the agents can clone, the Von Neumann

neighbourhood allows to obtain the same results as the ones obtained for cellular au-

tomata with the Moore neighbourhood, thus showing that the extra power of the active

cells is traded off with the enlarged neighbourhood.

In chapter 6, we studied the classical mobile agent model. This model was exten-

sively studied in the context of decontamination. We presented two different algorithms

for the mesh and torus topologies, and optimality in the case of a single agent in the

mesh was proven. As with the solutions proposed in the literature, the main objective is

to minimize the number of agents required to decontaminate the network. We also focus

on understanding what impact the power of the agents and the underlying system has

on the complexity of the problem. We noticed that the visibility capability is as powerful
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as memory and communication using whiteboard capabilities together.

In chapter 7, we gave a summary of our results and showed directions for future work.

The following two Tables 7.1, 7.2 summarize our results in this thesis.

Model Neighbourhood Active Entities Time

Cellular Von k = n t = 1∗

Automata Neumann K = 1, 2, 4 t = 4
k
× (n− 1)− 1

Moore k ≥ 2 t ≥ d (2n−1)
k
e

k = 1 t ≥ (2n− 1)∗

Mobile Von k = n t = 1∗

Cellular Neumann k = n (with cloning) t = 1∗

Automata k = 1 t = 2n− 1∗

k = min{ 2n
t1+1

, 3n
t2+1
} t

k = d2n
t
e(with cloning) t

Moore k = n t = 1∗

k = 2n
t+1

If 2n mod (t+ 1) = 0

k = ×b 2n
t+1
c+ 2 Otherwise t

Mobile NA† k = 1 t = 2m− 1∗

Agents k = d m
d t
2
ee t

k = d2m−1
t
e t

Table 7.1: Summary of Results in the Mesh.

∗The proposed strategy is an optimal solution
†Not Applicable in this model since agent does not have visibility (cannot see any neighbours)
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Model Neighbourhood Active Entities Time

Cellular Von k = 2n t = 1∗

Automata Neumann

Moore k ≥ 2 t = dmax
†

Mobile Von k = 2n t = 1∗

Cellular Neumann k = 2n (with cloning) t = 1∗

Automata k = min{2 2n
t1+1

, 2 3n
t2+1
} t

k = 1 t = 4(n− 1)− 1∗

k = 2, 3 t = (n+ 1)

k = 2× d2n
t
e (with cloning) t

Moore k = 2× 2n
t+1

If 2n mod (t+ 1) = 0

k = 2× b 2n
t+1
c+ 3 Otherwise t

Mobile NA‡ k = 2× d m
d t
2
ee t

Agents k = 2× d2m−1
t
e t

k = 1 t = 2(m− 1) + 2(n− 1)− 1∗

Table 7.2: Summary of Results in the Torus.

7.2 Future Work

In addition to what we have studied in this thesis, there are other works and open issues

related to the network decontamination with temporal immunity problem. We have only

covered a specific aspect in this research area. For future studies, we list some possible

future work on the network decontamination with temporal immunity problem.

First and foremost, what happens in other classes of networks? Is the presence of

temporal immunity going to result in improvements in other networks, comparable to

the ones we observed in the case of mesh and torus? And if not, why not?

For the networks studied in this thesis, it is possible to improve some of the results,

and/or prove their optimality. For example, in the case of mesh decontamination with

temporal immunity by mobile agents, new forms of immunities such as temporary and

∗The proposed strategy is an optimal solution
†Not Applicable in this model since agent does not have visibility (cannot see any neighbours)
‡dmax the maximum distance between two consecutive decontaminating cells or between a decontam-

inating cell and a corner at time 0.

125



majority based immunity, and solutions where agents with the same or different capabil-

ities can be deployed randomly in the network without any prior known configuration.

Do these solutions in any way achieve decontamination? Considering the problem of

decontaminating an arbitrary network by a single agent, we want to determine the min-

imum time required to perform this task. Is this an NP-hard problem?

For the neighbourhood, we have considered the Von Neumann neighbourhood with

distance r = 1 and the Moore neighbourhood with distance r = 1. We have already

noticed the impact of a larger neighbourhood on the existence of a solution and its com-

plexity. For example, in the case of circular mobile cellular automata, what would the

impact of the neighbourhood be if we consider the Von Neumann neighbourhood with

distance r ≥ 2.

We have assumed that the network and the agents are reliable. Our algorithms do not

consider any broken network links, or failed network nodes and agents. Fault tolerance

may be added in our algorithms in the future.

Another, more fundamental, question relates to the monotone nature of the solution

protocols. If we remove monotonicity, what would be the minimum number of agents

needed for decontamination of the network considered here? It is known that without

temporal immunity the same number of agents are needed in some topology regardless

of whether or not monotonicity is required [7].

We believe that investigations in these areas will provide useful insights in to network

decontamination.
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